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Figure 1: Spiders learning how to walk.

ABSTRACT
Animations are a core component of video games. Animations
typically require dedicated animators and are relatively inflexible,
making it extremely difficult to animate a character without enforc-
ing strict restrictions on the virtual world where it is placed.

We propose a framework to explore the procedural generation
of animations in arbitrary tridimensional virtual worlds, using neu-
roevolution to create and evolve neural networks that output forces
at a creature’s skeleton joints in order to produce motion and move-
ment that are credible and physically coherent with the virtual
world topology and the creature’s state.

Evaluation was done by selecting tasks for which our framework
was able to generate animations that are different between each
other but achieve the same result, supporting that neuroevolution
can offer different solutions to animation problems.
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1 INTRODUCTION
Animations have always played an important part in video games,
with the rise of 3D video games and the need for animated assets
becoming more important as they enhance the realism and help
make a game more believable, making animation designers and
animators a main component of a team that aims to develop a 3D
game. When seeing a group of monsters or creatures in a game it is
expected that they move in slightly different ways, which normally
does not happen, with the same creature sharing its animation with
every other creature of the same type, due to both complexity and
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performance. Creatures might also not behave as we expect them
to in a world, with new options and opportunities arising when we
explore other possibilities, e.g. a creature with 4 legs might be able
to stand with just 3, leaving the 4th leg free to be used as a weapon
while still being physically coherent. With animations being at
the core of video games and the ever growing need for animated
assets, animators are faced with re-using animations for multiple
characters as the animation process is time-consuming which does
not allow for the complete exploration of possible animations.

We aim to create a framework that can help animation designers
and game developers achieve an higher grade of variety in terms
of animation by allowing fast automated generation of different
types of animation, with subtle differences in how they execute,
given a certain task or objective and that takes into account the
world topology and the creature’s body, which can then be used as
animation designers and game developers as a basis or inspiration
for their set of animations

2 BACKGROUND
There are a broad number of different animations techniques, e.g.
skeletal animation, in which an animator uses an hierarchical set
of bones, with each bone being connected to a set of vertices of the
character mesh, posing the character as they see fit[4] to create the
animation which can be exported as a set of key-frames to be used
in games or other real-time graphics applications.

Motion capture is another technique that uses a real life actor
and sensors to record movements, which are then converted for use
with a virtual skeleton and which are cleaned up by an animator
before use, allowing for more realistic movements at the expense
of being more expensive and being limited by real world physics.

Inspired by robotics, Inverse Kinematics (IK), is a mathematical
process that allows to recover the movement of an object from data
without consideration of what causes the motion through the use
of various different methods, both analytical and numerical[2]. IK
is mostly used in animation to correct positioning of feet in rough
terrain as the calculations are cheap in terms of computational
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power as such calculations only require two joints. A common
example of use of IK can be seen in arc wielding robot arms in
factories.

Some game engines already support the use of mixed animations,
where kinematic animations are mixed with physics calculations
to augment the realism of animations, with hair and cloth being
physically simulated while a kinematic animation plays. Physically
Based Animation (PBA) is a topic of study that is specially inter-
esting for real time applications such as games or simulations[3].
PBA is capable of offering animations that are more responsive and
realistic allowing for certain details that can convey personality
and intent to be expressed by characters[8]. However, PBA comes
with a set of problems such as lack of control, i.e. since skeleton
parts are controlled through the use of external contacts, by adding
torque or applying forces, this poses a problem for tasks such as
keeping balance and locomotion. These problems do not happen in
kinematic systems and affect visual quality and playability[5].

Genetic Algorithms (GA) are a subset of Evolutionary Algo-
rithms inspired by natural selection and were initially invented to
formally study how adaptation occurs in nature and how it could
be imported into computer systems[7]. GA rely on genome opera-
tions that mirror biological functions such as mutation, crossover,
or breeding, and selection. Genetic algorithms are mostly used in
the generation of solutions for search and optimization problems
such as weight training in a neural network as an alternative to
gradient-descent methods such as back-propagation[7]. GA can
be thought as the process through which life has come to be. GA
start with a population of subjects which are generated randomly
to allow for a search space with multiple possible solutions. GA
normally follow an elitist variant, to assure that the quality of the
solution does not decrease from one generation to the next one. In
each generation, the population is tested against an heuristic that
evaluates the performance of a single subject in solving the task.
The best performing subjects are able to survive and breed, while
the worse are deleted from the population. This cycle repeats until
the solution found meets a criteria, a certain number of generations
has been reached, etc. Other variants exist with different goals such
as increasing variation and paths of evolution.

There are multiple methods and techniques that can be used
to record or create animations for characters in games. A more
recent approach to animations involves the use of the physics en-
gine to achieve an higher quality animation that can affect the
world. Neural Networks have been used, more and more, as a way
to achieve a solution to general problems, be it related to medicine
for diagnosis[1], predicting student retention rates[9] and image
identification[13]. While neural networks are known to learn from
existing information that is fed in a training process, neuroevolu-
tion uses a different approach, by using genetic algorithms, which
are inspired by natural selection, to generate a solution without
previous information being fed. This approach mimics the way
learning has occurred in real life and throughout history. The usage
of neuroevolution allows for the resolution of problems with vari-
ety as two subjects can be different in how they reached a solution
to the task.

3 RELATEDWORK
Works in the realm of machine learning for animation and neu-
roevolution in virtual worlds have been studied and discussed in
detail[11]. We will discuss two works that heavily inspired our
implementation.

3.1 Evolving Virtual Creatures
Karl Sims’s work serves as a big inspiration for our work. In this
work, Sims describes a system that can be used to create virtual
creatures that are able to move around a three-dimensional phys-
ical world[10]. A special point of this work is that not only are
creature topologies evolved but the neural networks also evolve
together with the topology. Sims uses directed graphs to represent
the genotype of a creature, encoding both the morphology and
nervous system, allowing to add or remove features to change the
complexity level. The phenotype of the creature is a hierarchy of
articulated three-dimensional rigid parts. This phenotype is gen-
erated from a genotype by transversing the nodes, starting at a
defined root node and using the node information to synthesize the
parts. The nodes can be recurrent and this allows to form recursive
and fractal structures. The nodes contain the information to define
the creature’s body. The brain is defined as a dynamic system that
takes inputs from sensors and outputs values to be applied as torque
to the body joints. In order to increase the possibility of interesting
behavior being generated by evolution, different nodes can have
different activation functions. The evolution process is guided by a
genetic algorithm that optimizes creatures for each Sensors used
include joint angle sensors, that give information about each degree
of freedom of a joint. Contact sensors that detect impact, with no
distinction between self-impact and impact with the environment
and photo sensors that can detect light sources and react to them.
This sensors can be enabled or disabled depending on the creature’s
objective and the surrounding environment.

In the case of animation generation, we may not be interested
in exploring the evolution of the topology of a creature, as gen-
erally we would have a creature with a fixed topology that was
created before-hand by a technical designer, but instead exploring
the possible behavior of a specific body, thus applying part of Sims
work by letting different neural networks to control to control our
creature.

3.2 Neuroevolution of Augmenting Topologies
Neuroevolution of Augmenting Topologies (NEAT)[12] has been
brought to attention due to a video by Seth Bling released in the
video platform Youtube1 in which a neural network was able to
learn how to pass the first level of the game Super Mario World2
without needing any data set to teach it how to. This was possible
due to the use of neuroevolution, which thanks to its nature, can be
applied to a broad range of problems. Stanley & Mikkulainen have
shown that evolving a neural network topology at the same time
as the weights can bring a boost to neuroevolution. NEAT works
with Topology and Weight Evolving Artificial Neural Networks

1MarI/O - Machine Learning for Video Games, Seth Bling (SethBling),
https://www.youtube.com/watch?v=qv6UVOQ0F44, last accessed on 6, January, 2019
2Super Mario World (SNES), Nintendo EAD (Producer: Shigeryu Miyamoto), Nintendo,
1990
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(TWEANN) in which, as the name states, topology and weights
evolve alongside each other. In order to avoid the Competing Con-
ventions Problem, NEAT uses a representation that allows for the
topology of a network to crossover in a meaningful way, without
loss of information, by using a direct encoding scheme and assign-
ing a global marker, the innovation number, to each gene present
in the genome.

In NEAT, evolution is achieved through reproduction and mu-
tating of genomes. Reproduction is achieved by crossover, lining
up genes from both parents. When two genes have a matching in-
novation number, inheritance is random. If the innovation number
does not exist in one of the parents and is outside of the innovation
numbers present in that said parent, then it is called an excess gene
and inheritance only happens if that gene comes from the most fit
parent. Similarly, if the innovation number does not appear in one
of the parents and that number is inside the range of innovation
numbers present in said parents, that gene is called a disjoint gene
and again, it is inherited only if it is present in the most fit parent,
this also allows for NEAT to minimize the size of networks as a gene
is only passed down to the offspring, this allows NEAT to minimize
the size of the neural networks as genes are only passed to the
offspring if they are needed to score an higher fitness value. Muta-
tions in vanilla NEAT can add new nodes, new links and mutate
the weight of existing links.

Another important mechanism of NEAT is the notion of species
in order to protect innovation. New innovation of a neural network
such as adding a new node or link may not result in direct im-
provement of the network just by adding it, as the weight assigned
might not be optimized yet. This mechanism enables networks
that undergo changes to have time to optimize this innovation and
propagate it to other elements of the species.

The usage of NEAT as a basis for our implementation helps
in generating controllers allowing NEAT to evolve the networks
towards a specific task, while keeping performance and execution
times minimal.

4 IMPLEMENTATION
Our implementation consists of two components that we will in-
troduce in this section. Other work has been done in exploring
the performance as well as preliminary testing on how our model
could be implemented in a real-time stand-alone application[11]
that works without the need for Unreal Engine 43 (UE4). The im-
plementation described in this work will use Unreal Engine 4 as
the game engine to provide us a physics simulation with an higher
level of body topology complexity.

4.1 NEATAnim
NEATAnim (NEAT Animation) is our fork of Accelerated NEAT
(AccNEAT) which itself is a fork of NEAT by Sean Dougherty4 that
only works on Linux-based operative systems. The implementation
of AccNEAT focuses on reducing the time taken by NEAT to evolve
solutions to more complex problems. It achieves this by using multi
threading, using search algorithms that take O(logn) instead of the
O(n) found in NEAT, using cache-friendly data structures and by

3Available at https://www.unrealengine.com/en-US/, last visited on 30/09/2019
4Avaliable at https://github.com/sean-dougherty/accneat, last visited on 30/09/2019

introducing new genetic operators, delete link and delete node, that
can help reducing the network complexity. The delete node operator
allows for the deletion of a node and all links that connnected to
or from that node. The delete link operator allows for the deletion
of a single link between two nodes. If a node or a link is deleted
and the network is still able to achieve the same or even higher
fitness, it means that that node or link was being detrimental to
the network evolution, while using more resources and having a
bigger size, thus reducing performance. This is further proved by
James Derek & Philip Tucker[6] where they show that NEAT’s
performance can be improved by not only using additive mutations
but also by using subtractive mutations concurrently, allowing for
more efficient searches and compact solutions.

NEATAnim also introduces some changes instead of being a
straight port. In AccNEAT the evolution environment is integrated
in a global structure called Neat Environment where the Genome
Manager and the parametrization can be found. The new methods
introduced allow for the easier parallelization of the evolution en-
vironments, removing the need for the global Genome Manager, so
that we can explore different tasks or different parametrization such
as the pseudo random number generator (PRNG) seed. This allows
for the abstraction and creation of multiple simulations which was
implemented in our stand-alone application. This effectively speeds
up the search for a solution by allowing the evolution to use more
resources of the machine.

4.2 MPGCreatures for UE4
In order to allow for testing in situations like games but also due
to the ease of use of more complex meshes as the body for the
creature, we have decided to implement our framework in UE4.
UE4 will supply the physics simulation, using PhysX, the level
and the creatures for our implementation. Figure 2 depicts the
evolution loop of a population inside our framework environment.
Genomes are created by the Genome Manager given the number
of input nodes, hidden nodes and output nodes required for the
problem. These genomes are passed to the creature farm which
generates an organism by coupling the genome with the respective
neural network and fitness field and assigning it to a creature. These
creatures form the population for our evolution environment and
are sent to the UE4 level with physics simulation to execute the
task, being evaluated before returning to the creature farm that
requests the next generation of genomes to the genome manager.

4.2.1 Creatures. In our framework, we have created 2 different
types of creatures, SkeletalMeshCreatures and SkeletalNoMeshCrea-
tures. SkeletalMeshCreatures have a complex mesh and skeleton,
that can be created in applications such as Blender, 3DSMax or
Maya, that in UE4 are part of the same component named Skele-
talMesh. A creature contains an Organism, a combination of a
Genotype and a Neural Network, supplied by the NEATAnim evo-
lution environment, as well as the fitness value. Figure 3 shows
how a skeletal mesh is composed and how it looks inside the level.

In order to control a creature we have used the built in angular
drives supplied by UE4. These angular drives calculate the required
forces to reach a certain joint angle with a certain velocity and can
limit the degrees of freedom of each rotation axis as well as the
maximum rotation for a given axis.
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Figure 2: The framework conceptual model for UE4.

The initial network for the creatures depends on the task and
type of creature we have. For animation, we have decided to use the
neural network to calculate the angles to use in the angular drive
which we use as the actuator for our creatures, thus the neural
network must have at least

#outputnodes = #joints ∗ 6 (1)

with 3 outputs being used as the XYZ values of the angle and the
last 3 being used as the XYZ values of the velocity of each joint.
The number of joints is automatically loaded from the skeleton
provided in the SkeletalMesh. The starting number of hidden nodes
is recommended to be kept at 1 as that is the recommended by
NEAT to make use of the minimization property. The number of
input nodes varies, depending on the information that we want to
pass to our creatures.

Figure 3: Example of a spider’s skeletal mesh. Skeleton
bones are shown in white.

The second type of creature is similar but does not rely on a
skeletal mesh and a skeleton but a simple configuration of physical
constraints and static meshes which can be seen in Figure 4. This
type of creature follows the same rules for creatures with a skele-
tal mesh and are created in a similar fashion allowing for quick
prototyping and experimenting with the framework.

Figure 4: Example of a creature without a skeletal mesh.

4.3 Sensor Interface
The sensor interface allows for the creation of new methods to
feed the neural network information about the task or state of the
creature. We have included 3 sensors that allow to feed the neural
network with information about the creature’s current state but
also about the virtual world it has been set in by using orientation
sensors, per joint, that allows a creature to know the state of each
of its own body joints, an eye sensor that allows to shoot a ray in
a certain direction with a certain range that returns the distance
to an object if detected and a walk sensor that outputs 0 or 1 if the
creature should walk or not. For the purpose of this implementation,
the walk sensor was always kept at a value of 1. These sensors can
be connected to the neural network input values to feed the inputs
with data.

4.4 Evaluators
The evaluator is one of the most important parts of our implementa-
tion. The quality of the evaluator used directly dictates the quality
of the evolution achieved as it is the only way to state the task
that should be done. In our implementation we have settled for
the use of simpler evaluator methods that were still able to gener-
ate good results. The evaluator interface provided allows for the
quick creation of new evaluator methods. Evaluators are running
alongside the simulation, evaluating creatures per frame. This, in
contrast with the normal evaluators present in NEATAnim, allows
for a constant evaluation over the execution of the task. This is
important as animation is a problem that cannot be measured by
the performance at the end of the task but a problem that requires
measuring during the whole process of execution.

4.5 Creature Farm
The creature farm serves as the hub for the creatures and is the start-
ing and ending point of the simulation. The creature farm directly
communicates with the NEATAnim component and is responsible
for preparing the genomes and assigning them to the creatures. At
the end of the simulation, creatures return to the farm with the
fitness value assigned by the evaluator and are then sent to the
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NEATAnim environment to be reproduced, mutated and speciated
in preparation for the next generation.

5 EVALUATION
This section presents the evaluation done to our framework. Un-
less otherwise stated, the tests were run on a 4 core CPU with
NEATAnim configured to use 3 threads.

5.1 Walking Spiders
The first test aims to evolve a spider character to walk in a certain
direction. This test is setup without any obstacles and 84 spiders
were placed in a plane. The evaluator used attributes fitness to each
creature based on

CreatureFitness += (CurrentPosition.X - LastPosition.X) * TotalTime (2)

and it promotes the constant movement by multiplying the delta
distance walked in the X axis by the time of the simulation. Spiders
used were setup with 10 joint constraints and the initial genome has
31 input nodes, with 1 input node for a walking sensor and 3 input
nodes, per joint, for an orientation sensor, that inputs the pitch, roll
and yaw values of a joint into the network. 1 hidden node was used
to keep the initial network size to a minimum and 60 output nodes
were used. Angular motion was limited to an angle of 45 degrees for
each axis and a value of 4000 strength was set in the angular drive
of each joint, as this value, achieved through trial and error, offered
a good balance between bone rigidity and realistic control. Each
simulation generation has been set to 10 seconds and the evolution
process between each generation has an average execution time
of 65.52 milliseconds. In just over 400 generations, spiders were
walking a few steps while acting drunkenly5 This was achieved
without feeding any information for any type of animation.

While spiders were able to walk in the correct direction, there
were subtle differences between different species of genomes, as
each network has slightly different topology and weights this al-
lows for the exploration of different animation possibilities in an
automated way.

5.2 Human character raising an arm
The second test uses a completely different body topology, a human,
but we have restricted the control of the neural network to just an
arm. The aim of this test is to get the human character to raise its
hand as high as possible, the evaluator uses the following formula

CreatureFitness+ = RiдhtHand .Z ∗TotalTime (3)

where fitness is attributed by how high the right hand is lifted over
time. Note that in UE4, the Z Axis is the world up axis.

The initial genome has 3 input nodes per joint for orientation
sensors and 1 input node that activates the network when the
animation should be played, totalling 10 input nodes. 1 hidden node
is used as recommended and the output layer has 18 output nodes.
Figure 5 shows a human character raising its right hand in the air
at the 19th generation of evolution.

5Video footage of the evolution process for walking spiders available at
https://www.youtube.com/watch?v=0Ilf0wv2VoQ, last visited on 09/10/2019.

Figure 6: Different behaviors achieved during the same sim-
ulation.

Figure 5: Still from 19th generation of evolution. The human
character can be seen with the right arm in the air.

5.3 Standing up Quad Bot
The third test uses the second type of creature. As stated, the setup
for this type of creature is similar to the first type. 77 quad bots, seen
in Figure 4, were placed on a plane. The initial genome for this test
consists of a single input node, that outputs a 0 or 1 depending if the
animation should be played, in order to reduce input variation. 1
hidden node was used and 48 outputs nodes for the 8 joints, divided
between hip joints and knee joints. Simulation time was set to 5
seconds.

The evaluator for this test uses the formula

CreatureFitness+ = BodyPosition.Z ∗TotalTime (4)

that uses the body, the circular central part of the creature, posi-
tion in the Z axis as a measure of the performance of the network. A
creature can maximize its fitness if they are able to stand as soon as
possible and maintain that position for the whole simulation. Since
this type of body is more simple, less generations were required to
reach a solution.

Different reached solutions can be seen in Figure 66. Again, as
expected, different ways of executing the task, that is, standing up,
were reached through our implementation, achieving and exploring
different animation possibilities for a creature standing up from an
idle position.

6Video footage of the evolution process for quad bots standing up available at
https://youtu.be/hm2P1Mt3ZQo, last visised on 23/10/2019.
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Figure 7: A spider bot. This creature contains a body and 8
legs, with 8 hip joints and 8 knee joints.

5.4 Standing Spider Bot
The last test uses a different creature that is similar to the quad bot
which we shall call spider botFigure 7. The spider bot is constructed
in the same fashion as the quad bot, using static meshes and physical
constraints between them. The aim of this test is to achieve the
standing of a spider bot by using the same evaluator as used for the
quad bot in order to check the usage of evaluators with different
body topologies and what behavior emerges. Similarly to the quad
bot, the spider bot initial genome has 1 input node, 1 hidden node
and 96 output nodes, containing 8 knee joints and 8 hip joints. As
seen in Figure 8 the spider bot was also capable of standing up,
taking 45 generations to be able to stand andmaintain position. This
shows that evaluators can be re-used between different creatures.

Figure 8: Different poses of the spider bot solution.

5.5 Discussion
In this section we have presented our tests and results for our frame-
work. We have started by doing a test that controls a complete body
of a spider, successfully creating spiders that could walk for a short
amount of time, in a specific direction, showing that our framework
can be used with complex bodies and successfully generating differ-
ent types of walk animations for the spider creature. In our second
test we have completely changed the body topology of the creature,
now a human, and only evolved a certain part of the body, with
our framework being able to create animations for the right arm of
the creature, raising it up as intended according to the evaluator
with different organisms lifting their arm in a different way. Our

third and fourth test take a different approach, not only changing
the body topology but even the way of creating the creature, where
our framework was able to generate animations for both creatures,
achieving different poses and motion in the final result. The same
evaluator was used for both tests, showing that evaluators can be
re-used with different body topologies while providing positive
results and variations in the behavior obtained, showing that neu-
roevolution is able to provide interesting motion and behavior for
any kind of body topology, allowing for the exploration of different
possibilities of animation which can give higher variety, that are
physically coherent with the world they are set in.

6 CONCLUSION
We started this paper by describing the importance of animation
and variety in animation when having multiple creatures that look
the same but are able to act in slightly different ways makes a game
more believable. We described that our aim is to create a piece of
software that can help animation designers and game developers
achieve higher variety in terms of animation through the generation
of different types of animation which can help animation designers
explore the space of possibilities for an animation. We have also
provided some background information in animation techniques
and machine learning for animation and reviewed important works
that served as a basis for this paper.

We have developed and presented NEATAnim, our port of Ac-
celerated Neat which is a port of NEAT focused on performance
increase, in which we have improved the ability to work in mul-
tiple parallel environments which in turn enables the creation of
multiple scenes where we can have a evolution environment for
each one.

We have also presented a framework, built for Unreal Engine 4,
that can be used to create different animations within the physics
simulation, by using angular drives as the actuator. This frame-
work allows for the easy creation of new creatures and generates
animations given a task stipulated in an evaluator, which guides
the evolution of solutions towards that task. The framework can
use different body topologies and still succeed in the generation of
animations, achieving different results for the same solution.

Finally, we have presented a set of four tests, each with a different
body topology or a different task, in which our framework was
successful in generating animations that both solve the task and
achieved it by providing different solutions. All of the animations
and results were achieved through the use of angular drives and
interaction with the world making them fully physically based.

7 FUTUREWORK
Due to the non-deterministic nature of PhysX and physics engines
for real time applications in general, the replay of a solution is hard
as slight changes in the frame rate cause the time step of the physics
simulation to fluctuate, as is the case of Unreal Engine 4, that cause
different calculations in terms of forces to apply, thus causing the
animation to play in a different way and even failing. This can
possibly be solved by creating a layer that can record, per frame,
the transforms of each bone and create a kinematic animation from
those transforms, making the replay of the animation stable as it
would be reproducible in any situation, removing the need for the
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physics engine to be used for the replay. This approach would also
be less resource intensive during game play as the physics engine
would not do calculations. Another interesting approach would
be to explore the creation of new behavior on top of old behavior,
that is, evolve a network that learned how to stand to wave and
later check if the previously learned behavior of standing up is still
present, enabling the creation of even more complex behavior.
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