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Abstract

Computer science students deal with interesting projects in algorithmic courses, which are a good
sample of some of the problems they may face when working in a company in the future. For each
project, professors need to spend time creating a small set of hand-crafted tests that will be able to
effectively test many different situations. These tests are then inserted in automated testing tools to
evaluate students’ programs. This approach ends up being not only very time consuming but also lacks
in terms of richness of evaluation since it is far from being an exhaustive process.

This dissertation proposes the implementation of an alternative evaluation system capable of receiv-
ing project specifications and automatically generating sets of tests according to the preferences of the
professor. This system requires specifications under the format of a new language, named REX, whose
purpose is to format a project description into a set of rules ready to be used by a generator. Then, the
generator will use that information to generate test cases that can be used in the evaluation of students’
implementations. The experimental evaluation’s results show that this system is able to generate useful
tests and to discover errors in students’ programs that the hand-crafted ones could not, all without
requiring the use of many resources.
Keywords: Language Creation; Input Specification; Test Generation; Testing.

1. Introduction
Every computer science engineer faces challenges
when trying to implement a system or a service
for their company. Bugs appear in the most ran-
dom moments possible and it is part of the engineer
lifestyle to search for the reasons behind that ap-
pearance. In college, students are exposed to those
kind of problems, in order to get used to the frustra-
tion and challenges that come with the profession.

When trying to execute projects to develop an
app or a service, students are encouraged to test
their code on certain platforms, like Mooshak [3],
to help them figuring out faster what needs to be
fixed or improved. These platforms possess a set of
tests provided by the professor responsible for the
project. A group of professors that are giving the
course are then responsible for developing a test or-
acle that will dictate the “official” output each given
test case input should have. These tests are then
applied to the student’s code and the produced out-
puts will be compared to the oracle’s output, and
consequently dictating a result of the performance
of that code. Based on that result, students will
get an idea on how far they are from reaching a
successful implementation of the project.

Usually, this is a very popular evaluation method
used by professors during the execution of projects

since they can only provide such support to their
students due to other tasks they have at hand.
Tasks such as the creation of tests that can anal-
yse different behaviours of a project do take a while
to be thought out and always differ from project
to project. Furthermore, many times, due to the
lack of diversity in tests created by the professors,
the majority of these tests are kept private, provid-
ing little information to students regarding prob-
lems with their implementations.

Therefore the motivation of this thesis is to make
it less of a frustrating experience for both students
and professors when dealing with such projects.
The goal is to provide them assistance by imple-
menting an automated system capable of receiving
specifications from different projects and to gener-
ate a set of test cases according to the preferences
of the professor. This would increase the efficiency
and precision in test creation as well as it would
also save crucial time for professors, that could be
spent helping their students with their implementa-
tions. Also, the system could eventually be used by
students so that they could generate their own tests
and ease the debugging part of their programs.

This paper makes the following contributions:

• Design of a language, named REX, capable of
modelling users’ input specifications into a set
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of command rules that can be applied to a gen-
erator of test cases.

• Implementation of a system able to generate
valid test cases for specific problems through
input specification files written in the REX
Language.

• An experimental evaluation of the imple-
mented system’s performance, by applying it
to a project of an algorithmic course and com-
paring the quality of the tests generated both
in this system and in the current evaluation
system of that course.

The remainder of the paper is organized as fol-
lows. Section 2 presents work previously done re-
lated to the area of this dissertation. The specifi-
cations of the system implemented and implemen-
tation details are showcased in Section 3. Section
4 presents the results of the experimental evalua-
tion regarding the system implemented. Section 5
presents conclusions regarding the general work as-
sessment as well as some of the aspects that can be
further developed in future work.

2. Background
2.1. Regular Expressions
Evil Generation of Regular Expression Tests
(EGRET) is a tool implemented to expose errors
whose source comes from mistakes made by devel-
opers when creating regular expressions. EGRET
takes a regular expression as input and generates
test strings that can showcase that the expression
is not working as intended [2]. This is done by con-
verting the expression into a nondeterministic finite
automata (NFA). With that, a set of basis paths can
be obtained in which the strings correspondent to
those paths form an initial set of test strings. Fur-
thermore, these strings are processed in a way they
are then created additional strings. Moreover, two
lists of test strings are created, one with accepted
strings and one with rejected ones. In the end, those
sets of strings are manually analyzed and bugs are
easily found if considered accepted strings should
be rejected or vice-versa. The presence or absence
of bugs discovered during this process gives the user
a high confidence on whether a string is working as
intended or not.
Regular Expression Matching problem is the

process of deciding whether a given string is part
of the language defined by some particular regular
expression(s) or not. This process is widely used
in text search programs like grep, or applications
involved in lexical analysis, deep packet inspection
or even DNA sequence matching. This has been an
area of great focus lately, with multiple people try-
ing to come up with algorithms to approximate and

accelerate the process of regular expression match-
ing, in order to also improve the performance of
their applications [10, 5, 9, 1].

2.2. Software Testing
Fuzzing is a highly automated software testing
technique that aims at covering numerous bound-
ary cases by providing invalid, unexpected or ran-
dom data as input to computer programs to better
ensure there are no vulnerabilities to be capitalized
on [6]. What a fuzzer tool allows is to perform mil-
lions of iterations that cover a significant amount of
testing cases, in an automated way.

The fuzzer can generate malformed data through
two ways. The first one is based on the specification
for how it should look. The description should be
unambiguous for the application is being written
to, regardless of its language. The other way is by
mutation in particular places of a known set of good
data.

This whole process allows testers to detect ex-
ceptions such as crashes, deadlocks, race conditions
or memory leaks, in programs that take structured
inputs, in a very reliable way.

However, programs that require highly-
structured inputs such as interpreters tend to
struggle in the fuzzing process, specifically when
analyzing the syntax. This prevents the interpreter
from executing the code since the input is pro-
cessed in different stages, firstly by checking the
syntactic correctness and then the semantic part,
and requiring both stages to receive approval.

2.3. Programming tools for Automated Assessment
Mooshak is a web based learning system that was
originally created to handle programming contests.
This system was quickly welcomed by universities
as an e-learning tool in courses related to program-
ming, algorithm and data structures, and artificial
intelligence. In these courses, students participate
in assignments where they have to solve a couple
of problems or have to implement a system, quickly
receiving feedback of their attempts, being able to
compare where they stand with the remaining col-
leagues. Each student submits his work, which
is immediately evaluated by Mooshak in a black-
box approach. Assessment results can be publicly
shown to other students, therefore promoting com-
petitiveness among them, making them work harder
and consequently developing their skills on problem
solving [3, 4].

3. Implementation
This section addresses the implementation details of
the system created. Section 3.1 showcases a high-
level overview of the system and how the compo-
nents will be integrated with each other. Section 3.2
provides information regarding how the input speci-
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Figure 1: High-level overview of the approach of
this dissertation.

fication is built, giving details on the particularities
of the new language created for this dissertation,
the REX language. Finally, Section 3.3 demon-
strates how the generator is implemented.

3.1. Overview
A high-level overview of the approach is shown

in Figure 1. Firstly, the system requires an input
specification that represents the input data in the
targeted problem. This can be done by the lec-
turer who created the problem to be solved.The in-
put specification is done using the REX language,
which was designed to help teachers modelling prob-
lems under specific sets of commands. Thus, a REX
file containing the input specification is created and
passed onto the generator.

Furthermore, the generator gets information from
that file and with those commands it generates sets
of valid test cases ready to be used as input in lec-
turer/student programs. Our system requires a test
oracle that ultimately dictates the output’s result
each given test case is supposed to reach. Once
those test cases are applied to both the test oracle
and to students’ programs, the differences in out-
puts can dictate whether or not a bug exists in the
program created by those students. This compari-
son can be done through Mooshak, in which the set
of test cases would be integrated and would consist
of private tests that students should have to pass in
order to get a good evaluation on their implemen-
tations. If allowed by the professor, students might
have access to the input generator so that they can
perform their own tests on the programs they are
developing. It is also important to refer that the
whole process of testing uses a black-box technique,
relying purely on the outputs generated regardless
of the internal mechanisms of the program.

3.2. Input specification Language
An input specification is needed to transmit the
lecturer’s request to the generator. This specifica-
tion needs to be based on a somewhat regular and
already created dialect, in order to the generator to
apply the rules it knows of to that targeted specifi-
cation. Therefore, a language was created with the
objective of embracing multiple input specifications
from various problems to be recognized by the same
generator. This was named “REX”.

The creation of this language is based on regular
expressions. These were chosen due to their simple
creation, malleability when trying to model similar
problems and also because we are only interested in
testing the software with valid inputs. That being
said, our main focus was to use regular expressions
in a context of generating expressions rather than
matching patterns, which is usually the main rea-
son why people use them. Moreover, when defining
the language used for the regular expressions, while
trying to respect the formal definition of it, some
syntactic sugars were added.

The approach towards this language is similar to
grammar-based testing [8]. The REX specification
can be seen as a grammar that will generate the
inputs necessary to test students’ implementations.

3.2.1 REX Language

In this subsection we dive into the details and par-
ticularities of the REX language. The BNF repre-
sentation of its entire grammar can be seen in the
thesis document [7].

Rules Rules are a type of entity used to attribute
a name to a certain expression. Each rule has a
name followed by its respective regular expression.
In BNF notation, a rule would be defined as follows:

<Rule>::= <Name>":"<RE>
The name works as an identifier of a rule. Each

name can appear in multiple rules which allows for
connections between them. This means that if the
name of a rule appears in other rules, it can be
replaced by the expression associated with that rule.
However each rule name must have been defined
before being used in other rules. An example of a
correct interaction is showed as follows:
term: [0-9]+
add: term“+"term
In this example, the rule “term" is firstly defined.

Only after that, it is used in other rules, which in
this case was in the expression representing the rule
“add".

The definition of a rule is represented in the form
of a regular expression. This can take form of a
concatenation, a disjunction, or a basic operation.
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In BNF notation, a regular expression would be de-
fined as the following:

<RE>::= <disj>|<simple-RE>
<simple-RE>::= <concatenation>|<basic-RE>
Each of these options will be further analyzed.

Operations The majority of the operations that
will be explained are simple yet very useful for the
user. Some of these are also very common in lan-
guages based on regular expressions and therefore
will only be referred briefly. Others are more inno-
vative and interesting to look at, and will be given
more attention to.

Firstly, it was considered that allowing the preser-
vation of a string could be important during the
generation of expressions. Sometimes, it is useful
for the user to generate specific characters or words
that are important to test some key triggers. There-
fore, the REX language allows this feature by plac-
ing matching commas or double quotation marks
outside of the string in question. An example is
showed as follows:
expr: “operation"
In this example, the expression “expr" would gen-

erate the word “operation" as a whole.
Furthermore, the REX language integrates com-

monly used operations such as “+" (meaning at
least one), “*" (meaning zero or more) and “?"
(meaning zero or one). These characters can be
associated to an element, providing a respective ef-
fect. An example is showed as follows:
expr: “a"+
In this case, the expression would generate strings

of size greater or equal to 1 containing the “a" char-
acter. Thus, the result could be “a", “aa", “aaa" or
even larger, where the upper limit is not controlled.

Even though this set of expressions can be use-
ful to generate some simple inputs, they are not
completely defined. Therefore, we decided to im-
plement an operation that incorporates the 3 pre-
vious operations while still facilitating the control
of the limits from a user’s perspective. This oper-
ation is written through the use of the characters
“{}", delimiting a lower and upper limit for which
the element attached should occur. An example is
showed as follows:
term: “ab"
oper: term{3,5}
In this example, the rule “term" would be gener-

ated between 3 and 5 times, since those were the
lower and upper limits defined.

Moreover, there are a few really useful features
that ease the user’s work when writing expressions.
On the one hand, the user is able to group up cer-
tain elements and apply an operation to that group
instead of only one element at a time by using the
special characters “()". This also helps defining the

!+S add element to list S
!-S remove element from list S
?S check if element is in list S
?∼S check if element not in list S
#S clear a list S

Table 1: Set of list operations available in REX
language.

priority of the operations, going from inside to the
outside layers. An example is showed as follows:
oper: (“aa" |“bb")?
In this example, the character “?" is applied solely

to the result of the disjunction between the string
“aa" and the string “bb".

On the other hand, the user might also want to
look for a set of random characters within a range
instead of some defined ones. This can be done
through the use of the special characters “[]". If the
user wants a character between an interval, he has
to write a lower and upper limit separated by the
character “-". Moreover, to allow multiple sets of
characters, these should be separated by the char-
acter “,". An example is showed as follows:
username: [0-9,a-z,_]
In this example, the expression for a username

would accept any number between 0 and 9, any
lower case letter or even the character “_".

Other important character worth to be men-
tioned is “$", which will function as a newline.

Lists In some cases, terms have context restric-
tions such as generating the same result more than
once. These restrictions were identified as necessary
to be dealt with, and its solution came through the
use of lists.

Thus, some operations associated with the use of
lists were created and are showcased in Table 1.

Each one the operations in Table 1 belongs to
one of three available categories. The first category
is about actions, which are identified by the char-
acter “!". They are associated with manipulation
of lists, regarding addition or removal of elements
in it. The second category revolves around con-
ditions, which are identified by the character “?".
Conditions are used to check whether an element is
present in that list or not. All the operations as-
sociated with both of these categories were proven
essential in the vast majority of problems analyzed
during the development of this thesis. Adding to
that, the last category involves clearing an entire
list, and it is identified by the character “#". This
last category also revealed to be helpful dealing with
some of the requirements established in input speci-
fications. Thus, all these operations can be directly
applied by users when building their specifications.
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Their BNF notation is represented as follows:
<annotated>::= <Name>"{"(<express>|<sequence>)"}"
<express>::= <action>|<condition>|<clear>
<action>::= ("!+" |"!-") <list>
<condition>::= ("?" |"?∼") <list>
<clear>::= "#" <list>
<list>::= [a-z,A-z]+
<sequence>::= (<express>","<express>) |(<express>","<sequence>)

However, a few restrictions were set. Firstly,
these operations can only be applied to already es-
tablished rules. Therefore only names of previously
stated rules can be attached to these lists, and the
goal is to prevent the system from trying to perform
these kind of operations on types of elements that
would not make sense. Secondly, all actions must
only occur if all the conditions in the current state
are met. Therefore, if the user happens to mention
some action before a condition, while the generator
will not take it as an error, it will automatically
rearrange the order so that every condition comes
before an action. A correct example of the usage of
this operations is showed as follows:
NUM: [1-9][0-9]*
ids: NUM{?S,?∼T,!+T}
In this example, the rule “NUM" is defined as a

number, which is used in the rule “ids". In this
rule, firstly, it is checked if there is any number
in list S corresponding to NUM(?S), followed by
checking if there is no such number in list T(?∼T).
If that happens, then the corresponding number will
be added to list T(!+T).

Concatenations Concatenation corresponds to a
sequence of rules/operations. For example, going
back to the expression previously analyzed, “add:
term“+"term", we can see a sequence with the
rule “term" followed by the character “+" which is
followed again by the rule “term".

Disjunctions A disjunction corresponds to the
operator “|" commonly used in regular expressions,
in which only one of the values associated with the
disjunction is chosen. This is a very important op-
eration that is seen in most of the languages asso-
ciated with regular expressions.

While these languages are often associated with
matching patterns rather than generating of expres-
sions (which is the point of this language), a prob-
lem still stands applicable to both. The fact that
the process of decision during a simple disjunction
is mostly random prevents a certain level of control
from a user’s perspective. Thus, we implemented
another type of disjunction in which each of the el-
ements inside this operation are linked to a certain
relative weight. The bigger the respective weight,
the more likely the chance of the element being cho-

sen. In BNF notation, a disjunction would be de-
fined as the following:

<disjunt>::= <simple-RE>|<simple-RE>“@"<weight>
<weight>::= ([0-9]*[.])?[0-9]+
By this notation, it can be seen that the character

“@" is responsbile for linking an element with the
respective weight. Also, since those weights are rel-
ative to each other, the user can put them in both
decimal or integral numbers. An example of the use
of a weighted disjunction is showed below:
term: [0-9]+
add: term“+"term
sub: term“-"term
mul: term“*"term
div: term“/"term
operation: add@15|sub@4|mul@8|div@1
In this example we built an input to a very simple

calculator with the 4 most common operations. The
last line showcases a disjunction between those op-
erations, with each one having its respective prob-
ability of being picked. According to those weights,
the “add" operation would have the biggest proba-
bility and the “div" operation the lowest one.

An important restriction to remember is that
this language does not allow a mixed disjunction.
In other words, there can not exist elements with
weights and others without it in the same disjunc-
tion.

3.2.2 Example

In this subsection we apply the REX language
to a problem considered relevant for this disserta-
tion. These kind of problems are based on software
projects usually associated with algorithmic courses
where the input data is relatively simple. Our
test cases will be provided by a software project of
the module “Introduction to Algorithms and Data
Structures", that was released during the second
semester of 2017/2018, at Instituto Superior Téc-
nico. The goal was to create an input specification
that could translate the input requirements speci-
fied in the project description into a set of rules that
could be applied to the input generator.

That project consisted of implementing a pro-
gram related with a project planner. This planner
would incorporate a set of tasks and the goal would
be to determine the critical path of a project and
its critical tasks. Table 2 shows a set of commands
that define the input requirements. Table 3 shows
the approach towards modelling these commands.

In Table 3 we can see some simpler commands
such as “NUM", “value" and “dur" used to gen-
erate positive integers or “path" and “exit" to gen-
erate strings. On the other hand commands like
“description", which generates a word with be-
tween 1 and 8 letters, or “command_core" that
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add: add a new task to the project

add id description duration ids
- id: positive integer with at least 32 bits
- description: character sequence with a maximum of 8000
characters started and finished with quotation marks
- duration: positive integer with at least 32 bits
- ids: sequence, possibly null, of identifiers of dependencies
of this task. These identifiers are separated by a space and
should correspond to tasks previously added.

duration: print the tasks with
duration equal or above the
value specified

duration
duration value
- value: positive integer with at least 32 bits

depend: list the tasks that depend
on the task specified

depend id
- id: positive integer

remove: remove a task without
dependent tasks

remove id
- id: positive integer

path: list all tasks of the critical path path
exit: leaves the application exit

Table 2: Commands defined as input data. In the left column is presented each of the commands. In
the right column, the sentences in bold represent the inputs defined for the respective commands. The
underlined terms describe the requirements for each component of those inputs.

applies a weighted disjunction, can be harder to
write in the right format. Finally, on the other
side of the spectrum, commands which use simul-
taneously a lot of operations are definitely more
tricky to write and require more attention from the
user. For example, a command like “add" uses
not only generation of strings and positive inte-
gers but also lists to restrict part of that generation
(NUM{#T,?∼T,!+S,!+T}). Adding to that, it
also sets priorities on the order of certain opera-
tions((‘ ’ids)*). In this case, it assures that the
operator “*" is applied solely to the result of the
sequence of a space followed by the rule “ids".

The regular expressions obtained in Table 3 cre-
ate the input specification file ready to be used in
the generator. This file is only applied to the par-
ticular project subject of analysis, but since it is
based on the REX language previously mentioned,
any other project with similar types of operations
can end up forming similar input specification files.

3.3. Input Generator
Having already prepared an input specification file,
it is now time to provide it to the generator so that
it can produce test cases to be used by students and
lecturers onto their programs for testing purposes.

The generator begins by analyzing the considered
starting rule, which leads to a path to the follow-
ing rules. For example, in the expression “core:
add@8|exit@3", the rule “core" represents a dis-
junction that can lead to two different routes, the
first being through the rule “add" and the second
being through the rule “exit".

Each time a rule is encountered, the generator

evaluates the type of data structures in it and pro-
ceeds to the specified action according to that type.
In the end, when there is no more path to go over,
the generator prints an output from the information
it gathered, and consequently producing a valid test
case to the problem originally specified.

Sometimes, dead-ends can be reached if no valid
solution can be found. This happens when for ex-
ample a user sets up a lower bound for a specific
rule to happen and that bound is not reached, or
because a set of conditions were required for a rule
to happen and those were not matched, or simply
because in a sequence of rules, one did not succeed.
When something fails, at any point, whether it is a
rule or the output itself, the generator is designed
to try that out again until a maximum bound, de-
fined by the user, is reached. This prevents im-
possible specifications from being in infinite loops
while allowing others with some chance of failure to
not being completely punished for an unfortunate
combination of events. An example of a possible
dead-end is showed as follows:
term: [0-9]
add: term{?∼S,!+S}
remove: term{?S,!-S}
en: add$(add|remove)$remove$
In this example we defined a term which can be

any number between 0 and 9, plus an “add" oper-
ation, that adds a number into a list if it is not in
there yet, and a “remove" operation, that removes
an element of the list if it exits in it. The last line,
which is also the starting line, presents a sequence of
commands with an “add" operation first and a “re-
move" operation as last, with a disjunction between
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NUM [1-9][0-9]*
value [1-9][0-9]*
dur [1-9][0-9]*
description ‘ “’[A-Z,a-z]{1,8000}‘"’
ids NUM{?S,?∼T,!+T}
add “add"‘ ’NUM{#T,?∼S,!+S,!+T}‘ ’description‘ ’dur(‘ ’ids)*
remove “remove"‘ ’NUM{?S,!-S}
duration “duration"(‘ ’value)?
depend “depend"‘ ’NUM{?S}
path “path"
exit “exit"
command_core add@8|duration@1|depend@1|remove@2|path@1
command command_core$
en add$command{3,8}exit$

Table 3: Translation of the commands into the respective regular expressions.

those operations in the middle. This leads to two
possible scenarios, with the first being two “add"’s
followed by a “remove", and the second one being
an “add" followed by two “remove"’s. While the
first scenario should work perfectly fine, and con-
sidering the list starts empty, the second is a clear
dead-end since it would not be possible to remove
two elements when only one had been previously
added. The generator would try to solve this dead-
end through multiple stages. Firstly, it would try
the failed operation, which in this case is the second
“remove" operation, until a cap previously defined
in the generator is reached. After reaching the cap,
it would go up a level and try to execute the opera-
tion inside the sequence that is failing, which in this
case is still the “remove" operation, until a new cap
is reached. Since there is no higher level in this case
than that sequence itself, the generator would try
as last resource the entire specification again, mul-
tiple times, until the specified cap is reached. This
would eventually lead to the first scenario, where
things would run smoothly.

Having seen dead-end scenarios, it is now time to
see how things run on a good scenario. An example
of a valid test case regarding an input specification
can be seen in Table 4. In this example, it is show-
cased a specification with the properties of a simple
calculator. Through that specification, the genera-
tor’s algorithm is able to produce a valid test case.

In this example the predefined starting rule “en”
is specified as a generation of the rule “operation”,
which itself is a disjunction of the four basic math
operations, between 3 and 5 times. Thus, the gen-
erator ends up printing 3 instances of those opera-
tions.

The use of this generator can end up being really
useful for teachers during the execution of projects
regarding their classes since they can use it to gen-

Input Specification Generator
term: [0-9]+
add: term“+"term
sub: term“-"term
mul: term“*"term
div: term“/"term
operation: add|sub|mul|div
en: (operation$){3,5}

7*1
93250-5922
781+16

Table 4: Example of a test case generated from an
input specification.

erate valid test cases to test their implementation
as well as their students’.

4. Evaluation

The goal of this evaluation is to determine if the sys-
tem created can be useful for education purposes,
specifically to improve the evaluation procedures
that are currently conducted in algorithmic courses.
For that to happen, it wants to be shown that the
generator created can produce reliable tests, that
can expose more situations than the hand-crafted
tests produced by the professors for the evaluation
of their students during the courses.

The evaluation system of the class “Introduction
to Algorithms and Data Structures”, at Instituto
Superior Técnico, was used as the baseline for this
experiment. Some of the student’s work and re-
spective grades regarding that class were provided
so that more insight on discrepancies between both
systems could be recognized. The metrics chosen
to display the results have the intention of showcas-
ing the strengths the implemented system has not
only on its own but also when comparing with the
current evaluation system of the class.
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4.1. Experimental settings
The system’s experimental evaluation was per-
formed on a Ubuntu 16.04.5 LTS virtual machine
(VM) with 4GB RAM and 4 virtual Intel Core i5-
3337U 1.80GHz CPUs. .

The software project of the class “Introduction to
Algorithms and Data Structures”, that got released
during the second semester of 2017/2018, at Insti-
tuto Superior Técnico, was used as the source for
this evaluation. The set of 16 hand-crafted tests
used in the original evaluation as well as the stu-
dents’ final grades were also taken in consideration.
Both were useful elements to display some of the
achieved results.

Firstly, an input specification file for that project
was implemented, showcased in Table 3. This file
was built around the specifications of the problem,
which can be seen in Table 2, using REX Language.

Moreover, the file was applied to the generator
to produce sets of tests. Four different benchmark
sets of tests were produced, each one with 100 tests.
Each set differs on the number of commands, with
one set having tests with between 5 and 10 com-
mands, other one having between 20 and 100 com-
mands, another one having between 200 and 1000
commands, and the last one having tests with be-
tween 2000 and 10000 commands. Sets of tests
with different sizes were chosen to see if smaller
tests could analyse the majority of corner cases or if
only bigger tests could find bugs that smaller tests
could not. The complexity of each test was not as
controlled as an hand-crafted test would be, even
though the discrepancy on number of commands
per test might indirectly contribute towards that
factor.

Having generated these tests, they were then ap-
plied to the students’ implementations that got sub-
mitted that year. A timeout restriction of 2 minutes
was set for each test. A student would fail a test if
its implementation did not reach a solution for that
test under that time. The results of each student
to every single one of the tests were then compared
to the results of the implementation from the pro-
fessor responsible for the creation of the software
project. Throughout each test, both outputs would
be compared, and if at any point they showcased
differences, then that would mean the student’s im-
plementation possessed a software bug, and there-
fore was considered incorrect.

4.2. Results and Discussion
From the 276 students that submitted their projects
that year, only 255 had implementations that could
be compiled. Therefore only these were subject of
this experimental evaluation.

The first metric worth of exploring was how im-
portant was the size of a test to discover bugs in stu-
dents’ implementations. The ideal situation would
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Figure 2: Set of tests necessary to discover a bug in
each student’s implementation.

be that small tests could find the vast majority of
bugs, since this would enable for an easier debug-
ging phase, both from a professor and student’s per-
spective. Therefore, each student’s test results were
analyzed separately throughout the different sets of
tests, from the smaller one (Set 1, with between 5
and 10 commands) to the larger one (Set 4, with
between 2000 and 10000 commands). Larger sets
were only analyzed in case no bugs could be found
in smaller sets, so if some student had discrepancies
in their outputs in for example Set 1, no further sets
would be analyzed. If by the end of Set 4 no bugs
had been found, it would be considered that the
student’s project was correctly implemented. Fig-
ure 2 showcases the results for this metric. Through
the chart it can be seen that 197 out of the 255 im-
plementations failed at least one test in Set 1 right
away. This means that 77% of students could find a
test with between 5 and 10 commands where a bug
in their implementation could be exploited. Other
interesting results presented by this chart are that
only 8% of student’s projects that were found to be
incorrect needed sets larger than Set 1 to showcase
their errors.

Having analyzed the influence of a test’s size, the
next step was to study how much did the number of
tests in a battery mattered to find a bug in students’
implementations. For this evaluation it was used
sets of 100 tests but the ideal situation would be
that only a small amount of tests per set would be
required to find all the existent bugs.

Thus, for the 197 students that failed on Set
1, their test results were analyzed to look for the
amount of tests it took to discover at least one bug
in every single of their programs. Figure 3 show-
cases the results for that metric. The red line is
the result for tests ordered by the number of com-
mands, with the ones with fewer commands being
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Figure 3: Number of tests necessary to discover a
bug in the implementation of a student who failed
on Set 1.

applied first, and the tests with the most commands
being applied last. The blue line is the result for
tests being applied solely by the order of their gen-
eration, being classified as non-ordered for future
references. Through the graph it can be seen that
the vast majority of these implementations can be
classified as incorrect after very few tests, no mat-
ter the order in which the tests appear. In fact, for
non-ordered tests, 146 out of the 197 reported a bug
in just 3 tests or less. This means that for 74% of
the students only 3 tests would be needed to point
them to some error. For ordered tests, this statis-
tic did not change much, decreasing on only 1% of
students. Another interesting fact is that for non-
ordered test only 5% of the students would require
more than 30 tests to find their first mistake. How-
ever, for ordered tests this percentage increased to
19. This might occur due to the complexity of the
tests being better distributed throughout the set,
and therefore more students would only fail on the
last tests. It is also important to point out that it
took nearly all (99 for non-ordered tests and 97 for
ordered ones) of the 100 tests of the set in order to
find at least one bug in all 197 students. Finally, it
is very important to notice that for ordered tests,
136 out of the 197 students failed on the first test.
This means that 69% of the students failed on one
of the smaller tests. This ends up showing that a
test with few commands can be built without nec-
essarily losing the complexity aspect of it.

The third metric analyzed was the effectiveness
of the tests generated. It would be interesting if
students who managed to get the maximum official
grade in that project could fail in some test of the 4
sets generated. If that was the case, then it would
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Figure 4: Set of tests necessary to discover a bug in
each maximum grade student’s implementation.

show that the current method of evaluation by the
professors was not as successful as it should be, and
that this new automatic method of generating tests
would be a helpful asset for professors and univer-
sities in general.

Thus, an analysis of the results of the students
who got an official maximum grade was made and
the results are shown in Figure 4. Through the
chart it can be seen that out of the 75 students
who got the maximum grade, only 35 passed all
sets of tests that were generated for this evaluation.
This means that 53% of these students were miss-
evaluated, and should not have been attributed
with the best grade. Also, 28 out of these 40 stu-
dents failed in Set 1, which means that really small
tests can be still very effective in testing corner cases
that perhaps the current evaluation system is not
being able to do so. From comparing both graphs,
it is also important to notice that even though 41
students passed all sets of tests in Figure 2, only 35
of them had maximum official grade. This means
that 6 students did not pass all official tests while
passing the ones from this evaluation. This situ-
ation occurred since students ended up failing on
some tests in Mooshak, during their semester, due
to a time restriction that was lower than the one
set for the tests in this evaluation.

The fourth and final metric was based on analyz-
ing the discrepancy between the official grades and
the ones students would get if they were evaluated
through the experimental process described in this
chapter. To test this metric, student’s projects were
subject to evaluation through the 4 sets of tests cre-
ated, in a total of 400 tests. For each test succeeded,
the student would get 1 point, with the maximum
possible final score of 400 points. Students whose
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Figure 5: Comparison of students’ official grades
with the grades attributed based on this evaluation.

implementation was not well compiled were classi-
fied with 0 points. Since the official grades were re-
leased on a scale of 1 to 16, each score that a project
would get would then be converted to that same
scale. However, this conversion was not rounded off
to the nearest whole number so that the most ac-
curacy in results could be achieved. The results for
this metric are showcased in Figure 5.

Through the graph it can be seen that in general,
the official grades are much higher that the ones
achieved during this evaluation. This makes sense
since in Figure 4 it was shown that many of the stu-
dents that got the best official grade possible were
not successful in every test created for this evalu-
ation. This also proves that the testing phase ap-
plied to that class was not as good as this one since
they caught much fewer bugs. One interesting fact
is that officially, 151 of the 276 students got more
than 8, therefore 54% of the students managed to
pass more than half of the official tests. However,
by looking at the results achieved in this evalua-
tion, only 77 of those 276 students got that same
statistic (28%). This means that almost half of the
students who got more than 8 in their grades were
miss-evaluated and deserved a lesser grade. Other
relevant fact is that only 67 out of the 276 students
got an official grade of 4 or less, while 183 of those
276 students failed to pass more than a quarter
of the tests that the evaluation method presented.
Thus, almost the triple of students were found to
fail 75% of the tests when comparing with the tests
used by the class. This shows that the tests used for
this evaluation are much more diverse and better at
exploring different situations of the systems.

5. Conclusion and Future Work

This paper described the design and implementa-
tion of a system capable of generating test cases for
various problems through input specification files
created by the user. Through the experimental eval-
uation, the system revealed many strengths and ad-
vantages when compared to the evaluation system
currently used in one of the algorithmic courses,
which consists of a small set of hand-crafted tests.
It was proved that it is not necessary to generate a
lot of tests nor big ones to find a bug in the vast ma-
jority of incorrect student’s implementations. Also
with this system it can actually find errors on im-
plementations that were unable to be exploited with
the current evaluation system applied in algorith-
mic classes. Therefore, a system that uses very few
resources to generate automated tests, and that at
the same time can provide more depth in finding er-
rors, has proved to be a major improvement to the
current evaluation system that is being conducted
in algorithmic courses.

The implementation of the proposed system was
successful, as well as the results achieved by it, yet
there are still improvements to be done in the fu-
ture. Firstly, a properties file that could change cer-
tain values inside the input specification file, such
as the size of it, would be very helpful since any
small alteration to generate different kinds of tests
could be managed through that file instead of hav-
ing to directly change the input specification file.
This kind of files could also be applied to the gener-
ator when dealing with variables such as the default
level of randomness in certain operations, as well as
how many tries would it allow to retry some com-
mand/specification before defining it as impossible
to generate. Also, it would be very interesting to
incorporate this system in programming tools for
automated assessment such as Mooshak, which is
an e-learning tool that many university courses al-
ready adopted to test their students’ implementa-
tions. Another exciting option would be to use this
system to generate tests with the intent of apply-
ing them to debug implementations. The fact that
the size of a test generated can be controlled by the
user can be really useful in that perspective.
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