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Abstract

The study of multivariate time series is considered an important and complex topic, since these are commonly
used to represent the evolution of a set of variables across a time frame. This representation is done through a wide
range of methods, of which dynamic Bayesian networks (DBNs) are one of the most popular. These methods can be
applied to model a given dataset and predict future values based on past observations, but tend to overlook hidden
relationships that are present along the time frame and that can help identify some key bonds between variables
that shape their evolution. The usage of methods that accept and model these hidden relationships can be seen
as a possible extension to these algorithms. A novel approach is developed where a series of DBNs is generated
for the task of classification, but in which the data is pre-processed by restricted Boltzmann machines (RBMs), a
non-directed and stochastic method used to retrieve intra-temporal relationships present across the given time frame,
represented by hidden units. The developed method is validated and the impact of using RBMs evaluated, primarily
on artificial datasets and later on real data. The pre-processing of the data is shown to be successful in modeling
the variable relationships present, bringing an advantage over the non-processed counterpart when the complexity
between feature relationships increases. The obtained results are analyzed, some proposals are made for possible
future improvements along with suggested scenarios where a pre-processing of the data by non-directed methods
should be of benefit.
Keywords: multivariate time series, dynamic Bayesian networks, restricted Boltzmann machines, prediction,
classification

1. Introduction

Data gathering has become easier and cheaper than ever
thanks to the digital revolution that took place over
the last decades. Nowadays, multivariate time series
(MTS) [1] arise frequently in a broad range of areas,
from meteorology to economics and medicine, charac-
terized by observations of different variables taken on a
given system. Studying the evolution of these observa-
tions is valuable to understand the effects of the differ-
ent variables on the system in question, over a certain
period. Most of the methods that deal with MTS start
by characterizing the relationships between the differ-
ent measured variables across time. The representation
of these relationships can then be used to perform multi-
ple tasks, such as forecasting future values based on past
observations or classifying new unlabeled data. In many
areas where MTS data is available, the results of its anal-
ysis should be easily interpreted by a professional in the
area. In medicine, for example, a physician has to un-
derstand why it is advised a certain prescription for a
patient instead of others that might be available. When
this is the case, a solution must be found that is both
good at modeling time series and provides the necessary

interpretability to the users.

Model-based machine learning [2] methods devel-
oped for the study of discrete time series can help
achieve this goal. These methods have proven to be use-
ful mostly due to their learning capabilities and contrast
with traditional machine learning methods by tailoring
a model to the problem at hand, making its interpreta-
tion easier and clearer. This is accomplished using a
graphical framework to represent the architecture of the
problem, with the help of probabilistic graphical mod-
els (PGMs) [3]. Some specific models can be described
by a certain architecture of these PGMs and the way
with which the relationships between variables are rep-
resented. Dynamic Bayesian networks (DBNs) define
directed edges between variables, while restricted Boltz-
mann machines (RBMs) aim to find undirected connec-
tions that are stored in hidden units. DBNs have long
been used to study time series, but are mostly focused on
uncovering bonds that are present between time-steps,
even when considering its existence between variables
of the same time instant. Real datasets can often present
complex feature relationships that cannot be easily rep-
resented in a network produced by a DBN. A possi-
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ble extension of these implementations might then be to
combine them with a method that aims to obtain some
hidden relationships between variables present across
time, aggregating these into hidden units and effectively
improving the perception of the DBN algorithm and its
results in classification tasks and prediction.

2. Background
To better understand the characteristics of the methods
introduced, a brief explanation is made on multivari-
ate time series, Bayesian networks and Markov random
fields.

2.1. Multivariate time series
MTS are frequently used to represent real-world com-
plex problems in which the dependencies between vari-
ables through time are not clear at first sight. These can
be formulated in discrete or continuous time. Although
continuous time series have important applications such
as in stock markets or real-time systems, this work will
be focused on discrete and categorical time series, de-
scribed by measurements are taken on fixed and equally
spaced intervals and the features take one of multiple
finite values, respectively. To allow continuous time
data to be used on discrete methods, discretization tech-
niques might be applied, such as symbolic aggregate ap-
proximation (SAX) [4]. With the help of proper model
representations provided by PGMs, it becomes easier to
study and understand the underlying dynamics of the
data and capture the conditional dependencies between
different variables, as they provide a more interpretable
description of the relationships present. These can be
intra-temporal relationships, described by features con-
ditioning each other within the same time frame, or
inter-temporal, in which the values observed at time t
impact the values at t+ 1.

Notation A discrete multivariate time series is de-
fined as a set of N observations taken on a stochas-
tic process, over T sequential instances of time. The
set of observations X is written as {X[t]}t∈T , where
T = {0, . . . , T −1} defines the time indexes. An obser-
vation at time t is X[t] = (X1[t], . . . , Xn[t]), in which
V al(X[t]) = x[t] are the values of X at time instant
t, and it is considered that all the observations are in-
dependent samples of a set of probability distributions
{Pθ[t]}t∈T such that X[t] ∼ Pθ[t]. The probability dis-
tributions of the different variables are considered static
for each time frame. The variation of the distributions
across time defines a dynamic process (if it is present)
or stationary one (if it is not).

2.2. Bayesian Networks
A BN is used to graphically represent a factorization of
a joint probability distribution through a directed acycli-
cal graph (DAG). In this graph, the dependencies be-
tween two variables are explicitly described by a di-
rected edge, defining a parent-child relation. A BN can

be described by a triple B = (X, G,Θ) where X is a
finite random vector X = (X1, . . . , Xn) with domain
D =

∏n
i=1Di, G(n,E) is a DAG with nodes corre-

sponding to the variables in vector X and edges E rep-
resenting the direct dependencies between them. The
parameters of the network {θijk}i∈1...n,j∈Dpa(Xi)

,k∈Di

are represented by Θ. The set of parents of the node Xi

is specified by pa(Xi). The joint probability distribu-
tion over X is given by

P (X1, . . . , Xn) =

n∏
i=1

PB(Xi | pa(Xi)).

Two variables X and Y are said to be conditional in-
dependent on a third variable Z if by knowing the value
of this third variable, the value of X does not provide any
information about Y and vice-versa, and it is written as
X ⊥⊥ Y | Z. The conditional dependencies enclosed in
a BN can be determined using the d-separation criterion
introduced in [5].

Learning and scoring Learning in BNs is the process
of identifying the connections in the network. Unre-
stricted learning is proven to be NP-Hard [6]. Therefore,
some restrictions have to be imposed to ensure a com-
putationally feasible result is found. A first possibility is
restricting the search space. One algorithm commonly
used to learn tree graphs for BNs is the Chow-Liu tree
learning algorithm [7], in which a network is learned
by maximizing the mutual information between nodes.
In this algorithm, it is shown that a node can be cho-
sen arbitrarily to be the root of the network, from where
the edges are drawn in an outwards direction. A sec-
ond learning strategy is to use heuristic algorithms, such
as Greedy Hill Climbing or Simulated Annealing [8].
Through this technique, the solution is not guaranteed
to be the best within its type (local maximum), but a
broader range of architectures can be tested.

Based on Shannon’s theory of information, the scores
of the different networks are related to the minimum
length required to code the network.

The use of the log-likelihood as a scoring function
will output the model that best fits the data. It the likeli-
hood function L(B : D) = P (D | B) that evaluates the
probability of observing the data for a given model, and
is given by

LL(B,D) = −L(D | B) = logPB(D),

where PB(D) is the probability of sampling a given
dataset D with the candidate network B. However, this
expression leads to overfitting because the optimal code
for a given data is the one that perfectly describes it,
usually assigning a connection between all variables.
Therefore, a term needs to be added to the expression
that translates the complexity of each model, so that the
output is the simplest that better describes the data. A
good definition seems to be the minimum description
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length (MDL), which corresponds to the Bayesian in-
formation criterion (BIC) [9]. Given a dataset with N
observation instances and |B| parameters encoded by
integers, an expression that translates the complexity of
the model is given by

MDL(B | D) = LL(B | D)− 1
2 log(N) · |B|,

where the first term tries to match the data to the graph
structure while the second punishes larger complexities
in this same structure.

2.3. Dynamic Bayesian networks
DBNs follow the same structure as BNs, which were
presented in the previous section, but account for the
variance of the model throughout time, as well as inter-
temporal connections between variables. This means
that across time, different networks may be valid de-
pending on the time instant that is being analyzed.

Using the notation introduced in Section 2.1, a DBN
describes P (X[0 : T ]) as the joint probability of X over
the entire time period. To fully represent a DBN it is
defined

1. a prior network B0, specifying the probability dis-
tribution of the initial state X[0].

2. a set of transition networks Bt2t1 over the states
X[t1 : t2], corresponding to the state transition
probabilities between time slices in the interval
t = (t1, . . . , t2), with t2 > t1.

When a single transition networkB is enough to char-
acterize the state transition dependencies for the entirety
of the time frame, it is said that the DBN is station-
ary. Otherwise, if there are multiple transition networks
needed, it is defined the DBN as non-stationary.

Assuming a static probability distribution of the vari-
ables for a specific time interval, the joint probability
distribution over the defined period of time can be writ-
ten using the chain rule of probability as

P (X[0 : T−1]) = P (X[0])

T−1∏
t=1

P (X[t] | X[0 : t−1]).

It is said that a stochastic process satisfies the Markov
property of order k if the state at time t only depends on
the previous k states, and therefore independent of any
state prior to t − k. It is considered in this description
of a DBN that there is a Markov property of order one,
meaning that each state depends only on the previous
one, being the joint probability distribution on the state
written as

P (X[0 : T − 1]) = P (X[0])

T−1∏
t=1

P (X[t] | X[t− 1]).

Tree-augmented DBN algorithm The tree-
augmented DBN (tDBN) algorithm proposed by Mon-
teiro et al. [10], estimates in polynomial time a DBN

structure from the input data, considering not only the
inter-slice relationships, as most methods of learning
do, but also taking into account the intra-slice connec-
tivity, ensuring the best possible network is learned.
This is done by limiting the learned structure to a
tree-based one, such that each node may only have one
parent from the same time slice. The score of a node in
the network is thus calculated taking into account both
the parents from the previous slice and one possible
parent from the current one.

The number of parents p of one node belonging to
the preceding time slice is a parameter of the model. It
means that for each node Xi[t + 1] ∈ X[t + 1], the
algorithm estimates the maximum score along with the
set of parents with cardinality less or equal to p from
the possible sets contained in the preceding time slice,
Xps[t] ∈ P≤p(X[t]), which correspond to an optimiza-
tion task given by

si = max
Xps[t]∈P≤p(X[t])

Φi(Xps[t],Dt+1
t ),

in which Φi represents the local term a decomposable
scoring function and Dt+1

t the subset of the data D with
respect to the transition t −→ t + 1. To account for
intra-slice connectivity of at most one parent, the next
step of the algorithm consists in repeating the process
described but now not only considering sets of parents
from the preceding slice but also one parent from the
current one, in a similar optimization problem

sij = max
Xps[t]∈P≤p(X[t])

Φi(Xps[t] ∪Xj [t+ 1],Dt+1
t ).

After scoring is completed for all nodes, the network is
estimated, attributing a weight to the edges Xi[t+ 1]→
Xj [t+ 1] according to

eij = sij − si.

The extension made to account for intra-slice connec-
tivity means that one connection in the same time slice
makes such that eij 6= eji and forces the search for a
directed spanning tree instead of an undirected one, pre-
venting the use of the Chow-Liu algorithm, which can
only be applied in the second case. Instead, it is used the
Edmonds’ algorithm [11], which finds a directed span-
ning tree (maximum branching), for the given data.

2.4. Markov random fields
MRFs are characterized by an undirected graph, as op-
posed to the directed graphs used DBNs. An undirected
graph does not imply any direction on its edges, allow-
ing for a broader range of relationships. It is considered
as an MRF an undirected graph with N nodes corre-
sponding to a single observation, using the notation pre-
sented in Section 2.1. Since there is no clear path on the
graph, the algorithms used to solve directed networks
are no longer viable, as there is no straightforward way
of evaluating the association between the nodes. As it

3



becomes unclear to state the minimum set of variables
that make the observation of a node independent of the
network, it is defined the concept of Markov blanket.

Any node on the graph is independent of the net-
work given its respective Markov blanket. For directed
graphs, the Markov Blanket of a node consists of the
parents, children, and the parents of the children of that
node. In an undirected graph, the Markov blanket is
composed of all nodes connected to the node. This
hugely impacts the estimation of the probabilities since
it states that observing the Markov blanket of a respec-
tive node gives all the information needed to estimate
the state of that node, independently of all other nodes.

To define the connection “strength” of the undirected
relationship between variables, it is associated to each
pair of connected variables a factor function. Consid-
ering V as a set of nodes with values v, it is defined
a factor Φ : v → R+, assumed to be non-negative in
the case of MRFs. This function translates the relation-
ship between the different variables into a representative
value. To understand exactly how many factor functions
are needed to describe a graph, it is also defined the con-
cept of clique, defined as a graph or a subset of a graph
in which all the nodes are connected to each other is de-
fined as a clique. It is said to be a maximal clique when
by adding any other node to the current set of nodes, the
set is no longer a clique.

Hammersley—Clifford theorem If the set of inde-
pendent cliques of a graph is defined as C and the vari-
ables in each clique as xc, the joint probability distribu-
tion of the variables is written accordingly to

P (x) =
1

Z

∏
c∈C

Φc(xc),

where Φc is the factor function for clique c, also called
potential function and Z is a normalization factor, such
that

∑
x P (x) = 1. The potential functions considered

are those where Φc(xc) ≥ 0,∀c ∈ C. To meet this re-
quirement, it is common to consider a potential function
from the exponential family. The joint distribution then
becomes a product of exponentials and the total energy
the sum of the energies in each one of the cliques, for-
mulated as

P (x) =
1

Z
exp(−E(x)) and E(x) =

∑
c∈C

Ec(xc),

in which E(x) is the energy/cost function, that may
vary according to the model. Usually, only the maximal
cliques are used since there are the minimum number of
cliques needed to describe the model.

2.5. Boltzmann machines
As a type of MRFs, Boltzmann machines also use
undirected graphs. In BMs, each node takes a binary
value [12] and has an associated bias bi and an edge be-
tween nodes i and j is characterized by a weight wi,j .

The potential function is derived from the Boltzmann
distribution, used to describe various physical phenom-
ena, such as the distribution of a gas in a closed space.
It favors whichever state that produces the minimum
amount of energy, such that the lower the energy regis-
tered for a given observation, the higher the probability
of that same observation, and vice-versa. A state is con-
sidered as a set of values for the nodes, i.e. for a BM
with n nodes, there are 2n possible states.

The nodes are split into visible and hidden units. The
visible units define the interface with the environment,
while hidden units capture a more complex relationship
between the different visible units that otherwise would
not be present. It is considered a fully connected BM
with n visible nodes corresponding to a single observa-
tion and no hidden nodes. In this case, the parameters
are θ = (b1, . . . , bn, w1,2, . . . , wn−1,n) = (b,W), with
wi,j = 0 for i ≥ j and for units with no connection.
The potential function for the described BM is given by

Pθ(x) =
1

Z
exp(−E(x)).

and the normalization factor Z

Z =
∑
x

∏
c∈C

Φc(x) =
∑
x

exp(−E(x)),

in which the sum over x results in all the possible binary
values of the nodes being evaluated. In this case, the
energy function is defined by

Eθ(x) = −b>x− x>Wx.

With the current definition of the Boltzmann machine,
assuming n visible units, and if the variables take binary
values, the set of possible values for all amounts to 2n,
making the probability distribution impossible to char-
acterize, for n > 2. The use of hidden units allows for
the capture of more complex relationships and approx-
imating the model to the target distribution defined by
the training dataset using fewer parameters.

The energy function for a BM with n visible units X
and m hidden units H can be written like

Eθ(x,h) = −b>
(
x
h

)
− (x>,h>)W

(
x
h

)
.

Restricted BM The general BM presents a fully con-
nected network, meaning that the model has exponential
growth of parameters relative to the number of nodes,
making the learning process intractable. This scalabil-
ity problem can be solved by constraining the model to
a certain type of connection between nodes. Consider-
ing a model with both visible and hidden unit sets, a
restricted Boltzmann machine is defined with a particu-
lar structure, where units can only be connected to those
from the other set and there are no connections inside
each set.
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Learning In RBMs, learning is equivalent to optimiz-
ing the different weights that connect the units in the
network. Depending on the characteristics of the model,
this can be done by minimizing some objective func-
tion f(θ) that relates the current distribution Pθ with
some target distribution Ptarget, usually corresponding
to some training dataset D. The weights are then up-
dated through the expression

θ ← θ + η∇f(θ),

in which η is the learning rate of the model.
To learn a generative model is to find the best param-

eters θ such that Pθ(x) is as close as possible to a target
distribution Ptarget(x). This is equivalent to minimiz-
ing the Kullback-Leibler (KL) divergence from Pθ to
Ptarget [13],

KL(Ptarget||Pθ) =
∑
x

Ptarget(x) log
Ptarget(x)

Pθ(x)
.

Since the first term is independent of θ, it is enough
to minimize the objective function given by the second
term and the optimal values for the parameters are found
through the gradient of the same function

∇f(θ) =
∑
x

Ptarget(x)∇ log(Pθ(x)).

In the case where hidden units are used, and after
some calculations (see [12]), the expression can be writ-
ten as

∇f(θ) = Etarget

[
Eθ[s | x]

]
− Eθ[s], (1)

where Eθ and Etarget are the expectations with respect
to Pθ and Ptarget and s is defined as the vector

s ≡ (u1, . . . , un+m, u1u2, . . . , un+m−1un+m).

in which ui corresponds to the value of the unit Xi for
i ∈ [1, n], Hi−n for i ∈ [n, n + m] and to the product
of values of a pair of units.

The expression for the weights update, in the case of
a pair of visible and hidden units (i, j) is

wi,j ← wi,j + η (Etarget [xi, hj | x]− Eθ [xi, hj ])

Contrastive divergence algorithm The expectation
value found in Eq. (1) is in general unable to be for-
mulated by closed-form expressions. A solution to this
problem is presented by the contrastive divergence (CD)
algorithm proposed by Hinton [14]). It is considered
a Gibbs sampler that produces a sequence of K states
based on the the current distribution Pθ .

This algorithm takes too long to update all the unit
values. In the case of a restricted BMs, however, this
sampling is greatly simplified, since all visible units are
independent of each other, the same happening for the

hidden units. Consequently, the complete set of units
(visible and hidden) can be updated in parallel.

The update of the weights between the visible and
hidden units is such that the state provided as the in-
put becomes more likely (with less energy associated)
while all other states are punished. At the end of the
algorithm, the model should be a reasonable representa-
tion of the target data distribution. The convergence of
the Gibbs sampler means that for k → ∞, P θk → Pθ,
which is equivalent to saying the model will eventually
converge to the probability distribution given by its cur-
rent parameters. The CD algorithm makes its first ap-
proximation by taking the sample k as the best approxi-
mation to the expectation of Pθ, to save time when run-
ning the algorithm. This value after k steps is enough
to understand the behavior of the data and the fact that
the weights are updated right away blocks the tendency
of the sampler to move away from the distribution given
as input. The second approximation made is to consider
that the initial state is sampled from Ptarget or uniformly
at random from a datasetD and used as the input for the
Gibbs sampler, i.e P0 ≡ Ptarget, instead of a random
state. A CD algorithm that takes the k − th iteration of
the sampler is designated by CD-k. As it turns out, tak-
ing k = 1 is generally a reasonable approximation. The
weights are then updated according to the difference in
the correlations between the original data and its recon-
struction after the activation of the hidden units.

3. Proposed method
Dynamic Bayesian networks were presented as an ef-
ficient way of modeling time-series data and restricted
Boltzmann machines, on the other hand, as a possible
method to unveil hidden relationships that are present
between the different features of a dataset. The devel-
oped method aims to combine the temporal approach
of DBNs with the undirected method of RBMs, suited
for analyzing dependencies between features that are
present along the time frame.

3.1. Building blocks
An RBM is used to capture the dependencies across time
among the features provided by the data (which corre-
spond to the visible units of the RBM), learning a set of
weights and biases. After training, the observed states
of the time series are sampled into hidden states, from
which a DBN networks structure is retrieved with shape
of the inter-temporal dependencies between the different
hidden variables, and possibly other intra-temporal di-
rected relationships that can complement the undirected
ones captured via the RBM.

It is assumed, for the sake of simplicity, that the sys-
tem has a Markov property of order 1 and is station-
ary, meaning that the present state depends only on the
state observed on the previous instant and the transition
probabilities are maintained across all the time frame,
respectively.
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3.2. Tackling the RBM stochastic nature
The learning process of the RBM is stochastic in the
sense that both estimating the hidden state from an ob-
servation and vice-versa resolves around a probabil-
ity derived from the learned weights. It affects both
the learning of the weights during the CD algorithm
and when sampling the hidden values from the ob-
served ones. This randomness is key to a good learn-
ing but it also means that different runs of the algorithm
with the same dataset will lead to different results: the
learned weights differ, and even with the same values of
weights, the extraction of the hidden units’ values from
an observation may lead to different activations of hid-
den units. To select the best possible weight values, a
parameter for the number of validation runs is set to
allow for a more informed choice on the weights used
to sample the test set. The validation process starts by
splitting the full training dataset (referred from now on
as “pre-training”) into a smaller training dataset, using
the remaining part as a validation set which estimates
the performance of the learned weights for each cycle.
The sampling of hidden states is done multiple times to
account for the variance of the RBM. The best weights
are selected as the ones who lead to the best perfor-
mance, on average, across the validation runs.

3.3. The BLADE algorithm
The developed BLADE (restricted BoLtzmAnn ma-
chines and Dynamic Bayesian nEtworks) algorithm
generates a predictor for a given multivariate time se-
ries, measuring its accuracy against a test dataset. The
pre-processing of the data is made optional to allow for
the comparison between running solely a DBN method
or instead both RBMs and DBNs combined. A single
set of an RBM followed by a DBN cannot distinguish
between different labels (classes) but rather estimate the
probability of a given entry belonging to the created net-
work architecture. Thus, to classify the data provided,
which is labeled and has a certain number of labels N ,
N sets of RBMs and DBNs are created, one represent-
ing each label.

The data is initially split into pre-training and test
sets. The pre-training set is again split into a training set
and a validation set. In the splitting of the data, the fre-
quency of each label in the original dataset is taken into
account, ensuring every label has a proportional amount
of training, test, and validation instances. The instances
in the training set are ordered according to their labels
and used to train the sets of RBMs, if the pre-processing
of data is activated, generating at the end of the learning
process the needed parameters to sample hidden units
from the observed features. The observed values of both
the training and validation sets are then sampled into
hidden units and the DBN algorithm is run, using the
training data to generate a network and its parameters
and the validation data to estimate the probabilities of
each entry belonging to the generated network. At the

end of this process, the probabilities of each entry of the
validation set belonging to the different labels are avail-
able. The frequency of each label in the initial dataset
is not captured by the probabilities calculated and has
to be taken into account. Given this fact, the predicted
label for an instance of label n in the validation set is es-
timated as being the maximum value of the product be-
tween the probability of belonging to the network repre-
senting label n and the frequency of label n in the train-
ing dataset. These predicted labels are compared to the
true labels of the validation set and the accuracy is cal-
culated. The sampling of hidden units the running of
the DBN algorithm is done multiple times according to
a parameter of the method that can be tuned by the user.

The RBM parameters which lead to the best average
results are taken and used to sample the instances of the
pre-training and test sets into hidden units, and the pro-
cess of estimating the probabilities is repeated, this time
taking the test set as the validation set, and sampling hid-
den units only once, since doing it multiple times would
be to use the test set information to improve the perfor-
mance of the algorithm which can’t be done, as the test
set information is treated as new and unknown data.

The implemented behavior is described in Figure 1.
Due to the stochastic nature of the RBM, the results vary
across multiple similar tests since there is no way of fix-
ing the weights learned, which end up being slightly dif-
ferent every time. Each hidden unit of the RBM will
try to translate some kind of relationship present in the
data, but the relationship given by one hidden unit does
not have to be the same between different runs on the
same data. In fact, hidden units can often have different
weights altogether, even when representing the same re-
lationship. Since the hidden values are given as input
to the DBN algorithm, the result of the model will be
a network which translates not the evolution of features
through time, but the evolution of the feature relation-
ships represented by these hidden units.

3.4. Implementation
The implementation of the BLADE method is avail-
able at github.com/joaor96/BLADE , where the
different parameters that need to be provided as input
to run the model are again explained. The different
datasets used (both artificial and real ones) are provided
so that the results presented in the following section can
be easily reproduced.

DBN basis implementation The tDBN algorithm
presented in Section 2.2 was used as the basis imple-
mentation of a dynamic Bayesian network. The source
code is available on GitHub,1 and the algorithm takes as
input a data file, presenting as output the best possible
transition network structure and its parameters.

1github.com/josemonteiro/tDBN
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Figure 1: BLADE diagram.

RBM basis implementation The basis for the pre-
sented implementation of an RBM was taken from the
work developed by Gabriel Bianconi and available at
the pytorch-rbm repository on GitHub.2 The available
code implements a binary restricted Boltzmann ma-
chine, which means the features of the input data file
have binary values.

3.4.1 Extensions to the tDBN implementation
In the original tDBN implementation, only the transi-
tion networks are estimated by the method, along with
its parameters, but no initial network is generated. In
this work, the tDBN implementation was extended to
estimate not only the transition networks (only one in
this case, since it is assumed that the process is station-
ary) but also an initial network and its parameters. Ad-
ditionally, a Java method was developed to output the
probabilities of some test instances belonging to the cre-
ated DBN. This test set is provided in a test file and it
is evaluated using the expression seen in Equation (1),
which defines the probability of an instance belonging
to the generated network. The initial network is gen-
erated using a naive Bayes approach, meaning that the
probabilities correspond to the frequency of the feature
values on the training set made available as input. The
extended tDBN implementation receives a training file

2github.com/GabrielBianconi/pytorch-rbm

on which both the initial and transition networks are es-
timated, as well as a test file from where the probabil-
ities of belonging to the generated DBN are calculated
and written onto an output file. Due to implementation
issues, two executable files are provided, one used for
categorical data (when running the tDBN without the
pre-processing done by the RBM) and another for bi-
nary data (that is used with the hidden unit values sam-
pled by the RBM). This should be easily avoided by fur-
ther extending the tDBN implementation in order to use
only one executable.

3.4.2 Extensions to the RBM implementation
As opposed to the data used by default on most RBM
implementations, the data on which it is intended to ap-
ply the model has a categorical nature, meaning that a
feature may assume one of multiple finite values. In
order to allow for this kind of data to be processed by
the RBM, the initial implementation was changed. The
extended implementation of the RBM can accept mul-
tivariate and categorical time series data, using one-hot
encoding to interpret the different valued features. It
translates to representing the different values of each
feature by a set of binary variables, of which only
one is active at each time instant. Each feature xi =
{0, . . . , di−1} is represented by di binary variables. A
certain observed value xi = k is then represented
by the augmented vector k = (0, . . . , 0, 1, 0, . . . , 0),
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where only the entry k is active. The visible data
for a certain time step is replaced by its augmented
representation, v = (k1, . . . , km), dim(v) = M =∑m
i=1 di. The array representing the bias for each vis-

ible unit is also affected by all these modifications, be-
coming a = (a01, . . . , a

d1−1
1 , . . . , a0m, . . . , a

dm−1
m ) and

dim(a) = M . The weight matrix becomes of dimen-
sions M × n and the energy function is given by

Eθ(v, h) = −a>v − b>h− v>Wh.

In categorical RBMs, the cumulative probability for
each feature is calculated, taking into account all possi-
ble values that it can take. The cumulative probabilities
form discretized intervals that are used to estimate the
unit to be activated, of those created by using one-hot
encoding. A random number is again generated, and
this time, the interval where it falls defines the value
of that feature, and consequently, the activation of the
correspondent unit created by the one-hot encoding pro-
cess. The probability calculation is changed to take into
account the different possible values of the features,

P (xi = k|h) =
exp(aki +

∑n
j=1 w1+k+

∑i−1
l=1

dl,j
hj)∑di−1

t=0 exp(aki +
∑n

j=1 w1+k+
∑i−1

l=1
dl,j

hj)
.

This implementation assumes that only one time step
is being provided and as such the required parsing of the
data has to be done outside the algorithm.

4. Results
The BLADE algorithm was tested with different ex-
amples and the results were compared to those of run-
ning the tDBN alone to evaluate the impact of the pre-
processing of data introduced by the RBM. The first
examples used synthetic data with simple relationships
to validate that the model was working as expected
for basic datasets. Following the results on artificial
data, some tests are run on real time-series categorical
datasets. These datasets were taken from the UCI ma-
chine learning repository3 and UCR Time Series Classi-
fication Archive4 and previously parsed and discretized
by Arcadinho et al. [15], who used them to apply a clus-
tering technique. These datasets were used to further
test and compare the results of both using RBMs or sim-
ply using the tDBN algorithm.

4.1. Synthetic datasets
The synthetic data used to perform validation on the
BLADE is available along with the implementation of
the method. Simple datasets were created to validate
the performance of the method in situations where the
relationships between features are known.

4.1.1 Two classes
The first validation tests were made with datasets pre-
senting two distinct classes. Of the four datasets gener-
ated, two of them have binary variables while the others

3https://archive.ics.uci.edu
4https://www.cs.ucr.edu/∼eamonn/time series data 2018

present categorical variables. All examples have obvi-
ous intra-temporal relationships that span through time
since these were made to validate the method and un-
derstand if it can capture known intra-temporal bonds.
While the first example is completely observable, the bit
that determines the transition between t and t+1 is hid-
den in the second example. The results are shown in Ta-
bles 1. The results for the different examples are calcu-
lated by averaging the performance of the method over
10 runs, presented with the respective mean deviation.
Different datasets were generated with multiple time-
steps, to allow for the evaluation of both approaches on
different length datasets. The impact of the number of
hidden units used in the RBM was also evaluated.

The main goal of testing with simple examples was to
validate the usage of RBMs, meaning that the BLADE
method should produce performances close to using
only DBNs. The results for these simple examples
show that both methods can perceive the relationships
present in the data and that the tDBN algorithm work-
ing by itself produces consistently better results than the
BLADE method. This was expected, however, as op-
posed to the stochastic nature of the RBM, in which the
learned weights affect the final result and can lead to
a local maximum, the tDBN algorithm working alone
uses all the available information to predict the best pos-
sible network architecture. Even in the second example,
although one of the features is hidden, the visible re-
lationships are enough to guarantee that the tDBN cor-
rectly learns all the feature relationships.

The categorical example datasets used show a close
resemblance to the binary example results. It be-
comes clear that for small datasets with simple relation-
ships, the tDBN algorithm consistently outperforms the
BLADE method developed.

The number of time-steps in the datasets hugely im-
pacts the performance of both methods. This is mainly
explained by the probability calculation on DBNs, ac-
cording to Equation (1). Each time-step introduces a
term to the product being calculated, becoming easier to
distinguish between different labels. Even if the num-
ber of instances is large, which means that the learning
of both RBMs and DBNs is improved, a small number
of time-steps can lead to bad performance results. The
additional information made available by having more
time-steps is also useful for reducing the number of hid-
den units needed, since these can better compress the re-
lationships. The difference in performance when more
time-steps are available is more expressed in the datasets
with the fewer number of hidden units. The fact that just
two hidden units seem to lead to the best results can be
explained by three main causes:

• The datasets are fairly simple, meaning that the re-
lationships present can be easily represented by a
couple of units. A large number of units trying
to represent a simple dataset leads to more noise
present in the system and ultimately to worse per-
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Table 1: Results of running the BLADE model on different examples. The training was done with multiple
numbers of hidden units (rows) and with multiple time step datasets (columns). Examples 1 and 2 correspond to
binary datasets as oppose to examples 3 and 4 which are categorical datasets.

Example 1 Example 2 Example 3 Example 4
BLADE

# 2 6 12 2 6 12 2 6 12 2 6 12
2 76.8 ± 4.6 81.8 ± 7.4 91.3 ± 5.24 63.3 ± 4.1 63.3 ± 4.1 98.8 ± 0.88 62 ± 4 70.9 ± 6.1 76.9 ± 5.28 55.9 ± 3.32 70.3 ± 4.58 79.7 ± 5.76
3 74.8 ± 6.56 79.1 ± 9.28 89.8 ± 9.28 64.7 ± 8.36 87.6 ± 3.88 94.9 ± 4.96 67 ± 5.2 69.6 ± 5.76 67.5 ± 4.5 57.9 ± 2.92 65 ± 6.2 69.9 ± 5.74
6 67.5 ± 4.5 70.7 ± 8.5 84.9 ± 5.48 68.5 ± 6.4 84.5 ± 7.1 94.5 ± 3.9 60.5 ± 3.2 66.9 ± 4.12 63.6 ± 5.88 52.1 ± 2.74 63.5 ± 5.5 66.5 ± 6.5

tDBN
# 2 6 12 2 6 12 2 6 12 2 6 12

84.8 ± 1.92 95 ± 1 98.8 ± 0.68 96.4 ± 1.84 99.8 ± 0.32 100 ± 0 67.8 ± 2.44 82.2 ± 1.8 89.4 ± 2.6 69.4 ± 2.88 75.4 ± 4.24 88.8 ± 3.08

formance of the algorithm.

• In the categorical example, there are only three fea-
tures considered. It is to expect that with more fea-
tures present, more hidden units are necessary to
express the different relationships, in a case where
they exist.

• Only two distinct classes are present in all exam-
ple datasets. A smaller number of hidden units is
needed to distinguish two classes, while if the num-
ber of classes is larger, the method should increase
its performance when using more hidden units.

4.1.2 Multiple classes
An additional example test was made to better under-
stand the behavior of the method for multiple class
datasets. A dataset was generated maintaining the sim-
ple relationships between features, but this time with 10
features and a varying number of classes. The results
can be seen in Table 2. The results for the different ex-
amples are calculated by averaging the performance of
the method over 5 runs, presented with the respective
mean deviation. The generated datasets have 400 in-
stances and 5 time-steps.

Table 2: Results of running the BLADE model on arti-
ficial categorical data. The training was done with mul-
tiple numbers of hidden units (rows) and with multiple
time step datasets (columns).

Example 5
BLADE

# 3 10
3 56.4 ± 7.92 38.5 ± 2.75
6 68.6 ± 7.68 33 ± 4
12 70.2 ± 8.16 48.6 ± 4.32
24 81.6 ± 7.92 64.4 ± 5.52
48 71 ± 9.6 61.8 ± 9.44
60 62.2 ± 9.36 62.2 ± 6.24

tDBN
# 3 10

95.7 ± 2.3 86.6 ± 5.08

As expected, a larger number of classes requires also
a larger number of hidden units to distinguish between
them. When comparing the BLADE algorithm with
tDBN, the results are on par with the ones obtained
for two-class datasets, which means that the number of

classes does not seem to impact the difference in perfor-
mance between the two.

Of course, in real datasets, the relationships between
different features are not as obvious as those present in
the examples shown above, and if the number of features
is larger, with a growing level of complexity between
them, it may be worth considering some sort of algo-
rithm that can compress the relationships into a smaller
number of “hidden” features. In the following subsec-
tion, the results of both approaches using real datasets
are presented.

4.2. Real datasets
The real datasets used to test both methods consist of
different types of categorical MTS data, discretized us-
ing the SAX algorithm [4]. Between them, there is a
good variation between the number of instances, fea-
tures, feature values, time-steps, and labels, as described
in Table 3. The results for the different examples are
calculated by averaging the performance of the method
over 5 runs, presented with the respective mean devia-
tion and are shown in Table 4.

Table 3: Description of the real datasets used for testing
the BLADE method on both of its approaches.

Japanese vowels Arabic digits ECG
instances 640 8800 200
features 12 13 2

feature values 4 4 4
time-steps 7 4 39

classes 9 10 2

Table 4: Results of running the BLADE model on real
data. The training was done with multiple numbers of
hidden units (rows) and with multiple time step datasets
(columns). 1- average of 3 runs.

Japanese vowels Arabic digits ECG
# BLADE
3 23.6 ± 3.08 30.6 ± 0.72 58.3 ± 10.84
6 30.7 ± 6.76 34.67 1 53.1 ± 17.28
12 38.6 ± 4 36.33 1 59 ± 8.4
24 43.6 ± 6.2 38.8 ± 1.36 54.4 ± 9.36
48 43 ± 9.2 38 1 41.6 ± 10.16
60 46.2 ± 9.36 39.8 ± 2.16 65.6 ± 1.92

tDBN
13 ± 2.4 17.2 ± 2.64 68.8 ± 8.24

The developed method BLADE presents some inter-
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esting results when compared to those of the synthetic
datasets. While the tDBN algorithm consistently had
better performance on those datasets, here that is not al-
ways the case. The datasets where BLADE achieves
better performance are those with the most number of
classes and interestingly enough, these datasets also cor-
respond to those who are related to speech recognition,
an area where RBM have had success in modeling over
the years.

The example of an artificial dataset with multiple
classes introduced in the previous subsection shows that
the tDBN can have a good performance on multiple
class datasets, but this is not the case in these real ex-
amples. In these real datasets, the RBM seems to be
helping in discovering relationships not captured by the
tDBN, specifically in the Japanese vowels and Arabic
digits datasets. In the other examples shown, the pre-
processing of the data by the RBM does not bring an
advantage when it comes to performance, but this was to
be expected especially in the case of the ECG datasets,
since there is a relatively small amount of data and only
two classes on the dataset.

The RBM pre-processing has a lot of parameters that
were tuned empirically, which is far from being the most
efficient way of tuning a model. These facts seem to
point out that there is a margin of improvement when
it comes to the BLADE results, and an even bigger im-
provement when compared to the tDBN results cannot
be ignored.

5. Conclusions
A novel method, BLADE, combining both dynamic
Bayesian networks and restricted Boltzmann machines
in pursuit of performing classification on discrete and
categorical multivariate time series data, is proposed.
This new method is implemented and the source code
made available. It is validated using artificial datasets,
where it is shown that the compression of information
done by using RBMs is effective. On real and more
complex datasets, the BLADE method is proven to be
advantageous when compared to only using DBNs, suc-
cessfully modeling intra-temporal relationships not cap-
tured by the latter.

Further development of the BLADE method should
start with a more complete set of experiments. The
evaluation of the impact of each parameter is important
since these can be tuned to improve some results pre-
sented in this work. This was done in some ways on
the experiments presented but can be extended to the
parameters that were empirically tuned, hence not fully
optimized. An example of optimization would be to es-
timate a range of the possible number of hidden units to
use on the RBMs based on the properties of the data.

The current implementation of BLADE does not take
advantage of the graphical card power to speed up the
computations, making the running of the method for
large datasets a long and tedious task. The use of

CUDA [16], originally thought of in the RBM imple-
mentation taken as a basis for this work, could help
tackle this problem. Some other improvements in the
algorithm can be made, such as the use of cross vali-
dation on the training/validation sets, since this method
is widely regarded as the one which produces the best
results. The learning algorithm used in the RBMs was
CD–1, but the option for using persistent CD was added
to the implementation, making the comparison between
both learning strategies also a possible future experi-
ment. Also related to the validation cycle of the algo-
rithm, the weights of the RBMs are chosen by selecting
the ones that lead to the maximum average accuracy for
all classes. A different approach could be considered
where the weights would be chosen as the ones that lead
to the best accuracy for each particular class.
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