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Resumo 

 

Os céleres e imprevisíveis avanços tecnológicos que se fazem sentir nos dias de hoje, abriram 

novas áreas de desenvolvimento científico como a inteligência artificial que aumentam 

exponencialmente as capacidade de processamento e análise de dados. Neste contexto, 

merecem especial referências tecnologias como a aprendizagem automática, ou Machine 

Learning (ML), e a aprendizagem profunda, ou Deep Learning (DL).  

O DL define-se como o estudo científico que toma partido de modelos computacionais, 

compostos por múltiplas camadas de processamento, permitindo encontrar várias 

representações para os dados, por sua vez com múltiplos níveis de abstração. Isto é feito com o 

auxílio de redes neuronais capazes de resolver os mais diversos problemas. Existem vários tipos 

de redes neuronais, nomeadamente  Auto-Encoders, Redes Neuronais Recursivas (RNN) e 

Redes Neuronais Convolucionais, que podem ser usadas para os mais variados objectivos, 

nomeadamente no processamento de imagens digitais. 

Esta dissertação tem como principal objectivo estudar os desenvolvimentos recentes na área 

da codificação de imagem baseada  em técnicas DL e ainda fazer a avaliação do seu 

desempenho em termos de eficiência de compressão de forma subjectiva e objectiva. Neste 

contexto, foram escolhidas cinco soluções de codificação DL, nomeadamente uma solução 

baseada em RNN proposta por Toderici et al. (RNN-C) e quatro soluções propostas or Ballé et 

al. (MM-M, MM-E, BH-M e BH-E), e ainda vários codecs de referência, nomeadamente o HEVC 

Intra, WebP, JPEG 2000 e JPEG XT. Todos estes codecs foram subjectivamente avaliadas 

usando um protocolo DSIS com 18 participantes e 8 imagens de teste escolhidas do dataset 

JPEG AI. Os resultados mostraram um melhor desempenho dos codecs DL em relação aos 

codecs de referêcia. Posteriormente, cinco métricas objectivas de qualidade (PSNRY, PSNRYCbCr, 

MS-SSIM, SSIM e VIF) foram aplicadas às imagens descodificadas com os mesmos codecs 

escolhidos, novamente ao dataset JPEG AI e ainda ao dataset Kodak. Neste caso, os resultados 

foram mais equilibrados, dependendo contudo da especificidade de cada métrica. Por fim, 

determinou-se uma predição para o MOS associado a cada métrica objectiva de qualidade, 

através de uma aproximação por uma função logística, e calcularam-se os coeficientes de 

correlação de Spearman e Pearson, que demonstram, como esperado, que o MS-SSIM é a 

métrica que oferece resultados objectivos com a maior correlação com os resultados subjectivos. 

 

Palavras-chave: Deep-learning, compressão de imagem, avaliação subjectiva, avaliação 

objectiva, avaliação correlacional. 
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Abstract 

 

Quick, unpredictable technological advancements felt nowadays, brought to life some attractive 

scientific fields of study like Artificial Intelligence (AI), which raise the ability to process data. From 

this context, reference technologies like Machine Learning (ML) and Deep Learning (DL) deserve 

special attention.  

Basically, DL is defined as the scientific study that takes advantage of specific computational 

models, composed of multiple processing layers, to represent data in many levels of abstraction. 

More specifically, DL use computational models called neural networks (NN) capable to solve 

diverse problems. There are many types of NNs being used nowadays, namely Auto-Encoders 

(AE), Recurrent Neural Networks (RNN) and Convolutional Neural Networks. 

This thesis has the main objective to study recent developments in image compression based 

in DL techniques and evaluate these in terms of compression efficiency subjectively and 

objectively, compared to widely known benchmarks. In this context, five DL-based image 

compression solutions were chosen, namely a solution presented in Toderici et al. (RNN-C) and 

four solutions by Ballé et al. (MM-M, MM-E, BH-M and BH-E) and some benchmark codecs, more 

specifically, HEVC Intra, WebP, JPEG 2000 and JPEG XT. All these codecs were subjectively 

assessed using a DSIS protocol with 18 subjects and 8 test images from the JPEG AI dataset. 

The results show best performance coming from the DL solutions when compared to the 

benchmarks. Then, 5 objective metrics (PSNRY, PSNRYCbCr, MS-SSIM, SSIM e VIF) were applied 

to the decoded images with the same codecs, again for the JPEG AI dataset and additionally, the 

Kodak dataset. In this case, the performance results were more balanced, taking into account, 

however, the specificity of each metric. Finally, a MOS predicted from each objective metrics was 

obtained through a logistic approximation and the Spearman and Pearson correlation coefficients 

were computed, giving the MS-SSIM as the metrics that correlated the best with the objective 

results. 

 

Keywords: deep learning, image compression, subjective quality assessment, objective quality 

assessment, correlation assessment. 
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Chapter 1 

 

1. Introduction 

 

This first chapter introduces the topic of this Thesis. With this purpose in mind, it starts by briefly 

explaining the context and motivations behind the topic and defines after the objectives of the 

work and the structure of this document. 

1.1. Context and Motivation 

Multimedia can be found anywhere nowadays, catching the bus home, running alongside the 

river, asking for some groceries on a Sunday morning… In a simple way, multimedia can be 

defined as the combined use of data in multiple modalities, notably video, image or audio. This 

Thesis is focused on digital still images, notably one of its key technologies, specifically image 

coding. Basically, image coding is a technology able to represent a digital image with a reduced 

number of bits regarding its sample-based representation while providing the required target 

quality. For transmission and storage purposes, coding needs to be applied to an image in order 

to reduce the required resources. There are two main types of coding solutions: lossless and 

lossy. Lossless compression, as the name suggests, codes the image without impacting the 

original image quality since the decoded image is mathematically equivalent to the original image. 

With such a strict requirement, these techniques end up achieving worst results in terms of 

compression efficiency when compared to lossy solutions. On the contrary, lossy compression 

invests on eliminating image information, with a varying impact on the decoded image quality. If 

only perceptually irrelevant image information is eliminated, the image will have a transparent 

quality, this means similar to the original image. If more aggressive compression is applied, the 

image may have a lower quality although not necessarily a bad perceptual quality since the 

human visual system is not able to perceive every single detail in the image. Most of the quality 

losses come from applying some type of quantization, which is responsible to convert ranges of 

values into a single value, thus inserting some quantization error.  

Throughout the years some image codecs have been widely used as compression benchmarks. 

JPEG, the most widely used lossy solution, is based on the Discrete Cosine Transform (DCT) 

and is mainly used for digital photography. Other coding solutions have derived from the JPEG 
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standard, for instance JPEG XT which includes a JPEG compliant base layer. On the other hand, 

the more recent JPEG 2000 image coding standard is based on discrete wavelength transforms. 

Other reference codecs like HEVC Intra or WebP have emerged along the years and offer today 

more efficient image coding solutions.  

In the middle of the technologic revolution we are living though, some attractive scientific 

advances brought names like artificial intelligence to the table and with these appealing, new 

technologies, fields of study like machine learning and, more in detail deep learning, have come 

to life. Basically, deep learning is the field of study that takes advantage of specific computational 

models composed of multiple layers, called neural networks, to represent data in many levels of 

abstraction. There are many types of neural networks being developed and mastered today with 

the most varied applications. For instance, in Ren et al. [1], deep neural networks are being used 

to detect specific elements in images with a certain degree of confidence, like Figure 1 shows. 

As it could be expected, deep neural networks have also arrived to the image coding field, 

targeting the improvement of conventional image compression results, for example using 

recurrent, convolutional and adversarial neural networks or variational auto-encoders (covered in 

detail in the next chapter). However, since these techniques are rather recent there are no 

comparative studies available in the literature, notably in terms of formal subjective assessment. 

Recognizing the needs from the digital image industry, which is constantly evolving, notably 

asking for more compression, many companies and universities have started research activities 

to develop novel image codecs based on deep learning architectures. The need for more efficient 

image compression motivates this research, ultimately targeting replacing the conventional image 

codecs; this is the belief of many researchers around the world, who think deep-learning-based 

image coding is the next big step in image representation. 

1.2. Objectives and Structure of this Report 

The main objective of this Thesis is to subjectively and objectively assess the compression 

efficiency performance of the emerging deep-learning-based image codecs, notably in 

comparison with several available, conventional image coding benchmarks. The formal subjective 

assessment is the second performed after the JPEG AI tests which have not yet been published 

and considered a smaller number of deep-learning-based codecs. To report the achievements, 

this document is divided into six chapters after this first one, whose context and objectives are 

             

Figure 1: Deep learning application on object detection in images [1]. 
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presented: 

 Chapter 2: Deep learning main theoretical foundations and architectures are explained. 

 Chapter 3: Most relevant deep-learning-based image coding solutions in the literature, 

notably convolutional, recurrent and generative adversarial neural networks and variational 

auto-encoders, are reviewed. 

 Chapter 4: Formal DSIS subjective assessment of the selected deep-learning-based image 

codecs and conventional image coding benchmarks, notably HEVC Intra, JPEG XT, JPEG 

2000 and WebP, conducted for 8 JPEG AI dataset images is reported. 

 Chapter 5: Objective quality assessment using the PSNRY, MS-SSIM and VIF quality 

metrics performed for the JPEG AI and Kodak datasets is reported. 

 Chapter 6: A study on the statistical correlation between the collected subjective scores 

and the objective quality metrics results is reported. 

 Chapter 7: Main conclusions and future work steps are presented. 
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Chapter 2  

 

2. Deep Learning: Foundations and Architectures 

 

Nowadays, many practical systems and applications require intelligent solutions to automate 

some data processing tasks, notably understanding speech or images, and making medical 

diagnosis, among others. Machine learning (ML) is one of the computer science fields that have 

been attracting more attention recently. According to Arthur Samuel, “Machine learning is the field 

of study that gives computers the ability to learn without being explicitly programmed” [2]. 

Basically, ML is a subset from artificial intelligence (AI) capable of making computers act closer 

to the human behaviour. In recent years, one of the hottest ML topics has been deep learning 

(DL). According to some of the DL gurus, LeCun, Bengio and Hinton, “deep learning allows 

computational models that are composed of multiple processing layers to learn representations 

of data with multiple levels of abstraction” [3]. In its most common form, deep learning exploits 

artificial neural networks (usually with a layered architecture) to solve challenging machine 

learning problems. 

2.1. Neural Network Basics 

A neural network (NN) is a biologically inspired computing system, composed by a large number 

of basic processing elements, called neurons, highly interconnected between each other. Neural 

networks are one way of performing machine learning, notably by analyzing training examples to 

learn autonomously and solve after some specific tasks/problems. Figure 2 shows a biological 

neuron (left) and the usual mathematical model of a neuron (right). As shown, an artificial neuron 

is formed by inputs (𝑥𝑖), weights (𝑤𝑖), a bias (𝑏), an activation function (𝑓) and the output (𝑦).  

  

Figure 2: Neuron (left) [4] and artificial neuron (right) [5]. 
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Each input has an associated weight, which expresses its relative importance in the output 

compared to the other inputs. As defined in equation 2.1, the neuron applies an activation function 

to the weighted sum of its inputs:  

The bias provides each neuron with a trainable constant value, shifting the activation function 

to the left or to the right in terms of input values. The activation function targets introducing a non-

linearity into the neuron (since the weighted sum is linear) and is important to establish the 

dependence/strength of the outcome regarding its multiple incoming connections. Table 1 shows 

the most commonly used activation functions in DL, such as the Sigmoid, Hyperbolic Tangent 

(TanH) and the Rectified Linear Unit (ReLU) functions. These functions are essential since the 

output of the neural model would be just a linear function of the input without them; using a non-

linearity function ensures that the neuron model is much more powerful as may simulate more 

sophisticated behaviors. 

 

Neural networks are graphs in which the nodes are neurons organized into layers. Neural 

networks can be composed by one or more several layers and the more layers a neural network 

has, the deeper the network is. A simple neural network architecture is shown in Figure 3 with the 

following components: 

 Input layer: The input layer corresponds to the input, this means the data, which is specific 

to the problem to be solved and provides the information to the next layer. No computation 

is performed, thus the input data is not processed. 

 Hidden layer: The hidden layers process the data along the network, notably by combining 

the information received from the input layer or the previous hidden layer. A neural network 

can have zero or more hidden layers. The hidden layers are responsible to extract features 

from the input data. Complex problems or problems requiring very high accuracy, naturally 

require more hidden layers. 

𝑦 = 𝑓 (𝑏 + ∑ 𝑥𝑖𝑤𝑖

𝑚

𝑖=1

) (2.1) 

Table 1: Common activation functions in neural networks. 

FUNCTION Sigmoid Tanh ReLU Leaky  ReLU 

EXPRESSION f(x) = 1/(1+e^-x) f(x) = (e^(2x)-1)/(e^(2x)+1)  f(x) = max(0, x) 
f(x) = ax, x < 0 

f(x) = x, x ≥ 0 

GRAPHIC REPRESENTATION 
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 Output layer: The output layer is the last layer in the network and outputs the solution to the 

problem, often a class/label, e.g. for classification or decision tasks/problems. The number 

of neurons in the output layer, this means the number of classes/labels, depends on the type 

of problem that the neural network is solving. 

 

Figure 3: Typical architecture of a neural network.  

While there are several types of neural networks, this report is mostly focused on feedforward 

networks, as the most popular. In these neural networks, the connections between neurons never 

form a cycle or loop, thus moving the information in a unidirectional flow through the hidden layers, 

from the input to the output layers. Two types of feedforward networks can be defined: 

 Single-Layer Perceptron: This is the simplest feedforward network, since it only contains a 

single layer of output nodes and no hidden layers; in this case, the inputs are fed directly to 

the outputs via a series of weights.  

 Multi-Layer Perceptron (MLP): This is a Feedforward network containing hidden layers in 

its architecture, therefore defining a more powerful model/network. Generally, an MLP is 

nowadays called a Fully-Connected Network (FCN), since each neuron in some network 

layer is connected to every other neuron in the previous layer. FCNs are the most basic type 

of network used nowadays and normally complement other more complex network types, 

acting like classifiers for example. 

The number of layers in a NN can be called depth and the number of neurons in a hidden layer 

is often called size or height of the layer. That is the reason why a network with many layers is 

called a deep neural network. 

2.2. Training and Evaluation 

Training a neural network is usually performed in a supervised way using the data and ground 

truth available for the task at hand. Taking the inputs and expected outputs (expressed by the 

ground truth), the weights and biases of all neurons are updated to reach a state where the input 

propagates along the network to get an output as close as possible to the ground truth. The 

gradient descent method is the algorithm that is usually employed to compute the set of weights 

and bias defining the network, also known as the model. This process can be explained in a 
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sequence of steps: 

1. Initialization: In the first training step, the network is initialized by assigning random weights 

and biases to each neuron. If the learning process is conducted well, an appropriate model 

is found at the end, no matter how far the random choice took the network.  

2. Forward-propagation: An input is picked from the dataset and, using the defined weights 

and bias, propagated forward through each layer of the network to obtain the corresponding 

output. 

3. Loss function computation: Once the output is obtained, an error between the network 

prediction, ŷ, and the expected ground truth value for the output, 𝑦, is computed. This error 

is obtained through a metric known as cost or loss function (ℒ), which definition has a big 

impact on the network performance. The main objective of the training algorithm is always 

to minimize this loss, so that the network can be more accurate (according to some metric) 

when performs its predictions. One of the most common loss functions is the mean square 

error function defined in equation 2.2 with n being the number of output values the neural 

network produces. However, different loss functions can be used to address different 

tasks/problems, from regression to classification problems.  

4. Loss differentiation: The derivative of the loss function is now used to compute the rate or 

the speed of changes in the values of this function. This is fundamental to update the network 

weights and bias in a suitable way. Basically, the minimum of the loss function is obtained 

with a gravity-like optimization method as shown in Figure 4, where the loss is represented 

as a function of one weight (left) and two weights (right).  

5. Backpropagation: When the network has more than one hidden layer, the loss function 

error needs to be propagated backwards to each and every layer in order to update all the 

weights. Since the derivative above is decomposable, the error can be backpropagated 

throughout the network. Thus, using the loss function and knowing the derivative of the 

activation functions present in the network, the error is propagated backwards. Figure 5 

follows the backpropagation of the error in a network with two hidden layers. 

 

ℒ =
1

𝑛
∑(𝑦(𝑖) − �̂�(𝑖))

2
𝑛

𝑖=1

 (2.2) 

  

Figure 4: Gradient descent method for one weight (left) [6] and two weights (right) [7].      
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Figure 5: Illustration of the error backpropagation.  

6. Weights update: One important phase of the gradient descent method involves the update 

of the several weights and bias in the network. So, focusing in the weights, each weight 𝒘𝒋
(𝒊)

 

is updated to 𝒘𝒋
(𝒊+𝟏)

 by computing the derivative of the activation function (with respect to this 

weight) applied in the neuron layer and taking a step of constant size  towards the minimum. 

This operation is defined in equation 2.3, where the 
𝒅

𝒅𝒘𝒋
(𝒊) 𝓛(𝒊)(𝒘) term is known as derivative 

rate and 𝒊 is the iteration number.  

 

𝒘𝒋
(𝒊+𝟏)

= 𝒘𝒋
(𝒊)

− 
𝒅

𝒅𝒘𝒋
(𝒊)

𝓛(𝒊) (2.3) 

 

The step  is a hyper-parameter named learning rate which suitable value is selected after 

some experimentation. The learning rate is a hyper-parameter because it is used in the 

learning of the full model and is not associated (or learned) for each neuron. While a small 

learning rate is commonly used, very low values can lead to too low convergence speeds. 

On the other hand, a fast learning rate can cause a fluctuation of the error around its optimal 

value or even divergence. Summarizing, if the derivative rate is positive, a decrease in the 

weight makes the error smaller while, if it is negative, the contrary occurs. Also, if the 

derivative term is zero, stability has been achieved. 

7. Iteration until convergence: Independently of the learning rate, the gradient descent 

algorithm needs to be reiterated several times from Step 2, leaving out the random 

initialization. Gradually, as each iteration is performed, the weights and bias are updated and 

the loss function error reduced. There is not a fixed number of iterations that guarantees 

convergence since it depends on the learning rate value and the ground truth data (e.g. how 

hard it is to map the input to the output), as well as other factors.  

Another important concept is generalization which refers to how well the network is prepared 

for an unseen input which is not available (or used) during the training phase, where the network 

minimizes the loss function error. Overfitting occurs when the model learns too well but does not 

generalize (see Figure 6), resulting in poor performance for testing data. This is a common 

problem when the dataset is too small compared with the number of weights that needs to be 

learned; this is a situation that may occur for some DL scenarios. A tool to fight overfitting is 

regularization which, according to Ian Goodfellow, is “any modification we make to the learning 

algorithm that is intended to reduce the generalization error, but not its training error” [8]. Early 
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stopping, dropout and weight penalty with the L1 and L2 norms are some of the most commonly 

used regularization techniques [9]. 

 

 

Figure 6: Underfitting (a), appropriate fitting (b) and overfitting (c) [10]. 

2.3. Convolutional Neural Networks 

Convolutional neural networks (CNNs) were proposed in the late 90s by LeCun, Bengio, Bottou 

and Haffner for the recognition of handwritten digits and the first CNN was named LeNet-5 [11]. 

Later, in 2012, Krizhevsky achieved breakthrough results when AlexNet [12] was proposed for 

image classification and won the ImageNet competition; this event marked the rebirth of 

convolutional neural networks. CNN architectures are rather often used when the input is an 

image (or video) and have reduce the number of model parameters/weights that need to be 

trained and used, thus reducing the model size, complexity and generalization capabilities 

compared to regular neural networks. 

CNNs are organized in three dimensions: width, height and depth. For example, in Figure 7 (left) 

the red input layer represents the image, so its width and height correspond to the dimensions of 

the image and the depth to the three RGB channels. This is why the layers are sometimes called 

volumes, notably “input volume” and “output volume”. A CNN is basically a sequence of layers. 

The three main types of layers used to build a CNN are the Convolutional Layers to extract 

features from the image, the Pooling Layers to reduce the image dimensions and the 

Fully-Connected Layers for classification purposes or pattern detection, based on previously 

extracted features. In the latter case, a probability can be assigned for what is represented in the 

input image. Figure 7 (right) shows several layers stacked to form an example of a CNN 

architecture; the output shows a probability associated to each possible output label. ReLU layers 

are shown too, since they usually come after the Convolutional Layers to apply a non-linearity to 

the output of the linear convolutional layers.  

 
 

Figure 7: CNN layer structure (left) and CNN architecture (right) [13]. 
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The training phase for this type of neural networks is similar to what was explained in the 

previous section, thus updating the weights in each neuron (or filter) to allow the CNN to learn 

with some training data.  

A CNN may include several types of layers as described in the next sub-sections. 

A. Convolutional Layer 

Convolutional layers are the core of a CNN and take benefit from several learnable filters, also 

known as kernels, to obtain an output volume composed by several entities known as feature 

maps, whose mapping identifies the positions of certain features in the image. These filters slide 

over the input image or a feature map originated in a previous layer, performing a convolution 

operation to extract further features from the image. The weights of a convolutional layer neuron 

correspond to filter parameters and may represent, for example, blur or edge detection operations. 

Usually, a large set of filters are used, thus allowing the neural network to extract a vast set of 

features, which will help recognizing patterns in images.  

When dealing with large size inputs, it is difficult to have fully-connected layers, where a neuron 

is connected to all neurons of the previous layer, as the number of weights associated to each 

output neuron would be huge. Therefore, each neuron is typically connected to a local region of 

the input volume; the spatial extent of this connection is called the receptive field of the neuron, 

and its dimension defines the filter size or the number of weights defining the filter. The advantage 

of this approach is that the output of the filters represent local features of the image, what is 

suitable for several computer vision problems, such as image classification. Thus, each filter has 

a relatively small (support) size when compared to the input volume, but has always to extend to 

its full depth, even though the connections are local in space. For instance, given an input volume 

of size 32x32x3 (where the 3 may refer to the RGB components) and a 4x4 receptive field, each 

neuron in the convolutional layer will have weights associated to a 4x4x3 region, resulting in a 

total of 48 weights (4 x 4 x 3).  

Three parameters can control the size of the output volume: 

 Depth: Corresponds to the number of filters used in a forward pass, each one 

associated   with a detected feature, creating the same number of feature maps as a 

result. 

 Stride: Corresponds to the number of positions the filter shifts while sliding over the 

input volume, both horizontally and vertically. Thus, a larger stride leads to smaller 

feature maps when compared to a smaller stride; a larger stride is a form of subsampling.  

 Zero-Padding: Corresponds to the addition of zeros to the borders of the input volume 

to create a full support for the filters when applied to the extreme boundaries. 

Figure 8 shows two examples of convolution operations. On the left side, the stride is equal to 

1 and zero-padding is not used. On the right side, the stride is 2 and zero-padding equal to 1 is 

applied. As shown, the stride has a clear impact on the size of the output and zero-padding 
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influences the filtering at the boundaries. In Figure 8 (left), the input volume has dimension 6x6x1 

and the output volume has dimension 4x4x1 for a filter with 9 weights since the filter has 3x3x1 

dimensions. The receptive fields are represented in blue, green an orange in the input and the 

depth is unitary in this case.  

 The number of parameters/weights in a CNN can be controlled/reduced using parameter 

sharing. This technique makes the assumption that, if a specific filter (targeting a specific feature) 

is useful for some spatial position of the input, it should be also useful for other spatial positions 

and thus simply constrains the various filter parameters to be the same, independently of the 

spatial position where the filter is applied. Even so, parameter sharing can face some limitations 

when there is a large diversity of features to be learned in the training dataset, but it is usually 

solved by having several filters in parallel (increased depth). Naturally, parameter sharing allows 

to significantly reduce the total number of parameters/weights and this the size of the model.  

B. Pooling Layer 

Pooling layers are inserted after convolutional layers with the target to reduce the dimensions 

of the previous feature map (see Figure 9 (left)), thus lowering the number of parameters/weights 

that will be used (and trained) in the next layers, while trying to preserve the most relevant 

information. Max pooling is the most common pooling operation (sometimes referred also as 

downsampling) and is represented in Figure 9 (right). This operation does not need any 

parameter as the output is simply the maximum value of a spatial window located in the previous 

feature map. Similar to convolutional layers, this operation slides through the full previous feature 

map. 

 

  

Figure 8: CNN convolution operation examples over an input volume for a 3x3 filter using different strides 

and zero-padding. 

           

Figure 9: Input volume pooled to half of its spatial dimensions (left) and max pool operation in a 4x4 

feature map using a 2x2 window and a stride of 2 (right) [13]. 
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2.4. Auto-Encoders 

A supervised learning approach is usually required to learn the model (weights) for the types of 

neural networks presented in the previous Sections, i.e. a set of labelled examples are necessary. 

On the contrary, auto-encoders are an unsupervised learning algorithm which does not require 

the training data to be labeled, learning by itself relationships between the different parts of the 

data. According to [14], “an auto-encoder is an unsupervised learning algorithm that applies 

backpropagation, setting the output values to be equal to the inputs”. Usually, an auto-encoder 

(AE) is a neural network where the input is coded into a compressed representation of lower 

dimensions, called latent space representation or code. Then, this code is decompressed in a 

way to obtain the output of the network as close as possible to the input.  

Auto-Encoders have a symmetric structure, where the middle layer (also called “bottleneck” 

layer) represents an encoding of the input data, usually with a lower dimension. Auto-Encoders 

are trained in a way to reconstruct the input at the output layer, while certain restrictions prevent 

auto-encoders from making a simple copy of the data along the network. As shown in Figure 10, 

the architecture of an AE is naturally represented by an input and an output layers, by an encoder 

responsible to create the latent-space representation (middle layer) and by a decoder to obtain 

the data in the original representation. The most relevant part of this network lies in the code 

(latent-space representation) which has some useful properties, namely the ability to compactly 

represent the input data by learning correlations between data elements. For example, in Figure 

10, the network input is an image of a lion and the latent space representation codes the lion’s 

mane, which corresponds to the starting point for the decoder to generate a similar output image. 

Nowadays, auto-encoders can be used for lossy data compression, image segmentation, 

denoising or image generation. The encoder section of an AE can be built using fully-connected 

layers, convolutional layers and pooling layers. For the decoder, several types of layers can be 

used depending on the encoder layers, e.g. deconvolutional and unpooling layers need to be 

applied to allow the reconstruction of the input if convolutional and pooling layers were used at 

the encoder side. Today, the most advanced auto-encoders take advantage of all these types of 

layers to maximize the network performance. 

 

 

 

Figure 10: Auto-encoder architecture, with the image of a lion as input and output and the lion’s mane 

as the latent space representation. 
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In general, auto-encoders are: 

 Lossy: The output of the network will never be exactly the same as the input, because the 

encoding process cannot be exactly inverted during the decoding procedures, i.e. lossless 

compression cannot be achieved with auto-encoders. 

 Data-Specific: An auto-encoder can only code data with similar characteristics to the data 

used during the training phase. For example, if an auto-encoder is trained to code simple 

logos it won’t be able to compress a rich and highly textured visual scene.  

The auto-encoders can also be classified according to the bottleneck layer: 

 Undercomplete: The bottleneck layer has less nodes than the input layer. The reduced 

number of units in this layer forces the network to learn a more compact representation of 

the input data, since it introduces restriction on the size of this layer. 

 Overcomplete: The bottleneck layer has the same or more nodes than the input layer. This 

architecture can be useful but some restrictions to the bottleneck layer (e.g. sparsity) are 

usually applied, especially to avoid the auto-encoder to simply copy the input to the output.  

The learning phase of an AE is very similar to other networks and follows the procedure 

explained in Section 2.2; rather often, different regularization techniques for the weights are used. 

When it comes to activation functions, the ReLU ends up degrading the performance, because it 

transforms any negative input to zero, making the reconstruction at the decoder more difficult. 

The sigmoid and the hyperbolic tangent are the most commonly used activation functions, since 

they produce stronger gradients and thus make the iterative learning process easier to converge. 

Over the years, several AE architectures have been created and the most relevant ones for this 

field of study are: 

 Denoising Auto-Encoder: For this type of AE the key idea is to reconstruct the output from 

corrupted input. This corruption contributes for the bottleneck layer to learn a more robust 

code from the input, i.e. learns the same representation for some input when noise is added, 

as shown in Figure 11, or only when incomplete data is available. Thus, to revert the effect 

of the corruption, this AE captures statistical dependencies in the data. In any case, the 

original (uncorrupted) input is still the target of the reconstruction process of the decoder 

(output). The denoising AEs are usually undercomplete.  

 

Figure 11: Encoding process in denoising AEs, containing the corruption process with noise. Left: 

original input; Centre: corrupted input; Right: reconstructed output [15]. 
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 Sparse Auto-Encoder: For this type of AE the key idea is to use a large amount of neurons 

at the bottleneck layer to enlarge the input representation, introducing another type of 

restriction on the code that is learned by the network. In this case, the number of nodes at 

the bottleneck layer are not reduced as in other AE types, but the network is encouraged to 

learn a sparse code (i.e. with a low average value) which means neurons of the bottleneck 

layer should be inactive most of the time. Thus, these AEs are normally overcomplete, but 

still can obtain a more compact representation of the input (in terms of energy of the signal). 

As a large number of units are used in the bottleneck layer, the sparsity constraint tries to 

minimize the average of the activations functions used by all neurons. This is performed by 

adding a Kullback-Leibler (KL) divergence term as a penalty term to the loss function (which 

is usually the MSE). 

 Variational Auto-Encoder: For this type of AE the key idea is to design generative models 

(true data distribution) of data to generate new images, usually by learning these models 

from large data sets. Variational auto-encoders can learn complex data distributions such as 

the ones present in the images. The bottleneck layer learns a low-dimensional representation 

of the training data which is not directly obtained but inferred through a mathematical model. 

To make possible the construction of this generative model, a constraint is added to the 

encoder, forcing the generation of latent variables (hidden variables that have generated the 

trained data) with a Gaussian distribution. It is possible to sample this distribution to obtain 

new data points, which represent images similar to the ones used in the training but with 

some variation. These AEs use the sum of the mean squared error (reconstruction term), 

which measures the image reconstruction accuracy, and a latent loss (regularization term), 

represented by a KL divergence, which measures how close the latent variables are from 

the Gaussian distribution. So, the encoder ends up generating a vector of means and a 

vector of standard deviations, instead of a vector of fixed values. Figure 12 shows an 

architecture for a Variational AE, featuring these two vectors in the middle layer.  

2.5. Generative Adversarial Neural Networks 

Generative Adversarial Neural Networks (GAN) are a class of unsupervised machine learning 

 

Figure 12: Representation of a variational auto-encoder architecture. The inference network 

refers to the encoder and the generative network to the decoder, which have the parameters  

and θ, respectively [16]. 
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algorithms which are implemented with two neural networks that interact with each other in a 

special kind of game. This type of networks were introduced by Ian Goodfellow in 2014 [17] and 

can be used to create artificially generated (but realistic) images through text or predicting how 

people age through photos. A GAN includes a generative model and a discriminative model as 

its adversary, aiming at the creation of fake images that should be similar to true examples (from 

the training data set). Nowadays, a GAN is considered one of the most promising approaches not 

only to generate high quality images but also to understand the underlying structure of the visual 

data. The architecture of a GAN is shown in Figure 13 and the two distinct models are: 

 Discriminator: The discriminator classifies input data, i.e., computes the features of a data 

item and predicts the label or category to which that data belongs. In the context of GAN, the 

discriminator evaluates images regarding their authenticity, i.e. discriminator estimates the 

probability of how close an image belongs to the training data set. Usually, the discriminator 

is a CNN (presented in Section 2.3). 

 Generator: This is the opposite of the discriminator and attempts to predict features given 

some label and generates new images with the aim of creating real-looking data instances 

to fool the discriminator, i.e. images that look authentic even if they are computer generated. 

Usually, this process is made up of multiple deconvolutions, which successively up-sample 

the input.  

Thus, the goal of the generator is to produce images that are considered real (i.e. to lie without 

being caught) and the goal of the discriminator is to identify if images are fake or not; the 

discriminator does not know if the input images come from the generator or if they are real images. 

Simply, these networks can be analogous to someone designing fake money bills and submitting 

them to a cop charged of deciding whether the bill is real or fake. 

The main steps of the GAN are:  

 A random noise distribution is sampled and the result is fed into the generator, where a fake 

image is created.  

 Then, several real images from the training data set are fed to the discriminator along with 

some generated images (previous step) and both are compared in the discriminator, which 

 

Figure 13: GAN architecture. Random noise is used by the generator, creating a fake image that is 

then compared with real images (present in the training set) in the discriminator where its authenticity is 

assessed [18]. 
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outputs the probabilities for the veracity of all images (including the generated image).  

Regarding the training of these networks, the main objective is to make the generator gradually 

better at creating images similar to the training data set and, at the same time, improve the 

performance of the discriminator (i.e. the capability to identify the fake images). Considering this, 

the cost function of a GAN is defined as a minimax game, because one of the models tries to 

minimize the cost while the other tries to maximize it. In this case, the generator is trained to 

minimize the cost function and the discriminator has the opposite objective; an equilibrium is 

reached when one model does not change its action regardless of what the other model may do. 

In terms of the training process, the gradient descent algorithm (Section 2.2) is ran alternatively 

between each model, fixing one while the other is being trained and each model is trained until 

the images seem true enough to fool the discriminator. 

2.6. Recurrent Neural Networks 

In regular feed-forward networks the neurons are connected in a way such that loops are not 

formed. Instead, in recurrent neural networks (RNN) loops can be present which allow the 

information to persist, i.e. learning with ‘memory’ from past iterations. Traditionally, a loop is 

formed allowing information to pass from one iteration to another, just like represented in Figure 

14, where 𝑥𝑡 is some input, A is the set of hidden nodes where some operations are performed 

and ℎ𝑡 is the value outputted. A recursive neural network can be viewed as copies of the same 

NN stacked from iteration to iteration passing a message to the neighbor. Thus, normally there 

are two sources of input: present and recent past. Training is applied with the backpropagation 

algorithm but the gradient depends not only on the calculations for the current time step (present), 

but also for the previous time steps (recent past). Although, training is difficult for some types of 

networks, especially to learn long-term dependencies (i.e. correlations between events separated 

by many iterations) due to what is called the vanishing/exploding gradient problem, i.e. gradient 

values that become stuck at a minimum or a maximum value. 

Historically, vanilla RNNs were first proposed in the 80’s but more recently different types of 

neural networks were (re)discovered and popularized: 

 

Figure 14: RNN architecture. Left: representation of the network in a loop. Right: loop unrolled to show 

the different iterations connected [19]. 
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 Long Short-Term Memory (LSTM): these networks are capable of learning long-term 

dependencies, remembering information for long periods of time through the hidden state, h, 

(Figure 15) and avoiding the vanishing/exploding gradient problem. The LSTM have a chain 

like structure, as shown in Figure 15, with a repeating module with a special type of structure 

(in regular RNNs it usually corresponds to a simple non-linearity). The yellow boxes 

represent the different layers while pink circles represent operations. The cell state is the 

horizontal line running through the top of the diagram, with some linear operations, which 

are controlled by a series of gates. These gates contain information outside the cell state, 

and are allowed to process information flowing through the cell state and filtering the 

information based on its relevance. These elements are called forget, input (with two layers: 

sigmoid, tanh) and output gates and are shown in Figure 15 as a), b) and c) respectively. 

Basically, the forget gate selects which information is thrown away (filtered) from the cell 

state, the input gate is responsible to update the cell state, and the output gate controls which 

information influences the forget and input gates in the next iteration. 

 Gated Recurrent Unit (GRU): These are similar to LSTMs but combine the forget and input 

gates into a single one, resulting in a reduction of parameters and an increased training 

speed. GRUs use once more the hidden state to transfer the information observed over time 

to the present time and presents two different gates: a reset and an update gate, as shown 

in Figure 16. The update gate works in a similar way when compared to the forget and input 

gates of an LSTM, deciding which information is relevant to neglect or add to the flow, i.e. 

how much past information is relevant in the future. The reset gate is responsible for filtering, 

i.e. which information should be kept from the past. There’s no clear advantage from GRUs 

to LSTMs and researchers usually evaluate both of them to decide which one performs better, 

(A) 

(B) 
(C) 

Figure 15: (A): LSTM architecture with the main block represented. (B): Cell state flow. (C): Forget (a), 

input (b) and output gates (c) [19]. 
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for some specific problem. 

RNNs have been applied in several fields over the years. Nowadays, they are used in many 

popular applications, such as speech recognition and natural language processing, e.g. in Apple’s 

Siri or Google Translate.  

 
 
 
 
 
 
 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 16: GRU architecture (left). Reset and update gate, a) and b) respectively (right) [19]. 



20 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



21 
 

 

 

 

Chapter 3  

 

3. Relevant Image Coding Deep Learning Based Solutions 

 

In the last few years, NNs became a key technology to improve the performance of several 

fields of study, and also image coding. The next sections review a set of four selected papers, 

adopting some of the different types of NNs studied in the previous chapter, more precisely AEs, 

GANs and LSTMs.  

3.1. Lossy Image Compression with Compressive Auto-Encoders 

Auto-Encoders bring the promise to offer more flexible lossy image coding solutions with high 

performance, especially for scenarios where the encoder and decoder complexity needs to be 

balanced. The simplicity of an auto-encoder based image coding solution is rather promising, 

notably avoiding the rather long time that is required to develop standard image coding solutions, 

with many handcrafted tools, notably transforms (e.g. DCT), and  rather complex encoder control 

procedures. 

A. Objective and Technical Approach 

In 2017, Theis et al. proposed a new approach to lossy image coding with auto-encoders [20], 

namely by addressing the difficulty to optimize AEs due to the non-differentiability of the 

quantization and entropy coding tools, which are essential to obtain a trade-off between quality 

and bitrate as well as high compression factors. In particular, the authors propose an AE image 

compression framework and several training techniques with the main objective of optimizing the 

rate-distortion performance, i.e. the trade-off between the bitrate to represent the AE latent space 

representation (see Section 2.4) and the associated distortion, while adapting quantization and 

entropy coding to the training algorithm used. 

The proposed coding solution proposes a new but rather simple type of AE architecture 

combined with a differentiable entropy model (used for rate estimation) and a simple alternative 

for the quantization function derivative. 

B. Architecture and Walkthrough 

A compressive auto-encoder (CAE) is defined by three key components: an encoder, a decoder 
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and a probabilistic model 𝑄 which is used for entropy coding. Inspired by the work of Shi et al. 

[21], the proposed CAE architecture presented in Figure 17 uses convolutional layers at both 

encoder and decoder.  

The first two encoder layers preprocess the visual data input by using normalization and 

mirror-padding to assure that the input follows some characteristics in terms of size and data 

statistical characteristics, especially variance. After, convolutions and spatial downsampling are 

applied successively; note that when strides are greater than 1, the spatial resolution of the 

feature maps decreases (see Section 2.4); the number of channels (filters) at the first 

convolutional layer is 64 and then increases to 128 in the second and third. Then, some residual 

blocks (explained in the next sub-section) of convolutional layers are introduced, which 

correspond to two convolutional layers followed by a sum. A final convolutional layer is inserted, 

downsampling again (with stride 2), before applying quantization. The values obtained after the 

final encoder convolution correspond to a set of latent coefficients that are quantized next. After 

entropy coding, these quantized coefficients may be transmitted over a network channel. 

The decoder preforms the inverse operations of the encoder, notably using sub-pixel 

convolutional layers to successively upsample the visual data. This type of layers reorganizes the 

coefficients after the convolution operation and reduces the number of channels used while 

increasing the spatial resolution. After the first layer, residual blocks are used again, followed by 

sub-pixel layers which upsample the image to the original input resolution. At the end, pixel values 

are clipped to have the standard range between 0 and 255 (for 8-bit representations) is fulfilled.  

To estimate the bitrate, Gaussian Scale Mixtures (GSM in Figure 17) are used to model the 

coefficients distribution. Entropy coding of the quantized coefficients is performed by taking 

advantage of an histogram estimating the coefficients statistical distributions for some training 

data set and then applying a public available implementation of a range encoder [22], very similar 

to an arithmetic entropy codec. These networks were implemented in Python using the Theano 

[23] framework and the Lasagne library [24]. 

C. Main Coding Tools 

To optimize the proposed CAE solution, it is necessary to establish a trade-off between the 

 

Figure 17: Architecture of the proposed AE based image coding solution. Solid arrows represent leaky 

rectifications after each convolution. The 𝑪 × 𝑲 × 𝑲/𝑺 notation denotes 𝑲 × 𝑲 convolutions with 𝑪 

filters;   𝑺 is the stride or the upsampling factor (for sub-pixel convolutions at the decoder) [20]. 
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number of bits used (bitrate) and the data distortion (quality). To control the distortion introduced 

(and indirect also the bitrate spent), simple uniform quantization is applied to the coefficients; in 

this case, quantization corresponds to a simple division and rounding. For training, this brings a 

problem since the rounding function is not differentiable and thus prevents the computation of the 

gradient during the backpropagation step in the training phase. Another problem comes with the 

entropy coding step, which defines the coding bit patterns for the coefficients based on their 

statistical frequencies. This operation is also non-differentiable which makes compressive auto 

encoders difficult to optimize in the rate-distortion (RD) sense, which is the ideal optimization 

criterion for coding purposes. Regarding these two problems, the following tools has been 

proposed:  

 Quantization: The derivative of the rounding function is replaced by the derivative of the 

identity function, and thus backpropagation may now be performed. This corresponds to 

simply pass gradients from the decoder to the encoder during training (in the backward step). 

Note that only the derivative is replaced in the back propagation and thus quantization is still 

regularly performed in the forward step. 

 Entropy Rate: A continuous and differentiable approximation for the entropy coding is used: 

in this case, an upper bound for the bitrate is derived assuming a differentiable coefficients 

distribution function, in this case a Gaussian scale mixtures.   

Regarding the neural network architecture itself, it is important to explain two mechanisms:  

 Residual Block: This building block corresponds to groups of convolutional layers (in this 

case two) in series where the output of the last layer is added to the original input of this 

building block. Residual blocks assume that the optimal function being modeled is closer to 

an identity mapping than to a zero mapping, like He et al. illustrate in [25]. This allows 

subsequent blocks to fine-tune the output from previous blocks, instead of generating the 

desired output from scratch. 

 Sub-Pixel Convolutional Layer: These CNN layers are responsible for the upsampling of 

the compressed representation and were originally proposed by Shi et al. in [21] for 

super-resolution. This operation corresponds to a convolution with a fractional stride and is 

implemented with a simple convolution followed by a periodic shuffling operation to obtain a 

higher resolution at the output. This technique has a rather low complexity and copes with 

the problem associated to the lack of information for upsampling.  

D. Performance Assessment 

The proposed CAE solution was compared to JPEG with 4:2:0 chroma sub-sampling, JPEG 

2000 and a Recurrent Neural Network (RNN) previously proposed by Toderici et al. [26]. The 

authors chose to combine AEs for low, medium and high bitrates and, for each image and bitrate, 

the AE that shows the smallest distortion after coding was selected to measure the final 

performance. The three CAEs were trained on 434 high quality images obtained from flickr.com, 

which were downsampled to 1536x1536 pixels and stored as lossless PNGs. Then, an 
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incremental training method (for each coefficient) based on the Adam regularizer [27] was applied 

to crops with 128x128 pixels in size, extracted from each high quality image. The used distortion 

measure was the Mean Squared Error (MSE).  

For testing, the Kodak PhotoCD dataset with 24 full-resolution uncompressed images [28] was 

used. These images were compressed by each solution (CAE, JPEG, JPEG 2000 and RNN), for 

three distinct and fixed bitrates, notably approximately 0.25, 0.35 and 0.5. The obtained RD 

curves are represented in Figure 18. The proposed and the benchmark solutions were evaluated 

in terms of PSNR, SSIM and multiscale SSIM (MS-SSIM) quality metrics. Regarding the PSNR, 

the CAE has a similar coding efficiency as JPEG 2000, slightly worse for the lower bitrates and 

slightly better for the higher bitrates. For SSIM, the CAE outperformed all the other methods and, 

for MS-SSIM, all codecs have a similar compression efficiency, except at lower bitrates. However, 

the authors report that the results obtained heavily depend on the image content. 

 

Figure 18: RD performance evaluation for PSNR, SSIM and MS-SSIM quality metrics, respectively, with 

the Kodak PhotoCD image dataset [20]. 

Moreover, to obtain more solid conclusions on the performance of the coding solutions under 

comparison, a subjective test was performed and Mean Opinion Scores (MOS) obtained. The 273 

images were rated by 24 non-experts using a discrete scoring scale from 1 (bad) to 5 (excellent). 

The CAE outperforms the other methods for two bitrates and has a similar performance compared 

to the JPEG 2000 only for 0.25bpp. Figure 19 represents the average MOS results with 95% 

confidence intervals. 

 

Figure 19: MOS results obtained with subjective testing [20]. 
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Figure 20 shows crops of an image compressed with each coding method for low bitrates. At 

the end, it can be concluded that, in general, the proposed CAE based method outperforms JPEG 

2000 for most of the cases, while adopting a simple AE architecture with residual convolutional 

layers and sub-pixel interpolations. Nevertheless, it still needs several network models to operate 

for a wide range of bitrates, which can be understood as a disadvantage, just like the difficulty to 

perform the incremental training phase. For the future, the authors refer that the main challenge 

is to optimize the CAEs for different perceptual quality metrics. 

3.2. Variational Image Compression with a Scale Hyperprior  

Recently developed methods for deep learning based image coding (e.g. Theis et al. [20], 

reviewed in Section 3.1) usually apply quantization on the latent coefficients representation of the 

image to obtain a representation vector with discrete values. This allows entropy coding to be 

applied, which requires some prior probability model of the quantized coefficients (output of the 

last encoder layer), known at both encoder and decoder. Typically, conventional coding methods 

find a way to increase the RD performance by coding and transmitting simple pieces of data from 

the encoder to the decoder, to signal modifications to the adopted entropy model or other coding 

tools, e.g. variable block sizes for transforms. This auxiliary coding data is usually known as side 

information as it accompanies the main coding data. This idea is exploited in this work but this 

time for a VAE architecture and not a traditional coding architecture. 

A. Objective and Technical Approach 

The solution described by Ballé et al. in 2018 takes advantage of VAEs to propose an end-to-

end optimized deep image coding solution [29]. This architecture includes side information in the 

form of a hyperprior to efficiently capture spatial dependencies in the latent representation space. 

The hyperprior makes it possible to learn an entropy coding model in a similar way as the core 

compression model learns the image representation. This means that it is possible to signal some 

changes to the entropy model to have no mismatch between encoder and decoder entropy coding, 

while keeping the model as accurate and efficient as possible. The proposed method is optimized 

to minimize the rate for a target quality, thus balancing the amount of side information introduced 

with the expected entropy model improvement. The previously presented method by Ballé et al. 

(2017) [30] had already acknowledged that some AE-based coding solutions were equivalent to 

 

Figure 20: Compressed image obtained with each coding method for a low bitrate [20]. 
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VAEs and also that the entropy model can be seen as a priori information on the latent 

representation space. So, the main objective of this proposed coding solution is to extend the 

previous fully factorized prior model to improve the final RD performance.  

B. Architecture and Walkthrough 

In the proposed coding solution, the encoder applies an analysis transform, 𝑔𝑎, that transforms 

the image vector, 𝑥, into a latent representation, 𝑦, which is then quantized and entropy coded 

(as usual in conventional image coding). Another parametric transform, ℎ𝑎, is applied to the output 

of the first to statistically characterize the distribution of each element of 𝑦; in this case, it was 

assumed that each element of 𝑦 can be modelled with a zero mean Gaussian distribution with its 

corresponding standard deviation. The role of the parametric transform, ℎ𝑎, is to summarize the 

distribution of standard deviations, which is then quantized, entropy coded and transmitted to the 

decoder as side information, i.e. before the transmission of 𝑦 that represents the image being 

coded.  

At the decoder, the process is mirrored by using the parametric synthesis transforms, 𝑔𝑠 and ℎ𝑠. 

First, the quantized side information is transformed by ℎ𝑠  to obtain the correct probability 

estimates to perform arithmetic decoding. Note that this operation has also to be performed at the 

encoder to obtain exactly the same probabilities for the arithmetic encoding engine. After, the 

obtained latent representation is fed to 𝑔𝑠 to obtain the decoded image.  

The architecture of the proposed solution, both encoder (top) and decoder (bottom), is shown 

in Figure 21. The left side shows a regular AE architecture while the right side shows the AE 

hyperprior architecture.  

Regarding the encoder, the following main parts may be identified: 

 Transform 𝒈𝒂 : Responsible to infer the latent representation for the original image; it is 

composed by convolutions, with parameters denoted as number of filters x filter height x filter 

width/stride (arrows mean down-sampling). Another layer included is the generalized divisive 

normalization (GDN) transform [31], which implements a local divisive normalization; this 

 

Figure 21:  Proposed VAE based codec with hyperprior architecture [29]. 
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corresponds to a nonlinear transform which is especially useful to represent an image by a 

density of Gaussians, what is particularly good for quantization and compression. 

 Transform 𝒉𝒂: Responsible to create the side information to be transmitted to the decoder. 

Thus, a compact statistical characterization of the output of transform 𝒈𝒂 is obtained and 

used as an entropy model for both the arithmetic encoder and decoder. This corresponds to 

a regular convolutional AE with rectified linear units applied between convolutional layers. 

 Quantizer Q: Regular quantizer, substituted by additive uniform noise during training. 

 Arithmetic Encoder AE: Used to compress the latent data losslessly and transmit it as a 

sequence of bits, taking advantage from the fact that the quantized representation is 

discrete-valued. This module is implemented with a binary arithmetic encoder and exploits a 

set of estimated standard deviations of the latent image representation. 

Regarding the decoder, the following parts are relevant: 

 Transform 𝒈𝒔: Inverse transform which corresponds to the last part in the decoding process; 

in this module, deconvolutions are applied to upsample the image as well as inverse 

generalized divisive normalization (IGDN) transforms. 

 Transform 𝒉𝒔: Responsible to obtain the probability model to perform arithmetic decoding; 

in this transform, deconvolutions are also applied to upsample the probabilistic data. Note 

also that this transform is also applied at the encoder to obtain precisely the same model.  

 Arithmetic Decoder AD: Used to decode the sequence of bits coming from the encoder and 

implemented using a simple binary arithmetic decoder. 

Regarding the training procedure, the loss function to optimize is, naturally, formed by a KL 

divergence (defined in more detail in [29]), which is divided in three different terms: the first 

represents the distortion, the second the rate for the latent representation and the third the rate 

for the side information.  

C. Main Coding Tools 

The most relevant tools in the proposed VAE based image coding solution are presented next: 

 Hyperprior: Additional part in the architecture to model spatial dependencies in the image 

latent representation with the aim to create an accurate entropy model and consequently 

improve the final RD performance. The hyperprior encoder is trained jointly with the core AE, 

unlike other AE-based coding solutions. 

 GDN/IGDN nonlinearities transform: Non-linear transform corresponding to a linear 

transform followed by a simple local gain control, designed to efficiently represent the local 

structure of textured images; it has the advantage of producing approximate Gaussian 

responses with lower dependencies between elements. 

 Quantization: As described in Section 3.1, the non-differentiability of the quantization 

operation makes impossible to apply backpropagation; in this solution, the deterministic 

quantizer is replaced by an additive uniform noise source during the training, which is 
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continuously differentiable.  

D. Performance Assessment 

The models were trained with a set of around 1 million JPEG images obtained from the World 

Wide Web, with heights/widths between 3000 and 5000 pixels, and down-sampled by a 

randomized factor to a maximum of 640 and 1200 pixels for height and width, respectively. Then, 

randomly placed 256x256 pixel crops of the down-sampled images were obtained. For training, 

the Adam stochastic gradient descent algorithm was used [27]. A total of 32 separate models 

were trained: half with the hyperprior half without (called factorized prior); then both are divided 

in a half again with the mean squared error as distortion metric for a set and the MS-SSIM 

distortion index for another; for each of these four combinations, 8 values for the  parameter 

present in the RD optimization were used to obtain models with different trade-offs between rate 

and distortion. The testing RD performance of the trained networks was evaluated with the Kodak 

image dataset [28]. 

All models were evaluated on the Kodak dataset and the distortion was measured with the 

PSNR and MS-SSIM metrics. The proposed coding solution is compared to other benchmarks, 

such as the Better Portable Graphics (BPG) Compression Encoder [32] (based on the intra-frame 

encoding of the High Efficiency Video Coding (HEVC) video compression standard), the popular 

JPEG and other deep learning based coding solutions, namely Ballé et al. (2017) [33], Theis et 

al. (2017) [20] and Rippel & Bourdev (2017) [34]. The RD curves (resulting by averaging rate and 

quality for all images) for each set of models, for different values of , are shown in Figure 22. 

MS-SSIM values were converted to decibels, since they range between 0 and 1; all the assessed 

coding methods achieve MS-SSIM scores above 0.9. Not surprisingly, models trained for a 

specific distortion metric perform poorly when evaluated for another metric. 

When the image quality is measured with PSNR, the proposed VAE with hyperprior model, 

trained specifically for MSE, shows a RD performance close to BGP (although inferior), with 

minimal loss for the higher bitrates. Moreover, the proposed coding solution both with or without 

hyperprior (factorized prior) substantially outperforms all other image codecs based on deep 

learning, including the solution described in the previous section. Also, it is rather important to 

note that the proposed solution when trained for MS-SSIM has rather poor RD performance if the 

quality evaluation metric is MSE based, this means PSNR. 

 

Figure 22: Average RD performance on the Kodak dataset. PSNRRGB versus bitrate (left). MS-SSIM 

versus bitrate (right) [29]. 
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When the image quality is measured with MS-SSIM, JPEG and BPG have a rather poor RD 

performance, since they were designed mainly to reduce the MSE. Thus, the state-of-the-art 

benchmark for compression performance in terms of MS-SSIM should be the Rippel and Bourdev 

(2017) solution. As shown, the proposed coding solution (with factorized prior for higher bitrates 

and hyperprior) has better RD performance with respect to the Rippel and Bourdev (2017) solution 

and other previous solutions. Also, the RD performance gains are rather significant for the solution 

with hyperprior model for the wide range of bitrates studied. 

In general, the proposed VAE based coding solution with a hyperprior outperformed the previous 

state-of-the-art, such as RNN based solutions. When trained with a MS-SSIM based loss function, 

the proposed coding solution outperforms the state-of-the-art. However, when the training is 

made with a PSNR based loss function, it cannot obtain better RD performance with respect to 

BPG.  

3.3. Generative Adversarial Networks for Extreme Learned Image Compression  

Nowadays, there are several image coding solutions based on different types of neural networks 

which have achieved competitive results against conventional coding solutions (as shown in the 

two previous sections). These solutions are typically trained and optimized for specific visual 

quality assessment metrics, e.g. PSNR and MS-SSIM, and aim at representing the image with as 

much fidelity as possible. However, these metrics lose importance when the compression is 

performed at very low bitrates (less than 0.1 bpp) where the full pixel-level preservation of the 

content is more difficult. This paper proposes a coding solution which goes beyond PSNR and 

MS-SSIM quality optimization and is able to capture global semantic information and local texture 

for low bitrate scenarios.  

A. Objective and Technical Approach 

To further improve image compression with deep learning architectures, it is necessary to go 

beyond the usual training targets with conventional quality metrics, notably using new training 

objectives and procedures. The solution proposed by Agustsson et al. [35] is based on a 

generative adversarial network for extreme image compression (i.e. for target bitrates below 0.1 

bpp) and is able to produce visually satisfying high-resolution images. For these bitrates, it is 

almost impossible to preserve every element in an image and this coding solution enables the 

generation of artificial elements to make it more pleasant by exploiting the availability of side 

information; in this context, this side information corresponds to semantic information about the 

image being coded.  

B. Architecture and Walkthrough 

The GAN formulation includes a generator (encoder-decoder pair) operating on a full-resolution 

image, trained simultaneously with a discriminator. In addition, two different architectures were 

proposed in [35]:  
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 Generative Compression (GC): This type of coding solution is based on a regular GAN, 

which was previously described in Section 2.5, and generates images by sampling some 

target distribution, e.g. complex model of some class of images. GC preserves the overall 

content in the image, generating lower scale structures like leaves of trees. GC does not 

require a semantic label map and is a good fit for scenarios where bandwidth is constrained 

and all the image content needs to be preserved as much as possible.  

 Selective Generative Compression (SC): This type of coding solution is based on an 

extension of the regular GAN, called conditional GAN, which exploits some additional side 

information (or conditional information) that describes the data, and thus, a joint distribution 

is obtained. In this case, both generator and discriminator have access to the side information. 

SC requires a semantic label map of the original image where a class is attributed to the 

objects present in the visual scene. SC preserves the fidelity of some (e.g. most important 

ones) objects and generates artificial content for others (but with the same semantic 

meaning), instead of showing a blurry representation as conventional codecs typically do. 

The semantic map can be obtained using segmentation networks, e.g. Mask R-CNN [36] or 

PSPNet [37], and is stored as a vector. The proposed coding framework can be seen as a 

combination between Conditional GANs and learned compression and can achieve rather 

low bitrates. As an example, this solution performs well on images with people (or faces) 

where the background can be artificially generated and the people need to be preserved. 

GANs are a class of networks including a generator and a discriminator. The generator maps 

samples from some fixed prior distribution to the target data distribution, while a discriminator tries 

to distinguish between true data and generated samples. The generator objective is to fool the 

discriminator by producing samples that are impossible to distinguish from the true data 

distribution samples.  

Generative Compression 

The basic GC solution architecture is presented in Figure 23. The encoder E alongside the 

quantizer q, encode the image 𝒙 with size 𝑊 × 𝐻 into a compressed representation �̂�. During this 

process, the image is downsampled and projected to C channels, resulting into a feature map of 

size 
𝑊

16
×

𝐻

16
× 𝐶, after being processed by E and before quantization. The generator/encoder G 

then tries to reconstruct an image 𝒙 consistent with the input 𝒙. In the training, the entropy of the 

compressed representation, �̂�, is constrained (i.e. the bitrate is limited), thus establishing a 

tradeoff between the preservation of the original image content and the generation of artificial 

content (which should be realistic). The proposed coding solution automatically balances the 

preservation and generation sides over the entire image. This architecture can be extended to a 

conditional case by adding side information, 𝒔, in the form of a semantic label map of the scene. 

These semantic data are only given to the discriminator during training though, meaning that they 

are not needed to encode or decode images.  
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The SC solution architecture is presented in Figure 24. This architecture assumes that a 

semantic label map is available at the encoder input, which corresponds to side information. As 

in GC, E represents the encoder, q is the quantizer, and D is the discriminator used for adversarial 

training. A binary heatmap 𝒎 is used to guide the network in terms of which regions should be 

preserved and which regions should be artificially generated. The ‘0’ map value corresponds to 

image regions to be artificially generated while the ‘1’ map value corresponds to regions that 

should be preserved. To guarantee that the artificially generated regions have the same semantic 

value, a label map is transmitted to the decoder. This semantic label map, 𝒔, is separately 

processed by the feature extractor, F, before being fed into the generator G (the pink arrows in 

Figure 24 represent the semantics flow, 𝒔 ) during encoding. A simple differential coding scheme 

and arithmetic coding are used by the image encoder before feeding 𝒔 to G. Note that both E and 

D use the semantic label maps.  

The bitrate is significantly reduced since only the regions to be preserved need to be pixel-based 

coded and transmitted; this is possible by taking advantage of the provided heatmap and 

transmitting only the entries in the latent representation which are different from zero. Note that 

the semantic label maps are not only required for training, but also during the encoding stage.  

Additionally, it is relevant to state that the non-differentiability of the quantization is solved by a 

differentiable relaxation [38]. An arithmetic encoder is employed where frequencies are stored for 

each channel separately and encoded in a non-adaptive way. 

C. Selected Coding Tools 

In terms of new tools introduced in this coding solution, the most important ones are: 

 Multi-Scale Discriminator: The usage of GANs introduces a discriminator at the end of the 

architecture for training purposes, applying a new learning objective. Note that this 

 

Figure 23: Proposed GC network architecture [35]. 

Selective Compression 

 

Figure 24: Proposed SC network architecture [35]. 



32 
 

discriminator is not used during the actual image coding process.  

 Generative Coding Tool: Semantics exploitation about the image is proposed. This allows 

to generate parts of the image with the same semantic meaning at the decoder side and is 

responsible for significant compression performance improvements. Also, this results in a 

new loss function accounting for the side information when needed. 

 Selective Coding Tool:  The binary heatmap allows to define which regions should be 

preserved and which should be artificially generated in the decoded image. This technique 

allows significant bitrate savings.  

D. Performance Assessment 

The GC models were trained without a semantic label map using 188k images from the Open 

Images dataset [39] and evaluated using the Kodak [28] dataset as well as 20 images from the 

RAISE1K [40] dataset, randomly selected. The ADAM [27] stochastic optimizer for gradient 

computation was used for training. The GC method was compared to the BPG coding algorithm 

for images with 4:2:2 chroma subsampling format and to the Auto-Encoder-Based Deep 

Compression (AEDC) network [38], top performers in terms of PSNR and MS-SSIM, respectively. 

A model referred as “MSE baseline”, with the same architecture as the GC solution but only 

containing an MSE loss, which means, no discriminator is also included.  

Normally, coding solutions are optimized and evaluated for the PSNR or MS-SSIM objective 

quality metrics; however, for low bitrates, these metrics lose significance, since it is impossible to 

preserve the full image content. Thus, a user study was conducted, using a different number of 

channels C (which is the parameter controlling the bitrate) for the GC method. Questionnaires 

were filled by 20 users, where they would have to select the most visually pleasant image from a 

set of images formed by GC reconstruction, a baseline model reconstruction and the BPG 

decoded image. More details are available in [35]. This resulted into 480 ratings for the Kodak 

dataset and 400 rating for the RASE1K and Cityscapes datasets. Figure 25 shows the results for 

the conducted user study. Basically, the plots represent the percentage of users choosing the GC 

model for a specific bitrate when compared to the BPG and/or the AEDC coding solutions for 

different bitrates (sometimes much higher). As shown, the GC model is preferred to BPG even 

when the number of bits used is much smaller. More specifically, for C=2 or C=4, the BPG needs 

95-181% more bits for the three datasets while for C=8 requires more 21-49% bits. 
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Visual comparisons involving the original and the GC and BPG coding solutions are shown in 

Figure 26. 

 

 

Figure 25: Results for the user study conducted to evaluate the GC method [35] . 

 

Figure 26: Comparison between the original image (a), the proposed GC solution (b) and BPG coding 

(c) [35]. 

When it comes to the SC coding method, the Cityscapes dataset was used for training. Two 

different training modes were used: 1) selects 25% of instances (labels) in the semantic label 

map and preserves these (regions corresponding to other labels are artificially generated), see 

visual results in Figure 27; 2) picks a random location in the image and preserves a box of 

random dimension. In Figure 27, different classes (specific content in the image) are artificially 

generated for each example, more specifically, “road”, “building” and “people”. Additionally, the 

classes “sky”, “sidewalk”, “vegetation”, “vehicle” and “wall” are generated for every image. The 

synthesized elements are shown in gray on heatmaps in the lower left corner of each image. 

The bitrate used for each compressed image is given in the parenthesis and the percentages 

are the savings obtained when using SC instead of GC. 

 

Figure 27: SC network visual results for a Cityscapes dataset image while considering different content 

to synthesize [35]. 
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The ADAM optimizer was used for the training of both scenarios. More visual results are 

presented in Figure 28 for inspection, notably showing the synthesis of a Cityscapes dataset 

image while preserving a single spatial box.   

As a conclusion, the main advantage offered by these coding solutions is that they can perform 

very well for lower bitrates, notably managing to preserve a good visual quality, which is a crucial 

advantage regarding alternative coding solutions. The SC solution manages to merge preserved 

and generated content while preserving regions or specific boxes of the image. Furthermore, 

large bitrate reductions are obtained while maintaining the image visual quality.  

3.4.  Full Resolution Image Compression with Recurrent Neural Networks  

Several solutions involving different types of feedforward neural networks have been analyzed 

in the previous sections; however, none of them used recurrent neural networks (RNNs) which 

are a rather promising approach as these networks may consider past information and, thus, 

effectively model long (and short) term dependencies that may be present in visual data.  

A. Objective and Technical Approach 

In [26], Toderici et al. presented a full-resolution lossy image coding method based on RNNs. 

The proposed coding solution represents a landmark in this field since it offers one of the first 

solution that is competitive across a wide range of compression rates and can be applied to 

images of arbitrary sizes. The adopted technical approach is based on the following principles: 

 Iterative encoding and decoding process: The recurrent feature of the proposed coding 

solution allows to propagate information between iterations of both encoder and decoder; 

each iteration is associated with some target bitrate and thus quality, i.e. a variable rate 

compression strategy is possible with the proposed solution using a single model. 

 Encoding and decoding with memory (hidden state): The introduction of recurrent 

networks in the architectures of both encoder and decoder allows an efficient processing of 

sequential data. In this case, convolutional recurrent layers allow to exploit the spatial 

 

Figure 28: SC solution visual results for a Cityscapes dataset image while preserving a box and 

artificially generating the rest of the image [35]. 
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redundancy within each frame. 

 Recurrent Entropy Coding Models: The adopted entropy coding model is obtained with a 

binary recurrent network that is able to exploit short and long-term dependencies between 

binary codes already decoded and neighboring binary codes. 

B. Architecture and Walkthrough 

Figure 29 shows the architecture of a single iteration of the entire coding solution which is formed 

by an encoding network E, a binarizer B and a decoding network D; convolutional RNNs are used 

at both E and D. First, images are encoded, then transformed into binary codes which are 

transmitted to the decoder. Finally, the decoder is responsible to create an estimate of the original 

image based on the received binary codes. The process (EBD) is repeated several times in 

an iterative fashion; the difference (residual error) between the original and the reconstructed 

image obtained after decoding is computed and corresponds to the encoder input E in the 2nd 

iteration. The input for the 3rd iteration corresponds to the difference between the original and the 

reconstructed image after the first 2 iterations, thus after adding the first reconstructed image with 

the first reconstructed residual error. The weights are shared between iterations and the recurrent 

network states (memory) are propagated between iterations, except for the binarizer B which is 

stateless. This is a significant advantage since the same model (this means the same weights) is 

used for all bitrates and thus not bitrate specific as before. The bitstream corresponds to the 

binary codes computed by the binarizer at each iteration and depends on the number of iterations. 

At each iteration, the binarizer generates codes of size 
𝐻

16
×

𝑊

16
× 𝑀, where H and W are the image 

height and width and 𝑀 =  32. Thus, the total bitrate (and also the reconstructed quality) depends 

on the number of iterations of the entire network. 

The most often used type of layer in the architecture is the Convolutional Recurrent Neural 

Network layer which is an extension of recurrent units such as LSTMs and GRUs (described in 

Section 2.6). In Convolutional RNNs, normal element-wise multiplications of RNNs are replaced 

with the convolution operation. As shown in Figure 29, the spatial extent, depth (number of kernels) 

and stride of the convolutional layers that process the input are given. For example, D-RNN#2 

has 512 convolutional kernels that process the input vector with 3x3 spatial extent and a stride of 

1. Regarding the hidden state, its spatial extent is 1x1 in every unit except for D-RNN#3 and 

 

Figure 29: Architecture of a single iteration for the proposed image coding solution [26]. 
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D-RNN#4 where it is 3x3 because this results in improved compression. The Depth-to-Space 

blocks adopt a technique introduced for super-resolution and are responsible to progressively 

upsample the feature map; in this case, the depth (number of channels) is reduced at the cost of 

a spatial resolution increase.   

In terms of entropy coding, a conditional probabilistic model of the binary code elements is 

combined with an arithmetic codec. The probability estimation is inspired by the PixelRNN [41] 

framework and depends on some neighboring codes but also on previously decoded binary codes. 

A line of states allows to exploit both short and long term dependencies between binary codes 

transmitted from iteration to iteration. The probability estimation includes several stages, using 

convolutions with a large receptive field, LSTM units and ending with two 1x1 convolutions to, 

finally, obtain the probability estimation. 

C. Selected Coding Tools 

In the proposed coding solution, RNNs are applied in the encoder and decoder architectures, 

alongside a binarizer and an entropy codec. There are several types of RNNs selected to be 

evaluated for image compression, namely LSTMs and a hybrid solution featuring GRUs:  

 LSTM: A network element similar to the one described in Section 2.6 is used. In this case, 

convolutional linear operations along with the sigmoid activation function are used in the 

LSTM layers. 

 Associative LSTM [42]: Extends the regular LSTM network with extra memory but with the 

same number of parameters. This particular network has proved to be more effective when 

used for the decoder. Thus, in this case, the encoder is based in regular LSTMs while the 

decoder uses associative LSTMs. 

 GRU and Residual GRU: A network element similar to the one described in Section 2.6 is 

used. However, inspired by ResNet [25] and Highway Networks [43], a residual version of 

GRU with two residual connections is adopted, where information is passed around the GRU 

main block to speed up convergence. 

For all solutions, convolutions are used instead of simple multiplications. Moreover, three 

different approaches to create the final reconstructed image at the decoder side are explored:  

 One-Shot Reconstruction: A full image is reconstructed once after each iteration of the 

decoder. “One-Shot” comes from the single reconstruction performed in the end of each 

iteration. So, as each successive iteration has access to more bits, it is possible to obtain a 

better reconstructed image at the decoder successively. Note that only the previous 

iteration’s residual is passed to the next iteration. 

 Additive Reconstruction: At each iteration, the decoder attempts to reconstruct a residual 

from the previous iterations, instead of the final reconstructed image. In this case, the final 

image is the sum of the outputs from all iterations, i.e. reconstructed image of the first 

iteration + residuals. This process ends up needing more resources, because each iteration’s 

residual is carried until the end. 
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 Additive Residual Scaling: A content-dependent multiplier factor extends the additive 

reconstruction approach previously described. This extension was proposed because it was 

observed that some residuals shrink for some regions of the image and, thus, a content-

dependent and iteration-dependent gain factor could bring some benefits. 

D. Performance Assessment 

All the network architectures and tools were implemented with the Tensorflow framework [44] 

and the ADAM optimizer [27]. The network models were trained using two datasets: 

 32x32 Dataset: Dataset containing 216 million random color images collected from the 

World Wide Web. Collected images must have size larger than 32 pixels horizontally and 

vertically and are then downsampled to 32x32 and stored as PNGs before being useD. 

 High Entropy (HE): Dataset taking a random sample of 6 million 1280x720 images from the 

World Wide Web and dividing them into 32x32 tiles. Then, the 100 tiles with the worst PNG 

compression ratios are obtained from each image to make the selected dataset rather hard 

to compress and thus to obtain a better model. 

For evaluation purposes, the test dataset corresponds to the 24 images of the Kodak Dataset 

[28] which were not used before in this context. Objective quality metrics may be particularly 

ineffective for the type of compression artifacts present in this type of coding solutions and thus 

may not represent accurately the human perception. In this case, Multi-Scale Structural Similarity 

(MS-SSIM) and the Peak Signal to Noise Ratio – Human Visual System (PSNR-HVS) are used 

to assess the quality; MS-SSIM gives a score between 0 and 1 and PSNR-HVS values in decibels. 

Experiments were performed for each RNN type and reconstruction method described above and 

thus for {GRU, Residual GRU, LSTM, Associative LSTM} × {One-Shot Reconstruction, Additive 

Reconstruction, Additive Rescaled Residual}. To rank the models (i.e. to obtain the best 

configuration), an aggregate measure computed as the area under the rate-distortion curve (AUC) 

was used. Depending on the test dataset, the best models are: 

 32x32 Dataset: GRU (One Shot) has the best RD performance for both quality metrics. The 

second place was divided between LSTM (Additive Residual Rescaling) and Residual GRU 

(One Shot) for the MS-SSIM and PSNR-HVS, respectively.  

 High Entropy Dataset: The LSTM (One Shot) had the best MS-SSIM but the worst PSNR-

HVS RD performance; the GRU (One Shot) ranked 2nd best for both metrics while the 

residual GRU coming after. 

The best models in terms of (largest) AUC were selected for more detailed analysis. The RD 

performance curves obtained for both training datasets using MS-SSIM as quality metric and the 

best codecs for that metric are presented in Figure 30; a JPEG baseline (with 4:2:0 color 

subsampling) is also included. The same RD curves for the PSNR-HVS metric are shown in 

Figure 31, now including the best coding configuration for that metric. 
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As shown by the RD performance results, all models benefit from the addition of the entropy 

coding layer. On average, the set of proposed models achieves a better performance than JPEG, 

both with and without entropy coding. The newly introduced GRU architecture is one of the best 

solutions for the PSNR-HVS metric. A visual comparison between JPEG420 and Residual GRU 

(One Shot) at 0.25 bpp is presented in Figure 32. As shown from the visual results, a qualitative 

evaluation tends to largely benefit the GRU-based solution, showing a lower amount of blocking 

artifacts and a more pleasing quality. 

 

Figure 30: RD performance curves for the Kodak training dataset for the MS-SSIM metric. Models 

trained with the 32x32 Benchmark (left). Models trained with HE dataset (right) [26]. 

 

Figure 31: RD performance curves for the Kodak training dataset for the PSNR-HVS metric.  Models 

trained with the 32x32 Benchmark (left). Models trained with HE dataset (right) [26]. 

 

Figure 32: Visual comparison between JPEG420 (Left) and Residual GRU (One Shot) (Right) [26]. 
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Chapter 4  

 

4. Deep-Learning based Image Coding: Subjective Quality 

Evaluation 

 

In general, it is rather clear the increasing demand for high quality images, not only for mobile 

phones but also for personal computers and tablets, for example. Since image quality assessment 

is nowadays a critical step for any multimedia application, subjective quality assessment methods 

have become fundamental to measure the quality performance of multiple processing systems, 

notably image codecs. In this context, this chapter describes the subjective methodologies and 

conditions used to evaluate some of the DL based coding methods introduced before. 

4.1. Test Material and Preparation 

Prior to the subjective tests, there are several important elements to select and define. A large 

number of image datasets are available and could have been used, with a broad variety of 

resolutions and elements portrayed in each image. In addition, the type of screen and its 

resolution need also to be defined.  With the screen and dataset defined, it was also important to 

define the image resolution to code and assess, as well as all the image preparation process 

before applying the selected coding methods, and, finally, evaluate the quality.  

A. JPEG AI Dataset and Selected Images 

The selected image dataset was the JPEG AI dataset used for image coding experiments with 

learning-based image codecs [45]. The JPEG AI test set contains a total of 40 highly diverse 

images, differing between in some characteristics, namely spatial resolution and content. All the 

images are in PNG format (RGB color, non-interlaced) and have a fixed bit-depth of 8 bits. The 

spatial resolution varies between 960×642 and 8K (7680×4320 pixels).  

Since the subjective assessment tests can only include a limited number of images to limit its 

duration, 8 images were picked from the available 40 after careful visual inspection. Besides 

offering visual diversity, these images also grant difficulties in terms of image coding, high 
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frequencies, color saturation, etc.; the images are represented in Figure 33.   

For better referencing, specific names were given to each of the selected images since the 

original labels were not discriminatory enough. These names, as well as the original spatial 

resolutions, expressed as width×height, are represented in Table 2:  

The new image names are adopted throughout this document whenever one of the images is 

depicted or referred.  

B. Display Conditions 

Since some images have rather high resolutions, a Dell P2715Q [46] monitor has been selected 

to take advantage of the large image spatial resolutions. This monitor has Ultra HD spatial 

resolution (3840×2160 pixels) and a refresh rate of 30 Hz. In terms of color space, it uses RGB 

as input color format and a color depth of 32 bits True Color, which means 8 bits for each of the 

R, G and B components and the remainder 8 bits for transparency (alpha channel) [47] or unused. 

C. Content Preparation 

After defining the display conditions for the subjective tests, it was important to define how the 

images should be presented to the subjects during the quality assessment process. Since a 

 

(i1) (i2) (i3) (i4) 

(i5) 
(i6) (i7) 

 (i8) 

Figure 33: Set of JPEG AI dataset images selected for subjective assessment [45]. 

Table 2: Name and spatial resolution for the selected JPEG AI dataset images. 

IMAGE (i1) (i2) (i3) (i4) (i5) (i6) (i7) (i8) 

NAME Tiger Girl Emperor Caterpillar Memorial Zip Church Texan 

SPATIAL 

RESOLUTION 

(PIXELS) 

4000×3000 3400×2267 4161×2774 4989×3326 2201×1392 5000×3333 5847×3899 2336×3504 
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Double Stimulus Impairment Scale (DSIS) assessment method was selected, where two images 

are put side-by-side on the screen, it was critical to define an image cropped resolution that could 

fit two images side-by-side on the screen. Looking at the selected images, it could be observed 

that most of them had predominant horizontal dimensions, i.e. width  height, and notably a width 

much larger than half the screen’s width, in this case corresponding to 1920 pixels. So, in order 

to fit two images in the screen without changing their original aspect, the adopted strategy was to 

crop the images to a dimension of 1904×2048 pixels. The cropping of the full images was selected 

to include the most relevant point of interest in the image. These dimensions were defined also 

taking into account that some vertical spacing, i.e. a grey vertical bar, should be kept between the 

two images under relative assessment for better separation; moreover, some borders on the top 

and bottom parts of the screen were used; finally, the cropped dimensions were defined as 

multiples of 16, i.e. width and height, since this was essential for some DL based coding methods. 

The crop performed on the Caterpillar image is represented in Figure 34. 

At the end, there were also two special cases: the Church and Memorial images. The Church 

image was downsampled to 2048×1360 pixels before cropping, since it was not possible to cover 

the most relevant point of interest in the image, following the steps taken for the other. On the 

other hand, since the Memorial image had smaller original height than the established crop height, 

its original value was maintained while changing the width to 1904 pixels. All the other images 

used for the tests are included in Annex A.  

4.2. Deep Learning based Test Codecs and Benchmarks 

After, having selected and prepared the test material, the next step regarded the image coding 

process. The coding process is applied not only for the selected DL based codecs but also for 

relevant benchmarks, notably available image coding standards. Figure 35 includes a simplified 

representation of the adopted coding framework including the codecs and required color space 

conversions, since not all codecs accept at their input the same color space. 

  

Figure 34: Cropped area for the Caterpillar original image (left) and final test image (right) [45]. 
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The selected image coding methods are briefly described in the following. 

A. Deep Learning based Image Codecs 

At the start of this Thesis, a large selection of coding methods was gathered, and some were 

reviewed in Chapter 3, to study the quality of nowadays DL compression. The following selected 

deep learning coding solutions, with acronyms, are briefly described. Naturally, these codecs 

were selected due to their high RD performance and software availability. They are described 

next: 

 Full Resolution Image Compression with Recurrent Neural Networks (RNN-C) - The 

first selected coding method is proposed in Toderici et al. [26] and was previously reviewed 

in Section 3.4. The model used [48] takes advantage of an already trained Residual GRU 

model and is available in Python and TensorFlow [44]; as a note, this model does not include 

the entropy coding solution described in [26]. Overall, a minimum of 1 and a maximum of 16 

coding runs can be performed, corresponding to bitrates in an interval going from 0.125 bits 

per pixel (bpp) to 2 bpp (each level increments 0.125 bpp to the next one), respectively. The 

input image file may be in the BMP, GIF, JPEG or PNG formats; the only important 

requirement is that both the image width and height must be a multiple of 16. From these 

 

Figure 35: Simplified representation of the adopted coding framework including the codecs and colour 

space conversions. 
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formats, PNG was the natural choice since it was the original format in the JPEG AI dataset. 

The encoder output comes as a NumPy shape [49] and is saved as an NPZFile (.npz) file. 

The decoder output returns the expected number of decoded images, in PNG format, 

according to the performed coding runs. Note that in RNN-C, “C” stands for “compression”. 

 Variational Image Compression with a Scale Hyperprior (BH) - The second coding 

method is the hyperprior model covered in Ballé et al. [29], reviewed in Section 3.2. This 

method [50], had two pre-trained models available, one optimized for MSE and other for 

MS-SSIM. Both have been chosen and these were respectively named as BH-E and BH-M 

(“E” stands for “MSE optimized” and “M” stands for “MS-SSIM optimized”). Each solution had 

8 quality levels available and all of these were coded and decoded, for each image, before 

selecting the final 4 decoded images used in the assessment. The encoder input 

corresponds to a PNG format image and its output comes as a “TFCI” file. In respect to the 

decoder, it decompresses the TFCI file and writes a new PNG file. 

 Joint Autoregressive and Hierarchical Priors for Learned Image Compression (MM) – 

The third method includes a new model featured in Minnen et al. [51] that was not previously 

described. This new model combines hierarchical entropy with autoregressive priors in an 

image coding context, complementing each other to achieve better results when compared 

with previous learned models. This method, again, is available in [50], and presented two 

pre-trained models, one optimized for MSE and other for MS-SSIM. One more time, both 

have been selected and were respectively named as MM-E and MM-M. The encoder and 

decoder input and output formats are the same as in the second coding method. 

This makes a total of five DL based image coding solutions that were used for subjective 

assessment. Note that the second and third coding methods include modifications from Ballé et 

al. [52], in order to use integer arithmetic to produce consistent results across different hardware 

platforms. A summary of the specific acronyms given to each solution, is structured in Table 3: 

 

 

 

 

 

 

B. Benchmark Image Codecs 

Regarding the benchmark image codecs both JPEG XT (basically the same as the JPEG 

standard) and JPEG 2000 were selected to offer performance references for the novel DL based 

coding solutions. In addition, the Intra mode of the High Efficiency Video Coding (HEVC) video 

coding standard has been selected as well as the Intra mode of the WebP codec developed by 

Table 3: Summary of names and acronyms selected for the DL based image codecs. 

NAME ACRONYM 

Full Resolution Image Compression with Recurrent Neural Networks RNN-C 

Variational Image Compression with a Scale Hyperprior (Hyperprior optimized for MSE) BH-E 

Variational Image Compression with a Scale Hyperprior (Hyperprior optimized for MS-SSIM) BH-M 

Joint Autoregressive and Hierarchical Priors for Learned Image Compression (optimized for MSE) MM-E 

Joint Autoregressive and Hierarchical Priors for Learned Image Compression (optimized for MS-SSIM) MM-M 
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Google.  

It is important to mention that, before coding the images with JPEG 2000, WebP and HEVC 

Intra codecs, a RGB to YCbCr conversion must be applied, with 4:2:0 chroma subsampling, as 

this is the format commonly used by these codecs. Thus, some software was developed to 

implement this conversion according to the ITU BT.601-7 Recommendation [53]; this software 

was written in Python, using the Pillow Imaging Library for the subsampling operation [54]; as 

mentioned, all the original images are saved in the YCbCr color format (in both .yuv and .raw 

extensions), maintaining coherence with the JPEG XT code.  

JPEG XT 

The JPEG XT codec [55] consists in a series of extensions compatible to the legacy JPEG 

standard (ITU Rec. T.81 [56] and ISO/IEC 10918-1 [57]). The codec reference software is 

available in C++ (developed by T. Richter) [58]. For the encoder, the following parameters are 

relevant: 

 Input format: PPM format; although the encoder input is an RGB image in PPM format, 

before coding, a conversion to the YCbCr colour space is applied, according to ITU BT.601-7 

Recommendation [53]. 

 Output stream: JPEG format stream. 

 [-q]: Quality factor, corresponds to an integer and must be in the interval [1, 100] where the 

higher q, the higher the rate and quality.  

 [-s]: Subsampling factors for all the image components; in this study, a 4:2:0 subsampling 

format was adopted when using the YCbCr color space, corresponding to “1x1,2x2,2x2” for 

this control parameter. 

 [-v]: Uses progressive instead of sequential coding; in sequential coding the image is 

scanned, one single time, left to right from top to bottom, while in progressive coding the 

image is coded in multiple sequential scans with each additional scan providing an increasing 

level of detail/quality for the decoded image.  

 [-qt]: The value used was “1” specifying the use of PSNR-Optimal quantization tables.  

 [-h]: This parameter was used specifying the use of Huffman tables optimization. 

As for the decoder, there were no major parameters used besides the input coded stream and 

the output location.  

JPEG 2000 

The JPEG 2000 benchmark [59] corresponds to an image coding solution based on wavelength 

technology, able to offer a high level of scalability and accessibility. The implementation used was 

the OpenJPEG reference software, programmed in C and available in [60]. For the encoder, the 

following control parameters are relevant: 

 Input format: YCbCr, 4:2:0, format (.raw extension). 

 Output stream: JP2 format stream. 

 [-F]: This parameter is used to declare that the input is a raw file in YCbCr color format; it 
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was specified for each image as “width, height, 3, 8, u@1x1:2x2:2x2”. 

 [-mct]: Since the input was already in a YCbCr format, “0” was attributed, so a Multiple 

Component Transform (MCT) wouldn’t be used to change color spaces. 

 [-r]: Allows specifying the compression ratio to be used according to equation 4.1 where 𝑾 

is the image width, 𝑯 the image height and 𝒃𝒑𝒑𝑻 for the target bitrate (‘3’ refers to the three 

components and ‘8’ to the number of bits per sample). 

For the JPEG 2000 decoder, again, there were no parameters used besides the JP2 input 

stream and the output location for the decoded file.  

WebP  

The WebP codec used provides lossless and lossy image coding and is based on the type of 

predictive coding architecture of the VP8 video codec (keyframes coding); it was designed to 

increase the loading time performance of web pages by reducing the amount of bitrate that needs 

to be transmitted (and thus transmission delay). The codec used was the one corresponding to 

the reference software designated as libwebp codec [61]. For the encoder, the following control 

parameters are relevant: 

 Input format: YCbCr, 4:2:0, format (.yuv extension). 

 Output stream: WebP format stream. 

 [-q]: Defines the quality factor between 0 (poor) to 100 (excellent).  

 [-m]: This parameter controls the complexity of the model used; it ranges from 0 (worse) to 

6 (best); “6” was used. 

 [-s]: Image input size specified as width×height pixels. 

For the decoder, the only parameter used besides the coded stream and the output location for 

the decoded file was [-yuv] to fix the output format as YCbCr, 4:2:0 format.  

HEVC Intra 

Finally, the HEVC standard (ITU-T H.265) is a video coding standard designed to be the 

successor of the widely known H.264/AVC coding standard jointly developed by ITU-T and MPEG. 

This codec “was developed in response to the growing need for higher compression of moving 

pictures for various applications such as Internet streaming” [62]. The reference software was 

used to encode and decode the selected images [63]. For the encoder, the following control 

parameters are relevant:  

 Input format: YCbCr, 4:2:0, format (.yuv extension). 

 Output stream: HEVC format stream as output. 

 Decoded format: YCbCr, 4:2:0, format as decoded output. 

𝑟 =
8 ∗ 3 ∗ 𝑊 ∗ 𝐻

𝑏𝑝𝑝𝑇 ∗ 𝑊 ∗ 𝐻
= 8 ∗ 3

𝑏𝑝𝑝𝑇
⁄  (4.1) 
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 [-c]: Configuration file available in the codec files and named encoder_intra_main, containing 

some default parameters for the encoder, e.g. quantization, motion search or coding 

structure. 

 [-f] and [-fr]: Number of frames to be encoded and frame rate; were set at “1” since only 1 

frame is coded. 

 [-q]: Quantization parameter value, ranging from 0 (best) to 51 (worst). 

 [-wdt] and [-hgt]: Original input picture width and height. 

 [--InputChromaFormat]: Since the input image is a YUV 4:2:0 file, “420” was used for this 

parameter.  

 [--InternalBitDepth], [--InputBitDepth] and [--OutputBitDepth]: To all these cases, “8” bits 

per sample were used.  

All the benchmark codecs described above were used for each image with the mentioned 

parameters. As shown in Figure 35, for the codecs outputting decoded images in the YCbCr 

format, a conversion to PNG was performed after the decoding process to recover a decoded 

image in the RGB format which may be compared with the original RGB image. 

C. Test Conditions 

The various codecs were controlled using various parameters to obtain different rate-distortion 

(RD) points, which means different trade-offs between the rate spent and the quality obtained. 

Thus, after encoding each image, its corresponding bitrate was computed in bit per pixel (bpp) 

using the following equation: 

where 𝑾 and 𝑯 stand for the width and height of the original image (in pixels).To assess the RD 

performance of the various codecs, four base bitrates were selected for each image, thus leading 

to four distinct levels of quality for each coding solution. The selected base rates were: 0.06, 0.125, 

0.25 and 0.5 bpp. For each benchmark codec, these bitrates could be met without problems. 

However, for the DL solutions, it was a bit harder to obtain rate values close to these, since for 

most codecs the rate is only indirectly controlled, e.g. through a quantization step or quality factor, 

in a very coarse way. For the RNN-C coding solution, 0.125, 0.25, 0.5 and 0.75 bpp were set for 

each image, but for each of the other four DL based coding methods, the target bitrates were 

difficult to obtain. Note that each target bitrate corresponds to a neural network model that needs 

to be learned in a suitable way. In summary, the coding rates selected for each image and codec 

are presented in Table 4. 

Overall, each coding solution was used to code 8 images, each with 4 different rates, thus 

leading to a total of 32 different decoded images for each codec. Since 9 codecs have been 

selected, a total of 288 decoded images have been used for subjective assessment.  

𝑏𝑖𝑡𝑟𝑎𝑡𝑒 (𝑏𝑝𝑝) =
𝑏𝑖𝑡𝑠 𝑓𝑜𝑟 𝑒𝑛𝑐𝑜𝑑𝑒𝑑 𝑖𝑚𝑎𝑔𝑒 [𝑏𝑖𝑡𝑠]

𝑊 ∗ 𝐻
 (4.2) 
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Table 4: Bitrates (bpp) used for each image and coding method. 

IMAGE 

CODING 

Tiger Girl Emperor Caterpillar Memorial Zip Church Texan 

JPEG XT 

0.06 

0.125 

0.25 

0.5 

JPEG 2000 

0.06 0.02 0.06 0.03 0.06 0.03 

0.125 0.06 0.125 0.06 0.125 0.06 

0.25 0.125 0.25 0.125 0.25 0.125 

0.5 0.5 0.5 0.5 0.5 0.5 

WebP 

0.06 0.045 0.06 0.125 0.06 

0.125 0.06 0.125 0.182 0.125 

0.25 0.125 0.25 0.25 0.25 

0.5 0.5 0.5 0.5 0.5 

HEVC INTRA 

0.06 0.015 0.06 0.05 0.06 0.0132 

0.125 0.06 0.125 0.125 0.125 0.06 

0.25 0.125 0.25 0.25 0.25 0.125 

0.5 0.5 0.5 0.5 0.5 0.5 

RNN-C 

0.125 

0.25 

0.5 

0.75 

BH-E 

0.09 0.048 0.089 0.097 0.14 0.177 0.125 0.048 

0.147 0.065 0.123 0.137 0.231 0.245 0.177 0.065 

0.24 0.133 0.238 0.217 0.543 0.479 0.345 0.133 

0.61 0.242 0.643 0.615 0.775 0.673 0.468 0.495 

BH-M 

0.096 0.06 0.082 0.087 0.106 0.134 0.096 0.047 

0.181 0.106 0.126 0.164 0.191 0.208 0.15 0.095 

0.33 0.219 0.273 0.284 0.308 0.314 0.223 0.226 

0.505 0.365 0.557 0.445 0.434 0.453 0.313 0.412 

MM-E 

0.075 0.023 0.074 0.067 0.093 0.148 0.09 0.035 

0.138 0.059 0.11 0.114 0.324 0.243 0.154 0.052 

0.223 0.1 0.217 0.185 0.53 0.465 0.315 0.114 

0.567 0.374 0.436 0.576 0.807 0.647 0.438 0.447 

MM-M 

0.099 0.044 0.078 0.073 0.104 0.135 0.093 0.043 

0.159 0.082 0.119 0.121 0.308 0.196 0.138 0.085 

0.336 0.203 0.262 0.279 0.408 0.451 0.211 0.22 

0.496 0.641 0.55 0.408 0.775 0.838 0.298 0.401 
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4.3. Subjective Test Methodology 

Subjective quality assessment is a rather important tool to characterize the performance of a 

coding solution. To select the most suitable subjective test protocol for this Thesis, which means 

the comparative study of deep learning-based and conventional codecs, Recommendation ITU-R 

BT.500-13 [64] was followed. This recommendation contains not only a detailed list of the most 

used subjective assessment protocols, but also important rules on how to conduct the tests, 

notably guidelines related to the observers and the steps to prepare the test environment. 

A. Double Stimulus Impairment Scale (DSIS) Protocol and Impairment Scale 

Considering the objective to assess the RD performance of DL-based image coding solutions, 

the Double-Stimulus Impairment Scale (DSIS) method has been selected from a vast list of 

options as the most appropriate. In this protocol, a subject is presented with a series of image 

pairs, each pair containing an unimpaired reference image and the same image impaired. After 

observing carefully both pictures, the subject is requested to compare them, voting on the 

impaired image quality (always in comparison to the reference image), according to the following 

Impairment Scale: 

1. Very annoying. 

2. Annoying. 

3. Slightly annoying. 

4. Perceptible, but not annoying. 

5. Imperceptible. 

The series of image pairs, with different images and several levels of degradation, is presented 

to the subject in a random order, covering all conditions once and never repeating any condition. 

The impaired images, and thus the coding rates, should be chosen to make possible covering all 

the impairment grading range. Normally, each test session has a maximum duration of 30 minutes 

and, before each session, the subject is faced with some training pairs of images, distinct from 

those used for testing (training session) covering different levels of degradation for the subject to 

regulate its grading. In addition to this training session, a brief explanation about the test and the 

grading system must be provided by the person conducting the test before its starting. Finally, the 

entire set of opinion scores (for all stimulus) given by the subject are gathered and after the Mean 

Opinion Score (MOS) is computed for each impaired image.  

B. DSIS Test Application Design 

To perform the DSIS test, an application has been developed with Python’s TkInter Graphical 

User Interface (GUI) [65], keeping in mind the test set characteristics, notably spatial resolution, 

and the factors described above. In the start, the subject sees two introductory screens with some 

instructions and a textbox to insert his/her name, as shown in Figure 36. These screens are meant 

to introduce the subject to the test protocol, the types of images and impairments to be assessed, 
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the grading scale and the application. Remind that, before running the actual test, a set of training 

pictures (not used for the testing) is presented to the subject. 

Before presenting the 288 image pairs to be assessed, these are pseudo-randomly sorted with 

the standard Python random library. Then, a simple detection algorithm is executed over the 

generated image pairs list to check if there are neighbouring pairs with the same original image 

and re-order the list if needed, to avoid these cases. When it comes to the real test session, the 

user is presented with a screen as in Figure 37, for instance, featuring the Texan reference and 

the decoded images. As it can be shown in Figure 37, the reference image is always placed on 

the left side of the screen, Figure 37 (a). On the right side, it appears the corresponding impaired 

image under assessment, Figure 37 (b). When it comes to scoring the pair, the subject should 

press the chosen score/grade on the available keyboard, and then a button would pop on the 

application screen, Figure 37 (c). To finally submit the selected score, this screen button has to 

be pressed. After, the application proceeds to the next image pair to be scored. Note that a score 

may be changed before final submission, any number of times by clicking on the keyboard again, 

as it is referred in the introductory screen shown in Figure 36. Alongside these elements, an image 

pair counter appears on lower left corner of the application screen, Figure 37 (d). 

  

Figure 36: Introductory screens in the DSIS test application. 

 

Figure 37: DSIS application environment. The elements present in this picture correspond to: (a) 

Reference Image, (b) Impaired Image, (c) Score Button and Impairment Scale and (d) Image Count. 
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Due to the total test length (with a total of 288 image pairs), this subjective test was divided in 

two sessions, each with a projected duration of around 24 minutes, if 10 seconds are considered 

to score each pair of images. However, this duration depends on the subjects as they may take 

any time they need to score each image pair. In the middle of the test, this means between the 

two sessions, a “BREAK” signal pops on the application screen and, as the word suggests, a 

break of around 5 minutes must be taken by the subject before proceeding to the second session. 

So, overall, this was a test planned to take around one hour. At the end, all the scores are 

registered in a text file, ready to be posteriorly processed and analysed. 

4.4. Test Results and Analysis 

First, when it comes to the subjects and according to [64], expert or non-expert viewers could 

have been selected, as long as they were not directly involved in the project. Since at least 15 

subjects are needed to obtain statistically meaningful conclusions, the DSIS test was conducted 

with a total of 18 subjects to take into account the possibility that some could be outliers and have 

to be excluded after processing all the scores.  

A. Data Processing 

After the subjective test, each subject had its respective scores list included in a file. First, the 

subjects’ scores were screened for outlier detection; in this case, no outliers were detected. After, 

for each pair of images (stimulus), the average MOS score was computed for each impaired 

image. After, using the methods described in Annex 2 of [64], the 95% confidence interval was 

computed for each average MOS.  

A total of 5184 scores were obtained and their distribution is presented in Figure 38. The results 

show a trend towards the higher scores as the number of the 4 and 5 scores is much larger than 

the number of 1 and 2 scores.  

B. DSIS Results and Analysis 

The DSIS test results are shown as average MOS with the corresponding confidence interval 

 

 

Figure 38: Overall DSIS scores distribution. 
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as a function of the bitrate. In the following, three MOS-rate charts are presented for each test 

image; in these charts, the vertical bars around the average MOS represent the respective 95% 

confidence interval. For each test image, the first chart shows the MOS-rate performance for 

benchmark codecs; the second chart shows the MOS-rate performance for the DL coding 

solutions; and, finally, the third chart shows the best two solutions from each of the previous two 

charts to better compare the best benchmark and DL image coding solutions. Note that each 

image was scored a total of 648 times, which means 18 subjects graded image pairs for 9 codecs, 

each using 4 different rates. Note also that, for the DL solutions optimized for the MS-SSIM, since 

this metric was mainly built to be an objective way to simulate perceptual evaluation by the human 

visual system, these will naturally outperform the same solutions optimized for MSE metrics in 

the subjective tests. 

 Tiger image analysis  

The MOS scores distribution for Tiger are shown Figure 39. The results indicate that the scores 

were, in general, well balanced through the scale in terms of percentages, although with a trend 

towards the higher qualities, since approximately 70% corresponded to the {3, 4, 5} scores. The 

MOS scores distributions for the other images are available in Annex B. 

The MOS-rate charts for Tiger are shown in Figure 40. This image had some good areas to 

detect impairments and, overall, all the coding solutions have shown balanced scores, covering 

the full scale, and maintained a rising trend with rate, except for the WebP, that had a better MOS 

for the first bitrate than for the second. 

 

 

 

Figure 39: Tiger image MOS scores distribution. 
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Regarding the benchmark codecs, HEVC shows the best MOS-rate performance, JPEG 2000 

comes as the second best and WebP the third, all reaching mean scores above 4.0 for the highest 

bitrate. As expected, the worst performing coding solution is JPEG XT, which attained fairly worse 

scores, even showing a plain 1 for the lowest bitrate. Regarding the DL-based coding solutions, 

the two best methods were MM-M and BH-M, which achieved rather high scores in general. After 

these solution come MM-E and BH-E which have shown to perform worse, except for the first 

bitrate and, finally, RNN-C which starts really poor for the first two bitrates, but for the two last 

bitrates ends up by catching the two MSE optimized coding solutions. In summary, Figure 40 

clearly shows that, for Tiger, the best performing coding solutions are the DL-based coding 

solutions.  

 Girl image analysis 

The image Girl did not show to be an easy image to detect impairments. Figure 41 shows the 

three MOS-rate charts as before.  

All the coding solutions show scores covering the full scale and a rising trend with the rate, 

except for BH-M, which had a better MOS for the third bitrate when compared to the last one. 

 

 

 

Figure 40: Tiger MOS Charts. Left: benchmark codecs and DL 

methods. Right: best solutions from benchmark and DL codecs. 

 

 

 

Figure 41: Girl MOS Charts. Left: benchmark codecs and DL 

methods. Right: best solutions from benchmark and DL codecs. 
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Regarding the benchmark codecs, for the first two bitrates, JPEG 2000 earned the best scores 

by a margin of more than +0.5 over the other codecs. For the last bitrates, HEVC stepped up and 

is the best benchmark, although JPEG 2000 and WebP are rather close. Again, as expected, 

comes JPEG XT, which attained fairly worse scores once more, although for this image it matched 

the other codecs for the last bitrate. Regarding the DL solutions, the two best coding methods 

were MM-M and MM-E, earning really high scores again. Still, BH-M is really close, even 

surpassing both for the third bitrate and achieving the best score overall for this rate. BH-E shows 

good results too, but was a bit worse than these other three methods. RNN-C performs really 

poor when compared to the other four DL-based coding solutions. Finally, Figure 41 shows JPEG 

2000 got closer for the lower bitrates, but the DL-based solutions are again the best performing.  

 Emperor image analysis 

The Emperor is a really detailed image and thus differences between the reference and impaired 

images were easily spotted by the subjects. The obtained MOS-rate charts are presented in 

Figure 42 and they show that, for the latter mentioned above, not many bitrates surpassed the 

4.50 average MOS. 

Once again, all the coding solutions covered the full scale and maintained a rising trend with 

rate. Regarding the benchmark codecs, JPEG 2000 showed good results but HEVC and WebP 

got the best performance. For JPEG XT, only the last bitrate achieved a “good” score, with a 

score 1 registered again for the first bitrate. Regarding the DL solutions, really high grades were 

obtained again for all the DL-based methods except for RNN-C, which showed poor performance. 

The two best solutions were MM-M and BH-M, clearly surpassing the benchmark codecs. Note 

that the 95% confidence intervals are rather short, meaning that the subjects agreed frequently.  

 Caterpillar image analysis 

 

 

 

Figure 42: Emperor MOS Charts. Left: benchmark codecs and DL 

methods. Right: best solutions from benchmark and DL codecs. 
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For Caterpillar, the MOS scores cover the full scale and maintain a rising trend with rate, 

showing a balanced distribution of the scores. The DL-based coding solutions show really positive 

results, never going below 2.50 in terms of average MOS. The MOS-rate charts are presented in 

Figure 43.  

The results obtained show that the best performance is achieved by MM-M and BH-M, for the 

DL-based solutions, and HEVC and WebP, for the benchmark solutions. Overall, again the 

DL-based solutions performed better than the best benchmarks. 

 Memorial image analysis 

The Memorial image revealed to be a great test image since it showed much detail and it was 

easy to find impairment areas all over its content. This is the reason why some codecs did not 

achieve high scores, once impairments were perceptible in many cases, which can be a 

justification for the deviation shown in the first bitrate for the HEVC, for instance.  The MOS-rate 

charts are presented in Figure 44. 

In spite of the image difficult content, the DL-based coding solution achieve good performance, 

 

 

 

Figure 43: Caterpillar MOS Charts. Left:  benchmark codecs and 

DL methods. Right: best solutions from benchmark and DL codecs. 

 

 

 

Figure 44: Memorial MOS Charts. Left:  benchmark codecs and 

DL methods. Right: best solutions from benchmark and DL codecs. 
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again with the exception of RNN-C, which even shows a trend deviation for the last bitrate which 

became worse for the subjects. At the end, the best performance was obtained by the DL-based 

codecs with the solutions optimized for MS-SSIM and for the HEVC and WebP benchmarks. This 

time, the rather wide 95% confidence intervals indicate that the subjects did not agree on the 

scores rather frequently.  

 Zip image analysis 

The MOS-rate charts for the Zip image are shown in Figure 45.  

This image revealed to be a difficult one to detect impairments and this may be the main reason 

why almost all the solutions achieved high scores, even for RNN-C. The benchmark codecs have 

scores better distributed over the full scale, except for JPEG XT that got a plain 1 score for both 

first bitrates. In general, when it comes to the best solutions selection, HEVC ended up showing 

competitive results when compared to MM-M and MM-E and WebP achieved good performance 

for the first and the last bitrates. 

 Church image analysis 

The Church image is a pretty detailed image just like Memorial. For example, it features a rather 

small airplane trace that has a large impact when detecting if the image was impaired or not. The 

MOS-rate charts are presented in Figure 46. 

 

 

 

Figure 45: Zip MOS Charts. Left:  benchmark codecs and DL 

methods. Right: best solutions from benchmark and DL codecs. 
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Again, JPEG XT and RNN-C show rather poor results. WebP and JPEG 2000 show a slight 

deviation from the expected results for the lower bitrates, which is more intense for JPEG 2000. 

These deviations may derive from the high detail in this image. Regarding the DL-based coding 

solutions, their scores cover the full scale and the best solutions are MM-M and BH-M, showing 

to be competitive with HEVC and JPEG 2000 (counting on the deviation) for the lower bitrate and 

largely surpassing these two benchmarks for the other three bitrates.  

 Texan image analysis 

Finally, the Texan image showed to be a bit tricky for the subjects to evaluate during the tests, 

because it did not have clear focus points where impairments could be easily detected, which 

may be the justification for the really high scores for the DL-based solutions, as shown in Figure 

47.  

Overall, the best coding solutions were again MM-M and BH-M, even acknowledging that HEVC 

have fairly high and competitive scores for all the bitrates, except the first one (which had a quite 

low bitrate when compared to the rest and that certainly affected the score). The second best 

benchmark was the WebP and showed good competitive results when compared to HEVC, 

 

 

 

Figure 46: Church MOS Charts. Left:  benchmark codecs and DL 

methods. Right: best solutions from benchmark and DL codecs. 

 

 

 

Figure 47: Texan MOS Charts. Left:  benchmark codecs and DL 

methods. Right: best solutions from benchmark and DL codecs. 
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getting close for highest bitrates. 

C. Overall Conclusions 

In general, the obtained MOS scores and MOS-rate charts did not show major incongruences 

and even allow to achieve pretty conclusive results, notably considering the wide variety of 

content and detail present in the test images. The major conclusions of this subjective quality 

assessment study are: 

1. As it could be expected, JPEG XT was the worst performing from the benchmark coding 

solutions as it is an older codec; in fact, it scored really poor for some of the images assessed, 

notably for the lower rate. For the benchmarks, a rather natural order was maintained, 

notably considering their ‘age’, with HEVC at the top and WebP and JPEG 2000 competing 

to come in second place and even doing similar for some specific rates. 

2. Among the DL-based coding solutions, naturally, the MS-SSIM optimized solutions were in 

general on the top since this was a subjective test and thus MS-SSIM optimization should 

have a benefit over MSE optimization. Overall, MM-M was clearly the solution achieving the 

best performance. 

3. Overall, DL-based coding solutions clearly outperformed the benchmarks, even noticing the 

RNN-C have showed a fairly bad performance on the tests.  

Although it is not expected due to their recent emergence, the DL-based coding solutions, 

notably those MS-SSIM optimized, clearly outperformed the best conventional image codecs 

such as JPEG 2000 and HEVC Intra. Since in this chapter the quality assessment was subjective, 

the MS-SSIM optimization may have played a major role, like predicted initially, as the benchmark 

codecs were mostly MSE optimized. Additionally, note the fact that traditional codecs were coded 

with 4:2:0 color format, while the 4:4:4 was used for DL methods, can explain some of the 

difference in performance.  These conclusions bring interesting hints for the next chapter where 

an objective assessment study will be performed using several objective quality metrics and 

involving a larger number of test images. 
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Chapter 5  

 

5. Deep-Learning based Image Coding: Objective Quality 

Evaluation 

 

Subjective quality assessment methodologies represent the most reliable approach to image 

quality evaluation since observers are, in fact, the ultimate user of most image-based applications. 

However, after conducting a subjective quality evaluation test with a set of images, a very natural 

next step is to perform an objective quality study with some widely used objective quality metrics, 

notably to assess how reliable are these metrics regarding the subjective assessment scores. 

Therefore, this chapter presents a study of objective quality metrics conducted for two datasets, 

notably JPEG AI and Kodak, using 5 renowned quality metrics: PSNRY, PSNRYCbCr, MS-SSIM, 

SSIM and VIF.  

5.1. Test Material and Preparation 

Before applying the objective quality metrics, there are some important elements to define and 

select. First, the image dataset to use and the amount of test images to evaluate are important, 

since aspects like resolution or even the content portrayed in the images make a difference for 

the final results. With the test set established, the coding parameters to be used as well as the 

test images preparation, e.g. downsampling, color space conversion, before evaluation are very 

relevant factors too.  

A. JPEG AI Dataset  

Once more, the first selected image dataset was the JPEG AI dataset [45]. This time, the full 40 

images included in the test set have been selected for objective quality assessment, naturally 

also including the 8 images used for subjective evaluation in Chapter 3. It can be referred again 

that all the images are in PNG format (RGB color, non-interlaced) with a fixed bit-depth of 8 bits. 

The original spatial resolution varies between 960×642 and 8K (7680×4320) pixels. To perform 

the objective quality assessment, the 8 images used for the subjective quality evaluation have 
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been used with the same resolutions described in Section 4.1. The other 32 images have been 

downsampled to make the largest spatial resolution dimension equal to 2048 with the other 

dimension fixed and the same aspect ratio, always keeping in mind that these values have to be 

multiples of 16. For the cases where the largest dimension was smaller than 2048, both 

dimensions were adapted to the closest multiple of 16. 

B. KODAK Dataset  

Additionally to the JPEG AI dataset, the objective quality assessment has been conducted with 

the so-called Kodak dataset [28]. This dataset was released for unrestricted research and 

includes a total of 25 true color RGB images with resolution 768×512. For some reason, the last 

image in the dataset was not included in this study, so a total of 24 images was used. Some of 

the images in this dataset are presented in Figure 48. All the images have been processed and 

coded in the original spatial resolution. 

5.2. Objective Quality Metrics 

During the image coding process, an image can have degradations due to compression artifacts 

such as block effect, blurring or ringing. To evaluate the differences between two images, namely 

the original and the decoded image, some objective quality metrics have been proposed in the 

past. 

A. Image Objective Quality Assessment Metrics 

Two main types of quality metrics are usually considered in the literature, the no-reference 

metrics and the full-reference metrics. No-reference metrics take only the impaired image into 

account by using statistical features of this image to evaluate its quality; this type of metrics were 

not adopted in this Thesis since they don’t assess the fidelity of the decoded image to the original; 

this is a key requirement in this Thesis and the main reason for the adoption of the DSIS protocol 

for the subjective testing. On the other hand, full-reference metrics take advantage of the original 

uncompressed image as a reference to assess the quality of the decoded image. In this context, 

 

    

    

Figure 48: Some of the Kodak dataset images selected for objective quality assessment [28]. 
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the chosen quality metrics have been: 

 Peak Signal-to-Noise Ratio Y (PSNRY) - The PSNR metric corresponds to the ratio 

between the maximum power of the signal, in this case 255 since 8 bit images are used, and 

the MSE. Therefore, the PSNR can be computed for the luma component Y, (as well as for 

the blue-difference, Cb, and red-difference, Cr, components), according to equation 5.1: 

 

When it comes to the MSE, it is computed according to equation 5.2: 

 

where 𝑰 stands for the original image, 𝑰′ for the decoded image and 𝑾 and 𝑯 for the image 

width and height, respectively.  

 Peak Signal-to-Noise Ratio YCbCr (PSNRYCbCr) - To evaluate the PSNR for the three 

colour components, equation 5.1 is used for the Y,  Cb and Cr components and the PSNRYCbCr 

is computed with equation 5.3, taking into account that the image is in 4:2:0 color format: 

 Structural Similarity Index (SSIM) - The SSIM quality metric aims to represent a typical 

evaluation as made by the human visual system (HVS) by focusing on the similarity between 

two images by considering the visible object structures. The SSIM is a more complex 

approach than the PSNR and its single-scale approach was introduced by Wang et al. [66]. 

In general, the SSIM is applied only to the Y component and computed with equation 5.4: 

where 𝑥  and 𝑦 represent two non-negative signals aligned (in this case the original and 

decoded images), 
𝑥
 the mean of 𝑥, 𝜎𝑥

2 the variance of 𝑥 and 𝜎𝑥𝑦 the covariance of 𝑥 and 𝑦. 

When it comes to 𝐶1, 𝐶2 and 𝐶3 constants, these are: 

𝑃𝑆𝑁𝑅𝑌 = 10 log (
2552

𝑀𝑆𝐸
) (5.1) 
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where 𝐿 corresponds to the dynamic range of the sample values, in this case 255, and      

𝐾1 ≪ 1 and 𝐾2 ≪ 1, two scalar constants. 

 Multi-Scale Structural Similarity Index (MS-SSIM) - The MS-SSIM is an improvement to 

the SSIM by taking into account different viewing conditions, like the display resolution and 

the viewing distance, and is considered one of the most reliable quality metrics used 

nowadays. It is still applied only on the Y component. The main novelty of MS-SSIM 

proposed in Wang et al. [66] is the multi-scale structural similarity approach and the 

introduction of a new calibrate technique that aims to find the parameters that weight the 

relative importance of the multiple scales. The multi-scale evaluation performed to the image 

is accomplished by analyzing the image in multiple iterations, where each pair of images is 

successively downsampled by a factor of two from the previous iteration. A point behind this 

strategy is the adaptability to still allow images that have been re-scaled to be well objectively 

compared. This process is made for a fix number of iterations, normally between three and 

five.  

 Visual Information Fidelity (VIF) - The VIF evaluates the loss of human perceived 

information after coding (or other processes) and was first introduced by Sheikh et al. [67][67]. 

It is related to the Shannon mutual information between two images, operating in the 

wavelength domain; it is only defined for the Y component. This method is based on an 

information theoretic framework defined for image and video quality assessment and exploits 

natural scene statistics (NSS) to quantify the amount of information shared between two 

images. Namely, it is defined a model that approximate the Human Visual System (HVS) and 

is capable to detect blur, additive noise and contrast changes from particular subbands (of a 

wavelet decomposition) in the reference and the test images. In the end, a ratio between two 

information measurements (output of the HVS model for both reference and degraded images) 

is computed to obtain the final metric value. Normally, its values range from 0 to 1. 

B. Objective Metrics Computation  

All the selected quality metrics were computed with the Sewar python package [68]; the 

PSNRYCbCr weighting of the luminance and color channels (see equation 5.3) was implemented. 

For both image datasets, the test images were pre-processed and coded according to the 

architecture shown in Section 4.2. A simplified architecture for the metrics computation is 

presented in Figure 49. 

𝐶1 = (𝐾1𝐿)2, 𝐶2 = (𝐾2𝐿)2 𝑎𝑛𝑑 𝐶3 = 𝐶2/2 (5.5) 
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The PSNRYCbCr is computed as the difference between the decoded and original image in the 

YUV 4:4:4 format while for the remaining metrics, only the Y component is needed to perform the 

metric computation. As shown in Figure 49, when decoded images are in the RGB format, a 

conversion to the YUV format was applied so that the Y, Cb and Cr components could be made 

available. On the other hand, when the decoded images were in the YUV 4:2:0 format, 

upsampling was performed to compute the PSNRYCbCr; for the all the other cases, only the luma 

component had to be made available.  

5.3. Test Results and Analysis 

After coding each image on both datasets and obtaining the corresponding bitrates and decoded 

images, the various quality metrics were computed to construct the corresponding RD-curves. 

After, to aggregate the results for each dataset in a single plot, the average of the bpp and quality 

metric over the dataset images has been computed for each codec and each target bitrate. 

Summing up, average RD-plots were obtained for each dataset, quality metric and codec. 

C. PSNRY & PSNRYCbCr RD Performance and Analysis 

As mentioned before, when it comes to the PSNR, two metrics were selected for assessment. 

The RD performance results obtained for the two image datasets are shown in Figure 50 and 

Figure 51 for PSNRY and PSNRYCbCr, respectively. Note that results for the factorized prior 

solution presented in [29] and referenced in Section 3.2 are also included in the charts; this 

solution considers two variants, one optimized for MSE (BF-E) and another MS-SSIM (BF-M), 

coming as a reference for the MM and BH methods.  

 

Figure 49: Metrics computation architecture. 
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The main conclusions taken from the results are:  

 Majorly, the difference from the PSNRY to the PSNRYCbCr is a bit of gain increase, since 

PSNRCb and PSNRCr usually show higher values than PSNRY, reflecting in the final results. 

The most notorious differences when looking to each solution independently, come when 

comparing the results for two image datasets, because of their respective differences.  

 In general, both PSNR quality metrics follow the same trends in terms of RD performance. 

For both cases, the three best coding solutions are the same, notably: 1) HEVC, 2) MM-E 

and 3) BH-E. 

 Naturally, MSE optimized DL solutions overcome the MS-SSIM optimized solutions every 

time since the PSNR, MSE based metric is used, but nevertheless the MS-SSIM solutions 

obtain very competitive results. 

 For the Kodak dataset, the methods optimized for MS-SSIM (MM-M, BH-M and BF-M) 

perform poorly when comparing to the benchmarks, contrarily to what happens for the JPEG 

AI dataset, fact that can be justified from the diversity of content portrayed in each dataset 

and the spatial resolution of the images. Specifically, for the JPEG AI, MM-M and BH-M even 

surpass BF-E and compete with the JPEG 2000 and WebP benchmarks.  

  

 

Figure 50: PSNRY RD performance. Left: JPEG AI dataset. Right: Kodak dataset. 

  

 

Figure 51: PSNRYCbCr RD performance. Left: JPEG AI dataset. Right: Kodak dataset. 
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 JPEG 2000 shows better RD performance than WebP for the JPEG AI dataset although the 

order inverts for the Kodak dataset. 

 JPEG XT naturally come as the worst benchmark, since it is older. 

 The RNN-C solution is the worst case for the two datasets, coming closer to all the other 

coding methods for the Kodak dataset, showing how far behind DL solutions were by the 

time this solution was created. 

 The best solution in terms of RD performance using both PSNRY and PSNRYCbCr quality 

metrics is the HEVC Intra (which was expected) and the best DL solution is the MM-E which 

is one of the most recent solutions. 

Single image PSNRYCbCr RD performance charts were created for each image used in the 

subjective tests. For Church, for instance, the RD curves follow the same behavior as the global 

RD performance dataset results; however, for Tiger, this changes for some cases, all codecs 

cannot reach high qualities as in the global (or Church) case and the HEVC Intra has significantly 

worst RD performance. For these two images, RD performance charts can be observed in Figure 

52. 

The PSNRYCbCr RD performance charts for each image used in the subjective tests are included 

in Annex C. 

D. SSIM & MS-SSIM RD Performance and Analysis 

Regarding SSIM, the RD performance results for both image datasets can be observed in Figure 

53. Additionally, the results for other perceptual friendly quality metric, based on structural 

similarity, the MS-SSIM, are shown in Figure 54. 

  

 

Figure 52: PSNRYCbCr JPEG AI RD performance. Left: Church. Right: Tiger. 



66 
 

In general, the major conclusions taken from these results are: 

 Looking at all the SSIM related results, it can be concluded that for each dataset the order 

of the best performing solutions does not change much from metric to metric. Note that 

MS-SSIM is supposed to better correlate with human opinion scores.  

 Naturally, the MS-SSIM optimized DL solutions overcome the MSE optimized solutions every 

time. For both image datasets and metrics, MM-M was the best coding solution and BH-M 

came in second place.  

 For the Kodak dataset, HEVC has come as the third best codec, beating some DL solutions; 

however, for the JPEG AI dataset, almost every DL method have shown better RD 

performance, mainly due to the increase in spatial resolution. 

 WebP came as the second best coding benchmark, JPEG 2000 as the third and JPEG XT, 

as it could be predicted, came in last place, following a natural order. 

 The RNN-C solution performs poorly when comparing to the other solutions, coming last and 

showing one more time how far DL solutions were from the benchmarks in 2016.  

Again, single image MS-SSIM RD-performance charts were plotted for each image which was 

  

 

Figure 53: SSIM RD performance. Left: JPEG AI dataset. Right: Kodak dataset. 

  

 

Figure 54: MS-SSIM RD performance. Left: JPEG AI dataset. Right: Kodak dataset. 
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part of the subjective tests. This time, Church shows a deviation when compared to the full dataset 

RD performance results, notably showing worse performance for lower and median bitrates than 

the full dataset results. This is also the case for Tiger at the lower bitrates, although for this image 

the RD performance comes closer to the global results. Both charts can be observed in Figure 

55. 

All the single image MS-SSIM RD-performance charts for the images used in the subjective 

assessment are included Annex D. 

E. VIF RD Performance and Analysis 

Finally, the last quality metric analyzed was the VIF which RD performance results for the two 

image datasets are presented in Figure 56. 

As it can be observed, for both datasets, the HEVC benchmark has the best RD performance 

overall. When it comes to the other coding solutions, all performed very competitively. Overall, 

the major conclusions taken from these results are:  

  

 

Figure 55: MS-SSIM JPEG RD performance. Left: Church. Right: Tiger. 

  

 

Figure 56: VIF RD performance. Left: JPEG AI dataset. Right: Kodak dataset. 
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 MSE optimized solutions obtained slightly better results than the MS-SSIM optimized 

solutions, surprisingly, since this metric is supposed to approximate the HVS discernment. It 

is concluded that the coding optimization for the MS-SSIM metric, leads to worst results for 

VIF when compared to the benchmarks and the MSE optimized solutions, which showed 

better performance. 

 For both datasets, the HEVC benchmark has the best RD performance overall, coming on 

top of every other solution.  

 Again, the MM solutions came in the first place for the DL solutions, then the BH solutions 

and, finally, the BF solution, showing a natural order just like the other metrics.  

 The MM and BH solutions are slightly better than the JPEG 2000 and WebP benchmarks for 

the JPEG AI dataset and much better than these anchors for the Kodak dataset, although 

performing worse than HEVC.  

 Again, RNN-C is the worst solution in terms of performance. 

 Additionally, JPEG XT performs as the worst benchmark, in spite of coming close to WebP 

for the JPEG AI dataset.  

F. Overall Conclusions 

In general, the obtained RD performance results were expected, with HEVC being the best for 

pixel-wise metrics such as PSNR and the most recent DL codec being the best for more 

perceptual metrics, such as MS-SSIM. This also confirms some results present in the literature 

depicted in Chapter 3. 

Moreover, considering the wide variety of content characteristics included in both image 

datasets, rather interesting conclusions were achieved. The major conclusions to retain from this 

objective quality assessment study are: 

1. For the image coding benchmarks, a rather natural order was maintained, notably 

considering their ‘age’, with HEVC performing really well for the PSNR and VIF quality 

metrics, coming as the best solution overall; after HEVC, WebP and JPEG 2000 compete to 

come in second place for the benchmarks in the JPEG AI dataset but WebP has a large 

advantage when it comes to the Kodak dataset. Finally, as expected, similarly to the 

subjective assessment study, JPEG XT is the worst coding benchmark since it is an older 

codec; still, it shows better performance for the JPEG AI dataset, acting better for specific 

content portrayed and big resolution images.  

2. Among the DL-based coding solutions, naturally, the MS-SSIM optimized coding solutions 

come on top for SSIM and MS-SSIM; the MSE optimized solutions come on top for PSNRY, 

PSNRYCbCr; and for VIF the results are rather close, with a slight advantage for the MSE 

optimized coding solutions, showing that although being a perceptual metric, MS-SSIM 

optimization acts negatively in terms of performance for VIF.  

3. In general, MM-M and MM-E beat BH-M and BH-E, which on the other hand beat BF-M and 
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BF-E. Regarding RNN-C, it performed fairly bad. These results, just like the benchmarks, 

show an evolution derived from the age of each method.  

4. Overall, if all the metrics get compacted in an analysis, it can be concluded that if a winner 

needs to be chosen between the benchmarks and the DL solutions, it should be the 

benchmarks, more specifically HEVC Intra codec. This conclusion arises from the fact that, 

from the beginning, a DL solution is optimized for a specific quality metric as a way to present 

great appealing visual results. Even though DL solutions failed to beat HEVC for the PSNRY, 

PSNRYCbCr and VIF, it is a big advancement to denote a victory for MS-SSIM optimized 

solutions when evaluating for the SSIM and MS-SSIM metrics, even taking into account the 

biased effect that can come from the optimization. This victory was quite unexpected by the 

time Chapter 3 solutions were presented, but Chapter 4 showed that objective results like 

these could be achieved.   

It is important to highlight that the benchmark codecs coded 4:2:0 YUV images while the DL 

codecs coded 4:4:4 RGB images; 4:2:0 input is typically used for each benchmark codec and the 

DL codecs do not have any 4:2:0 coding mode often using RBG as color space. However, this 

difference may have an impact of the RD performance and explain some of the performance 

differences.  Once again, these conclusions bring interesting hints for the next chapter where a 

correlation study between the objective and subjective quality results will be performed. 
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Chapter 6  

 

6. Subjective and Objective Assessment Correlation 

 

After the subjective assessment of a selected set of images and objective assessment for a set 

of quality metrics, it is possible to obtain the correlation between objective and quality scores and 

from that evaluate the accuracy of the objective quality metrics. This chapter presents a 

subjective-objective correlation study, aiming to find which objective quality metric perform better 

using as reference the MOS results obtained with the conducted DSIS test (already presented in 

Chapter 4). 

6.1. Data Preparation and Correlation Coefficients 

To have the same scale and behaviour for objective metrics and MOS values, before the 

performance evaluation, it is necessary to apply a logistic function the objective values, obtaining 

all the data points into the interval of MOS scores (minimum 1 and maximum 5). There are many 

functions capable to perform a nonlinear fit of the data and when applied obtain a reliable 

prediction for the ‘objective’ MOS scores (MOSp). In this case, the logistic function was taken from 

Farid et al. [69] and is represented by equation 6.1. 

with initial 𝛽𝑘 values: 

 𝛽1 = 10 

 𝛽2 = 0 

 𝛽3 = 𝑚𝑒𝑎𝑛(𝑚𝑒𝑡𝑟𝑖𝑐 𝑠𝑐𝑜𝑟𝑒𝑠)  

 𝛽4 = 1 

 𝛽5 = 0.1 

The nonlinear regression is obtained using Matlab’s nlinfit function that iteratively estimates new 

𝑓(𝑥) = 𝛽1 ∗ (0.5 −
1

1 + 𝑒𝛽2∗(𝑥−𝛽3)
) + 𝛽4 ∗ 𝑥 + 𝛽5 (6.1) 
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𝛽𝑘  coefficients, the residuals and the Jacobian of the logistic model. Then, using the logistic 

function with the parameters obtained, Matlab’s nlpredci function is applied, obtaining the desired 

MOSp predictions.  

After obtaining the MOSp scores, two important coefficients could be computed to study which 

objective metric is more correlated with the subjective assessment results, i.e. the objective 

metrics performance: Pearson (PLCC) and Spearman’s Rank (SROCC) Correlation Coefficients. 

 Pearson (PLCC) - This coefficient is used to measure the linear correlation between two 

variables and can go from 0 to 1, where 1 represents total correlation. It corresponds to the 

covariance of the two variables divided by the product of their standard deviations. 

 Spearman (SROCC) - This coefficient represents the statistical dependence between the 

rankings of two variables. It is basically equal to the PCC, same formula, but instead of 

assessing linear relationships between data points, ranks each raw scores, describing the 

data with a monotonic function.   

6.2. Results and Analysis 

Naturally, the data used for the performance assessment of quality metrics were all the objective 

quality scores computed for the images assessed subjectively, as well as all the MOS computed 

for the same images. To present these results, three distinct correlation tests were performed for 

each of the 5 objective quality metrics: 

1. Correlation Test 1: All the benchmark codecs. 

2. Correlation Test 2: All the DL based solutions. 

3. Correlation Test 3: All the images assessed, which means all codecs. 

After applying the non-linear model and obtaining all the predicted MOS scores, plots were 

represented with MOS as function of MOSp. Table 5 contains all the plots built for each metric 

and test in the list above. The 𝑥 = 𝑦  line is plotted in the images, which represents perfect 

assessment of objective metrics with respect to MOS scores (if all points fall in this line). If the 

point is situated to the left of the line, it means the prediction has a lower MOSp value than MOS 

and if it falls to the right side of the line, the contrary happens. Visual analysis shows that 

perceptual metrics like the MS-SSIM or VIF show a higher correlation compared to MSE-based 

metrics, getting closer to the red reference line for more points and showing a more compact 

cloud. Although, these results only represent a visual representation of the correlation between 

objective and subjective metrics.  
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The PLCC and SROCC results allow a more quantitative analysis and are shown in Table 6 and 

Table 7.  

 

Table 5: MOS as function of MOSp plots for the three correlation tests performed. 

 

METRIC BENCHMARKS DL SOLUTIONS ALL CODECS 

PSNRY 

 

 

 

 

 

 

PSNRYCbCr 

 

 

 

 

 

 

MS-SSIM 

 

 

 

 

 

 

SSIM 

 

 

 

 

 

 

VIF 
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The following conclusions can be obtained from these results: 

 Perceptual metrics like the MS-SSIM, SSIM and VIF obtain the best correlation results in 

terms of PLCC and SROCC, which was expected since these metrics are considered more 

correlated with human perception.  

 For the benchmarks, all the metrics achieve higher results when compared to the DL 

solutions. This allows to conclude that these metrics are more reliable for the benchmarks 

which was expected since most of these metrics were designed considering the available 

codecs at that time (which didn’t include deep learning codecs). 

 Overall, the results for the third correlation test naturally show values between the ones 

obtained for the other two tests and the best metric was clearly the MS-SSIM for both PLCC 

and SROCC. 

 The results obtained for SROCC are reasonably close to the PLCC, which means that the 

ranking order is maintained considering the limitations in terms of PLCC.  

 Overall, it can be seen that both correlation measures are not very high and there is a 

significant room for improvement. Even MS-SSIM which represents the best metric 

evaluated, has plenty of room to improve and reach higher values, especially for deep 

learning solutions. Thus, it can be said that although the results were expected, new metrics 

that target the artifacts introduced by deep learning codecs are needed.  

 In terms of metric rankings, after the MS-SSIM comes VIF and SSIM, which showed close 

competitive results for PLCC, while the VIF overcame the SSIM for the SROCC. In the last 

place come the MSE based metrics: PSNRY and PSNRYCbCr, which was expected due to 

Table 6: Pearson Correlation Coefficient (PLCC) results. 

 

METRIC BENCHMARKS DL SOLUTIONS ALL CODECS 

PSNRY 0.7634 0.6388 0.6898 

PSNRYCbCr 0.7285 0.6524 0.7016 

MS-SSIM 0.8515 0.776 0.8292 

SSIM 0.7913 0.697 0.7584 

VIF 0.7919 0.6898 0.7581 

Table 7: Spearman Rank Correlation Coefficient (SROCC) results. 

 

METRIC BENCHMARKS DL SOLUTIONS ALL CODECS 

PSNRY 0.7569 0.5829 0.6646 

PSNRYCbCr 0.7191 0.5967 0.6794 

MS-SSIM 0.8466 0.7375 0.8127 

SSIM 0.7797 0.6474 0.7288 

VIF 0.7836 0.6601 0.738 
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their well-known limitations. Specifically, for the benchmarks, PSNRY achieves better results 

than the PSNRYCbCr but this order changes for the deep learning solutions. 
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Chapter 7  

 

7. Summary and Future Work Plan 

At the beginning of this Thesis, looking to the theory behind the machine learning solutions and 

also the more complex techniques involving deep learning, it was hard to predict that competitive 

models could be found to achieve RD performance results close to a good image coding 

benchmark. However, from the basic, older recurrent neural network based method, i.e. RNN-C, 

to the more recent hyperprior based variational auto-encoders, the subjective quality results 

obtained ended coming up as a good surprise as they even achieved better performance 

indicators than the recent and widely known HEVC Intra codec. Overall, the DL-based coding 

solutions seem to find shortcuts and show a big adaptability to the content portrayed in each 

image when dealing with compression, creating great decoded images in terms of human 

perception, which without an original reference would maybe come as perfect images. 

Overall, it can be denoted that for perceptual evaluation, taking into account the human visual 

system and metrics that can simulate our visual judgement, the latest DL-based compression 

solutions achieve great results. In the future only improvements can be predicted, naturally, 

perhaps raising the bar for lower bitrates or even becoming more competitive for MSE and 

MS-SSIM based metrics jointly, not needing a specific optimization.  

In this context, future research work should be focused on even more advanced DL-based 

coding methods. A more vast selection of NN types can be taken into account as, for example, 

no GAN-based coding solutions were considered in this Thesis and just one type of AE, the 

variational AE, was subjected to evaluation, although some adaptations were already available.  

Another area of future work should be the study and identification of the “optimal” parameters  

for the coding benchmarks tested, trying to raise their RD performance to its maximum  to create  

even more competitive conditions for the DL-based solutions tested. Note that a light approach 

was taken when running the benchmark codecs, using only basic parameters and essential 

parameters for the work conducted. Thus, certainly some input parameters may be changed to 

improve the results obtained for the coding benchmarks. 

Finally, to make this type of study more complete, a single stimulus subjective assessment 

protocol should be used as a complement to the DSIS protocol. For example, the Absolute 
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Category Rating with Hidden Reference (ACR-HR) protocol test where the same impaired images 

used for the DSIS (as well as the references as hidden images) could be used to assess 

individually the images with the ACR scale. This scale absolutely grades the images as “bad”, 

“poor”, “fair”, “good” and “excellent” and the final scores come as differential MOS, using the 

reference image scores as a guide. This type of subjective test would allow assessing the 

decoded images, e.g. in terms of their realism, artificial looking ,etc., and would complement the 

results and conclusions obtained with the DSIS protocol, targeting a more complete 

understanding of  the coding behavior and impacts of the DL-based coding solutions. 
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Annexes 

A. JPEG AI Dataset Original Images, Cropped Areas and Subjective Test Images 

The resulting images from the crops referenced in Section 4.1 are represented from Figure 57 

to Figure 63: 

 

 

  

Figure 57:  Cropped area on the Tiger original image (left) and final test image (right) [45]. 

  

Figure 58:  Cropped area on the Girl original image (left) and final test image (right) [45]. 
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Figure 59:  Cropped area on the Emperor original image (left) and final test image (right) [45]. 

  

Figure 60:  Cropped area on the Memorial original image (left) and final test image (right) [45]. 

  

Figure 61:  Cropped area on the Zip original image (left) and final test image (right) [45]. 

  

Figure 62:  Cropped area on the Church original image (left) and final test image (right) [45]. 
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B. DSIS Score Distributions per Image 

The distribution of DSIS scores for the various images is presented in Table 8. As it can be seen, 

all the images have shown balanced votes distribution. Some images, like Memorial and Church, 

were easier to ‘analyze’ by the subjects; as they were more diverse in terms of content, the scores 

tended to be lower since impairments were more noticeable. The other images show a better 

balance between lower and higher scores or even a trend towards the higher scores. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

  

Figure 63:  Cropped area on the Texan original image (left) and final test image (right) [45]. 

Table 8: DSIS assessment scores distribution. 

IMAGE / 

PERCENTAGE 
1 2 3 4 5 

GIRL 72 121 153 142 160 

[%] 11.1 18.7 23.6 21.9 24.7 

EMPEROR 67 122 198 151 110 

[%] 10.3 18.8 30.6 23.3 17.0 

CATERPILLAR 79 119 190 145 115 

[%] 12.2 18.4 29.3 22.4 17.7 

MEMORIAL 126 176 165 124 57 

[%] 19.4 27.2 25.5 19.1 8.8 

ZIP 70 70 144 170 194 

[%] 10.8 10.8 22.2 26.2 30.0 

CHURCH 113 160 167 127 81 

[%] 17.4 24.7 25.8 19.6 12.5 

TEXAN 66 132 182 144 124 

[%] 10.2 20.4 28.1 22.2 19.1 
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C. Single Image PSNRYCbCr RD-curves  

For each of the chosen images in the subjective assessment, namely, Tiger, Girl, Emperor, 

Caterpillar, Memorial, Zip, Church and Texan, PSNRYCbCr RD-curves were constructed for the 

bitrates picked in Section 5.2.C. These are represented in Figure 64. 
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Figure 64: PSNRYCbCr RD-curves for the 8 images from the subjective test. 
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D. Single Image MS-SSIM RD-curves  

In a similar fashion to Annex C, for each of the chosen images in the subjective assessment, 

single MS-SSIM RD-curves were constructed for the bitrates picked in Section 5.2.C. These are 

represented in Figure 65. 
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Figure 65: MS-SSIM RD-curves for the 8 images from the subjective test. 


