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Instituto Superior Técnico, Universidade de Lisboa

Abstract—With the increased effort to make supercomputers
reach new levels of performance, it is crucial to investigate
which are the most effective programming models to use in
High-Performance Computing (HPC). Today, the most used
frameworks in HPC are MPI, which follows a message passing
paradigm, and OpenMP, a shared memory framework. Through-
out the years, alternative frameworks have been emerging, such
as GASPI and OmpSs. GASPI is an implementation of parti-
tioned global address space, an approach of distributed shared
memory paradigm which uses one-sided communications. OmpSs
works on shared memory using tasks with data dependencies.
The goal of this thesis is to compare the different programming
models. To do so we started from a sequential, open source and
simplified version of OSIRIS, a particle-in-cell code in the plasma
simulation filed, called ZPIC. From ZPIC, we built different
implementations using the different above-mentioned emerging
programming models. The different versions were experimentally
evaluated using three real test cases that use different capacities
of ZPIC. We used the supercomputer MareNostrum, reaching
the usage of 12, 288 cores in our experiments. The results show
that the strategy implemented with OmpSs achieved better results
than OpenMP versions and that GASPI shows promising results.
Keywords: High-Performance Computing, Parallel Program-
ming, Particle-in-Cell, Plasma Simulations

I. INTRODUCTION

A. Motivation

The increase in computational power in HPC opens a set
of opportunities to improve results in different areas such as
weather forecasting, earthquake prediction, probabilistic anal-
ysis, and plasma physics, for example. However, it is difficult
to take full advantage of the computational capacity in current
and upcoming generations of HPC architectures. Data transfer,
as well as data-coherence overheads, can be responsible for
idle periods of the central processing units (CPU), which
consequently reduces the performance and efficiency of HPC
applications [1].

The Message Passing Interface (MPI) [2] has been the de-
facto standard of the message passing (MP) paradigm while
Open Multi-processing (OpenMP) [3] is the most commonly
used for the shared memory (SM) paradigm. Even though they
are the most popular, they still have their inefficiencies [4], [5].
Synchronisation, communication and task handling are some
of the aspects that can lead to CPU idle time. Throughout
the years new programming models have been emerging [6]–
[8] that promise to reduce some of the causes of CPU
idle time in OpenMP as well as in MPI. The OmpSs [6]

framework proposes new approaches to handle tasks using data
dependencies, and the GASPI API [9] addresses the way that
the communication between nodes is done by considering part
of the memory to be shared among a group of nodes. However,
these advantages are still to be proven in a real application
context due to the lack of validation [6], [7].

B. Objectives

The goal of this thesis is to contribute to a better un-
derstanding of the effective gains that emerging program-
ming paradigms, namely tasks with data dependencies and
partitioned global address spaces, can bring to real HPC
applications in pre-exascale systems. To do so, we will use an
application in the domain of plasma physics. Our application
is a plasma simulator, which is based on the particle-in-cell
(PIC) approach. This approach has been the primary strategy
to do plasma simulations [10]. The application that we will
use is a sequential barebones version of OSIRIS [11] called
ZPIC. These comparisons will be made using MareNostrum,
a supercomputer with 165, 888 cores. During our analysis, we
reached the usage of 12, 288 cores.

C. Contributions

Using the ZPIC code as a study case, we intend to assess the
potential gains that the emerging platforms OmpSs and GASPI
could add, relatively to the OpenMP and MPI baselines. We
intend to compare them individually and also the hybrid
versions MPI+OpenMP and MPI+OmpSs.

Taking this into consideration, our contributions are:
• A set of different solutions of PIC parallel codes built on

top of the different frameworks
• An experimental evaluation between these different ver-

sions, which showed better results for the task-based
approach used in OmpSs and optimistic results for the
GASPI framework.

The remainder of the document is organised as follows. In
Section II, we start by discussing the different programming
models and later we introduce the plasma simulator that we
will use to compare the different paradigms. In Section III,
we explain how the results were obtained, the machine’s
configuration and we will explain the test cases used. At the
end of that section, we explain how the validation was done
to assess if the parallel versions results were identical to the
sequential version. In Section IV, we explain how we used
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each of the libraries/frameworks to parallelise the simulation,
explain implementation details, and discuss the results of such
versions. Finally, in Section V, we give our conclusions with
final remarks and prospectives for future work.

II. BACKGROUND

A. Shared Memory

Under the shared memory model, a system is composed of
processors that share the same physical memory. The units
of work in this model are threads, which is the smallest unit
of processing that can be performed in an operating system.
Threads are created within a process hence share a single
address space of the process. The advantage of using threads
instead of using processes is that the overhead of scheduling
between threads is smaller than when using processes. Also,
since threads within a process share the same memory, the
communication between them has lower overheads [12].

OpenMP [13] is a framework of this paradigm. It started
with three work-sharing directives: the for directive; the
sections directive; and the single directive [13]. These
directives allowed an incremental parallelisation approach that
provided the programmer with the ability to start parallelising
the most simpler pieces of code. These pieces of code usually
rest in loops where they can be easily divided among the
existent threads with the use of a few pragmas (a single one if
it is a “for” loop). One of the other directives is the directive
sections, which allows for dividing the work outside of
a “for” cycle. However, this approach only allowed for a
coarsely grained parallelisation, which constituted an obstacle
to efficiently exploring the use of multiple threads [14] if the
problem was unbalanced. This imbalance would be responsible
for idle CPU time due to synchronisation of the different
processors [14] and so, the directive task was introduced
which allowed fine-grained parallelism. To guarantee that tasks
have finished, synchronisation directives must be used, such
as taskwait directive.

A framework that always had a focus on using and ex-
panding this task directive was OmpSs, a task-driven ap-
proach [6]. This framework extended the concept of tasks to
capture the data dependencies that may exist between tasks and
added the integration of accelerator kernels. On its release,
neither existed in OpenMP. OmpSs allows the programmer
to specify the dependencies between tasks. The data depen-
dencies among the created tasks define an dependency graph,
which restricts the scheduling of those tasks. It aims to reduce
the number of synchronisation directives between tasks that
share dependencies, since the dependencies will guarantee this
synchronisation implicitly. These data dependencies are given
in the task construct using variables and clauses such as the
input/in and output/out clause between others [6].

B. Message Passing

The MP paradigm has been the de-facto standard due to its
high scaling potential [3]. The simplest unit of work in this
paradigm are processes. The key assumption on which this
paradigm relies is the fact that different machines do not share

any physical memory between them, therefore they have a dis-
tributed memory and there is no implicit data synchronisation
among the nodes. The disadvantage is that when there is a need
for such data synchronisation, the programmer must be the one
to program the data transfer. If the number of communications
is high, for example, if the problem to implement has a high
data dependency or it requires many synchronisation points,
excessive communication forms a bottleneck, which prevents
the program from achieving good performances [15]. All these
problems lead to a more complex code that is hard to produce
and maintain.

In this paradigm there are point-to-point and collective com-
munications can be used synchronously or asynchronously.
The synchronous mode blocks the computation while waiting
for the communication to complete (MPI_Send, MPI_Recv,
MPI_Bcast) while the asynchronous mode allows for
overlapping communication with computation (MPI_Isend,
MPI_Irecv, MPI_Ibcast). In the case of asynchronous
communication, to complete a message it is necessary to call
MPI functions such as MPI_Test and MPI_Wait. These
functions, when applied to a sending request, only guarantee
that the buffer can be used again, while, when applied to a
receiving request, indicate if the buffer contains the received
message. Due to communication overheads, there has been
some research on how to use multithreading in such a way that
it minimises the overheads of communications [15], [16] when
using collective and point-to-point communications. Among
different techniques, an important one consists in dividing the
threads so some perform communication while other advance
the possible computations.

C. Distributed Shared Memory

In a distributed shared memory (DSM) paradigm, physically
separated memories are addressed as one shared address space.
In this model, there are two approaches which we present next.

1) Partitioned Global Address Space (PGAS): is an ap-
proach of DSM that only considers part of the memory of each
node to be distributed. This model comes to replace two-sided
communications that were the dominant protocol for devel-
oping high-performance applications. With the growth of the
number of nodes in supercomputers, the overheads in message
synchronisation are more significant. To reduce the message
synchronisation overhead, one-sided communications, such as
PGAS, were developed [7].

GASPI [9] is a recent PGAS API. Since only one of
the nodes in the communication needs to perform a routine
call, it simplifies the communication patterns. However, the
initial setup in these models is more sophisticated because
the memory that is accessible through the PGAS must be
specified. In the case of GASPI, this is defined by segments.
Segments in GASPI can reside on a diverse set of devices
such as GPU memory, the main memory of host nodes
or non-volatile memory. Processes that share segments can
communicate directly with each other through read and write
operations. To perform communications, GASPI places the
messages in queues and guarantees that the delivery of those
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messages corresponds to the order in the queues. The number
of queues and their sizes can be defined at initial time,
or the default values are used. Between queues, there is a
fair communication principle where no queue should see its
communication requests delayed indefinitely.

2) Global Address Space (GAS): is the second approach
to DSM. In this approach, each node has a local memory
and a memory considered to be shared among all nodes.
When accessing a piece of memory that is not in the physical
memory of the node, it must fetch that memory from the
node which has it. In the beginning, to guarantee the data
consistency, strong consistency protocols were used such as
the sequential consistency [17]. So far, these systems could
not achieve significant levels of efficiency due to network
latency, network bandwidth, and memory coherence [18]. The
recent improvements in networks, as well as new proposals of
coherence protocols that provide weak consistency memory
models were made throughout the years [19], [20] allowed
for new GAS systems to emerge, such as ArgoDSM [8].

The GAS approach still requires much communication
to guarantee coherence, which prevents it from achieving
a competitive performance results [1]. The MP and PGAS
models still allow for a more specific approach, which helps
the programmers to divide the memory space more adequately
for their application eliminating unnecessary communications
such as the ones that false sharing would impose in GAS
systems.

D. Plasma Simulations

Since the 50’s that plasma physics has been modelled by
observing the movement of the particles in a mesh. Particle-in-
Cell (PIC) methods follow this type of approach. Initial they
only supported one dimensional (1D) scenarios, nowadays,
there are 3D PIC codes such as the Extendable PIC Open
Collaboration [10] and OSIRIS [11].

1) General Approach: PIC methods are typically divided
into several stages [21], [22]. They may differ, but they
are usually five. Four of them are done repeatedly in each
time step, where two are responsible for the advance of the
particles, one for the advance of the current grid and one for
the advancement of the fields. The other stage is only used
to define the problem at the beginning of the simulation. In
Figure 1 we can see these PIC stages.

The setup phase is the first stage where, according to the
options available, the initial characteristics of the simulation
are set. The second stage interpolates the fields in the grid
to generate the force that will push each particle using the
field values from the previous iteration. The third stage is
responsible for integrating the equations of motion, such as
the Lorentz force equation. This equation is responsible for
pushing the particles in the grid, updating their position and
velocity using the resultant force of the fields generated in
the previous stage. Usually, a leapfrog method is used to
move the particles [21], [22], which simplifies the calculations
and reduces the complexity of the code without adding a
significant error [21]. The fourth stage is responsible for

Fig. 1: PIC stages adapted from [21] and [22].

using the values calculated in the previous step and depositing
the current generated by the movement of the particles in
the charge field. The fifth and final stage uses the charge
field to update the electric and magnetic field using, for
instance, Maxwell’s equations. Solving Maxwell’s equations
is usually done by solving the finite-difference time-domain
discretisation problem on a Yee mesh [10], [22]. These last
four steps are executed repeatedly until the simulation ends.

2) OSIRIS: is a plasma simulator that supports one, two,
or three dimensional simulations [11], and it is an object-
oriented PIC code. In OSIRIS, the real physical quantities are
modelled as objects, so it is easy to maintain the code without
having to modify the code extensively whenever a change is
necessary. These physical objects are, for instance, particles,
the electromagnetic field, and the current field. Besides these
physical classes, there are also support classes. There exist
three support classes. One for diagnosis reports of the system,
other for electromagnetic and current fields encapsulation, and
the third is the domain decomposition class, which handles
the communication between computational nodes in the dis-
tributed implementation. OSIRIS is parallelised using MPI.
The simulation is divided spatially between the nodes, and
each node has its own simulation space plus a group of ghost
cells where information about the electric and magnetic fields
as well as the current field of the adjacent space that is
associated with another node are stored. In each iteration,
particles that are in these ghost cells must be exchanged
between nodes. To keep no strict limit on the number of
particles to be sent, OSIRIS needs to send two messages for
each adjacent node. The first message indicates the number of
particles that are in the boundary with that node. The second
message delivers information about the particles themselves.

As stated earlier, PIC codes typically follow a set of stages
and OSIRIS is not an exception. The ones mentioned before
did not include the moments where information is exchanged
between different nodes, which happens in OSIRIS, as well
as diagnostic and recovery routines. Recovery routines grant
the possibility of recovering the system from a given time
step instead of having to re-compute all the iterations in
case of a failure. The PIC cycle in OSIRIS starts with a
diagnostic routine over the specified parameters to be reported.
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Then, it pushes the particles using the Boris method [10],
[11], and it deposits the current that the particle movement
generates. At this moment, if necessary, the particles and
current in the frontier are exchanged with the node responsible
for that adjacent space. This first exchange of messages makes
a synchronisation point between neighbouring nodes. After
that, a smoothing of the deposited currents is executed with a
specified smooth technique passed by an input parameter. With
those values, it solves the electric and magnetic fields using
the finite-difference solver [11]. This final step is followed by
another synchronisation point where the boundary field values
must also be exchanged with neighbouring nodes.

III. EXPERIMENTAL METHODOLOGY

To compare the most used programming frameworks with
the new ones, we use a barebones version of OSIRIS called
ZPIC. ZPIC is a purely sequential version, and our goal is
to parallelize a 2D version using the de-facto standards in
HPC and the emerging programming platforms. We chose
ZPIC because it is a simpler version (than OSIRIS) and it
will uncomplicate the implementation and testing of the newer
programming platforms OmpSs and GASPI.

We start by describing the machine specifications where
the ZPIC code was run to obtain the results described in
Section IV, then we will describe the test cases used and
with the description of how the evaluation of the different
implemented versions was done.

A. Setup
In order to standardise the results, we use the same gcc

version, the gcc 4.9.4. The OmpSs uses nanos6 and the mer-
curium compiler required (mcc) to compile OmpSs programs.
We used OmpSs-2 release 2019.06 of nanos6 and mcc to
retrieve the results. Also, the mcc compiler is built on top
of the gcc compiler. To run the OmpSs programs, we need to
specify a type of scheduler. We use the naive scheduler, which
follows a last in first out approach.

All executions were obtained using MareNostrum4.
MareNostrum4 is composed of 3456 computing nodes, where
each one has 2 sockets each with an Intel Xeon Platinum
8160 CPU with 24 cores @ 2.10GHz making for a total of
48 cores per node and a total of 165, 888. For the following
graphs, when we use the term node, we are referring to the
MareNostrum node.

B. Test Cases
To evaluate the different parallel versions of ZPIC regarding

correctness and efficiency, we will use two different test cases
that explore different capacities of the ZPIC simulator for a
strong scaling analysis. One is called the Weibel instability
and the other Laser Wakefield Accelerator (LWFA). For a
weak scaling analysis, we used the larger simulation of the
Weibel and LWFA test cases with a change on the grid so
every process would get a grid of 16x16 and reduced the report
so it would be done only once. We also used a test case called
Thermal, using the same grid sizes and report phases as the
other two test cases.

1) Weibel: this test case is composed of a grid size of
512x512 cells, where each has 16 particles uniformly dis-
tributed. It also has two different types of particles, positrons
and electrons. The simulation takes 500 time steps and a report
is done 10 in 10 iterations.

To test strong scaling with a more significant number of
processes in Section IV, we used a larger example. For the
Weibel test case, we increased the number of particles per
cell from 16 to 256 and kept the same grid size and all the
other properties.

2) Laser Wakefield Accelerator (LWFA): this test case has
only one type of particles, electrons, and 8 per cell. The grids
are composed of 2000x256 cells. Additionally, it has a laser
that modifies the initial electric and magnetic fields and uses
a type of smoothing [11] in the x-axis. This test case uses a
moving window on the x-axis, and has 1450 time steps and
the report is done 50 in 50 iterations.

For the larger example, we increased the number of particles
to 16 and the y-axis from 256 cells to 512. The number of
time steps in the larger version was increased to 4000. The
laser, the smoothing and the type of particles were kept the
same.

3) Thermal: this test case is very similar to the Weibel
test case with the same grid size and reporting frequency.
Regarding the number of particles, the Thermal test case has
only electrons, 1024 per cell, and the initial temperature of
these particles is lower with no initial fluid movement. This
test case was created to test the weak scaling of our distributed
program implemented using MPI. This version has a more
stable behaviour throughout all simulation since the movement
of the particles is more similar between all processes.

C. Validation of the Results

We used two different approaches to confirm if the results
of the parallel version were equivalent to the result of the
ZPIC code. First, we compare the last report of the magnetic
field generated by the parallel version with the one generated
by the sequential version performing a difference between
the two files. However, this approach only compared the last
report, so we used a second approach. In the second approach,
we analyse the overall energy of the simulation using all the
reports generated by the given simulation and compare both
versions.

In the first approach, we can see in Figure 2 that the
difference was not 0. This is due to the fact that ZPIC is a
program that performs floating-point operations so, the order
of the sums has an impact on the final grid value. This was the
reason why we cannot produce a parallel version that reduces
the comparison differences to 0. However, we can see that the
difference between the two final reports shown in Figure 2
is very low. To achieve this comparison it is required that
the execution of the parallel version must use the same initial
velocities for the particles.

The second method was to design both energy lines and
check if they were similar to each other. In Figure 3, we can
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Fig. 2: The difference between the last report of the magnetic
field for the Weibel test case between the sequential and a
parallel version.

Fig. 3: The energy of the magnetic field throughout the
simulation for the Weibel test case.

see an example of this method of comparison. In this approach,
the initial velocities of the particles can be different.

IV. IMPLEMENTATION AND RESULTS

In this section, we will start by explaining the different
versions and the respective implementation details for each.
We will begin with the SM paradigm, followed by the MP
and PGAS paradigms and finish with the hybrid versions of
MP+SM. By the end of each subsection, the experimental
results are shown and discussed.

A. Shared Memory

In ZPIC, the stages are not divided, as shown in Sec-
tion II-D. In ZPIC, three of those stages – the interpolation
of the fields, the push of the particles and the deposition of
the current – are done for each particle contrarily to what is
represented in Figure 1. For each particle, the first step is to
interpolate the fields positions where the particle is on. This
does not influence other particles if we consider that they are in
the same iteration. Following that step, the particles are pushed
and that movement creates current, which is deposited into a
current grid. Since the particles may be in the same position
or move to a position where other particles are, it creates a
data race that must be handled to guarantee that the program
is correct. There are other aspects of ZPIC, such as the current
updated with the values of the ghost cells, the smoothing and

the electric and magnetic field updates, which use the current
field values.

The OpenMP and OmpSs frameworks allow for different
approaches. Since OmpSs is focused on tasks with data
dependencies, we decided to use a task-based approach with
OmpSs. For the OpenMP versions, we focus the parallelisation
using the for directive (although it can also use a task-based
strategy in the most recent OpenMP versions). With this, we
intend to compare the task approach against non-task-based
strategies for PIC codes.

1) OpenMP: using OpenMP, we started by parallelising the
different functions. Initially, we created two parallel regions
for each iteration. This approach was the most simplistic one
which allowed us to parallelise the different functions while
avoiding the creation of zones where only one thread could
execute. One of the regions only required the use of the
for directive several times while the other region required to
handle a data race. As mentioned before, during the particle
push, there are data races over the current deposition. To
address this problem, we implemented one version that uses
the atomic directive, simpler to implement but enforcing
some synchronisation between threads due to the mutual
exclusion, and other using the reduction clause on the for
directive. Since there is not a built-in reduction to an array of
structured variables we had to implement a reduction operator
using the OpenMP declare reduction. In the costume reduction
we also specified a function to initialise the reduction. To avoid
the constant memory allocation and deallocation, we allocate a
thread-private array with the size of the current grid, allowing
us to only need to reset the memory of the array to zeros in the
initialiser function. Although the use of the reduction is more
complicated to implement than the atomic version, it does
not impose such a demanding synchronisation between threads
while processing the particles only requiring a synchronisation
after the processing is completed.

Another aspect was that having two parallel regions for
each iteration required a repeated creation and termination
of parallel regions. To avoid this scenario, we changed
our two versions so they only had one parallel construct
call at the beginning of the program. This change required
the addition of several single regions, such as the report
phase. The versions with only one parallel region are called
omp-atomic-1 and omp-reduction-1 while the ones
with two are omp-atomic-2 and omp-reduction-2.

In Figure 4a and Figure 4b, we can see that the reduction
always obtains better results. This difference was expected
since an atomic operation demands mutual exclusion and
thus synchronisation. The reduction version creates different
overheads such as initialisation of the array that each thread
will use and the aggregation of each at the end, which requires
thread synchronisation. Also, the versions using reductions
require more memory, which may be a problem depending on
the number of threads and the memory size of the machine.

Regarding the different number of parallel regions, as we
can see in Figure 4a, changing the number of parallel regions
did not affect the execution times.
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(a) Weibel

(b) LWFA

Fig. 4: The speedups according to the four OpenMP imple-
mentations.

Observing the times of the Weibel experiment (Figure 4a)
we can see that when using the omp-reduction-1 with
two, four and eight threads the speedup is almost ideal getting
an efficiency of 97%, 96%, 95% respectively but dropping to
79% when using sixteen cores and 67% for twenty-four cores.
When looking at the LWFA results in Figure 4b, for the same
version, the efficiency is lower. Using two threads, it has an
efficiency of 86%, with four threads it has 72%, and with eight
threads, it has an efficiency of 56%. When using more cores,
efficiency keeps decreasing.

2) OmpSs: when implementing the first OmpSs versions,
we first used the same approaches that we used for the
OpenMP versions: one version used the atomic directive;
the other used a costume reduction over a set of tasks.
The latter was possible because OmpSs allows performing
reductions over a set of tasks. The name of the versions are
ompss-atomic and ompss-reduction respectively. The
ompss-reduction version required changing the initialiser
function of the reduction that was implemented for the version
in OpenMP. In the initialiser function, we added the allocation
of the array while in the aggregation function it was required to
deallocate every array. This new system requires more memory
management in every time step because OmpSs does not allow
for the creation of thread-private variables, which would allow
to allocate and deallocate this memory only once as it is done
in the OpenMP versions that use reductions.

After that, we proceed to use OmpSs’ primary strategy, the
use of tasks with data dependencies. We used the particle’s
position to create the dependencies over the tasks in the
loop that consumes more time. The data dependencies will

be responsible for handling the data races with the OmpSs
task scheduler being responsible not to let two tasks that
have a dependency between them to be executed at the same
time. This approach does not need any atomic directive nor
reductions.

With this strategy, we implemented three different versions.
For these versions, it is required that the array containing the
particles to be sorted or divided topologically. This guarantees
that for any particle in any given chunk shares the same y-axis
range than the others. To achieve this condition, we used two
different methods. One of the versions uses a sort function,
implemented in the original ZPIC code, to order the particles.
The other two versions, the array of particles was modified to
be divided by rows and so it was not required to do any sort
over the particles during the simulation since the chunks, in
these two versions, are composed by all particles in a row or
in a set of rows.

The first version to handle the data races with data depen-
dencies was the ompss-sort. Since in each iteration each
particle moves, they may no longer be spatially sorted. To
guarantee that the particles are ordered by their grid position,
it is performed a sort after each iteration. Although this sort
creates an extra effort into the simulation, it allows dividing the
array of particles into tasks with the guarantee that all particles
in any given chunk are located spatially between the first and
last particle. The sort also exploits the locality principle where
near positions of the memory accessed in the current grid and
electric and magnetic fields are loaded to cache improving the
cache hit rate, which is a second advantage. The sort is set
as a task so, in this way, a thread in the thread pool can be
executing the sort while the main thread continues to generate
more tasks on the current update and in the advancement of
the electric and magnetic fields.

Still, having to perform a sort at each iteration for a more
extensive set of particles requires a great effort that may not
compensate. With that in consideration, we developed a new
version where we change the particle structure to be a matrix
where each array represents a row. The sort is no longer needed
since we only had to guarantee the order in the y-axis and
with the new structure that can be done at the same time as
the movement of the particles from the ghost cells to their
actual position by moving the particle to the respective array
in the matrix. We called this version ompss-rowdiv since
there is an explicit row division of the particles into different
arrays. This approach can create an unbalance problem since
the workload per row can differ, leaving specific rows with a
more significant percentage of particles.

After implementing these versions, we decided to imple-
ment a version that would follow a task paradigm with depen-
dencies more thoroughly, including the current calculation as
well as the advancing of the electric and magnetic fields. To
accomplish this, we had to make some modifications regarding
the reset of the current between iterations and to include
more dependencies throughout the tasks that were already
created. For example, in the particles advance, we added the
adequate in dependencies of the electric and magnetic fields
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and the in dependencies of the current grid during the electric
field update. The result of this modification is the version
ompss-dependencies.

Since we had a large set of versions, we decided to
evaluate their performances for a given number of cores and
then decide which versions we would do a full analysis.
We ran all versions using eight cores to perform this pre-
analysis. We can see these results in Table I and the speedups
for the versions ompss-atomic and ompss-sort are of
2.51 and 2.77 which gives an efficiency of 31% and 35%
respectively for the test case Weibel. Since their efficiencies
were so low when compared to the other versions, we excluded
the ompss-atomic and ompss-sort versions from the
analysis that follows.

Atomic Reduction Sort Rowdiv Dependencies
Weibel 2.51 6.88 2.77 7.38 5.66
LWFA 2.89 6.15 1.98 6.47 5.49

TABLE I: First analysis over the different OmpSs versions
using eight CPU’s.

Looking for both versions with a row division structure in
Figure 5, we can see that the one with fewer dependencies
between tasks, but with more synchronisation points, the
ompss-rowdiv version, has better results. We think this is
so because in the ompss-dependencies version there is
more pressure on the OmpSs scheduler because it needs to
handle a significant amount of dependencies mainly between
three different arrays and with different types of dependencies
such as in and inout dependencies.

When comparing the other versions implemented with
OmpSs that we included in this further analysis, we can
see that ompss-reduction does not outperform the best
version, which is ompss-rowdiv, but it has better results
when comparing with the ompss-dependencies version
as we can see in Figure 5. Also, the ompss-rowdiv was
the better version that followed an SM programming model.

B. Distributed Memory

In the message passing and distributed shared memory
paradigms, we decided to use a checkerboard decomposition
instead of a column or row decomposition to improve the
scalability of our program. This approach reduces the size of
each message with the increase of the number of processes
p, O(n/

√
p), which does not happen with the column and

row decompositions where the size of the messages is always
O(n), where n is the number of cells that compose the
perimeter. However, the row decomposition and the column
decomposition require fewer messages to be sent between
processes. Moreover, these approaches have a bound on the
number of processes that can be used, defined by the number
of rows or the number of columns depending of the decom-
position used.

1) MPI: in the mpi version, we added a group of functions
to perform the communication, the pre-processing and the
post-processing of the messages to accommodate the new

(a) Weibel

(b) LWFA

Fig. 5: The speedups of the different OmpSs versions.

changes in the PIC cycle. Since we used asynchronous com-
munications, we chose to combine the particles exchange
with the electric and magnetic field exchange. Regarding the
exchange of values in the communication function it is done
in two stages. First, each process trades with is left and right
neighbours. Once this trade is completed, each process trades
with is top and bottom neighbours. With this, it is guaranteed
that the corners go to the correct processes without needing to
exchange directly with them. This strategy allows for simpler
code, which is easier to maintain and reduces the number
of messages per process. However, this approach has the
disadvantage of increasing the messages size since it requires
to send more information to the left and right neighbours so
they can send it again for the top and bottom neighbours.

To be able to reproduce the simulation, it is required to make
every particle use the same initially velocities and positions
that when we ran the sequential version. For the velocities,
it required to make each process reproduce the same random
numbers that the sequential version uses. To do so, we had two
choices. It was possible to make it in a master-slave way where
one process would reproduce those numbers and then send the
respective values for each process, or, to make every process
reproduce that initial setup and each one would retrieve the
values assign to it. We followed the second approach. This
scenario requires that the setup phase to take the same time
as the sequential version so, for all implemented versions, the
time of execution is obtained without taking into account the
setup phase. To make this enforcement optional, in the main
function, it can be specified if the user wants to keep the same
particle velocities or if it does not. This can be done using a
function called set_setup.
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(a) Weibel

(b) LWFA

Fig. 6: The speedups of the MP and SM versions.

To analyse the mpi version, we started by running the
test cases with the same size as in Section IV-A to compare
the performance of the distributed memory with the shared
memory approach. As we can see in Figure 6, the mpi version
is better for the Weibel test case while the ompss-rowdiv
is the version with the best result for the unbalance test case
LWFA overall.

One reason for the low increase in speedup in the mpi
version for the LWFA test case is due to the distribution of the
grid. In our implementation, we use the MPI_Dims function
to get two divisors so we can split the grid. The larger value
divides the axis with the larger number of cells, which in the
LWFA test case is the x-axis with 2000 cells. When using
four processes, the function MPI_Dims returns the value of
2 two times, and so the grid is split into four identical pieces.
This ceases to be the case when we use eight processes. With
eight processes, the MPI_Dims function return the number 4
and the number 2. Since the x-axis is the largest, this axis is
divided in four while the y-axis is split in two (we can see
the split in Figure 7). This division does not maximize the
particle division between processes since, in this example, in
the initial setup, the particles are all ahead of the middle cells
in the x-axis, making four processes start the simulation with
zero particles.

After these analysis, we performed a weak scaling study
of our mpi implementation. This approach passes through
increasing the size of the problem, so each process keeps
the same size independently from the number of processes
that are being used. Although it keeps the effort for each
process similar, it is not exactly the same. One of the reasons

Fig. 7: Topologic division with the initial number of particles
per process for the LWFA test case when using eight processes.

for this is the fact that the report is centralised and the fact
that the simulation properties can change when the grid of
the simulation changes. In this weak scaling analysis, the test
case that changed the least with the increase of the number of
processes was the Thermal test case has expected since this
test case was the one with more controlled behaviour. Still,
from 128 to 256 nodes, the increase cannot be explained only
by the report and the reason behind that increase is yet to be
explained. These results are represented in Figure 8.

2) GASPI: as mentioned in Section II, GASPI, follows
a PGAS programming model, which is a distributed shared
memory paradigm. We implemented two different versions.
The first one is similar to the mpi version, which keeps the
same communication model and makes use of some extra
arrays to perform the exchange between processes. The second
implementation kept the same communication model that the
mpi version had, but when trading the electric and magnetic
field, some modifications were made. When exchanging the
electric and magnetic field with the bottom and top neighbours
which in this GASPI version was done directly to the respec-
tive grids and so make it as it was shared memory between
those processes. This allows us to not process to auxiliary
arrays when sending or receiving from those neighbours. It
is only possible because, in this exchange, it only needs to
assign the frontier values to the respective ghost cells and
these positions are aligned in the array. This is not the case
when trading with the left and right neighbours nor is the case
of the exchange of the current where is required to add the
current values of the ghost cells with the values that are in

Fig. 8: Weak-scalability analysis with x-axis being the number
of nodes which go from 8 nodes (384 processes) to 256 nodes
(12, 288 processes).
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Fig. 9: The speedups of the Weibel test case using GASPI and
MPI versions.

those positions at the time of the exchange.
The report function in this version required a handshake

protocol. First, we tried to send one row at a time, but we
faced some adversities that we could not get through during the
development of these versions. So in the two implementations
using GASPI, the process with rank 0 sends a notify message
for a process and then waits for that process to send the
values of the magnetic field to be reported. When the process
0 finishes, it sends a notification for the following process and
so on.

In Figure 9, we can see that the results for both GASPI ver-
sions were almost identical to the mpi version. The execution
time did not include the setup phase of any implementation.

C. Hybrid Versions

For the hybrid versions, we will use the mpi version from
Section IV-B, and we will use the two SM frameworks covered
in Section IV-A. One reason to not use GASPI to create an
hybrid version with OpenMP and OmpSs was due to only
having an initial version of GASPI and also because during
development we could not test an hybrid version implemented
with GASPI.

Based on Figure 4a and Figure 5, we select the reduction
version in OpenMP to be part of an hybrid version. We also
selected the best version using the SM paradigm, which was
the ompss-rowdiv. We will compare these two versions
with the pure MPI approach for the larger test cases. Although
the ompss-dependencies version would have made an
interesting comparison, due to the lack of efficiency, it was
decided to not test that version in an hybrid scenario.

The hybrid versions were developed in a modular fashion
having a strict separation between the simulation itself and the
communication phases. This allowed us to port the versions
that use the SM paradigm more comfortably. However, the
file containing the communication functions needed to be
parallelised. For both OpenMP and OmpSs frameworks, this
parallelisation was done by dividing the effort of copying from
the structures the information to be sent to the arrays used
for transferring the data and the other way around. There
are other alternatives to this approach, such as dividing the
communications themselves between the threads or tasks. We
leave that analysis for future work.

(a) Weibel

(b) LWFA

Fig. 10: Efficiency analysis from the Weibel test case with
x-axis being the number of nodes which go from 1 node (48
processes) to 16 nodes (768 processes).

In Figure 10a, we can see the efficiency when going from
one node to sixteen nodes. We were expecting for both hybrid
versions to keep a higher efficiency when increasing the
number of nodes which was the case for the version using
OpenMP. We expected that the OmpSs version would perform
better than MPI, but this was not the case for the Weibel
test case. A reason behind the lower improvement may be
due to the strategy used to parallelise the communication
functions. Instead of using tasks to copy information in and
out of buffers, a strategy using data dependencies between
communication calls can prove to be more suitable.

Regarding the LWFA test case, shown in Figure 10b, we
can see that the better version was also an hybrid version,
but this time, it was the version using OmpSs. For this test
case the mpi-omp-reduction kept using four threads per
process while mpi-ompss-rowdiv used sixteen threads per
process.

V. CONCLUSIONS

The plasma simulation problem is not easy to solve. The
increase in the number of particles is correlated to the increase
in the computational power needed to perform the plasma
simulation. To have a scalable program that can handle simu-
lations with more particles and larger spaces, the application
must be efficient. It is also essential to take advantage of the
hardware whenever possible and to use an MP paradigm when
two processes share the same physical memory creates unnec-
essary communication overhead. However, programs using an
SM paradigm have scalability constraints since the number
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of processors that can be inside a node is limited. So, to
have the best of both paradigms, the approach chosen is a
hybrid programming model where the MP paradigm is used
between different nodes and inside each node is used the SM
paradigm. In this thesis, we also did an introduction to the
PGAS paradigm with some initial versions implemented using
GASPI.

In this dissertation, we started by comparing two frame-
works in the SM paradigm, where we applied and analysed
different strategies. After seeing the results, we can conclude
that the task-based version with light dependencies was the
one achieving better results for the SM paradigm. However,
it required changing the structure of the particles in the ZPIC
code in such a way that the usage of dependencies was more
efficient and easier to use.

For the Weibel test case, the results showed that the MP
paradigm always outperformed the SM paradigm. However,
for the LWFA test case, this is not always the case where
we can see that using the SM paradigm performs better
sometimes. When using more than one single node, we could
see that a hybrid version is always better than using a pure
MPI version.

Regarding the PGAS paradigm, we only made an initial
set of versions that we used to compare the results to access
the potential of this approach. The results were interesting, and
with some improvements to the versions already implemented,
such as on the report phase, it may reveal to be an excellent
alternative to the de-facto standard, MPI.

A. Future Work

For future work, we propose not only to complete the
remaining report options as also the study of a better strategy
of reporting since the one implemented was a centralised one
where all processes send their values for the master process.

Regarding GASPI, we left for future work the implemen-
tation of GASPI versions that expand the PGAS paradigm
further, to test it with hybrid versions and also experiment
different hybrid parallelisation strategies.

For the SM paradigm, we propose the implementation of
versions using accelerators, such as graphic processing units
(GPU) to take advantage of heterogeneous machines.
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João Barreto for their advice and support during all phases
of this dissertation. I also would like to thank Professor
Ricardo Fonseca for his insight and knowledge on the subject
of plasma simulations. And to the EPEEC team, we thank
them for their help on the different frameworks and also for
the MareNostrum access. This work has been supported by
EU H2020 FET-HPC project EPEEC, contract #801051

REFERENCES

[1] J. Shalf, S. Dosanjh, and J. Morrison, “Exascale computing technology
challenges,” in Proceedings of the 9th International Conference on High
Performance Computing for Computational Science, ser. VECPAR’10.
Berlin, Heidelberg: Springer-Verlag, 2011, pp. 1–25.

[2] W. Gropp, E. Lusk, N. Doss, and A. Skjellum, “High-performance,
portable implementation of the MPI Message Passing Interface Stan-
dard,” Parallel Computing, vol. 22, no. 6, pp. 789–828, September 1996.

[3] L. Dagum and R. Menon, “OpenMP: An industry-standard API for
shared-memory programming,” IEEE Comput. Sci. Eng., vol. 5, no. 1,
pp. 46–55, Jan. 1998.

[4] P. Balaji, A. Chan, W. Gropp, R. Thakur, and E. Lusk, “The importance
of non-data-communication overheads in MPI,” The International Jour-
nal of High Performance Computing Applications, vol. 24, no. 1, pp.
5–15, 2010.

[5] J. M. Bull, “Measuring synchronisation and scheduling overheads in
OpenMP,” in In Proceedings of First European Workshop on OpenMP,
1999, pp. 99–105.
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