
A sequential approach in forecasting the S&P500 index:

Combining Genetic Algorithm and Random Forests

Ivo Pires
ivo.pires@tecnico.ulisboa.pt
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Abstract

Stock Market due to its noisy, non-stationary, and deterministically chaotic features, gained a lot of
Machine Learning (ML) community attention. In this thesis we propose to investigate the predictability
of the S&P500 index by developing an expert system. Based on the forecasted behaviour, we aim
at establishing a profitable trading strategy, achieving daily profits with low risk associated. The
suggested system uses a novel approach based on the ensemble of a feature selection method, a Genetic
Algorithm (GA), with a Machine Learning (ML) algorithm, more precisely, a Random Forest (RAF)
learner. This system uses daily prices and volume together with an user’s specific set of technical
indicators as input.

Firstly, a GA approach will be used to select the technical indicators’ computation parameters
and to elect from the initial group of technical indicators those which will retrieve useful information
from historical stock data, thus reducing the number of features but still preserving the stock data’s
fundamentals. Then, through the usage of the selected technical indicators coupled with the daily stock
information, a RAF learner will try to emit a forecast of the market’s behaviour, which will be evaluated
so that the trader can endorse a wise market position.

At last an evaluation is carried to understand if the objectives we set ourselves can be fulfilled.
The proposed approach is tested with daily data from five financial markets with different inherent
characteristics, from the 27th of April of 2016 until the 15th of March of 2018.

Keywords: Stock Market Forecast, Learning algorithm, Ensemble learning, Efficient Market
Hypothesis, Genetic Algorithm, Random Forests

1. Introduction

Due to the high amount of money flow that is
involved around the Stock Market, it has stood out
to all sorts of investors, ranging from individual in-
vestors to more established ones, such as trading
companies and banks. Hence, making the stock
market a hot topic among researchers in Finan-
cial Engineering. In the manner that Financial
Engineering recurres on the use of mathematical
techniques to solve financial problems, this sub-
ject of study has seen its scope of research largely
spread due to the ever evolving computer technol-
ogy (Lyuu, 2001).

When studying the financial market, determining
the crucial moments to invest or sell an investor’s
holdings is crucial to achieve a profitable strategy, in
order to meet the financial demands of an investor.
Predicting the direction or trend of the Stock Mar-
ket has always been a challenge, due to the great
amount of external influences as macro-economical
factors, like political and general economic condi-

tions, movement of other stock markets and traders’
expectations, making it a highly complex, evolu-
tionary and non-linear dynamic system.

Stock Market’s prediction has been one of the
more active themes of research from the au-
tonomous learning system’s community over the
last years. Recently, the number of researchers,
among both academic and industry profession-
als, interested in efficiently analyse the market in-
creased. This trend has been observed due to the
high amount of achievable returns on a very short
time basis.

The main goal is to produce Artificial Intelligence
(AI) models with the desire of constructing sys-
tems capable of autonomously trading stocks, while
recognising different investment opportunities, with
a higher level of confidence of achieving profitable
returns than human investors. Ensemble prediction
systems is a modern technique used nowadays to
develop forecasting systems, where base learning al-
gorithms are gathered together, enhancing the pre-
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diction accuracy, which, in turn, when accompanied
by precise sell/buy signals, yields high profits. Such
systems exploit historical evidences on the market’s
behaviour and seek to output a strong signal, which
indicates the foreseen trend.

Notwithstanding, according to the Efficient Mar-
ket Hypothesis (EMH) (Fama, 1970) the market has
a random walk, that makes it impossible to predict
its behaviour. However, there were some researches
that tried to abjure the EMH, showing that in fact
it is possible to predict the future behaviour of the
market (Patel et al., 2015). As a matter of fact, if
researchers achieve a probability of predicting the
market’s trend a little over fifty percent, which is a
very good accuracy, they may have an increase on
the expected return on investment made (Gorgulho
et al., 2011).

1.1. Motivation
Since our work fits on the Machine Learning (ML)

realm, the challenge of correctly identifying price
patterns in financial markets, due to its noisy, non-
stationary, and deterministically chaotic features,
in an efficient process is, also, a compelling moti-
vation that pushes the work to make a difference
relatively to past studies.

An extra motivation for this work follows from
the usage of a novel strategy from assembling two
algorithms, the Genetic Algorithm (GA) and the
Random Forest (RAF), in order to detect prof-
itable trading points. By using the GA as the fore-
most step into our system one can assess its effec-
tiveness to discover the features that convoy more
useful information for the RAF, improving its per-
formance and prediction potential, revamping the
learner ability to generalize the patterns found on
the fast changing world of stock markets.

1.2. Proposed Solution
In this work, we will focus on the creation of

a novel sequential approach to an adaptable pre-
diction system. The system will be based on two
learning algorithms that will be grouped together,
the first algorithm used on the chain will be the Ge-
netic Algorithm (GA) and the second, that by itself
is already an ensemble of decision trees, is the Ran-
dom Forest (RAF) which, in the end, will output
the forecast.

A simple technical analysis will be employed to
forecast the movement of the stock market. Strate-
gies based on the use of technical analysis usually
embody a set of technical indicators, which, by
themselves, try to give a future perspective of the
market to be analysed (Pinto et al., 2015).

1.3. Work Contributions
The main contributions of this work are:

– The ability to formulate a financial market’s

prediction problem through the use of a binary
classifier.

– The combination of a GA to perform data di-
mensionality reduction and parameter optimi-
sation with the RAF algorithm to identify best
trading points in the stock market.

– The use of fitness functions to evaluate the per-
formance of GA’s individuals that take into
consideration not only the solution’s accuracy,
but also the returns obtained, the daily profit
and risk from the investment and the number
of days spent with capital invested.

– A framework capable of estimating the perfor-
mance of a binary classifier given the solution
for the proposed problem formulation.

1.4. S&P500 Index
The Standard & Poor’s 500 index, also known as

S&P500, is an index that measures the value of the
500 largest, by market capitalization, corporations’
stocks. This index is a leading indicator of United
States’ capitals and seen as a benchmark for the
U.S. stock market.

The time series used for this work is built from
sampling the index at a daily rate since 02/01/2008.
Although there are usually two different closing
prices, the Close Price and the Adjusted Close
Price, which is a stock’s closing price amended to
include a combination of multiple factors that will
influence the overall evaluation of the stock, the lat-
ter is preferred, from an analyst point of view, and
will be used to formulate the problem.

1.5. Market Analysis
When it comes to evaluate stocks, and make

investment decisions there are two quite different
methods in which stock investors rely on: funda-
mental analysis (Murphy, 1999) and technical anal-
ysis (Murphy, 1999).

In fundamental analysis, the investors look at the
fundamental value of each company using its finan-
cial statements, as the income statement, the bal-
ance sheet and the competition, this are only a few
of the various statistics, this data is difficult to col-
lect and sometimes delayed in time. On the other
hand, the technical analysis raises its predictions
on the study of stock markets technical indicators
that are built on stock prices or volumes time-series,
which makes it more accurate, on time, and easy to
obtain (Pinto et al., 2015).

In Figure 1 there is an example of S&P500 index
with the Moving Average Convergence/Divergence
(MACD) indicator plotted at the bottom, which is
one of the many indicators used in this work to
gather helpful information about the ongoing mar-
ket trend.
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Figure 1: MACD application

2. Related Work

In this chapter, there will be a literature review
about the state-of-the-art on prevision works re-
lated with Financial Markets, GA, RAF and feature
selection techniques. Providing some insight on the
works perfomed regarding the financial market.

2.1. Works on Genetic Algorithm (GA)

M.E. ElAlami (ElAlami, 2009) proposed a feature
selection algorithm, based on Genetic Algorithm
(GA), which aims at optimising the output classes
of an Artificial Neural Network (ANN). As the
ANN is trained, in a given training set, weights are
assigned to both input-hidden and hidden-output
layers, then to each output node is designated a
function that correlates the input with the ex-
tracted weights.

The proposed goal was achieved through the
maximization of the output functions of each of the
classes, using the GA to find the optimal values for
the input features. In the end, the overall relevant
features for a given dataset, are the assemble of each
subset of relevant features of the output functions.

A novel genetic algorithm model was proposed by
Kyung-Shik Shin and Yong-Joo Lee (Shin and Lee,
2002) which has focus in the prediction of corpo-
rate failure using financial information. Although,
many Neural Network systems have been proven
efficient in predicting companies’ bankruptcy, there
exists major disadvantages of building and using
this model. First, due to the fact of existing several
network architectures, learning methods and pa-
rameters, makes the task of choosing even tougher.
Secondly, neural networks are inherent in a charac-
teristic, which is often called as “black box”, where
the final user can not readily comprehend the rules
that were issued by the final NN model. There-
fore, the authors decided to propose a Genetic Al-
gorithm approach which can be applied to forecast
the company failure, while producing rules easily
understood by users.

The key difference in the authors solution in ex-

tracting bankruptcy rules, is the usage of GAs to
attain upper or lower variables’ thresholds which
will rule the financial health of the company. By
using this approach, the main goal is to express a
rule which will yield the highest hit ratio if the for-
mer thresholds are exceeded across the company.

Although the proposed solution can attain
promising results, showing that the usage of GAs
is indeed effective extracting rules, thanks to their
ability to learn non-linear relationships among
the system’s input variables, for the forecast of
bankruptcy. It has a foremost drawback since the
model only produces predictions when all the rules
are fired, while on the other hand, the NN makes
predictions on every case, except when the predic-
tions are confined.

2.2. Works on Random Forest (RAF)
Manish Kumar and M. Thenmozhi (Kumar and

Thenmozhi, 2006), made an extensive study on
prediction algorithms aimed at examining the pre-
dictability of the direction/behaviour of a market
index, S&P CNX NIFTY Market Index of the Na-
tional Stock Exchange. After an empirical evalu-
ation based on out-of-sample data, the authors of
the paper concluded that the Support Vector Ma-
chine and the Random Forest outperformed the re-
maining models, Neural Network, Logit Model and
Discriminant Analysis, achieving a higher hit ratio
in one-period ahead forecast of the NIFTY Index
financial series. Due to the ability of the SVM to
minimize the generalization error, by implement-
ing the structural risk minimisation principle rather
than the training error, its performance augments
compared to both the Random Forest and Neural
Network, which make use of the empirical risk min-
imisation principle.

In “Automated trading with performance
weighted random forests” (Booth et al., 2014),
Ash Booth, Enrico Gerding and Frank McGroarty
proposed a novel automated trading expert system,
based on performance weighted ensembles of Ran-
dom Forests, which aims at predicting the price
return over seasonal events, as turn-of-the-month,
exchange holiday and weekend effect. This solution
empowers a three-layer model, each of the layers
has a very distinct function. In the first layer a
regression random forest is generated every d days
on a moving window of training data to form an
ensemble that will predict the return of an invest-
ment made on a seasonality trade. Afterwards,
the experts’ outputs are merged together using
an exponential weighting algorithm to produce
useful trading signals before passing to the final
layer. In the final layer, the risk management
layer, the decisions made previously are analysed,
eliminating weak signals, and a new technique,
called maximum drawdown, is used in order to
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liquidate positions in stocks which are difficult to
predict.

When compared against other models, as equal-
weighted random forests, simple random forests,
buy-and-hold strategy and a näıve seasonality strat-
egy, both weighted models of random forests out-
perform any of the other models.

3. Proposed Architecture
The objective of this work is to build a classifier

to predict the market’s time series variations, in this
work the S&P500 index will be the main subject of
interest, using a user specific set of technical indica-
tors (which application of the MACD can be found
over the Figure 1) and raw financial data as input
features.

3.1. Architecture Description
A diagram representing the overall architecture of

the proposed solution is presented in the Figure 2.
From the Financial Data time series, in this case

the series representing the S&P500 index, a Trend
feature is computed and coupled with raw finan-
cial data, which resulting dataset is then processed
by the Data Preparation module. From the Data
Preparation module, after being selected an opti-
mised set of technical indicators by the GA, their
values will be coupled with the remaining dataset
(composed by the raw financial information and fea-
ture trend), a final dataset is yield to train a Ran-
dom Forest (RAF) classifier and assess its perfor-
mance. After the training process, the best per-
former of the GA’s population is used by the Stock
Exchange module to perform a market investment
simulation, in order to assess its financial rewards.

3.2. Trend Analysis Module
In this module two important computations are

performed:

– Market’s Trend Analysis - Through sim-
ple comparisons of the market’s price signal
with a trend following technical indicator one
can assess the market’s ongoing trend. This
trend can be classified into three different cat-
egories: downtrend (-1.0), sideways (0.0) or up-
trend (1.0). Which value will be assigned to a
new feature.

– Label Creation - When using supervised
learning algorithms, it is important to formu-
late a set of targets/labels for the analysed
dataset so that a learner can assemble a model
between the data’s features and labels, by iden-
tifying common patterns between the occur-
rences. To forecast the behaviour of the stud-
ied market, one has to create a set of labels
that could disclose the notion of market move-
ment into the system. In its simplest form, the

market’s movement can be regarded as having
a positive or negative action, depending on the
stock’s closing price of the current day (closet)
in comparison with the previous day’s closing
price (closet−1). Accordingly it can be consid-
ered to follow a probability of binomial distri-
bution, i.e., label ∈ {0, 1}, where 1 represents
a positive variation of the price’s signal and 0
represents a negative variation of the market’s
price, and the equation that represents this as-
signment can be defined as in Equation 1.

label =

{
1 if closet−closet−1

closet−1
≥ 0

0 if closet−closet−1

closet−1
< 0

(1)

3.3. Data Preparation Module
This module is not only responsible for the com-

putation of selected technical indicators, which will
aid the system to better perceive the market’s be-
haviour, but is also responsible by reducing the
number of features that will be processed by the
learning algorithm, reducing potential redundant,
irrelevant and noisy features, for the sake of en-
hancing the forecast’s accuracy, we opted to use a
Genetic Algorithm (GA), whose efficiency was pre-
viously proven in the works developed by (Sikora
and Piramuthu, 2007), (Kim and Han, 2000) and
(Tsai and Hsiao, 2010).

As perceived, the use of the GA is of key impor-
tance for the optimisation of the developed trad-
ing system, since it tries to undertake two possible
problems:

– Best features to be used by the ML algorithm -
also known, as feature selection, that tries to se-
lect the best N features that will be used by the
algorithm to boost the learner’s performance.

– Best technical indicator’s parameters - as dif-
ferent indicators can have multiple parame-
ters to be optimised, multiple possible solu-
tions have to be tested, therefore the GA tries
to solve this problem by finding the individual
that outperforms the general population.

In its basis, the genetic algorithm is an evolution-
ary algorithm that tries to find an optimal solution
from a vast search space. This search space has the
name of population and each solution within has
the name of individual/chromosome (which size is
determined by the number of indicators specified by
the user in the Configuration Parameters module,
as seen in the Figure 2), through extended com-
parisons of individual’s fitness values (that repre-
sents how well the solution performed) the algo-
rithm tends to converge to a solution which has the
best performance from the collective.
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Figure 2: Diagrammatic representation of the
layered work of the autonomous trading system

3.3.1 Chromosome Representation

The chromosome structure used by the GA has
to take in consideration the problem in hands, since
each represent a possible solution. Having that said,
in this work we decided to choose a chromosome
structure, as can be found on the Figure 3, where
each gene is represented as an integer randomly ex-
tracted between 2 and 100.

TI p2TI p1 TI p3 TIp1 TIp1 TIp2 TI1presence TI2presence TI3presence

Indicators Parameters Indicators Presence

Chromossome Split

Figure 3: Chromosome Representation

The chosen representation can portray useful in-
formation to the problem in hands, since it can
handle the two problems stated in the Section 3.3.
Thus, a gene that belongs to the first split of the
chromosome determines the computation of a tech-
nical indicator (considering these values will be used
as technical indicator’s parameters), while a gene on
the second split of the individual dictates its pres-
ence.

3.4. Random Forest Module

A Random Forest is depicted as being an agglom-
erate of tree predictors such that each tree sprouts
from a random vector sampled independently. The
generalization error depends on the strength of each
of the base learners and the correlation between
them (Breiman, 2001). In the light of this fact, the
randomly generated trees are grown to their full
extent with the aim of keeping full prediction accu-

racy of each decision tree, whilst inducing diversity
among them.

The RAF module, depending on the point of ex-
ecution of the system, can operate in one of two
modes when it receives the preprocessed data from
the data preparation module, as can be stated by
the diagram that represents its performance, in the
Figure 4:

– When the GA is still in its converging phase,
which means that the best solution for the
problem was not found yet, this module is re-
sponsible to yield the fitness value of an indi-
vidual.

– On the other hand, when the GA ends its ex-
ecution, reaching the termination criteria, this
module is responsible to yield the prediction
obtained, which will then be used by the stock
exchange module to make profitable trading
decisions.

3.5. Stock Exchange Module
The stock exchange module is responsible for sim-

ulating the trading experience in a real world mar-
ket environment, which receives as input the trad-
ing signal outputted by the random forest module
and acting in the market accordingly. The forecast
of the market could take the values within {0, 1},
as was mentioned in the Section 3.2, from which is
created a trading signal (by taking the difference
between each prediction) and, then, transformed it
into investment actions by the implemented stock
exchange module.

– A value of 1 represents a buy signal.

– A value of -1 represents a sell signal.
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Figure 4: Diagrammatic representation of the
performance of RAF module

– A value of 0 represents a hold signal. Thus,
all positions held by the trading system must
remain the same.

4. Evaluation
In this chapter the proposed system is bench-

marked against the Buy and Hold (B&H) strategy
in a diverse number of tests, four different finan-
cial markets (namely, Amazon, Apple, AT&T and
Coca-Cola stocks) belonging to distinct sectors of
the S&P500 index, and the index itself. The dif-
ferent tests are conducted on the period from the
27th of April of 2016 to the 15th of March of 2018,
encompassing 473 trading days.

Two execution scenarios are proposed, one where
the full system (i.e, the system as seen on the Fig-
ure 2) is used to assess its global performance and
another where the GA module (which description is
found over the Section 3.3) is taken to conclude its
impact in the performance of the developed trad-
ing system. Lastly, was gauged the importance of
the Market’s Trend Analysis feature, which expla-
nation can be found on the Section 3.2. The differ-
ent scenarios were evaluated using economical met-
rics as Rate of Return (ROR), Rate of Return per
day (ROR/day) (which measures the rate of return
per investing day), Maximum Drawdown (MDD)
(which measures the risk associated with the strat-
egy employed), Risk Return Ratio (RRR) (which is
a ratio between ROR and MDD) and Mean of the
Daily Profit (MDP).

4.1. Case Study I - Performance of the Whole Sys-
tem

The first set of experiments were performed
to analyse the quality of the investments made
when different fitness functions, proposed previ-
ously, were used. All of the averaged results on
the test data of the aforementioned financial mar-
kets per fitness function are presented in Table 1,
coupled with the results of the B&H strategy for
comparison.

Analysing the results obtained, the following ob-
servations can be made:

– In the S&P500 index, the Risk Return Ratio

Table 1: Results of the full system using different
fitness functions

B&H Accuracy ROR/day MDP RRR
S&P500
Transactions 2 20 16 20 24
ROR (%) 30.492 26.349 23.098 25.300 35.026
ROR/day (%) 0.064 0.056 0.049 0.054 0.074
MDD (%) 9.983 9.958 10.960 9.101 7.229
RRR (%) 3.054 2.646 2.107 2.780 4.845
MDP (%) 0.058 0.051 0.047 0.049 0.065
Apple
Transactions 2 55 64 36 70
ROR (%) 87.334 15.122 20.764 8.568 25.067
ROR/day (%) 0.185 0.032 0.042 0.018 0.052
MDD (%) 13.298 20.928 13.610 21.716 12.783
RRR (%) 6.567 0.723 1.526 0.395 1.961
MDP (%) 0.140 0.036 0.042 0.025 0.053
Amazon
Transactions 2 43 31 34 37
ROR (%) 158.690 -34.280 -27.058 -30.837 -14.298
ROR/day (%) 0.335 -0.072 -0.057 -0.063 -0.030
MDD (%) 14.600 38.322 39.864 44.151 39.315
RRR (%) 10.869 -0.898 -0.666 -0.626 -0.347
MDP (%) 0.210 -0.075 -0.055 -0.069 -0.023
AT&T
Transactions 2 16 65 41 84
ROR (%) 4.058 13.214 11.047 -0.874 15.689
ROR/day (%) 0.009 0.037 0.023 -0.003 0.032
MDD (%) 19.582 14.241 25.482 17.189 11.354
RRR (%) 0.207 0.928 0.434 -0.051 1.382
MDP (%) 0.014 0.030 0.027 0.002 0.038
Coca-Cola
Transactions 2 41 107 66 9
ROR (%) 4.578 5.218 5.471 3.066 10.740
ROR/day (%) 0.010 0.011 0.011 0.006 0.022
MDD (%) 10.983 21.193 16.410 16.064 13.159
RRR (%) 0.417 0.246 0.333 0.191 0.816
MDP (%) 0.012 0.014 0.016 0.009 0.024

(RRR) fitness function is the best performing
fitness function and is the only one that allows
the system to outperform the B&H strategy
in this financial market. All of the other fit-
ness functions achieved lower returns, returns
by day invested in the market, risk return ra-
tios and present strategies with more risk on
the investment made (higher MDD). On the
other hand, the Accuracy fitness function got
a closer result to the Buy and Hold strategy on
all the proposed criteria, with less risk associ-
ated.

– In the Apple stocks, none of the strategies yield
allowed the trading system to outperform the
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Buy and Hold strategy.

– The Amazon stocks is the only market where
the benchmark strategy, the B&H strategy,
outperforms the implemented trading system,
despite the use of the various fitness functions.

– In both, the AT&T and Coca-Cola stocks, al-
most all the fitness functions allow the system
to outperform the B&H strategy, with the ex-
ception to MDP fitness function.

In the Figure 5 it is presented the evolution of
the returns obtained by the Buy and Hold strategy
and average returns obtained by the trading system
with the different fitness functions in the S&P500
index during the testing period. When analysing
the B&H strategy one can observe that initially the
ROR has a negative value which is justified by a
short downtrend suffered by the index, which was
quickly recovered as can be seen by overall positive
evolution of the ROR line of the aforementioned
strategy.
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Figure 5: Returns obtained by the system with
the different fitness functions and the B&H in the

S&P500 index

4.2. Case Study II - Influence of the Genetic Algo-
rithm Module

Having established the overall performance of the
trading system developed, in the case study pre-
sented below the importance of the Genetic Algo-
rithm (GA) and its impact on the performance of
the system is tested and analysed.

The system without the GA module, which is re-
sponsible to select the parameters for the compu-
tation of technical analysis indicators and for di-
mensionality reduction of the training data, inputs
to the Random Forest (RAF) module all the fea-
tures without any pre-processing. In the Table 2
the results of the system without the GA module
are presented with the B&H results for benchmark.

Analysing the results obtained, the following ob-
servations can be made:

Table 2: Results of the system without the GA
module using different fitness functions

B&H Accuracy ROR/day
Mean Daily

Profit
RRR

S&P500
Transactions 2 21 17 19 22
ROR (%) 30.492 21.182 24.685 21.011 22.090
ROR/day (%) 0.064 0.044 0.052 0.044 0.046
MDD (%) 9.983 12.476 9.026 9.427 9.258
RRR (%) 3.054 2.265 2.727 2.233 2.394
MDP (%) 0.058 0.040 0.048 0.041 0.043
Apple
Transactions 2 36 14 15 18
ROR (%) 87.334 40.203 56.615 55.785 46.964
ROR/day (%) 0.185 0.084 0.118 0.116 0.098
MDD (%) 13.298 18.464 15.997 16.657 19.959
RRR (%) 6.567 2.538 3.985 3.770 2.718
MDP (%) 0.140 0.075 0.100 0.098 0.087
Amazon
Transactions 2 38 10 11 11
ROR (%) 158.690 -18.856 -51.329 -46.765 -50.630
ROR/day (%) 0.335 -0.039 -0.112 -0.108 -0.107
MDD (%) 14.600 38.295 52.838 49.286 52.938
RRR (%) 10.869 -0.489 -0.967 -0.944 -0.855
MDP (%) 0.210 -0.032 -0.136 -0.118 -0.132
AT&T
Transactions 2 20 2 10 10
ROR (%) 4.06 11.652 4.693 0.909 -0.873
ROR/day (%) 0.01 0.033 0.010 0.002 -0.002
MDD (%) 19.58 17.316 19.584 21.216 22.170
RRR (%) 0.21 0.673 0.240 0.086 0.016
MDP (%) 0.01 0.028 0.015 0.007 0.003
Coca-Cola
Transactions 2 51 33 46 35
ROR (%) 4.578 0.066 5.410 9.104 7.983
ROR/day (%) 0.010 0.000 0.011 0.019 0.017
MDD (%) 10.983 14.520 9.353 10.213 10.229
RRR (%) 0.417 0.030 0.578 0.891 0.780
MDP (%) 0.012 0.001 0.012 0.019 0.017

– The system without the GA module has worse
returns (lower ROR) in almost all the markets
compared to the Buy and Hold strategy, except
on the AT&T and Coca-Cola stocks, where
some fitness functions achieved more profitable
strategies. Which when compared with the
results achieved while using the full system
(which can be found on the Table 1), where
in most of the tested markets (depending on
the fitness function), the tests’ results obtained
are more satisfyingly, since the full trading sys-
tem could beat the Buy and Hold strategy and
achieve profitable investments in most of the
tested financial markets.

– When investing in the Apple stock, the sys-
tem without the GA module performed consid-
erably better than the trading system tested
with the GA, showing that on a financial
market as Apple, which is characterized, on
the testing period, to be more volatile than
the S&P500, performing less transactions (i.e.,
holding longer the investing positions adopted)
could become more profitable. Despite not
beating the benchmark strategy, the results
obtained from the experiments conducted on
the system without the GA module were much
more consistent (i.e., have less variation on the
results achieved by the different fitness func-
tions).
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– In the AT&T and Coca-Cola stocks, the sys-
tem without the GA module performs worse in
most of the fitness functions, obtaining lower
scores in the criteria responsible to judge the
returns obtained from the investment made. In
regards to this results, there is one fitness func-
tion, the Mean Daily Profit, on both stocks
where the system without the GA slightly ex-
ceeds the results obtained from the system with
the module.

Having this in mind, one can conclude that the
performance of the prediction system is consider-
ably impacted by the presence of the Genetic Al-
gorithm, achieving investment strategies that are
overall more profitable throughout the experiments
conducted.

In the Figure 6 it is presented the evolution of the
returns obtained by the Buy and Hold strategy and
the average of the returns obtained by the trading
system with all the fitness functions in the S&P500
index, during the period of test presented previ-
ously. As can be stated and as mentioned above, on
S&P500 market the system without the GA module
gets outperformed by the system with the aforemen-
tioned module (which results can be found over the
Figure 5.
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Figure 6: Returns obtained by the system without
the GA module with the different fitness functions

and the B&H in the S&P500 index

4.3. Case Study III - Influence of the Market Trend
Feature

After the tests performed previously, we assessed
the performance of the trading system without a
feature composed to understand the ongoing trend
on the financial market. In order to understand its
importance,similar tests were conducted, to create
a comparison term between the different case stud-
ies. In the Table 3 can be found the results of the
trading system without the trend feature, coupled
with the Buy and Hold results for comparison.

Analysing the results obtained, the following con-
clusion can be taken:

Table 3: esults of the system without the Trend
feature using different fitness functions

B&H Accuracy ROR/day
Mean Daily

Profit
RRR

S&P500
Transactions 2 19 38 59 12
ROR (%) 30.492 19.197 21.522 17.176 15.377
ROR/day (%) 0.064 0.041 0.045 0.037 0.032
MDD (%) 9.983 8.939 11.037 9.149 11.029
RRR (%) 3.054 2.028 1.950 1.877 1.394
MDP (%) 0.058 0.038 0.043 0.035 0.032
Apple
Transactions 2 61 62 37 54
ROR (%) 87.334 -0.020 6.148 6.256 16.918
ROR/day (%) 0.185 0.001 0.012 0.014 0.034
MDD (%) 13.298 28.931 19.719 30.529 20.372
RRR (%) 20.372 0.060 0.312 0.259 0.830
MDP (%) 0.140 0.004 0.020 0.019 0.039
Amazon
Transactions 2 27 49 24 36
ROR (%) 158.690 -23.399 -0.877 -41.218 -25.114
ROR/day (%) 0.335 -0.049 -0.002 -0.100 -0.052
MDD (%) 14.600 39.484 39.234 46.338 42.125
RRR (%) 10.869 -0.555 -0.022 -0.886 -0.582
MDP (%) 0.210 -0.047 0.010 -0.098 -0.049
AT&T
Transactions 2 19 73 36 58
ROR (%) 4.058 3.345 -6.136 -12.088 2.076
ROR/day (%) 0.009 -0.005 -0.013 -0.021 0.017
MDD (%) 19.582 19.444 28.380 25.352 12.631
RRR (%) 0.207 0.864 -0.142 -0.310 0.164
MDP (%) 0.014 0.007 -0.009 -0.024 0.006
Coca-Cola
Transactions 2 104 90 68 80
ROR (%) 4.578 -4.796 -2.493 0.425 0.138
ROR/day (%) 0.010 -0.010 -0.005 0.001 0.000
MDD (%) 10.983 16.531 15.102 14.057 15.692
RRR (%) 0.417 -0.279 -0.132 0.030 0.064
MDP (%) 0.012 -0.008 -0.003 0.004 0.003

– In the S&P500 index, the system that did not
used the trend feature performed worse than
the system that used the feature, since none
of the strategies used by the different fitness
functions could become more profitable than
the Buy and Hold strategy.

– In the Apple stocks, the overall investing
strategies of the system without trend feature
are considerably less rewarding. In addition of
achieving less returns on investments, the in-
vesting strategies used are also more prune to
riskier investments (higher MDD)

– When investing in the Amazon stocks, both the
systems performed poorly, achieving both neg-
ative returns.

– When investing in the AT&T and in the Coca-
Cola stocks, the system that used the trend
feature performed considerably better than the
system that did not used the feature, achiev-
ing higher results in every evaluation criteria
that measures the strategies’ returns (ROR,
ROR/day, RRR and MDP)

As can be concluded, from the result of the Ta-
ble 3, the feature which portrays the ongoing trend
on the market has a major influence on the trading
system, gauging its performance and enabling the
creation of profitable strategies.
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In the Figure 7 it is presented the evolution of the
returns obtained by the Buy and Hold strategy and
average of the returns obtained by the system with-
out the trend feature in the S&P500 index, during
the tested period.
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Figure 7: Returns obtained by the system without
the Trend feature with the different fitness

functions and the B&H in the S&P500 index

4.4. Evaluation Conclusions
All the experiments conducted to evaluate the

overall performance of the implemented system led
us to reach to some conclusions regarding its per-
formance.

Firstly, one can conclude that the presence of the
GA module and the trend feature only supports the
trading performance of the system, since its perfor-
mance is hindered when this module is detached
from the original solution. Secondly, the system
struggles when the financial market studied is de-
scribed as an overall clear upward trend, similar
to the behaviour found on the Amazon and Apple
stocks. As can be perceived by the results found
on the Table 1, in the Amazon and Apple stock
markets, the system was not able to understand its
tendencies, producing strategies that were unable
to gain financial advantage over the market.

Lastly, regarding the performance of all the fit-
ness functions developed, one can conclude that the
system with Risk Return Ratio (RRR) as fitness
function can outperform the Buy and Hold strat-
egy in most of the tested market, with the excep-
tion to the Apple and Amazon stocks. Having this
in mind, in the tested markets, the Risk Return Ra-
tio fitness function achieves better and more consis-
tent results overall. Which, on its own, enables the
system to achieve the proposed objective of max-
imising the returns while minimising the risk on the
investments made.

5. Conclusions
In this work, four different fitness functions are

tested in order to perceive their impact on the pre-
vision ability of the Random Forest algorithm to

predict the future behaviour of the tested mar-
ket, thus yielding solutions with good performance.
The results obtained using the different fitness func-
tions are considerably different, thus enhancing the
importance of choosing the right fitness function
that could boost the performance of the system,
to achieve good results on the proposed evaluation
metrics.

From the results obtained, it can be concluded
that by using the Risk Return Ratio (RRR) fitness
function (that includes the computation of the in-
vestment’s associated risk, thus penalising riskier
strategies) the implemented system was capable to
perform reasonably well in some of the tested mar-
kets (particularly on the S&P500 index, and on
the Coca-Cola and AT&T stocks). Despite, the
worse performance when compared with the Buy
and Hold strategy on the Apple stocks, the sys-
tem through the usage of the RRR fitness function
was able to yield a strategy that produced a higher
Rate of Return (ROR), thus closer to the bench-
mark strategy, than the strategies tested when using
the other fitness functions. Thus, the Risk Return
Ratio fitness function unlocks the potential of the
trading system to grasp robust solutions capable of
becoming profitable on the majority of the financial
markets tested.

One of the major conclusions that can be taken
from the experiments conducted, is that the de-
veloped trading system can not beat the Buy and
Hold strategy on markets where there is a clean up-
ward trend on the evaluation of the stock, as can
be observed on the Apple and Amazon stocks. In
the aforementioned stock, despite being positive the
performance metrics are below the benchmark re-
sults, on the other hand, in the later stock the re-
sults are not even positive, thus making it the mar-
ket where the trading system performed the worst.
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