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Abstract

The present work proposes an intelligent HVAC controller for individual offices. The implementa-
tion, based on Reinforcement Learning, attempts the determine the optimal ventilation setting, for a
given temperature state, propagating it afterwards to other possible temperature states. The controller
will constantly monitor the office’s thermal status, as well as all the user actions, learning the most
comfortable ventilator setting through negative feedback and a reward system. Two different model
variations were developed. A static model, that only uses the indoor air temperature, and an adap-
tive model, that is also capable of using the outside temperature. After development, the theoretical
model was implemented and validated in the Tagus Park N14 office facilities. Despite some practi-
cal limitations, the developed controller was capable of learning the comfortable ventilator setting and
establishing comfortable conditions with acceptable effectiveness.
Keywords: Reinforcement Learning, HVAC, Smart-Home, Thermal Comfort, Machine Learning

1. Introduction
The buildings sector energy consumption has been
steadily increasing, exceeding other major sectors -
industrial and transportation - in developed coun-
tries [1]. Buildings account for 40% of the total en-
ergy consumption in the European Union [2], and
the growth in population [3], the rise in time spend
inside buildings as well as the increase in demand of
buildings services and thermal comfort will assure
that the energy consumption will continue to follow
an upward tendency [1].

Heating, cooling and air conditioning systems
(HVAC ), represent a considerable portion of the
buildings consumption, amounting to almost 50% of
the total energy use in developed countries [4]. This
creates a potential for considerable energy savings,
that can be exploited by developing more efficient
control systems, and with the decreasing costs in
data processing, computation power and storage,
the development of such systems is now becoming
more and more feasible.

With the technology available today, the world
could run the same level of performance and com-
fort using 30% less energy [5]. Minimizing buildings
energy use is a major contribution towards decreas-
ing global energy consumption. Acting with this
purpose will directly address current energy con-
cerns, including fossil fuel consumption and deple-
tion, greenhouse gas emissions and global warming,
mitigating the negative effects on the environment.

The development of intelligent management sys-
tems has thus become a priority, with significant ad-

vances made in the past decades on computational
intelligence (CI ) techniques for HVAC control and
optimization [7]. Intelligent HVAC systems can
predict and establish a comfortable working envi-
ronment, while minimizing the energy required to
maintain such conditions.

The implemented model will manage the existing
air conditioning system, and will not demand any
special behavior from the office worker user which
can continue to interact freely with the pre-existing
equipment, which currently uses a simple propor-
tional controller. The model has also the ability to
detect manual human input by constantly monitor-
ing the ventilation system.

The learning algorithm is based on Reinforcement
Learning (RL), learning the user’s preference trough
negative feedback, as the user can adjust incorrect
decisions by the agent, which will eventually lead
to the optimal policy: the best action for a given
state.

Two different model’s will be tested. One model
will attempt to learn the optimal ventilation setting
only using the indoor temperature as input, while
another model which will also use the outdoor tem-
perature.

A data-set collected during the ASHRAE RP-884
project will be analyzed and used establish an initial
prediction that will allow the model to obtain the
optimal solution faster.

The proposed theoretical model was implemented
and validated in the Tagus Park N-14 facilities,
where each office is equipped with a ventilation sys-
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tem that provides four settings: turned off (0) and
three speed settings (1, 2, 3).

2. Current Technologies and Related Work

The last decade verified an exponential growth in
the research interest regarding in comfort assess-
ment in office buildings [8].

Building Energy Management Systems (BEMS )
are systems that are able to supervise and control
electrical and mechanical appliances in buildings,
due to their ability to monitor with a high level of
accuracy [9]. Most of the recent developments in
BEMS follow the advances made in computer and
communication technology. In this context, a vari-
ety of modern techniques and methods have been
proposed in works found in literature to improve
the system control capabilities [10].

Computational Intelligence (CI ) techniques are
particularly well suited for managing the huge
amounts of dynamically changing data that BEMS
are usually subjected too [11]. CI techniques en-
compass a variety of different algorithms and learn-
ing methods, including Artificial Neural Networks
(ANN ), Fuzzy Logic (FL) based techniques and
(RL).

IOT, a recent communication paradigm with the
purpose of enabling everyday objects the ability
to communicate with other objects and with the
user [12], has seen extensive use in smart buildings.
Studies available in literature include a “Smart
Lamp”, capable of adjusting thermal conditions by
interacting with the the ventilation system [13],
a IOT Personal Comfort Level Monitor [14] and
Smart HVAC control based in IOT [15].

A set of products of particular interest in the
context of thermal comfort is that of Smart Ther-
mostats, devices that can be used with home au-
tomation responsible for controlling a home’s heat-
ing and/or air conditioning. The intelligent thermo-
stat developed by NEST is capable of learning the
thermal preference of users in a home and create a
schedule around the home user’s needs. The Nest
Learning Thermostat is the first thermostat to get
ENERGY STAR certified. Another variant designed
by Ecobee, the Ecobee 4, is also available.

In studies found in literature, an attempt is made
to use the equations given by thermal comfort
models along with an intelligent algorithm such as
ANNs, [16], Support Vector Machines (SVM ) [17]
and Bayesian Networks [18]. Also, FL has been
applied in the design of controllers in thermal com-
fort applications[19] , as well as together with ANN,
creating neuro-fuzzy techniques in efforts such as in
[20]. Such studies often conclude that the applica-
tion of a Machine Learning (ML) algorithms with
the standard thermal comfort models generally re-
sults in increased performance.

3. Thermal Comfort Models

Thermal comfort measures the satisfaction of in-
door users with the current thermal conditions, and
is considered to be a subjective evaluation, as it dif-
fers for each user.

The ANSI/ASHRAE Standard 55 specifies the
standard of the conditions for acceptable thermal
environments in populated buildings, at which at
least 90% of the buildings population is comfort-
able. [22].

Two important models exist that formally de-
scribe and provide the means to determine optimal
thermal conditions: the Predicted mean Vote and
Percentage People Dissatisfied (PPD-PMV ) and
the Adaptive models. A brief overview of each is
given in the following sections.

The PPD-PMV method has been used world-
wide to predict and assess indoor thermal comfort
in buildings [23]. This model was developed by P.
O. Fanger, and uses heat-balance equations and em-
pirical observations to define thermal comfort. Ac-
cording to the PPD-PMV model, thermal comfort
can be expressed as a function of 6 variables: air
temperature, mean radiant temperature, air veloc-
ity, air humidity, clothing resistance, and activity
level [24].

The main disadvantage of the PPD-PMV model
is that it is considered a static model, as it does not
take into account the capacity of users to adapt to
comfort (changing clothes, opening windows, etc.),
so it is considered that it only properly describes
thermal comfort in buildings climatized by HVAC
systems. For Naturally Ventilated (NV ) building
or mixed-ventilated buildings (like the testbed in
TagusPark), other comfort models should be used.

The Adaptive model, unlike the static PMV, pre-
dicts that contextual factors change the buildings
occupants thermal preference and expectation. One
conclusion resulting from the previous statement
is that individuals in warmer climate zones tend
to prefer and tolerate warmer indoor temperatures,
whereas those in colder zones tend to prefer colder
indoor temperatures.

The RP-884 project was an attempt at develop-
ing a new variable temperature standard based on
the adaptive approach [25]. Data from 160 building
was collected from 1985 to 1996 and made available
for public use. During the data collection, user’s
were asked to provide feedback on their thermal
sensations. The feedback was then recorded along
with the variables that described the thermal envi-
ronment such as temperature, air speed around the
users and humidity.

The data used for this work included only the
samples with similar environmental characteristics
of the environment in Portugal. As such, only sam-
ples from the Mediterranean climatic zones were
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used. These samples were collected from facilities
in: Athens, Greece; San Francisco Bay Area in the
USA and San Ramon, also in the USA. Addition-
ally, since the present work took place during the
summer, only samples from the summer and hot
seasons were used.

4. Reinforcement Learning

RL is meant to be a straightforward way of learn-
ing achieving a specific goal in a given environment.
The program will learn how to get to the desired
goal by executing actions on the environment and
receiving feedback on the action by means of a re-
ward system.

More formally, the agent and the environment
interact in a sequence of discrete time steps, t =
0, 1, 2, 3, .... At a given time step the agent perceives
a representation of the environment, called a state
st ∈ S, where S is the set of all possible states.
Based on the current state, the agent will select and
perform an action, at ∈ A(st), where A(st) is the
set of actions available on state st. On the next time
step the agent, as result of the action performed,
will receive a numerical reward, Rt+1 [26].

For every possible state, st ∈ S, the agent con-
tains a set of probabilities for each action of a given
state. This mapping from states to probabilities of
performing an action, for every time step, is called
policy, πt, where πt(a, st) is the probability of action
a being executed by the agent in state st.

RL has two important limitations. First, the
Markov Property is assumed, under which it is con-
sidered that the current time step contains all the
information necessary for the agent to perform an
action and no previous knowledge required. Sec-
ondly, the higher the dimension of the state space
S the more time the agent will need to learn the
optimal action for each state. For this reason, a RL
based application might not be the best learning
method for every situation, although it was con-
sidered appropriate for the purposes of the current
work.

5. Model Description and Implementation

The developed model will use the air temperature
inside the office, Tin, and the air temperature out-
side of it, Tout, to determine the most comfortable
fan speed for a specific temperature state.

The algorithm will attempt to learn the user pref-
erence to automatically set the most comfortable
fan speed without direct intervention from the of-
fice worker.

Two models were created. One model uses both
Tin and Tout, and a second model only uses Tin.
The first model is denominated Adaptive Model, be-
cause it considers the effect of Tout while the second
regarded as Static. The results obtained with the
two models will be compared in order to determine

which yield’s better results.
In the context of RL, the models developed in the

current work can be formulated as follows.
The state space, S, contains the temperature val-

ues at a given time step, t, as it is based on the tem-
perature state that the agent will decide the action
to take. S then contains all the possible temper-
ature values, either st = (Tin, Tout) in case of the
adaptive model, or st = (Tin) when using the static
model.

The action space, A, contains the actions that the
agent can execute in a given state. In the present
scenario this encompasses the possible fan speed
settings the agent can set, which are 4 different val-
ues for each state, A = {0, 1, 2, 3}.

The policy πt(a, st) represents, for a given time
step t, the probabilities of a fan speed setting being
selected in a given temperature state. Table 1 con-
tains an example configuration of a policy, for the
Adaptive model.

Table 1: Example policy used in the adaptive
model, where 0, 1, 2, 3 indicate the probability in
the policy for each fan speed.

0 1 2 3
Tin Tout

20 20 0.25 0.25 0.25 0.25
21 0.25 0.25 0.25 0.25
22 0.25 0.25 0.25 0.25

21 20 0.23 0.32 0.23 0.23
21 0.23 0.32 0.23 0.23
22 0.23 0.32 0.23 0.23

5.1. Fan Speed Selection
The agent in the present implementation will most
often execute the most likely action, the action that
has the highest probability in the policy in a given
state. However, some randomness was also imple-
mented in the decision making process as the agent
will, occasionally, select the fan speed randomly, re-
specting the probabilities in the policy. Formally
the fan speed selection procedure can be expressed
trough equation (1).

FS =

argmax
a

πt(a, st), probability 1− ε

Random Fan Speed, probability ε
(1)

The frequency at which the model picks a ran-
dom fan speed is defined by the parameter ε. This
mechanism was added to the model to compel the
office user to interact with the system and to select
the desired fan speed for the current temperature
conditions.
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For any given temperature state, the probabil-
ity of randomly changing the fan speed in a tem-
perature state s and at time step t is expressed in
equation (2).

P (Change Speed) = (1−max
a

πt(a, st))× ε (2)

5.2. Reward System
When an action by the agent does not cause a re-
action by the user, and was not changed randomly,
then in the next time step that action will be rein-
forced, by increasing its probability by a value α.

The reward process for the action in the policy
is displayed formally in equation (3), where a+ rep-
resents the action to be reinforced, and a− all the
other actions in policy.{

πt+1(a+, s) = πt(a
+,s)+α
1+α

πt+1(a−, s) = πt(a
−,s)

1+α

(3)

The probabilities contained in the policy for that
state must naturally sum to the unity, and therefore
the probability set are normalized, which will result
in a decrease in the probabilities for the other pos-
sible actions. This is condition expressed formally
in equation (4).

3∑
a=0

πt(a, st) = 1 (4)

When a change in the fan speed occurs, either
resulting from a manual change by the user or by
a random choice by the model, the probabilities in
the policy for the current temperature state needs
to change in order to express the new preference.

If the new fan speed setting probability is not set
as the highest among the possible actions in the pol-
icy, the new change will have practically no effect,
as the model will keep choosing the most proba-
ble action. To overcome this, the probability of the
new fan speed will be repeatedly increased in a sin-
gle time step until it becomes the highest in the
probability set.

If FSnew is the new fan speed value, then equa-
tion (3) is applied repeatedly to the probabilities in
the policy in the current temperature state, with
a+ = FSnew, until the condition in equation (5) is
satisfied.

argmax
a

π(a, st) = FSnew (5)

5.3. Optimal fan speed
The current model is designed to learn the most
comfortable fan speed settings as quickly as possi-
ble. Also, it is designed to operate during working
hours in the office. For this reason, and particu-
larly in the case of the adaptive model, it could be

too disruptive for the user to manually select the
most comfortable setting for every single tempera-
ture state.

To overcome this, a propagation mechanism was
implemented which will propagate the changes of
one temperature state to the others. This mech-
anism is triggered when the optimal fan speed in
discovered for one temperature state.

For a given temperature state, st, the optimal
fan speed is considered to have been found when a
certain probability inside the policy is higher than
0.95. This condition is expressed in equation (6).

max
a∈{0,1,2,3}

π(a, st) ≥ 0.95 (6)

5.3.1 Propagation Mechanism

For a given outside temperature Tout, the optimal
predicted fan speed value must never decrease as
the inside temperature Tin increases. This is a valid
assumption, because if a user is comfortable at tem-
perature Tin with the fan set at a certain value, the
same user would never be comfortable at a higher
Tin with a lower fan speed, while maintaining Tout.

A similar condition is applied in another direc-
tion, when the outside temperature Tout changes
and the inside temperature Tin retains the same
value. According to the adaptive model, the higher
the outside temperature the more tolerant to high
temperature an individual will be [25]. For this rea-
son, for the same Tin the fan speed must not in-
crease with Tout. This condition in only applied in
the Adaptive model.

5.4. Model Parameter Tuning
The two parameters, ε (eq (1)) and α (eq (3)), that
dictate the model’s behavior were tuned to enhance
result’s obtained and the model’s performance.

5.4.1 α Tuning Process

The parameter α influences how much a fan speed
probability will be increased, acting as a numeric
reward for the actions of the agent. Naturally, if
this value is very high the probability set will con-
verge too fast, which may not necessarily lead to the
optimal fan speed value. Any change, even if acci-
dental, would be quickly considered the optimal fan
speed for that state, and would change other tem-
perature states in the matrix via the propagation
mechanism.

This parameter was tuned under the assumption
that if the user is in a specific state for more than 25
minutes without manually changing the fan speed,
then it is considered that the user is comfortable
under the set conditions.

Since the program runs every minute, and
hence the probability values get incremented every
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minute, the α value was set in a way that a prob-
ability takes more than 25 minutes (the program
runs more than 25 times) to surpass the value of
0.95.
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(a) Evolution of the probability values in the array
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(b) Evolution of the probability values in the ar-
ray, with a change in the fan speed at iteration
10

Figure 1: Probabilities evolution curve with α = 0.1

Figure 1 displays the evolution of the probability
values in a probability array, as a value gets rein-
forced. In the figure, each line represents the proba-
bility of the corresponding fan speed (e.g., the green
line is the probability of fan speed 2).

Figure 1a displays the evolution of the probability
array as fan speed 2 gets increased repeatedly using
equation 3, assuming no change by the user and no
random choice by the model. This representation
shows how the probabilities in the policy evolve as
equation (3) is repeatedly applied.

With α = 0.1 it can be seen that the model needs
to run 28 times to increment from 0.25 to 0.95,
which fits the design requirements. The probability
values for the fan speeds 0, 1 and 3 are all repre-
sented under the red line since they all have the
same value.

In figure 1b, a similar curve is displayed but now
the fan speed is changed from 2 to 1 at iteration 10.
This figure allows a better understanding of how

the probabilities in the policy evolve when a change
in the current fan speed occurs. When a change
in the current fan speed occurs, either when the
user adapts it manually or as a result of a random
choice by the model, the new fan speed value needs
to be incremented repeatedly until it is the highest
among the possible actions in the policy, in that
state. This is represented when the probability for
the fan speed 1 becomes the highest in the array
from iteration 10 to 11.

5.4.2 ε Tuning Process

The second parameter that needs to be tuned is the
parameter ε (equation (1)), which directly dictates
how often the model will choose a random fan speed
value using the probabilities in the policy.

While selecting the ε value it is important to con-
sider that the model will be operating while the of-
fice is under use. For this reason, if the agent were
to randomly change the fan speed too often it would
disturb the office user and disrupt the undergoing
work.

To evaluate the influence of ε in the model, the
following simulated routine was applied, using val-
ues form 0 to 0.5 with an interval of 0.01.

The process described in figure 1 was performed
again repeatedly, now including the chance of ran-
dom changes by the model.
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Figure 2: ε parameter tuning results, represent-
ing the mean amount of changes and the respective
standard deviation

Starting with all the probabilities with the value
0.25, one of the possible actions was incremented
repeatedly, by applying equation (3), until the value
of the respective probability reached 0.95, satisfying
condition (6).

Every time a new fan speed was selected as results
of a random change by the agent, using a value of
ε, a counter was incremented. For each value of ε,
this process was repeated 1000 times.
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The results of this simulation are shown in figure
2, where the mean number of changes and the stan-
dard deviation are shown, according the value of ε
used.

The chosen value was ε = 0.1. As it can be seen in
figure 2, it is expected one random change for every
state, assuming the probabilities for each action is
a given state are equal.

5.5. Temperature Matrix Initialization

The starting configuration of the policy will greatly
influence the agent’s actions, as it will dictate which
fan speed setting the agent will set before any in-
teraction from the user. Two forms of initialization
were tested in the current work.

In the first approach the policy was initialized
with all the states probability arrays set with all
the probabilities at 0.25 for all the fan speed. With
all the probabilities set with the same probability,
there is no preference for the fan speed for a given
state and as such the model will set the fan speed
0 (turned off).

The second tested method consisted of initializing
the matrix using the RP-884 data-set. The data-set
contains the measurement for the air-speed around
the user, as well as the level of satisfaction with
the current conditions given in the ASHRAE scale.
This information was used to establish an initial
estimation of the optimal predicted air speed.

In the data set, the variable ASH expresses the
user general satisfaction with the thermal condition
using the ASHRAE thermal comfort scale. This
value was obtained through direct inquiry to the
users.

To obtain an initial prediction of the most com-
fortable fan speed for a given temperature state only
the users who graded their current thermal condi-
tion withing the PMV values of −0.5 > PMV >
0.5 were used. Three sets of results were obtained
from the data set. One only using the data from NV
buildings, another only using HVAC buildings, and
lastly one using both types of buildings, HVACNV.
If several air speed measurements existed for the
same temperature state, then the values were aver-
aged. The results of the previous analysis are dis-
played in figure 3, for the HVACNV data.

To map the values obtained through the results
of the data set analysis and the fan speed setting
in the Tagus Park offices, the air speed was mea-
sured around the user’s sitting position using an
anemometer, in several office rooms in the facility.
To obtain an initial policy, the indoor air-speed ve-
locity values form the data-set were replaced with
the corresponding ventilator fan speed. The ob-
tained policy is displayed in figure 4.
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Figure 3: Comfortable indoor air-speed values ac-
cording to the temperature, from the RP-884 data-
set, using HVACNV data
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Figure 4: Initial Matrix result using the data from
figure 3

5.6. Implementation
A Raspberry Pi was used to host and run the mod-
els every minute. Every minute, the model reads
room and ventilation status, determines if the user
manually changed the ventilation setting and then
act accordingly.

The measurements inside the office, such as the
inside temperate and the current fan speed, as
well as the changes in the fan speed, are executed
through a pre-existing API which uses local URL
addresses to obtain readings and execute actions.

6. Results
Several experiments were carried out in different
rooms within the facilities, using both the adaptive
and static models, along with different configura-
tions of the starting policy.

For each experimental trial, a table with all the
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Figure 5: Timeline of actions and room status, Adaptive model and policy initialized with figure 4

Table 2: Results table from figure 5

N Msr N Ts N C N R N React N Acc Score

87 5 2 3 1 0 0.20

events that took place during the experiment is
shown. This table contains the data in table 3.
In the end, the results obtained on all the exper-
imental periods will be compared in order to draw
conclusions regarding the performance of the differ-
ent models.

Table 3: Data displayed in the summary table pre-
sented for every experimental period

Trial - Trials with the same same policy
N Msr - Number of Measurements
N Ts - Number of Temperature States
N C - Number of User Changes
N R - Number of Random actions
N React - Number of Reactions by the user
N Acc - Number of Accidental changes
Score - Score calculated with equation 7

6.1. Performance Metric
To evaluate the performance of a model during the
experimental period, the main criteria would be the
number of times the user had to manually change
the fan speed, NC , as an indicator of the capacity

of the learner to estimate the comfort conditions of
the user. However, the proposed solution is meant
to determine the optimal fan speed for every tem-
perature state just by learning the thermal prefer-
ence for a few states. For this reason, the number of
temperature states, NTs obtained during the exper-
imental period needs to be taken also into account.
Also, whenever an action by the user was executed
in response to a random action be the agent, NReact,
this action will be subtracted from the total number
of manual inputs, NC .

Finally, if an action is verified to have been per-
formed accidentally, NAcc, it will be subtracted
from NC .

The performance metric, S is then given by equa-
tion (7). The lower the value of S, the better the
model performed.

S =
NC −NReact −NAcc

NTs
(7)

6.2. Model testing process

On of the experimental trials is displayed in figure
5.

The starting policy, obtained through the RP-884
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data-set is shown in figure 4.
The user only made two changes over the course

of the trial, with one of them being a reaction to
a random change by the agent. The agent did two
additional random changes, none of which caused
a reaction by the user. The table summarizing the
events during the experiment are shown in table 2.

The final policy is displayed is figure 6. The con-
figuration is practically unchanged, although the
probabilities inside the policy are different that the
initial policy. In the figure, only the action with
the highest probability is displayed, as this is the
one that is most likely to be selected by the model.
However, every temperature state is define with a
set of probabilities.
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Figure 6: Final policy obtained after the trial in
figure 5

This experiment obtained a score of S = 0.2, in-
dicating that the model was very successful at pre-
dicting the comfortable fan speed for the user. The
user maintained the same fan speed velocity in the
later states of the experiment.

6.3. Result Analysis
A summary of all the experimental procedures is
shown in table 4, ordered by score.

6.3.1 Adaptive vs Static models

It was expected that the Adaptive model would ini-
tially demand more actions from the user, when
compared to Static model, since the number of tem-
perature states is higher. The implemented propa-
gation mechanism is meant mitigate this, however
it was still expected better performance from the
Static model in the initial trials.

By analyzing table 4, it can be concluded that the
Adaptive model does not necessarily have poor per-
formance, since most tests with this models yielded
good performance scores.

The usage of Adaptive is recommended over
Static model. Since there is no significant decrease
in performance, the first model can use will use
more information to define a temperature state and
therefore it will enable a better fit to the user’s
needs.

6.3.2 Initialized vs Blank Policies

During the experimental period it was verified that
the initial policy configuration had an important
impact on the both model’s performance.

One of the users the user preferred high fan speed
values. Starting with a blank policy would make the
user have to manually correct the agent’s actions
very frequently. This effect is specially stronger in
the case of the adaptive, where every time the value
of Tout would increase, as it would tend to do as the
day progressed, the agent would shut the fan off.

When the Static model was used, this effect was
not as noticeable, since the Tout was not used to
define a temperature state. However, since adap-
tive model contained more information, it would be
preferable to use it over the static model.

When the policy was initialized using the NV
buildings data from the RP-884 data set, a notice-
able improvement was verified, making the usage of
adaptive model viable.

In another room, the user showed preference for
lower fan speeds, having the fan turned off the ma-
jority of the time. After this knowledge about the
user’s behavior was obtained, it would be easy to
conclude that using a blank matrix was the ideal
choice for this user. However this would demand
prior knowledge of the user’s habits.

When the policy was initialized using the RP-884
data set, the model still performed satisfactorily.
The propagation mechanism showed to be very ca-
pable of solving this situation. As the implemented
conditions demand that the fan speed decreases as
Tout increases, if the user were to turn off the ven-
tilation this change would propagate to the states
with higher Tout.

It could be concluded then from the experimental
procedure that if no knowledge is available from a
user’s habit, it is preferred to initialize the matrix,
because if the user prefers higher fan speeds and the
policy was initialized in blank, this would a lot of
manual intervention from the user while the same
is not verified with the opposite.
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Table 4: Results Summary Table

Room Model Initial Policy Trial N Msr N Ts N C N R N React N Acc Score

18 Adaptive HVACNV 1 87 5 2 3 1 0 0.20
16 Adaptive blank 1 119 8 2 2 0 0 0.25
26 Static blank 2 116 3 1 0 0 0 0.33
26 Adaptive NV 1 128 6 2 0 0 0 0.33
16 Adaptive blank 2 54 5 3 2 1 0 0.40
26 Adaptive blank 1 140 10 15 9 7 1 0.70
16 Adaptive HVACNV 1 104 4 4 2 1 0 0.75
26 Adaptive blank 2 82 6 9 2 1 0 1.33
26 Static blank 1 102 3 7 4 2 0 1.67
16 Static blank 1 77 2 6 4 2 0 2.00

7. Conclusions
The proposed solution proved capable of adapting
to the user’s behavior and set the ventilation system
to a comfortable condition, based on previous user
input. This is shown verified is the experiments
that obtained a S < 0 score, indicating that the
user did not have to change the desired speed for
all the temperature states.

The implemented propagation mechanism made
it possible to use Tout and Tin for defining a tem-
perature state, in the adaptive, without much in-
teraction from the user. It was shown that the ini-
tial agent’s policy configuration had a strong influ-
ence on the model’s behavior and it was concluded
that without previous information about the user’s
habits it is preferable to initialize the policy, using
for example the results from the RP-884.

There are limitless possibilities for future work in
the context of intelligent thermal comfort solutions,
given the large array of learning algorithms avail-
able. However, the given suggestions are directly
related to the developed work.

First, further testing of the adaptive model using
a broader range of meteorological conditions is in
order. This would allow to verify experimentally the
assumptions held by the adaptive model regarding
the thermal preference of a user changing with the
outside temperature.

To increase the measurements precision, instead
of using the already existing system for reading the
temperature inside the office, another device could
be installed near the user to obtain more accurate
values. This same device could also be used to ob-
tain measurements for other variables, for example
the air humidity, or to install a sensor to determine
if the user has the window opened or not.

It is important to consider, however, that the
more variables used to define the state, the longer
it would take for the solution to be found. This
should be further explored as to find a good bal-
ance between number of variables in the model and
convergence time.

The model used to determine the outside temper-
ature, using the daily maxima and minima was not
validated. By comparing the model’s predicted out-
side temperature value with the actual value, con-
clusions about the precision of this model could be
draw in order verify if it is indeed the most appro-
priate method of estimating Tout.

Finally, the energy consumption was not consid-
ered in the current work. As described in the in-
troductory chapter, there is great potential for en-
ergy savings when using intelligent algorithms, and
trough an analysis in this context several conclu-
sions regarding the efficiency of the implemented
system could be obtained.
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