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Abstract

The continuous growth in the aviation industry leads to a highly competitive scene where airline companies
struggle to remain profitable in a low profit margin market. The increase in aviation safety is the product of con-
sistently more demanding maintenance programs that imply higher costs. In order to remain competitive, airlines
are minimizing overall costs by keeping their operations running as efficiently as possible. The technological
developments in the industry meant an increase in flight data availability which prompted airlines to study the
behavior of its fleet more closely. Flight data is collected by the aircraft’s systems, then decoded and distributed to
the engineering, maintenance and safety departments to be interpreted and analyzed. The application developed in
the current dissertation makes use of data collected from the Embraer ERJ-190/195 fleet of Portugália Airlines, in
order to conduct a trending analysis to monitor the health and degradation of some of the most critical systems in the
context of maintenance. The process of detection and identification of degraded behaviour was performed by two
distinct methodologies. One was based on operational thresholds, whose repeated violation is usually an indication
of abnormal system performance. The second methodology, of comparative nature, made use of data-mining
techniques to identify anomalous data patterns by comparing the systems’ data within the fleet. This interactive
web-application was created to aid the maintenance department in predicting unexpected component/system failures
that would jeopardize the aircraft’s airworthiness.
Keywords: Flight Data, Trend Analysis, Aircraft Health Monitoring, Predictive Maintenance, Data Mining,
Clustering.

1. Introduction

The invention of the airplane has changed the way peo-
ple live and experience the world. The major conflicts of
the 20th century pushed the aviation industry to vastly
improve techniques for design and construction, moti-
vated by government subsidies and demands for new
and better aircraft. Nowadays, air travel is no longer
considered a luxury and the decrease in the cost of fly-
ing leads to a very competitive market with low profit
margins. In this sense, airline companies must imple-
ment strict management strategies if they wish to sur-
vive in such a competitive environment. The emergence
of new technologies compelled the airline industry to
minimize its operating costs while improving profitabil-
ity in rapidly changing conditions. A major part of the

financial problems is usually originated from the cycli-
cal, seasonal and ultimately unpredictable behaviour of
demand. However, if correctly scheduled, maintenance
costs have proven to be one of the most reasonably con-
trollable costs of all operating costs [1]. Unforeseen fail-
ures still occur on a frequent basis and the reduction of
these incidents means companies must adopt more so-
phisticated and up-to-date strategies that make use of
data gathered from the on-board systems of the aircraft.
The latest aircraft in the market, such as the Embraer
E190, are equipped with technologies capable of deliv-
ering an unprecedented collection and transmission of
data. This surge of operational and maintenance data
could lead to major changes in the field of Predictive
Maintenance. Nowadays, the big players in the aviation
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industry such as the Original Equipment Manufacturers
(OEM)s, operators and Maintenance, Repair and Over-
haul (MRO) companies are adopting and investing in
big data capabilities - mainly concerning Aircraft Health
Monitoring and Predictive Maintenance systems.

The purpose of this work is to develop an application
that performs a trending analysis on several systems of
the ERJ-190/195 fleet of Portugália Airlines. The ap-
plication should be able to monitor key parameters of
a given system and produce an alert in case an abnor-
mal tendency is detected. This Aircraft Health Moni-
toring program, designed to be used in the context of
predictive maintenance, focuses on the identification of
unusual patterns of data that reflect system degradation
or faults so corrective actions can be undertaken, thus
promoting a more reliable and cost-effective operation.

2. Data-Mining Techniques
In today’s competitive world, the ability to extract
valuable knowledge hidden in data and to work on
that knowledge has become more and more important.
This can be achieved through the process of applying
computer-based methodologies to discover intelligence
from data, called data-mining.

Data mining consists in the search for new, useful,
and significant information in seemingly unintelligible
reams of data, by balancing the knowledge of human
expertise in problem statement and goal description with
the search potential of a computer [2].

In practice, there are two main forms of data analysis
that can be used to extract models which describe impor-
tant data sets or to predict future data trend: descriptive
and predictive [3]. The former is focused on discover-
ing patterns which describe the data in order to be inter-
preted by humans, based on data aggregation. The latter
makes use of variables or entries in the data set to predict
future or unknown values of other variables, employing
forecasting techniques and statistical models. The rel-
ative importance of these data mining approaches may
vary significantly, according to the particular applica-
tion. On a first evaluation, it seems that a descriptive
data mining approach would be more suitable in our ap-
plication, since our main focus is not to predict the fu-
ture behaviour of systems but rather to identify abnor-
mal patterns in the recently collected data.

Users often have no idea which kind of patterns in
the data present an interesting outcome, so it is impor-
tant to have a data mining system capable of discovering

multiple kinds of patterns to accommodate different ap-
plications or expectations. Data mining functionalities
are used to specify the sort of patterns to be discovered
in data mining tasks.

2.1. Data Mining Functionalities
J. Han and M. Kamber [3] distinguish several data min-
ing functionalities, and types of patterns they can ex-
pose. We believe a conjunction between two functional-
ities, cluster and evolution analysis, could yield interest-
ing results since their specificities are in line with what
we want to obtain.

Performing cluster analysis to a time-series data set
could allow to pinpoint the objects whose data sets show
unusual patterns in comparison with the other objects.
This similarity-based data analysis highly depends on
a successful implementation of a cluster analysis algo-
rithm. As such, in the following section, we will discuss
its particularities and overall methodology.

2.2. Cluster Analysis
In this section, we will discuss the methodology behind
a cluster analysis, identifying the methods and metrics
we have decided to apply in our work. As previously
mentioned, this analysis consists in the partitioning of
a data set into subsets, or clusters, so that the data in
each cluster present some common characteristic. The
goal of clustering is then to maximize between-cluster
variance while minimizing within-cluster variance. This
can be achieved in many different ways, since differ-
ent methods and distance metrics yield various results.
Nevertheless, the standard procedure behind most clus-
ter analyses can be split into several steps, represented
below (Figure 1).

Figure 1: Steps in Cluster Analysis [4].

In the following sub-sections, we will be discussing
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some of the clustering analysis steps shown above, more
specifically the ones that we believe are more relevant in
the context of this work.

2.2.1 Object Selection

The output from a cluster analysis is a number of clus-
ters that form a partition of the data set as well as the
subsets they include. Therefore, the objects should rep-
resent the entities we are looking to group.

As such, we decided to represent the different aircraft
as objects, where an object represents the characteristics
of the system under analysis of that particular aircraft.
This way, by separating objects into groups with similar
characteristics, we are forming groups of aircraft whose
systems behave similarly, as intended.

2.2.2 Variable Selection

The following step is to select the object’s variables, or
attributes. These are the values that will be used by the
clustering algorithm to assess similarity between obser-
vations. In our context, these variables will correspond
to observations of the systems’ behaviour in key mo-
ments of the flight, where specific conditions are satis-
fied. Over time, these observations represent the evo-
lution of the system’s behavior and constitute the only
information that is provided to the system trend analysis
algorithm.

2.2.3 Dissimilarity Matrix

Even though cluster analysis often uses the original data
matrix, many clustering algorithms, such as the one we
will implement, use a dissimilarity matrix to assess the
degree of similarity between the individual objects be-
ing clustered. This structure consists in a square matrix
containing all the pairwise dissimilarities between the
objects under consideration. For instance, if xi and xj

are the ith and jth objects, respectively, then the entry
at the ith row and jth column of the dissimilarity matrix
is the dissimilarity value, dij between xi and xj .

The next step concerns the approach used to de-
termine the degree of similarity or proximity between
objects, since there are multiple ways of measuring
this [5].

We believe that the metric that would yield better re-
sults is the Manhattan distance, since this metric returns
the sum of the differences between all the observations.

This particularity would allow to obtain a cumulative
error between all object observations. This way, be-
havioural differences between systems would directly
be considered in this quantity and the longer a degraded
pattern persists, the greater this value would be, as in-
tended.

The interpretation of the dissimilarity matrix is rela-
tively straightforward. Higher dissimilarity values rep-
resent more distinct objects and the dissimilarity value
between the same object is zero. The next step in the
cluster analysis is then the selection of the clustering
technique to apply to the dissimilarity matrix.

2.2.4 Method Selection

Although no clustering technique is universally applica-
ble in uncovering patterns in multidimensional data sets,
the user’s understanding of the problem and the charac-
teristics of the data, such as its type and scale, present
the best criteria to select the appropriate method [2].

According to Everitt [6], clustering techniques are
generally classified as partitional clustering and hier-
archical clustering, based on the properties of the gen-
erated clusters. The former, known as agglomerative
hierarchical clustering, directly divides data points into
a pre-defined number of clusters without hierarchical
structure, while the latter, called divisive hierarchical
clustering, groups data with a sequence of nested par-
titions, either from individual clusters to a cluster in-
cluding all individuals or the opposite way [7]. Since
we have already separated our data set into objects, we
now want the algorithm to group them according to their
similarity. Hence, we believe the agglomerative hier-
archical clustering approach presents the characteristics
we are looking for.

2.3. Agglomerative Hierarchical Clustering

This clustering technique starts at the bottom of the hier-
archy and, at each level, recursively merges a given pair
of clusters into a single cluster. The merging process of
a given pair of clusters, or the creation of a new cluster at
a certain hierarchy level, is dependent on the definition
of closeness between clusters. There are many ways of
aggregating clusters at any given step, either by merging
individual objects together or by merging an object to an
already existent cluster. This is defined by the linkage
methods, which describe how inter-cluster dissimilarity
is measured.
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Based on the characteristics of the linkage meth-
ods described in [8], we believe Ward’s method is the
best option for our application, since it considers both
within-cluster and between-clusters distances, which
means we will most likely obtain meaningful data ag-
gregation.

The results of hierarchical clustering are usually pre-
sented in a dendrogram, which provides highly inter-
pretable and informative descriptions of the clustering
structures in a graphical form (Figure 2).

Figure 2: Hierarchical Clustering - Dendrogram.

Without any prior system knowledge, one could eas-
ily identify the two major groups of the previous exam-
ple: an individual cluster containing aircraft #5 and a big
cluster including the remaining aircraft. However, we
want to enable the application to reach this conclusion
autonomously. This can be achieved by cutting the den-
drogram at different levels. If we provide the algorithm
with a specific cutting height, it then can arrange the
clusters accordingly. In this example, a cut at height 200
would return the cluster configuration mentioned previ-
ously. The methodology used to determine the optimal
cut height for each scenario will be discussed in the next
chapter.

3. Implementation
The application was developed in R, an open source pro-
gramming language and software environment focused
on statistical computing and graphs.

3.1. Data Migration
The data collected by the several airborne systems is
stored in the Quick-Access Recorder (QAR) unit and
accessible by the removal of the PCMCIA card. Af-
terwards, this ARINC-717 data is uploaded to a server,
in the form of a binary file, which can promptly be
accessed and decoded by the Analysis Ground Station
software. After being exported, these files are processed

by the application, as to extract all the information that
will later be used for analysis (Figure 3). The long-term
nature of the system trend analysis means we should
not focus on specific flights but rather on a set of re-
cent flights, since we are trying to find unusual patterns
in the long run. Therefore, we needed to find a way to
represent a flight with as little information as possible,
as long as this was relevant and representative of a prop-
erty we wanted to monitor. This is where the concept of
snapshot is included in the application. In the context of
this work, a snapshot represents a state of the aircraft’s
systems at a particular point in time.

Figure 3: Process Flight Routine.

Data from the system files will later be used for two
main purposes: building the time-series plots and trend
analysis.

3.2. Monitored Systems
After determining the systems that would be included
in the application, the following step was to ascertain,
for each system, which QAR parameters contained the
information we were seeking, and which variables re-
flected the behaviour we wanted to monitor.

The know-how obtained from working closely with
the aircraft over a year, along with intelligence gathered
from E190 World Operators Conference, allowed us to
highlight the majority of the systems that compromise
the reliability of this fleet in the maintenance context
as well as other parameters and systems that are impor-
tant to keep track off. The systems monitored by this
application are: Altitude Split, Auxiliary Power Unit
(APU) Exhaust Gas Temperature (EGT), Engine Bleed
System Temperature and Pressure, Electronics Bay Air
Flow, Engine Light-Off Time and Vibration, Hydraulic
System Pressure and Oil Quantity, Nose Wheel Steering
System and Total Air Temperature.
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3.3. System Trend Analysis
The algorithm we implemented applies two different
methods, independent of one another, that will analyse
recent data to identify unusual patterns: threshold viola-
tion and fleet comparison.

The first method provides a simpler and more classic
statistical approach to data. It consists in using system
operational thresholds, previously defined. The algo-
rithm will check the percentage of flights, over a recent
period, that lies within each one of the following three
regions: normal, alert and critical. For instance, if more
than 10% of the last 50 flights present data points are lo-
cated above the alert threshold, the program will classify
that system as in alert. Similarly, if more than 5% of the
data points are located above the critical threshold, we
will classify the system as in critical condition. If both
conditions are met, the system will be classified as in
critical condition, since this represents the most serious
warning level. These values were established based on
feedback from specialists in the company. To demon-
strate how this method classifies a system’s status, we
selected 50 consecutive flights performed by the aircraft
Lambda (Figure 4). The data was imported from the En-
gine Vibration system file and represents the maximum
engine 2 core vibration in the take-off flight phase.

Figure 4: Engine 2 Core Maximum Vibration at Take-
Off.

In the example provided, 12 (24%) registered a vibra-
tion value above the alert threshold and 1 (2%) above the
critical threshold. In this case, only the alert threshold
was violated, since the critical region only contained 2%

of the points in its region (< 5%). Consequently, this
would generate an alert status warning for the Engine
Vibration system due to threshold violation.

The second method completely disregards the speci-
ficities of the system it analyses, making exclusive use
of system file data. This method will compare data
within the fleet and determine which aircraft present

a different behaviour from the rest of the fleet. This
comparative approach does not require any thresholds
or specific information, since the analysis is conducted
under a purely statistical standpoint, making use of data-
mining techniques. This is achieved by performing a
cluster analysis to the already pre-processed data. The
algorithm starts by loading recent flight data from a
given system file. It collects data from the last 50 flights
of every aircraft and organizes it into data sets - objects
- where each object represents an aircraft. To exemplify
the methodology used, we will demonstrate the steps
taken in the cluster analysis of the APU EGT system
(Figure 5).

Figure 5: APU EGT over 50 flights - fleet comparison.

In this analysis, the variables, of quantitative nature,
correspond to the snapshot points of a time-series, i.e.,
to observations of a single variable over a specified time
horizon.

The following step in our cluster analysis is the con-
struction of the dissimilarity matrix, with N being the
fleet size under analysis. In our case, the algorithm will
determine the sum of the absolute value of the differ-
ences between the 50 observations. This is done by the
R function daisy(), which computes all the pairwise
dissimilarities between observations in the data set. The
arguments of this function are the numeric matrix with
the snapshot points and the metric that we want to use to
calculate the differences, which in our case is the “Man-
hattan” metric.

Afterwards, the data sets are compared with each
other and the algorithm will arrange them into clusters
according to data pattern similarity. This way, aircraft
that present a similar behaviour will be in the same clus-
ter.

As mentioned in section 2.2.4, we chose to conduct
this analysis by the means of a hierarchical method, the
dendrogram, which presents a simple graphical sum-
mary of the data from the dissimilarity matrix. R func-
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tion hclust() presents hierarchical cluster analysis on
a set of dissimilarities and several methods for analysing
it. To do so, we need to provide it, as input arguments,
a dissimilarity structure, such as a matrix, and the ag-
glomeration method to be used. We have decided to ap-
ply the “ward.D2” method, also called minimum vari-
ance method, which minimizes the total within-cluster
variance. At each step the pair of clusters with mini-
mum between-cluster distance are merged.

Afterwards, we need to cut the dendrogram horizon-
tally at a particular height in order to partition the data
into disjoint clusters, which are represented by the ver-
tical lines that intersect it. This stage of the process is
critical, since the height we decide to cut will determine
how many clusters we will have and what objects they
include. Fortunately, R language provides a package for
determining the best number of clusters. NbClust pack-
age provides over 20 indices for determining the num-
ber of clusters and suggests the best clustering scheme
to the user from the different results obtained by varying
the number of clusters. NbClust() requires, as input ar-
guments, the dissimilarity matrix, the distance measure,
the clustering method, and the maximum and minimum
number of clusters. The output of the function includes
the optimal number of clusters suggested by each one of
the indices as well as other supporting data. The over-
all suggestion on the best number of clusters is decided
according to the majority rule.

Tracing back to example from Figure 5 and given the
clear behavioural difference between aircraft Zeta and
Epsilon comparatively to the rest of the fleet, one would
expect the number of clusters to be 2: one small cluster
with those two aircraft and a big cluster with the rest of
the fleet. cutree() performs a cut in the dendrogram,
into several clusters, either by specifying the desired
number of clusters or the height of the cut. Since the
algorithm has no intelligence over the system, it is not
possible to know at what height the dendrogram should
be cut. But, given the output of NbClust(), we can
specify how many clusters we want the dendrogram to
be cut in. In order to perform the cut, we need to pro-
vide cutree() a dendrogram, which is obtained from
the hclust() function, and an integer scalar with the
desired number of clusters, which is suggested by the
NbClust() function.

Applying the NbClust() function to data from the
example from Figure 5, returns the dendrogram shown
in Figure 6.

Figure 6: APU EGT - Dendrogram Cut.

The dendrogram above allows to visualize the rela-
tions between aircraft. The horizontal lines that con-
nect objects are placed at a certain height based on the
dissimilarity values. Similar objects are paired together
and, the smaller the height between objects, the more
similar they are. For instance, although Lambda and
Theta are paired together, their behaviour is identical to
Kappa’s, since the height difference between the hori-
zontal lines is practically nil. The difference between
Zeta and Epsilon compared with the rest of the fleet
also becomes quite clear. Figure 6 includes a cut be-
low the bifurcation of Zeta and Epsilon, which divides
the dendrogram into 3 clusters: a big cluster contain-
ing 9 objects, which corresponds to the set of aircraft
that present a healthy/normal behaviour (cluster 1); a
small cluster containing only one object, Zeta, reflecting
a steady albeit damaged system (cluster 2); and a small
cluster also containing only one object, Epsilon, which
reflects an unusual and inconsistent behaviour (cluster
3).

R function cutree() not only determines the size of
the clusters but also specifies the objects that lie within
each one of the clusters. At this point, the algorithm
acknowledges the existence of different clusters, their
sizes and objects. But it still does not recognize which
clusters reflect normal or abnormal behaviour. There-
fore, we need to implement a methodology that allows
the program to identify the objects that show anomalous
data patterns.

We verified that, when a specific system is function-
ing normally in the entire fleet, our algorithm would ar-
range the objects into a high number of clusters. On the
other hand, the existence of a severely damaged system
would often lead to a small number of clusters. This
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means that, if all aircraft behave similarly, small be-
havioural differences carry more weight and will cause
the function to separate those objects accordingly, end-
ing up with many small clusters without a significant
difference between them. However, this is not the case
if there is at least one aircraft that displays unusual data
patterns, since in that case, the difference between faulty
aircraft and the rest of the fleet is much bigger than
the differences between healthy aircraft. This scenario
would cause the algorithm to separate the objects into a
small number of clusters, otherwise the between-cluster
variance would suffer a significant raise. Then, based
on the output of the NbClust() function for a partic-
ular system, we can infer the overall behaviour of the
fleet. We analysed several systems over time and stud-
ied their behaviour, cross-checking the alerts the pro-
gram would produce with maintenance reports and con-
cluded that too many false warnings would be generated
if we considered every arrangement. As a solution, we
have decided to only analyse the scenarios where the al-
gorithm separates objects into 2 or 3 clusters, since for
every other case we verified the existence of too many
false positives, as the differences between clusters did
not reflect meaningful behavioural disparities.

Thus, assuming there are always more healthy aircraft
than faulty ones and by considering 2-3 cluster arrange-
ments exclusively, we establish the “healthy” cluster to
be the one with the highest number of objects. As for
other clusters, the application will classify its objects as
in state of alert since their patterns present a worrying
trend. In the previous example, as the algorithm had di-
vided the dendrogram into 3 objects, it would identify
the objects from the smaller clusters - Zeta and Epsilon.
The result would be the modification of the “APU EGT”
system status, in both aircraft, from normal to alert.

4. Results
4.1. Case Study I - Engine Bleed System

While searching through maintenance reports we have
come across several reports of possible fault messages
and anomalous behaviour over the span of two weeks re-
garding the Engine 2 Bleed System of Aircraft Lambda,
which strongly suggested a problem with this system.
Figure 7 depicts the behaviour of Lambda’s Engine 2
Bleed System over 6 months, where each point repre-
sents the standard deviation of the pressure parameter
during cruise flight phase.

A visual examination of this system’s time-series plot

Figure 7: Engine 2 Bleed Pressure Oscillation Monitor-
ing - Aircraft Lambda.

leaves no doubts about the serious degradation pattern
that it presented in the weeks preceding the failure. The
deterioration appeared to have begun around the first
half of Month 5, followed by a rapid and persistent in-
crease until the first week of Month 6, where it seemed
to stabilize for a couple of weeks before dropping back
to normal levels. The threshold violation algorithm
would produce the first alert on the 6th of Month 6,
where we verified the existence of 5 points, out of the
last 50, in the alert region. On the 25th of Month 5, this
function would change the status of this system from
alert to critical.

Afterwards, we performed a daily cluster analysis,
starting in the beginning of Month 5, in order to de-
termine when the fleet comparison algorithm would de-
tect anomalous bleed system behaviour in Lambda. It is
worth noting that, between Month 4 and Month 6, air-
craft Alpha and Delta were also presenting faulty sys-
tems, although Alpha had resumed normal operation
mid Month 4. On the 22nd of Month 5, the algorithm
merged Lambda and Delta together in a separate clus-
ter, thus suggesting abnormal system behaviour (Figure
8).

Figure 8: Engine 2 Bleed System Fleet Comparison -
Dendrogram.
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A timeline of this case study is presented below, with
the main events mentioned above chronologically orga-
nized over the “Engine 2 Bleed Pressure” time series
plot of Lambda (Figure 9).

Figure 9: Case Study I - Timeline (Numbered vertical
lines point out events discussed in the text).

From the timeline, we can identify the following
events:

1. 14th Month 5: Alert threshold violated - over 10%
of the last 50 flights located within alert region.

2. 22th Month 5: Fleet comparison detects unusual
behaviour in Lambda and Delta.

3. 25th Month 5: Critical threshold violated - over
5% of the last 50 flights located within critical re-
gion.

4. 6th Month 6: Engine 2 Bleed System possible
fault message.

5. 10th and 11th of Month 6: Engine 2 Bleed Sys-
tem possible fault message.

6. 16th Month 6: Engine 2 Bleed System possible
fault message and deemed inoperative.

7. 20th Month 6: Engine 2 Bleed System success-
fully repaired.

An examination of Figure 9 allows to identify a par-
ticularly unexpected situation. Even though the repair
procedure was undertaken on the 20th of Month 6 (line
no. 7), the system seemed to have re-established a nor-
mal operation immediately after being considered in-
operative (line no. 6). After examining the respective
work-orders, we found out that on the 16th of Month 6
and after unsuccessful repair attempts, this system was
transferred to the Hold Item List (HIL). This list repre-
sents the damaged components aboard the aircraft that

were dispatched in accordance to the Minimum Equip-
ment List (MEL) or other manufacturer approval. Ef-
fectively, this means the aircraft was considered fit to fly
despite having an inoperable engine bleed system. One
of the limitations however is that, in this condition, its
maximum allowed altitude was 31,000 ft. As such, the
apparent healthy behaviour of this system was actually
due to the influence of the other engine’s bleed system
operation, since in this scenario a cross-bleed valve is
opened to allow air from the operative bleed system to
flow into the other system, as to compensate its inop-
erability. The procedure that solved this issue was the
replacement of the engine no. 2 NAPRSOV, Nacelle
Pressure Regulating Shut-off Valve, which regulates the
manifold pressure in the bleed system.

4.2. Case Study II - APU EGT
This case study addresses the scenario presented in the
previous section, where we exemplify the methodology
used in a cluster analysis. The circumstances of this ex-
ample are considerably different from the previous case
and present a good opportunity to test our algorithm.
We verified that, prior to the issue described in this case
study, there were no documented reports of failures or
other problems related to this aircraft’s auxiliary power
unit. Shortly after an unusual APU EGT data shift, sev-
eral reports started to emerge, which strongly suggested
faulty operation. Figure 10 presents the progression of
aircraft Zeta’s APU EGT over a year, where each point
represents the maximum temperature value during its
start operation.

Figure 10: Auxiliary Power Unit EGT Monitoring Zeta
- Start Mode.

This situation is rather unusual since, in the previous
case, there was an increasing data trend that indicated a
slow system/component degradation over time. In this
case, however, the temperature values simply shifted
abruptly to 100-200 °C higher, maintaining a steady and
apparently uniform evolution. The data pattern changed
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suddenly on the 22nd of Month 8, and remained in a
constant range of values until the most recent flight date,
the 25th of Month 13. During this time, we discovered
multiple reports of abnormal behaviour and failures re-
garding this system, which supports the unusual data.
Another particularity of this scenario is the fact that,
although this data drift is unusual, the values remain
within the normal domain for this operation, meaning
the classical threshold violation approach would be un-
able to detect this irregular trend.

As seen in the previous section, the algorithm was
eventually capable of identifying abnormal APU Start
Operation in Zeta, also highlighting a strange behaviour
in Epsilon. We decided to verify if this abnormal be-
havioural shift of Zeta, which happened on the 22nd of
Month 8, could also be seen in the APU EGT Run Op-
eration monitoring plot (Figure 11).

Figure 11: APU EGT Monitoring Zeta - Start and Run
Modes.

Surprisingly, the results obtained did not show any
meaningful pattern changes in the run operation, and
were identical to the rest of the fleet. This is rather
strange since the APU start operation lasts about 5-15
seconds, and this unit usually operates over 10 minutes
per flight. One would expect a substantial rise in tem-
perature in the first seconds of operation to have some
sort of consequences in the remaining operation. Al-
though this could be true, it is not reflected in the mon-
itoring methodology used for the APU EGT in run op-
eration and therefore would not be detectable through
fleet comparison.

This particularity shows how important it was to sepa-
rate the distinct APU operations in our application, since
otherwise we would not have been able to detect this in-
cident.

Nonetheless, our application did detect this unusual
trend, placing Zeta in a separate cluster, which can be
seen in Figure 6 of the previous section.

Figure 12 presents a timeline of this case study. Worth
mentioning that only the fleet comparison approach was

capable of detecting the behavioural drift that occurred
on the 22nd of Month 8.

Figure 12: Case Study II - Timeline (Numbered vertical
lines point out events discussed in the text).

Several reports were created over the months, due to
the long persistence of this system fault. Since many re-
ports addressed the same issue, we decided not to spec-
ify them in Figure 12. The non-numbered vertical lines
correspond to reports of “possible APU high oil con-
sumption”, and the remaining to the following events:

1. 24th Month 8: Fleet comparison detects unusual
behaviour in Zeta and Epsilon.

2. 13th Month 9: First report of possible APU high
oil consumption.

3. 31st Month 9: APU starter problems.

4. 2nd Month 11: APU FMU/WRG degraded mes-
sage.

5. 20th Month 12: APU possible fault message dur-
ing start operation.

6. 28th Month 12: APU possible fault message dur-
ing start operation.

7. 31st Month 12: APU possible fault message dur-
ing start operation.

The scenario presented above illustrates the severe
consequences of the EGT increase in start mode, since
prior to that event there were no documented reports of
failures or abnormal behaviour related to the APU re-
garding this particular aircraft. Based on the data above,
it seems this issue had yet to be resolved, as the over-
temperature pattern showed no sign of recovery. In this
example, the algorithm we implemented was able to au-
tonomously detect abnormal system behaviour just two
days after the incident.
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5. Conclusions

5.1. Achievements

Firstly, we developed a routine that filtered the relevant
information from the large set of flight data collected
since the fleet introduction. This process included the
selection of the most critical systems maintenance-wise,
the implementation of methodologies to extract signif-
icant information from flight data and the storing oper-
ation into system files. Afterwards, we implemented a
web browser application that allows the user to visualize
and interact with the data previously refined. This fea-
ture proved to offer a rather practical and intuitive man-
ner of flight data interpretation. It was possible to ob-
serve multiple system/component degradation patterns,
from the more gradual ones, indicating an over-time de-
cline in performance, to more abrupt behavioural shifts,
caused by a sudden failure. We verified that, for some
systems, it was possible to observe the degradation pat-
terns that ultimately led to a failure.

Even though the visual approach already yielded the
desired results, it required an exhaustive process that
consisted in individually interpreting the time series
plots of every system for each aircraft. As to improve
this program’s functionality, we implemented program-
ming routines capable of autonomously performing a
trend analysis on every aircraft’s systems. This way,
the user would be notified of abnormal tendencies and
would only resort to the application to validate the au-
thenticity of the warning messages. If justified, mainte-
nance actions could be undertaken, thus preventing im-
minent failures.

We consider the objectives stated in the introduction
were fully accomplished. We believe the user interface
is practical and simple to navigate, offering the user vi-
sual aids and guidance towards the relevant systems. We
verified that, for many systems, the abnormal data be-
haviours identified were strongly correlated to faulty be-
haviour and failure reports. The application also proved
to be resilient to distinct scenarios and systems, con-
sistently identifying erroneous patterns in their primary
stages. From our perspective, the introduction of so-
phisticated data analysis techniques undoubtedly yields
remarkable results in the context of predictive mainte-
nance, albeit the degree of success is heavily reliant on
the amount of dedication, energy, and resources allo-
cated into these procedures.

5.2. Future Work
We acknowledge this application still has a lot of room
to grow. Although the results obtained were satisfac-
tory, we did not test all the possible configurations of
proximity measures, linkage methods and data mining
functionalities. Different arrangements could enable the
algorithm to identify abnormal patterns sooner or to dis-
tribute objects differently. Part of the algorithm makes
use of built-in R functions that suggest the optimal num-
ber of clusters for a certain data set configuration, mak-
ing use of over 20 indices. It is very likely that, in the
scope of this work, not all the indices generate produc-
tive results and a further comprehension behind each
one of these indices and their measures could be ben-
eficial. In this sense, we believe further investigation
and testing should be done over this subject.

Throughout the dissertation, we mentioned some
weaknesses of the threshold violation methodology,
more specifically how the operational thresholds defined
by the manufacturer are too conservative in the context
of this application. We believe these thresholds should
be defined based on the normal behaviour of the systems
rather than on the operational limits of the components.
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