
Automatically Geo-referencing
Tabular Descriptions of Historic Routes

Rui Pedro Duarte Santos

Thesis to obtain the Master of Science Degree in

Information Systems and Computer Engineering

Supervisors: Prof. Bruno Emanuel da Graça Martins

Prof. Patricia Murrieta-Flores

Examination Committee

Chairperson: Prof. Ana Maria Severino de Almeida e Paiva
Supervisor: Prof. Bruno Emanuel da Graça Martins
Members of the Committee: Pável Pereira Calado

October 2017





Acknowledgements

First and above all, I would like to express the earnest deserved acknowledgement to my

family. For supporting my endeavours from far, but with indisputable will. This is also their

work, Vina and Mário, my parents, and Inês, my sister. Also forever thankful to Raúl, Zézita,
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Resumo

Itinerários históricos, frequentemente acesśıveis como tabelas que listam śıtios visitados em

sequência, são recursos abundantes e importantes objetos de estudo para investigadores hu-

manistas. Este trabalho avança métodos novos para automaticamente geocodificar itinerários

tabulares. Combinando correspondência aproximada de strings com algoritmos de optimização

de custo, especificamente a procura A* para encontrar caminhos de menor custo, entre pares

de locais, sobre um raster que codifica inclinação de terreno, juntamente com um método de

programação dinâmica baseado no algoritmo de Viterbi para encontrar sequências de locais que

minimizem o custo total. Correspondência de strings foi testada tanto com medidas de similari-

dade de strings bem estabelecidas como com algoritmos que são estado da arte em aprendizagem

automática. Experiências com dados de itinerários históricos, geocodificados por especialistas

com coordenadas verdadeiras, e também com o gazetteer GeoNames usado para correspondência

de topónimos e para treino de algoritmos supervisionados, atestam a eficácia deste método. Os

resultados obtidos demonstram que, enquanto que a correspondência de strings consegue me-

dianas de erro baixas, com muitos topónimos a corresponderem exatamente com entradas do

GeoNames, a combinação com algoritmos de optimização melhora significativamente os resul-

tados em termos da distância de erro média. Além disso, usar caminhos de menor custo para

reconstruir rotas prováveis entre pares de locais permite inquirir e inferir novas hipóteses sobre

rotas históricas. Este estudo demonstra que métodos alavancando a intuição que os viajantes

escolhem óptimos, em combinação com correspondência aproximada de strings para encontrar

topónimos correspondentes ao itinerário, são de facto eficazes para geocodificar automaticamente

estes recursos.





Abstract

Historical itineraries, often accessible as tables describing places visited in sequence, are

abundant resources and also important objects of study for humanities scholars. This work ad-

vances a novel method for automatically geocoding tabular itineraries, combining approximate

string matching with cost optimization algorithms, specifically A* search for finding least-cost

paths between pairs of locations over a raster encoding terrain slope, together with a dynamic

programming method based on the Viterbi algorithm for finding sequences of locations that min-

imize the overall cost. Approximate string matching was tested with both well established string

similarity measures and state-of-the-art supervised machine learning algorithms. Experiments

with a dataset of historical itineraries, with ground-truth geocoding annotations provided by

domain experts, and with also the GeoNames gazetteer used for toponym matching and for the

training of the supervised algorithms, attest to the effectiveness of the proposed method. The

obtained results show that, while approximate string matching alone can already achieve very

low median errors, with many toponyms matching exactly against GeoNames entries, the combi-

nation with cost optimization can significantly improve results in terms of the average distance

towards the correct disambiguations. Moreover, the usage of least-cost paths for reconstruting

the most likely routes between pairs of locations can enable new inquiries and inferences about

historical routes. This study shows that methods leveraging the intuition that travelers choose

optimal routes, in combination with approximate string matching for finding gazetteer entries

matching the toponyms in the itineraries, are indeed effective for automatically geocoding these

resources.
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1Introduction
Historical itineraries, often accessible as tables or as sequential lists of names for the places

that were visited in the context of a particular journey, are abundant resources and also important

objects of study for humanities scholars (Szabó, 2009; Blank and Henrich, 2016; Murrieta-Flores

et al., 2016), for instance providing ’snapshots’ of particular socio-cultural events, insights into

the development of human mobility, and invaluable information related to the establishment of

historical road networks. Well-known examples include the 3rd century Itinerarium Antonini

Augusti, the 4th century Itinerarium Alexandri, the Itinerarium Burdigalense written between

the 8th and 10th centuries, or the 1191 Itinerarium Cambriae, among many others1. Many his-

torical manuscripts and/or transcriptions containing information on itineraries, dating from the

Medieval period to the 20th century, are nowadays available in digital formats within repositories

and initiatives such as Europeana2 and the Internet Archive3, or in the context of Digital Hu-

manities projects like Pelagios4. The upper part of Figure 1.1 presents a page from a book with a

transcription of the Itinerarium Burdigalense, which is the earliest known Christian itinerarium.

It was written by an anonymous pilgrim, recounting his journey made between 333 A.D and

334 A.D from Burdigala (present-day Bordeaux, France) to Jerusalem and back. The lower part

of Figure 1.1 shows the itinerary inscribed in one of the Vicarello Cups, i.e. four silver cups

discovered in 1852 near the baths of Aquae Apollinares at Vicarello, Italy, inscribed on their

outside with an itinerary that goes from Gades (modern Cadiz) over land to Rome, including

104 stopping points along the way.

Few historical tabular itineraries are nonetheless directly associated with map-based repre-

sentations and, in many cases, there is little information on the actual routes taken in between

locales. As such, there are many interesting questions related to early travelling routes. The

analysis of historical itineraries (e.g., for consistency checking, or enabling new inquires and

inferences about the routes) may be facilitated through the analytical tools of Geographical In-

formation Systems (GIS) and/or through map-based representations for these data. The research

1http://www.peterrobins.co.uk/itineraries/
2http://www.europeana.eu
3http://archive.org
4http://commons.pelagios.org



Figure 1.1: Two examples of historical itineraries presenting a transcription of the Itinerar-
ium Burdigalense on the top and the itinerary inscribed in the Vicarello cups on the bottom.

reported on this dissertation concerns with automatically geocoding historical itineraries, lever-

aging innovative methods that explore the idea that travelers tend to choose the most efficient

routes (e.g., itineraries will likely minimize the distance between locations (Blank and Henrich,

2015, 2016; Adelfio and Samet, 2014; Zhang et al., 2012; Moncla et al., 2016)).

In brief, the proposed method is based on a sequence of four stages, combining string sim-

ilarity search and well-known optimization procedures, in order to find the most likely route.

On the first stage, string similarity (Navarro, 2001; Recchia and Louwerse, 2013) is used to look

for candidate disambiguations in a large-coverage gazetteer. State-of-the-art string matching

methods (Santos et al., 2017c,a), leveraging supervised machine learning for combining multiple

similarity metrics or, alternatively, a deep neural network, can then optionally be used to further

filter/restrict the set of candidates associated to each place in the itinerary. A least-cost path

between pairs of candidates, visited in sequence over the itinerary, is afterwards estimated on

the third stage. At this stage there are two possible distance measures to consider, a geodesic

path over the Earth’s surface, or a least-cost path calculation method that leverages terrain slope

for estimating movement costs (Douglas, 1994; Murrieta-Flores, 2012). Finally, Step 4 leverages
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the distance associated to each of the paths between pairs of candidates, which were computed

in Stage 3, to find an overall best path for the entire itinerary, also disambiguating each of the

toponyms to the most likely candidate. A dynamic programming algorithm, similar to Viterbi

decoding in the context of hidden Markov models (Viterbi, 1967; Forney, 1973), is used at this

stage to efficiently compute the global path that minimizes the traveled distance.

The proposed method was evaluated through tests with manually geocoded itineraries (e.g.,

measuring the distance between the estimated disambiguation and ground-truth geo-spatial co-

ordinates for the places in each itinerary). The itineraries were compiled in a dataset originally

provided by Peter Robins5, containing a total of 24 instances, corresponding to sequences of

varied lengths, associated to well-known historical itineraries. The GeoNames6 gazetteer was

used for supporting the disambiguation of toponyms into geo-spatial coordinates, i.e. a gazetteer

is a geographic directory that associates place names to other information like their latitude and

longitude coordinates. This resources, which focuses on modern administrative geography, have

also nonetheless information on many historical variants as alternative place names. Experiments

showed that while approximate string matching can already achieve very low median errors (e.g.,

many of the toponyms in historical itineraries match exactly with entries in GeoNames, and thus

the median distance towards the correct disambiguations is quite low), the combination with

cost optimization can significantly improve results in terms of the average distance towards the

correct disambiguations. Moreover, the usage of least-cost paths for reconstruting the most likely

routes between pairs of locations can enable new inquiries and inferences about historical routes.

Our work shows that methods leveraging the intuition that travelers tend to choose the least

costly routes, in combination with approximate string matching for finding gazetteer entries that

are likely to correspond to the historical toponyms in the itineraries, are indeed effective for auto-

matically geocoding these resources. The best results, when simultaneously looking at the mean

and median errors, were achieved with the combination of the two cost optimization procedures

with the string matching method leveraging a supervised machine learning algorithm.

1.1 Thesis Proposal

When analyzing a tabular itinerary, each toponym entry must be disambiguated using, for

instance, a gazetteer. The most important feature of the gazetteers is the connection of place

names to latitude and longitude coordinates while also having useful information, namely translit-

5http://www.peterrobins.co.uk/itineraries/list.html
6http://www.geonames.org/
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erations to other languages or alphabets, and alternative names.

Toponym matching (i.e., the task of matching names that correspond to the same place) is

usually done with approximate string matching (Davis and De Salles, 2007; Kilinç, 2016; Recchia

and Louwerse, 2013), a procedure that often relies in string similarity methods. String similarity

methods are reviewed in this documenton in Section 2.1.1, where it is explained that these metrics

generally receive a pair of strings as input to then return a value that encodes how similar those

input strings are with a value v ∈ [0, 1]. Approximate string matching can combine several

string similarity metrics in order to classify, in this case, a pair of toponyms as matching or non-

matching with a greater level of confidence. Different metrics can have different mechanisms that

can produce distinct results. For each metric there is the need to refine a distinct threshold value

to be compared with the output result of the metric (i.e., a result greater than the threshold value

means that the toponyms match, and a lesser than the threshold result means the toponyms do

not match). Threshold tuning is essential to attain good results.

There are several ways of tuning the threshold of string similarity metrics. One way might be

to experiment with different threshold values, evaluating the results over a dataset of toponym

pairs. One such dataset can be built using gazetteer information, including a wide variety of

matching and non-matching examples. Supervised machine learning classifiers offer another

way of addressing the task of toponym matching that abstracts the threshold tuning and that

automatically assigns the importance level when combining several string similarities. Defining

weights for each string similarity, if using a combination of several, could be a time-consuming

task if done manually alongside manual threshold tuning. Supervised machine learning also needs

time to perform the necessary training process using a dataset. However, it has the potential to

achieve better results than individual string similarity metrics. A comparison between different

models is considered. Evaluation metrics such as accuracy, precision, recall and the F1 score

were used to compare results.

There are already use cases of supervised machine learning with gazetteers, for instance for

gazetteer conflation (Martins, 2011). Different models of classifiers can be applied in this process

like a feature-based machine learning classifier (Santos et al., 2017c), or even a deep neural

network taking its inspiration on previous NLP proposals for detecting paraphrases (Santos

et al., 2017a).

Multiple candidates can match each point of the itinerary. Even though just one of the

matches is the likely true positive, those toponyms are the best results and, after retrieving their

corresponding latitude and longitude coordinates, they must be included in a either a least-cost

4



path analysis or distance measuring, and a posterior shortest path computation. The module for

least-cost path analysis aims to compute optimal paths on representations of terrain surfaces. It

is necessary to assign a cost to traversing units of terrain. The terrain can be represented with the

use of a grid where each cell relates to a cost for traversing the terrain. Several factors must be

regarded when assigning the cost. The terrain slope is a immediate characteristic that constraints

the route. The existence of natural features such as some rivers that are passable, but others

can completely restrict its crossing, and proximity to road networks or to important landmarks

should also impact the accessibility. Therefore, an eventual cost factor can be calculated by

the maximum speed achievable on a terrain, combining all the aforementioned factors (Douglas,

1994). For instance, a cost factor of 1.0 is assigned to normal conditions where a decent pace speed

is attainable. A cost factor between 0.0 and 1.0 is assigned if higher speeds are feasible, while

a cost factor greater than 1.0 is assigned when lower speeds are reachable (e.g., Douglas (1994)

illustrates that a road could have a cost factor between 0.0 and 1.0 as it permits higher speeds;

an open field can correspond to the cost factor of 1.0; a forest would feature a cost factor above

1.0 as it is slower to travel through). This information is available in public global environment

layers in the form of rasters (i.e., a matrix data structure of georeferenced cells that encode values

associated to each cell). Rasters are commonly used in Geographic Information Systems (GIS) for

data representation. The cost factor can be defined by a formula combining several raster values,

e.g. through multi-criteria analysis. At least a raster containing information on the terrain slope

and another containing information on the water bodies presence are taken into account. Slope

and water bodies presence are two very informative features for assigning a cost to a terrain cell.

With the raster encoding costs, a procedure such as the A* algorithm can be used to compute

the least-cost path between a pair of locations. The geodesic distance (Vincenty, 1975) is an

alternative that must be also tested and is going to be useful as a comparative distance measure.

Also, as an alternative to the A* search algorithm, I also considered the usage of a procedure

based on reinforcement learning (Szepesvári, 2010), for combining the ancillary information and

generating policies that result in least-cost paths. Value Iteration Networks (Tamar et al., 2016)

are an example that can predict outcomes suitable of policies. One can adjust factors like the level

of information the policy can access and test different reward functions based in that information.

However, it was not feasible in this time frame.

The Viterbi algorithm can be used to find the most likely path on a trellis structured graph.

A feasible approach to disambiguate the most likely candidates from an itinerary is to represent

them through a trellis and then use the Viterbi algorithm to determine the best disambiguation

(i.e., the candidates that are actually right because they result in a trajectory with the least

5



overall cost). If so required, I will consider the usage of parallelization techniques for accelerating

the computation of Viterbi paths (Maleki et al., 2016).

1.2 Contributions

The main contribution of this M.Sc thesis is the automation of the process of geo-referencing

tabular descriptions of historical routes. Currently, geographical text analysis (i.e., methods for

addressing tasks such as document geocoding (Melo and Martins, 2016; Wing, 2016), toponym

resolution (Speriosu and Baldridge, 2013; Moncla et al., 2014; Gregory et al., 2015; Wing, 2016),

or others (Freire et al., 2011; Derungs and Purves, 2014)) is increasingly being used in the Digital

Humanities and related fields (Gregory and Murrieta-Flores, 2016; Wing, 2016), although very

few studies have specifically addressed the problem of geocoding itineraries (Blank and Henrich,

2015, 2016).

Several solutions developed for this dissertation revealed to be worthy contributions given

the literature as to date. For instance, on toponym resolution, the work leveraging feature-based

machine learning algorithms (Santos et al., 2017c) is a top performing approach only surpassed

by the deep neural architecture (Santos et al., 2017a) as current state-of-the-art (which has been

made available online7). Also, a preliminary version of our work was published (Santos et al.,

2017b). Listing our contributions in the ambit of this M.Sc thesis:

• Santos et al. (2017c) – Santos, R., Murrieta-Flores, P., Martins, B. (2017). Learning to

Combine Multiple String Similarity Metrics for Effective Toponym Matching. International

Journal of Digital Earth.

• Santos et al. (2017a) – Santos, R., Murrieta-Flores, P., Calado, P., Martins, B. (2017).

Toponym Matching Through Deep Neural Networks. International Journal of Geographical

Information Science.

• Santos et al. (2017b) – Santos, R., Murrieta-Flores, P., Martins, B. (2017). An Auto-

mated Approach for Geocoding Tabular Itineraries. In Proceedings of the Workshop on

Geographic Information Retrieval;

• The summary report of this thesis is also going to be published in the near future.

7http://github.com/ruipds/Toponym-Matching
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Until now, only Blank and Henrich (2015, 2016), and Budig and Dijk (2017) have addressed

specifically the task of geocoding itineraries. The concept developed with the novel application of

state-of-the-art toponym resolution and cost optimization is an innovative approach that, while

not directly comparable with the previous studies, is extensively greater on itinerary corpora

area covered and number of places.

Also, the combination of least-cost path analysis with the task of geo-referencing tabular

descriptions of historical routes is pioneered in this work. While it will still be open for research

after this thesis, this arrangement is itself worth notice.

1.3 Organization of the Dissertation

This document is organized as follows: Chapter 2 presents fundamental concepts and related

work that support the theme of this dissertation. Chapter 3 describes the several steps that

compose the system developed and details the methods used. Then, Chapter 4 reports on the

evaluation of those methods and the overall system. Lastly, Chapter 5 summarizes the main

conclusions of this work, and points to possible future contributions.
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2Concepts andRelated Work

This chapter presents fundamental concepts and related work within the ambit of this dis-

sertation. Section 2.1 presents the fundamental concepts for string similarity (Section 2.1.1)

which is a common method used for entity matching, the Viterbi algorithm (Section 2.1.2) is

determined to being fundamental in this geo-referencing approach, and least-cost path analysis

(Section 2.1.3) is leveraged as an alternative way of calculating distances. Section 2.2 describes

previous work that is relevant on geo-referencing methods for tabular itineraries (Section 2.2.1),

on geographic information retrieval (i.e., itinerary level) (Section 2.2.2), on toponym resolution

(Section 2.2.3), on path reconstruction methods through text (Section 2.2.4), and on the use

of least-cost path analysis in digital humanities research (Section 2.2.5). Finally, Section 2.3

overviews the section as a whole.

2.1 Fundamental Concepts

Measuring string similarity covers the problem of matching strings that represent the same

entity (Navarro, 2001). String similarity metrics are widely used on toponym resolution (Davis

and De Salles, 2007; Kilinç, 2016; Recchia and Louwerse, 2013), and existing methods can be

separated into three classes, namely, character-based methods, vector-space approaches, and

hybrid approaches. Section 2.1.1 overviews string similarity metrics.

A presentation of the Viterbi algorithm is advanced in Section 2.1.2, this method was deter-

mined to being fundamental for the geo-referencing approach developed. The Viterbi algorithm

has many applications in different fields (Forney, 1973) and, in this work, it will be used to

support the computation of shortest routes between candidate disambiguations for toponyms.

Finally, least-cost path analysis is a recurrent task in the context of GIS. As referred by

Douglas (1994), least-cost paths may be constructed based on different approaches. For instance,

path calculations can depend on a network of streets, roads and highways, which might not be

suited for historical routes, depending on the network age. Alternatively, least-cost paths can

lean on continuous surfaces (i.e., raster datasets) mapping a terrain characteristic such as slope,



or one can use a spatial surface to represent a concrete cost surface. Section 2.1.3 overviews

least-cost path analysis methods.

2.1.1 String Similarity Search

Approximate string matching (Navarro, 2001), which often relies on string similarity, has

the goal of pairing matching strings, even when one is misspelled or is somehow arranged in a

different form. Typical methods apply a function that receives a pair of strings as input and

returns a value encoding how similar those strings are. As previously introduced, these methods

can be separated into:

• Character-based methods, which depend on character edition operations (i.e., deletions,

insertions, replacements and sub-sequence comparisons);

• Vector-space approaches, where strings are represented in vectors, over which similarity

computations are then performed;

• Hybrid approaches, which combine both character-based and vector-space methods,

aiming to improve results over strings with multiple tokens.

Edit distance is a well-known character-based method. The difference between strings can

be determined by the minimum number of character editions required to transform one string

into the other (Levenshtein, 1966; Recchia and Louwerse, 2013). This is the idea behind the

Levenshtein edit distance metric da,b (Levenshtein, 1966), where each edit operation has a cost

of 1, accounting for insertions, deletions or replacements (e.g., the edit distance between Lisboa

and Lisbon is one, because there is only one substitution, a 7→ n; in turn, matching Lisboa and

Lisbonne requires three edit operations, i.e. one substitution and two insertions, namely a 7→ n,

ε 7→ n and ε 7→ e).

A similarity measure like sa,b = 1 − da,b
max(|a|,|b|) can be defined using the Levenshtein edit

distance. There are also many variants that, for instance, consider different weights for the

character edition operations (Navarro, 2001). Beyond insertions, deletions and replacements,

the Damerau-Levenshtein (Damerau, 1964) approach involves an operation corresponding to the

transposition of two characters and is defined through the following recursive function, where

1(ai 6=bj), with ai being the ith character of a string a and bj being the jth character of a string

b, is an indicator function, that equals to zero when ai = bj , and to one otherwise.
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da,b(i, j) =



max(i, j) ifmin(i, j) = 0,

min



da,b(i− 1, j) + 1

da,b(i, j − 1) + 1

da,b(i− 1, j − 1) + 1(ai 6=bj)

da,b(i− 2, j − 2) + 1

if i, j > 1 ∧ ai = bj−1 ∧ ai−1 = bj

min


da,b(i− 1, j) + 1

da,b(i, j − 1) + 1

da,b(i− 1, j − 1) + 1(ai 6=bj)

otherwise.

The Damerau-Levenshtein distance between a string a and a string b is given by the value

returned by da,b(|a|, |b|), with i = |a| and j = |b| being the lengths of string a and string b,

respectively. Throughout recursion, da,b(i, j) represents the distance between an i-symbol prefix

(i.e., an initial sub-string) of the string a and a j-symbol prefix of the string b.

The Jaro metric is another character-based approach that was designed for matching strings

such as person names (Jaro, 1989). This method focuses on the common characters and on their

order. The Jaro similarity sa,b between two strings a and b is defined according to the following

formula, where m is the number of matching characters between a and b, and t is the number of

transpositions.

sa,b =


0 if m = 0

1
3 ×

(
m
|a| + m

|b| + m−t
m

)
otherwise.

When computing the Jaro metric, two character from string a and string b are defined as

matching if they are equal, and if the positional indices for their occurrences are not farther than⌊
max(|a|,|b|)

2

⌋
− 1 characters apart.

A prevailing variant of the Jaro metric is denominated Jaro-Winkler (Winkler, 1990). The

Jaro-Winkler metric relies on the fact that spelling errors are less likely to occur at the beginning

of names (Winkler, 1990), meaning that a higher weight should be assigned to the initial matching

characters of a string. The Jaro-Winkler similarity measure is defined by sa,b = s′a,b + (` × p ×

(1− s′a,b)), where s′a,b is defined by the Jaro metric, l is the length of the common prefix (up to

a maximum of four characters) and p is a constant scaling factor that determines how much the

common prefix boosts the score. It is interesting to notice that two strings that contain identical
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tokens in a different order (e.g., the toponyms Madeira Island and Island of Madeira) can be

problematic for the Jaro-Winkler metric (Christen, 2006). Two variants have been proposed to

address this issue: (1) sorted Jaro-Winkler sorts the tokens alphabetically before calculation,

and (2) permuted Jaro-Winkler calculates similarities over all possible permutations of tokens,

in order to choose the maximum value.

Vector-space approaches often break down strings into sequences of n contiguous characters,

denominated character n-grams. The cosine similarity is one approach that can use n-gram string

representations, usually with n = 2 and/or n = 3. Consider a string a and a string b with n-gram

based vector representations corresponding to A =< a1, . . . , a|Σ| > and B =< b1, . . . , b|Σ| >.

Each ai or bi (with 1 6 i 6 |Σ|) corresponds to a character n-gram of a string and has the value

of one, if the n-gram occurs in the string, or zero, otherwise. The cosine similarity metric is

defined as follows:

sa,b = cos(θ) =
A ·B

‖A‖ × ‖B‖
=

|Σ|∑
i=1

aibi√
|Σ|∑
i=1

a2
i ×

√
|Σ|∑
i=1

b2i

The Jaccard similarity coefficient (Jaccard, 1912) also uses n-grams, although differently. In

this case, the n-grams of a string a and a string b are represented as sets. Let A = {ai}1<=i<=|a|

represent string a’s set and B = {bi}1<=i<=|b| represent string b, where |a| and |b| correspond

the respective number of character n-grams in each string, and where each ai and bi corresponds

to an n-gram. The Jaccard similarity coefficient is defined as sa,b = |A∩B|
|A∪B| .

Skipgrams are another method for of representing strings, that resembles n-grams but instead

makes use of bi-grams of non-adjacent characters, allowing gaps of zero, one or two characters

within the string being represented. Considering a set of integers Γ that represents the number of

skipped characters (i.e., with Γ = 0, 1 and a string a = {c1c2c3c4}, the set of skipgrams occurring

in a, represented as skipgramsΓ(a), is {c1c2, c1c3, c2c3, c2c4, c3c4}, with the set containing bi-

grams with the numbers of skipped characters present in the set Γ), we can use the Jaccard

metric adapted to skipgrams as follows:

sa,b =

∑
Γ∈{{0},{1,2}} |skipgramsΓ(a) ∩ skipgramsΓ(b)|∑
Γ∈{{0},{1,2}} |skipgramsΓ(a) ∪ skipgramsΓ(b)|

Hybrid similarity metrics can improve results over strings with multiple tokens, with cal-

culations not depending entirely on matching character order. Hybrid approaches apply a sub-
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measure s′ai,bj to all pairs of tokens between two strings to compute a similarity score sa,b,

becoming independent of the order by which the tokens are presented. For instance, the Monge-

Elkan (Monge and Elkan, 1996) similarity metric uses a sub-measure and calculates the average

similarity of the most similar pairs of word tokens. With s′aibi representing a sub-measure, e.g.

the Jaro-Winkler similarity between a token ai from a string a and a token bj from string b, the

Monge-Elkan score is defined as follows:

sa,b =
1

|a|

|a|∑
i=1

|b|
max
j=1

(s′ai,bj )

In the previous equation, |a| and |b| represent the number of word tokens present in strings

a and b, respectively. Moreau et al. (2008) disputes the Monge-Elkan performance because it

favors short strings due to using the average. The Monge-Elkan scheme is also not symmetric

(i.e., usually sa,b 6= sb,a), and therefore one commonly uses the average between sa,b and sb,a to

address this issue.

Hybrid approaches can also use adapted versions of the cosine similarity or the Jaccard

coefficient metric with regard to tokens, instead of n-grams, to soften comparisons and allow

small token mismatches (Moreau et al., 2008). The Soft-Jaccard metric between a string a and

a string b can be computed as follows:

sa,b =

∑|a|
i=1 max

|b|
j=1(s′ai,bj

)+
∑|b|

j=1 max
|a|
i=1(s′ai,bj

)

2

|a|+ |b| −
∑|a|

i=1 max
|b|
j=1(s′ai,bj

)+
∑|b|

j=1 max
|a|
i=1(s′ai,bj

)

2

The formula resembles the Jaccard metric described previously in this section with a decom-

posed denominator (|A ∪B| = |A|+ |B| − |A ∩B|). The sub-measure s′a,b used in the previous

equation can be, for instance, the Jaro-Winkler score.

Also as a hybrid approach, Kilinç (2016) proposed a similarity metric denominated DAS

that specifically tackles toponym matching. The DAS similarity metric combines three different

stages: word similarity, sentence similarity and name similarity. The word similarity measure

makes use of edit-based procedures working at the character level, while sentence and name

similarity measures both work at the token level. DAS is thus a hybrid approach. The first

stage, word similarity, calculates the importance of adjacent characters between each token of a

string a and a string b. A weight wc, which results of the inverse of the size of the largest string,

is also used. Consider cai and cbj as characters with position i in a token a and position j in a

token b, respectively. With |a| and |b| being the total number of characters in token a and b, the
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DAS word similarity value is defined as follows.

sword(a, b) =

max(|a|,|b|)∑
i=1

wc × k with k =


1 if cai = cbi

0.8 if cai = cbi+1 ∨ cai = cbi−1

0 otherwise.

In the second stage, the sentence similarity algorithm matches words of a string a and a

string b by searching for common words in each string. First, each string is tokenized. Then, the

method determines the average word length (i.e., the number of characters divided by the number

of tokens). Given two strings a and b, if wla and wlb represent their respective average word

length and wla < wlb, then the set tokens of the string a are searched in the set of tokens of the

string b. The next step is to observe the number of matching tokensma,b between the two strings,

and finally obtain the sentence similarity score defined as ssentence(a, b) = ma,b × 1
max(|a|,|b|) with

|a| as the number of tokens from string a and |b| as the number of tokens from string b.

Word similarity and sentence similarity are executed independently. The one that produces

a greater score is selected for comparison. If the selected similarity value surpasses a determined

threshold, then the name similarity is executed. The author explained that low similarity scores

on either the word or the sentence similarity metrics mean that the evaluated strings are unrelated

or, if related, are synonyms. However, if the similarity metric achieves a high score, this means

that the strings in comparison can be alternative names. In the third stage, the name similarity

algorithm focuses in checking this possibility. This algorithm starts by tokenizing both strings.

Then the tokens of a string a are compared with the tokens of a string b. If all characters of

a token from a are the same as those from a token in b until the position given by the length

of the shortest of both tokens under comparison (i.e., if one is contained in the other) and this

situation occurs for all letters of any two expressions, then the name similarity score sname is 1.

The DAS similarity value results of the maximum value between the three similarity mea-

sures, namely sword, ssentence, and sname.

2.1.2 The Viterbi Algorithm

The Viterbi algorithm is a dynamic programming method for finding the optimal path in

a trellis (i.e., a graph where nodes are ordered in vertical slices representing sequential states,

and where each node has at least one connection to the previous state and one connection to

next state) (Forney, 1973). An example of a trellis graph structure is presented in Figure 2.1. In
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Figure 2.1: An example of a trellis graph structure.

the case of an itinerary, the trellis has, at least, a starting and an ending state corresponding to

the origin and destination of the route, respectively. Each intermediate state may have several

nodes that are alternative candidates to the disambiguation of each toponym in the route. We

therefore can use a trellis to model multiple candidates per place.

Consider an itinerary I with T stopping points (i.e., places with their corresponding geospa-

tial coordinates), each with less than N candidate disambiguations, represented by a trellis GI .

A naive approach to finding the best candidate to each place, and thus finding the most likely

route, would involve NT calculations. From one place t (i.e., one state in the trellis) to next the

place t+ 1 there are different paths with different likelihoods of involving the correct candidates.

Therefore, the motivation for the Viterbi algorithm is to, instead of naively computing the cost

of each connection, discard the least likely candidates and focus on the most likely ones (i.e., the

least likely are the more costly candidates, while the most likely are the ones with less cost to the

next connection), reusing previous computations. The result is a great reduction on the number

of calculations from NT to T ×N2. Consider the example trellis structure in Figure 2.1, where

a state i is identified as si, and where a node j of the state i is identified as si,j , with 1 ≤ i ≤ T

and 1 ≤ j ≤ N . A trellis state si embodies the ith stopping point of the itinerary, while each

si,j node represents one of the candidates for that stopping point. There is a connection between

every si,j and every si+1,k with 1 ≤ k ≤ N , because there are several possible paths before the

process of toponym disambiguation. The value of each connection can be calculated by either

the geodesic distance between the candidates, or using a least-cost path analysis between si,j

and si+1,k (see Section 2.1.3).

The pseudocode for the Viterbi algorithm is shown in Algorithm 1 in Chapter 3, Section 3.3.1.
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The sequence S contains all states and is the input. Matrix C1 is used to store the accumulated

cost and matrix C2 is used to store the states that are chosen at each step. Each cell in C1 and

C2 results from the minimum of all connections from each node of a previous state to each node

of the current state (i.e., C1[i, j] or C2[i, j] relates to the node si,j of the state si). The function

∆(sj−1,i, sj,k) returns a cost value for moving from the node sj−1,i to the node sj,k. At each

state, an assessment regarding the sum of the cost so far with the cost to a forward node is done

using the previous position of C1 and the function ∆. Finally, the last iteration cycle performs

a process of backtracking to retrieve the least-cost path.

2.1.3 Least-Cost Path Analysis

The main objective of least-cost path analysis operations is to compute routes minimizing

costs that are estimated on certain factors. For instance, a factor to consider might be the terrain

type (e.g., flat land versus swampland or hilly terrain), as Douglas (1994) demonstrated. One

can try to model the cost of traversing a terrain with certain characteristics, but a problem can

be how to determine the cost of a path that transverses a surface which holds different types of

terrains and different traversing costs.

Douglas (1994) presented a system that computes least-cost paths with the notion of an

accumulated cost surface and a cost passage surface. The cost passage surface entails the cost

of traversing a terrain unit. A terrain unit can be represented by a dasymetric map and by

a grid lattice. While the dasymetric map describes the costs, frictions, or maximum speeds of

each area according to the terrain type, the grid lattice describes the elevation model of the

terrain by assigning an altitude value to each cell of the grid. There are three different ways of

assigning the values to the grid, i.e.: (1) have values assigned to the cell’s vertices, where one

can calculate a cell’s slope from its vertices; (2) have values assigned to the cell as a unit, having

the whole cell with the same altitude; or (3) using an implicitly connected network, where each

cell is represented by a node with orthogonal and diagonal connections to neighbor nodes, and

where the values are assigned to each one of the nodes.

The accumulated cost surface is built by a spreading function that visits the eight point

neighbors of each cell. Upon visiting a point not yet assigned to an accumulated cost, the

search is stopped and the spreading function is called from the unassigned point. This function

computes a cost for each cell and both the altitude and the cost passage surface information is

used to determine the cost value. The algorithm begins at the destination, which is important

because, this way, the cost will accumulate from destination throughout any possible departure
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point. The aftermath of finding the least-cost path at any point is tracing a descending slope

line. From departure to destination, the slope line will always define the least-cost path based

on a accurate accumulated cost surface like a drainage basin.

A search algorithm such as the A* algorithm is also a good fit to compute a least-least-cost

path, considering access to a raster encoding the cost of traversing each cell. The A* algorithm

uses an estimation on a distance remaining to the destination. Arranging an estimation can be

simple with an accumulated cost surface. An accumulated cost surface is calculated starting from

the destination and is expanded throughout every direction while storing the accumulated cost

value at each point. At each point of the surface we have an estimation of the cost of getting to

the destination. Therefore, at each point, the A* algorithm is able to get an estimation with its

final result being the the least-cost path. Zeng and Church (2009) provided a study on the use of

the A* algorithm on real road networks, which is a different use case than least-cost paths, but

gives several insights on its use in GIS. Their work concluded that the A* algorithm performs

faster than implementations of the Dijkstra algorithm (Dijkstra, 1959) to find shortest paths.

The pseudocode for the A* algorithm is presented in Algorithm 2 in Chapter 3, Section 3.3.2.

Consider two sets openList and closedList. openList contains the open nodes (i.e., the raster

cells) so far, thus starts containing the start node, represented by nstart. closedList contains the

closed nodes which were already analysed, and that therefore were used to form the resulting

path. There are two vectors gScore and fScore that represent, respectively, the cost of the

path until and including the actual node, and the estimation cost from the actual node to the

goal node. Notice the while cycle that greedily chooses the node ncurrent, with the minimum

fScore value from openList. This node is removed from openList and added to closedList. The

algorithm continues by expanding the nodes reachable from ncurrent, and by verifying whether

the actual path is still the best path or if an alternative path performed better. The cost of the

expanded nodes is determined and then they are added to both gScore and fScore, continuing

to the next cycle. When ncurrent happens to be the goal node ngoal, the algorithm reaches the

end and the resulting path is retrieved and returned.

Like the A* algorithm, the Dijkstra algorithm (Dijkstra, 1959) can be used to find shortest

paths. For instance, in a graph, nodes are related to the cost value of going from the source to

that node. A priority queue is used to store the processing order. Nodes with higher priority have

lower cost values and are processed first. When processing a node, all its connected neighbors

have their cost analysed and reassigned with the minimum between the cost value it may already

have, and the cost value of the path that includes the processing node plus the cost value of

reaching the neighbor. When new nodes are found, they are added to the queue. Unlike the
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A* algorithm, the Dijkstra algorithm does not have any kind of heuristic. Therefore, the A*

algorithm with a decent performing heuristic usually converges to the resulting path in less time.

An approach for computing least-cost path on massive grid-based terrains with a high effi-

ciency was proposed by Hazel et al. (2006). An algorithm called terracost was presented, which

grants efficient utilization of internal and external memory, and has a modular design to favor

running in cluster environments. Terracost is divided in four steps, is based on an algorithm

for computing single sourced shortest paths (Arge et al., 2001), and uses the Dijkstra algorithm

(Dijkstra, 1959) to find the shortest path on the cost surface (i.e., the least-cost path). Consider

a cost grid G with
√
N by

√
N vertices. When calculating the least-cost path surface for G,

instead of computing all
√
N ×

√
N , the algorithm breaks computation in N/sqrt(R) vertices

forming sub-grid tiles, with R being a user controlled parameter.

When there are source vertices in the tile (and for the boundary vertices), the least-cost

path is calculated to each boundary vertice of that tile. Next, the method sorts the boundary-to-

boundary stream of the corresponding vertices between the different tiles according to the initial

gird. The least-cost paths, from source to the boundary vertices computed initially, are then

continued. Finally, the algorithm again computes the least-cost path, this time for the internal

points from the boundaries and source vertices. The theoretical running time for terracost is

O(N
√
R logR) and this is also accomplished in practice. Computing tiles of the cost grid with

in-memory computation makes this approach apt to run in a cluster environment.

Running terracost in comparison with r.cost (a module from a GIS named GRASS ) and

other implementations of the Dijkstra algorithm shows that, while others start using swap space,

terracost performance is stable. Speedup for the first step using a cluster is nearly linear.

Yu et al. (2003) extended least-cost path algorithms for roadway planning. They improved

conventional algorithms by using a cost function that relies on non-adjacent nodes, beyond the

conventional use of just adjacent nodes. A key definition was also presented for the cost form

on surfaces. If the cost is uniform for all directions, the surface is called an isotropic surface.

Traversing a cell in a grid representation has the same cost for whichever direction of travel. In

the real world, isotropic surfaces rarely exist (i.e., the terrain surfaces are usually complex and

the slope varies with the different directions). These surfaces are denominated an anisotropic,

and handling them is an important issue regarded in least-cost path analysis. To tackle this

issue, the authors proposed a method that uses different cost formulas for whichever direction,

that includes terrain characteristics such as slope angle, distance, and altitude.
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2.2 Related Work

This section presents relevant related work on geo-referencing methods for tabular itineraries

(Section 2.2.1) which of all works reported on this section, is the most comparable to my disser-

tation as it performs the same high-level objective of geocoding tabular itineraries. Geographic

information retrieval (i.e., at itinerary level) (Section 2.2.2) is important as related geographic

information retrieval work. Section 2.2.3 relates to the problem of toponym matching while on

a different context. Path reconstruction methods through text (Section 2.2.4) is pertinent work

as it also automates a path reconstruction task. Finalizing this chapter, Section 2.2.5 addresses

the use of least-cost path analysis in digital humanities research.

2.2.1 Geocoding Tabular Itineraries

With the objective of enhancing geographic gazetteers and geographic information retrieval

systems, Blank and Henrich (2015) addressed the problem of itinerary resolution. The historic

itineraries used in their experiments are already in the form of tables relating each toponym to

the distance value from the former toponym. The work focused on toponym resolution, i.e. on

the tast of assigning each toponym to the corresponding latitude and longitude coordinates.

To address toponym resolution, a graph is created with a start and an end node. Then,

a string distance function s(hi, tj) is applied to each toponym hi of the itinerary table and all

toponyms tj available in the gazetteer. If the similarity s(hi, tj) ≤ arg mintj s(hi, tj) + δ, with δ

being a predefined string distance threshold, a node ti.j is added to the graph in between the start

and end nodes. Besides the use of the string distance function, a filter is applied to the spatial

locations of the toponyms in the gazetteer, so that they are limited to a specified area. The

area depends on the distance value registered on the table for the previous toponym entry, that

dictates how far the actual node is. Another filter that is enforced checks the azimuth change for

the trajectory that is formed after the inclusion of the candidate. If the change is greater than

a threshold α, the toponym candidate is rejected. This is based on the idea that historic route

descriptions are usually as direct as possible to get from one location to the next. A toponym

from the gazetteer that might be a good match for the string similarity can be promptly rejected

by either the spatial filter or the azimuth change filter. The resulting graph resembles a trellis

structure where each toponym h will have several t node candidates. The resulting path is given

by the shortest path that goes from the source to the destination transversing at least one tj

node candidate on each toponym hi.
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The string distance function that was used was the Jaro distance (Winkler, 1990), but the

paper does not report how the thresholds for the parameters δ, α, and the spatial filter values

were refined. The evaluation was done uniquely with an itinerary in the German language

where 40% of the toponyms were correctly identified. The authors report some examples of

the toponyms evaluated, which reflect that the filters seem to work. However, the amount of

evaluated itineraries is inadequate to assess if this method is applicable to other languages,

alphabets or locations.

In subsequent work, Blank and Henrich (2016) explain in greater detail an improved to-

ponym matching algorithm. The authors improve on their previous work (Blank and Henrich,

2015) with the use of several similarity metrics and with the use of a depth-first branch-and-

bound (DFBnB) algorithm. In addition to the Jaro distance, the string distances used in their

experiments include (i) the Levenshtein distance, a common character-based measure; (ii) n-

gram overlap distance, a formula that resembles the Jaccard metric (Jaccard, 1912) and that

makes use of a vector representation with bigrams and trigrams; (iii) skipgram distance, simi-

lar to the previously described n-gram distance but using skipgrams; (iv) the DAS distance, a

hybrid approach developed by Kilinç (2016); and (v) four phonetic measures that are highly lan-

guage dependent, since phonetic measures rely on how phonemes are pronounced and therefore

must be specialized for each language. The four phonetic encoding methods are (a) the Cologne

phonetics, a phonetic measure focused in the German language; (b) Soundex, a commonly used

phonetic measure for the English language that encodes words using a set of rules that depend

on the arranging letters of a word; (c) Phonet, which focuses on names and on addresses in

German; and (d) the NYIIS (New York Identification and Intelligence System) phonetic code,

that has similar functionality to the Soundex. The creation of the graph still applies the filter-

ing mechanisms introduced by Blank and Henrich (2015), namely the spatial and the azimuth

change filters. The DFBnB algorithm expands the graph nodes in decreasing order from the

best to the worst candidates. Branch-and-bound algorithms such as DFBnB dismiss parts of the

searching domain which are determined to not be able to attain the best solution. The authors

considered an informed version of the DFBnB algorithm, which ensures a faster convergence to

a better solution, as it uses an estimated cost and stops when this cost is higher than the current

solution, thus dismissing same paths.

The evaluation was based on 15 itineraries which had 218 combined stopping points. As

the locations for the itineraries were based in Germany and, therefore, the place names were

German, the Cologne distance was the best performing string distance with 54.1% accuracy.

Testing with different node expansion orders (i.e., in stopping order, in reverse stopping order,
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and selectively picking the best candidate as described above) demonstrated that the order can

influence the results. Expanding in reverse order grants better accuracy, while expanding first

the best candidate grants an inferior squared error (i.e., when wrong, the method draws closer

to the real location). The authors declare that their results depend on the prior adjustment of

some parameters like, for instance, the area of search that is used when applying a filter to the

gazetteer, in order to just consider toponyms of a given area. The evaluation still lacked the

study of different languages, alphabets or locations.

Also on the same task, Budig and Dijk (2017) recently showed another approach to geo-

reference historical itineraries. Beyond the historical name, they also make further use of the

distance information that some tabular descriptions of historic routes have on pair with place

names. Three features are transformed in Bayesian models: Toponym evidence, an a priori con-

ditional probability distribution over places in a gazetteer given a historical toponym that uses

a statistical string similarity method; Distance evidence, which is defined by a normal distri-

bution set around the expected difference of zero between the distance reported on the tabular

descriptions of a historic route and the distance between the coordinate pairs of two consecutive

places that are retrieved from a gazetteer; and Bearing evidence, based on the positioning of the

toponyms (this feature is not explicitly explained).

A machine learning algorithm based on a hidden Markov model (HMM) is used. HMM ap-

plies a different variant of the Viterbi algorithm from the one used in this dissertation where two

types of probabilities are used (i.e., transposition and emission) to quantify each state probabil-

ity. This algorithm uses the distance and the bearing evidence to create a transition probability

between states, while the Toponym evidence defines the emission probability. The authors apply

the log transformation to each probability value and use addition between transformations in-

stead of multiplying raw probability values with the objective of reducing instruction operation

costs. Therefore they are then regarded as Viterbi values because they are no longer proba-

bilities. Budig and Dijk (2017) optimize their algorithm benefiting from several methods like

parallel computation, lazy evaluation (i.e., on using Viterbi), using a heuristic to rule out lesser

similar toponyms, and having what is named Sensitivity analysis where a second-best solution

is computed for a place so that, if it falls near the best solution values, the decision relies on

the user through an interactive interface (i.e., a quality assurance practice to find the most ro-

bust solution, however, choosing the second-best solution may change the other the most-likely

assignment for other states).

Similar to Blank and Henrich (2015, 2016) work, Budig and Dijk (2017) also use some hand

tuned variables and filter the set of places retrieved, in this case using a bounding box surrounding
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each itinerary, which requires prior knowledge of the itinerary location. Three different datasets

were used making a combination of 48 itineraries and 691 places. The top performing parameters

achieve accuracy results higher than 80%. However, this study is centered in German itineraries

from the 16th century and, much like in Blank and Henrich (2016) work, it would be interesting

to study different languages, alphabets or regions with this approach.

2.2.2 Itinerary Retrieval

Travel itineraries are usually difficult to access due to different reasons. In the case of histor-

ical sources of this kind of information, although these might be published as part of historical of

archaeological research, they are rarely in a standalone digital format. When available, itineraries

might be shared by Internet users in the form of spreadsheets, or in the form of web page tables,

although they are difficult to be accessed also due to insufficient parsing and indexing. Adelfio

and Samet (2014) presented a similar problem and proposed a system to identify and extract

such itineraries from the web. The main situation addressed by the author is the differentiation

between resources that describe a true itinerary and other resources with a geographical context.

A pipeline with three steps was mounted to extract itineraries from the Internet, namely:

(1) given the small fraction of tables with a geographical context, a table crawler is set to scan a

large portion of the Web to build a dataset that suffices in geographic context tables; (2) a table

geotagger identifies geographic references and interprets them; and (3) an itinerary identifier

decides if a table represents an itinerary or not. The result is a dataset of 2,000,000 resources of

which 130,294 are geographic tables. Still, some of these geographic tables may not refer to the

description of an itinerary with stopping points.

Methods to determine if a table refers to geospatial locations are presented in (Lieberman

et al., 2009). Three methods are discussed, namely spatial cell recognition, column resolution,

and row resolution. The spatial cell recognition method searches the cell content with the aid

of gazetteers, applying natural language heuristics for place recognition. The columns of a

spreadsheet tend to be coherent on the data type for all its cells, thus the column resolution

method intents to find if the data type of the spreadsheet columns is spatial related or not. The

row resolution method either tries to infer the row information for a location if there are multiple

spatial columns, or tries to determine the geographic proximity between rows if there is only one

spatial column.

Adelfio and Samet (2014) used somewhat different methods to identify geographic tables

in the second step of their itinerary extraction pipeline. After separating from metadata and
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irrelevant rows, a table is obtained which may or may not contain data (i.e., HTML layout or

calendar have different purposes than a data table). Then, a machine learning classifier trained

on cell features determines if the table has data. If it is classified as a data table, a second

classifier is used to determine the header row, and the actual data rows. Finally, having resolved

which tables have data, a method based on combined hierarchical place categories (Adelfio and

Samet, 2013) finds a common geographic category to all the toponyms in the table (e.g., cities

of a specific region with a population count lesser than ten thousand).

Any table referencing a geographic category (e.g., a demographic table listing population

counts for places) can be perceived wrongly as an itinerary. For this purpose, the authors define

several heuristics to apply as itinerary indicators in a machine learning classifier to determine the

itinerary ones. The authors observed that itineraries are rather efficient on the way their stopping

points are ordered. To serve as a indicator, a method is used to generate minimal order variations

of the original stopping point structure and determine if the variation produced is more efficient

than the order presented in the original table being considered. Two efficiency measures that

use this indicator function, i.e. local efficiency and general efficiency, are presented. Consider

L = l1l2 . . . ln as the ordered set of locations, and consider δi,j(L) as a function which has

value one if the locations li and lj have a shorter path length than the length obtained by

the order given in L, or has value zero otherwise. Local efficiency expresses how the listed

order could be more efficient considering consecutive stopping point variations and is defined as

ε1(L) = 1
n−3

∑n−3
i=1 δi,i+2(L). General efficiency expresses how the order presented could be more

efficient considering more coarse variations of non consecutive stopping points as is defined as

ε2(L) = 1

(n−2
2 )

∑n−3
i=1

∑n−1
j=i+2 δi,j(L). Other features are also used besides the two aforementioned

efficiency measures, namely: the indication that the table might describe a round trip as the

same location is featured in the first and last positions, since this is frequent in itineraries; the

number of ordered date/time columns which is common additional information for itineraries;

the amount of ordered numeric columns, which according to the authors this is typical in both

itineraries and non itinerary tables, and therefore is expected to have a smaller effect on accuracy;

the number of text columns that are sorted alphabetically, more distinctive of non itinerary tables

as it is rare finding both spatial and alphabetically sorted routes; and a vector of words expected

of appearing in itineraries (i.e., itinerary, trip, or travel, among others). A feature vector ~f(t) is

computed with the aforementioned features, which is then provided as input to a binary classifier

that obtains P (t is an itinerary|~f(t)). Given the variety of feature types that compose ~f(t),

no specific machine learning method is a clear fit, and thus the authors experimented with three

methods: (1) a naive Bayes, (2) a decision tree, and (3) a support vector machine classifier.
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Consider TP to be the number of true positives (itineraries correctly classified), FP as the

number of false positives (non-itineraries incorrectly classified), and FN as the number of false

negatives (non-itineraries correctly classified). For each classifier, the authors compute the aver-

age precision (P = TP
(TP +FP )), the recall (R = TP

(TP +FN )), and the F1 = 2PR
(P+R) score. The decision

tree was the more precise classifier, with P = 0.72 and also with the highest F1 = 0.73, while

the support vector machine classifier had the highest recall with R = 0.85.

2.2.3 Name Disambiguation within Route Descriptions

An example of a GIS that handles toponyms, in this case at a low granularity (i.e. road

names), in order to automate the extraction and processing of route descriptions, was presented

by Zhang et al. (2012). Route descriptions are sequences of road names, landmarks, decision

points, and actions to take on decision points, in order to go from the origin to the destination

of a route. They are often presented in the form of text and are regularly featured on web sites

of schools, businesses, and other organizations. The authors argue that an automatic system to

extract, understand and then visualize route descriptions on a map would greatly benefit many

different applications. However, some problems arise on road name disambiguation (i.e., finding

the correct exact road that is being referred by a road name). While a road is a unique geographic

entity, road names are not. Different roads can have the same name (e.g., common road names

like Main Street can identify roads of different cities). This problem is also present on toponym

matching for locations (Davis and De Salles, 2007; Kilinç, 2016; Recchia and Louwerse, 2013),

as location names undergo the same ambiguity. However, the heuristics and ontologies used

for location name disambiguation are not useful for road name disambiguation. The hierarchic

structure, for instance, defined in countries, counties and cities is not valuable for roads. This

information is typically omitted in road names as the context where the road description is

featured implies it (e.g., a web site of a school omits the city designation when presenting the

route for reaching the school, because the web site implies the city where the school is situated).

The authors categorize geographic term disambiguation methods into two categories, i.e.,

rule-based and data-driven. Rule-based methods combine heuristics to evaluate which entity

in a set is the correct one, but they do not suit this particular case of noisy data (i.e., route

descriptions present a noisy environment as the given directions can be wrong, information can

be obsolete, and gazetteers can be incomplete). Data-driven methods instead rely on statistical

machine learning models. These models need a process of training before being used. For this

training process there is a necessity of annotated data (i.e., data correctly classified, that include
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both true and false result examples) which is hard to gather. Therefore, the authors used a

bootstraping method that grants accurate results while only using a small set of annotated data.

External information sources were also used, like Wikipedia entity pages.

The search for a road name can return more than one road. The location of the resulting

roads might be very dissimilar in space, therefore a comparison with the location of other roads

in the same route should be made. Information available on the web page may also help in

solving which road is the correct disambiguation. Assuming that the route description should

model a sequence of roads is an important belief. If the roads apply in a sequence, it means

that all roads are connected as they intersect between each other (i.e., decision points can be

credible intersections). Yet, as the search for a road name may not conclude on the correct

road, it is not possible to implement a system that is based only on finding the shortest path

from origin to destination. The authors model the problem using what they call a semi-complete

directed k-partite graph (i.e., a graph whose nodes can be partitioned into a set of k different

vertices and where no same vertices of different sets are connected; semi-complete and directed

means there might not exist an edge between every pair of vertices from each set and that edges

imply a directed flow). A k-partite graph suits the representation of several ambiguous roads

corresponding to a road name. One vertice represents a road name, while other vertices of that

set correspond to each alternative road resulting from the search for that road name. Computing

the route has two objectives, namely, to cover the maximum number of road names possible, and

to minimize the sum of travel distance for each road in sequence.

The algorithm to find the shortest path (i.e., the exact all-hops shortest path) processes the

vertices in the k-partite graph from higher indexes to lower indexes. The graph respects the

sequence order of road names from the route description, and this means that the search relaxes

the vertices starting on the destination and flows to the origin. Considering u ∈ V1 as the vertice

u in the set V1 and k as the number of sets, the algorithm starts by computing the exact-1-hop

shortest path from a given vertice u to each v ∈ Vk, Vk−1, . . . , Vi+1, and it then computes the

exact-2-hop shortest path from u to each v ∈ Vk−1, Vk−2, . . . , Vi+1. his is prosecuted for all

possible number of hops. The process of relaxation consists in updating the actual shortest path

cost value for each set of vertices if it happens to be better. The authors obtained two sets of

results given a maximum path weight. One set contains the paths p that have a maximum number

k of possible hops, and the other set contains paths p′ with variations of p with (k − 1)-hops

(i.e., the second highest number of hops). Therefore, for each route, two paths were generated.

When multiple paths are found, the one with a lesser weight is chosen.

The evaluation was performed by setting a threshold on the maximum path weight (i.e., five
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different values between 0 and 16000 in meters). The results were presented with three metrics,

namely precision, recall, and the F1 score. The authors also observed that both recall and the

F1 score measures increase as the maximum path weight increases. This is justified because

increasing the maximum path weight allows error toleration. The algorithm achieved precision

values between 79.7% and 90%. The set of p is overall better classified when in comparison to

the other set of p′. This revealed that the set with the greatest number of hops p had an already

optimal solution, meaning that the same route with one less hop (i.e., h−1) is obliged to error in

at least one road. OpenStreetMap1 was the gazetteer used to search for road names and 53 route

descriptions were evaluated. From each description, the road names were extracted manually, in

order to support the realization of experiments.

2.2.4 Itinerary Reconstruction from Text

Instead of tabular descriptions, itineraries can be described in the form of text. Using

rule-based information retrieval techniques, Drymonas and Pfoser (2010) presented a process

to extract and sequence information regarding routes from text. A semantic analysis is feeded

with a pre-processed input text. Pre-processed text results from splitting the original text in

tokens and sentences, and performing its part-of-speech tagging (i.e., to assign word classes, such

as nouns, verbs, among others) and lemmatisation (i.e., to normalize each token, for instance,

travelling, travel and traveled correspond to the lemma travel). The semantic analysis process

relates the resulting pre-processed text to ontology information and analysis rules. The output

of this analysis is an annotation set of the original text. Geocoding the place names uses the

annotated information and is done using the Google Maps API2. This method uses a small size

onthology, thus it does not particularly rely on the use of gazetteers and is able to produce

annotated text along with the geocoded route.

Another approach to reconstruct itineraries from annotated text is presented in Moncla et al.

(2016), leveraging previous work in which the same authors proposed methods for toponym

resolution in textual documents (Moncla et al., 2014). The authors described the process of

annotation for spatial entities, such as place names, and spatial relations, i.e. usually verbal

expressions or orientation remarks that report place names and the itinerary flow, for instance

walk to or north of.

In more detail, Moncla et al. (2016) focused on resolving the sequence of waypoints extracted

1https://www.openstreetmap.org/
2http://code.google.com/apis/maps/
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from a text description of an itinerary, in order to geocode its representation. The approach is

set to first represent the itinerary by a directed acyclic graph G = (V,E), with V being the set

of vertices and E being the set of edges that make the graph. Each v ∈ V is a real-world location

of a waypoint of the itinerary and each e ∈ E is a directed connection between two waypoints.

A directed acyclic graph (DAG) is naturally able to express the sequence of waypoints of an

itinerary. However, to construct the DAG of an itinerary, an undirected graph is firstly built

where all vertices are connected between each other. A multi-criteria analysis is performed

to assign weights to each edge. The weights encode the probability for an edge to belong to

the itinerary. Using the weighted undirected graph, another undirected graph with a minimum

spanning tree is built. The minimum spanning tree graph already connects all vertices waypoints

with the edges that construct the itinerary, but the edges are still not directed. The final step

to construct G is to transform the minimum spanning tree into the DAG. A partially directed

acyclic graph (PDAG) is used instead of a DAG for its capacity of representing both directed

and undirected edges, until all edges are eventually directed.

The multi-criteria analysis uses annotated information from the text that describes the

itinerary, and information from external sources, such as gazetteers and digital elevation models.

Eight different criteria are used, one of them being referred as the sequence of displacement, which

encodes the difference value between the position of appearance of two place names. This criterion

may not be very informative as the order of appearance can be deceptive in relation to the actual

places of the itinerary. A geographical distance criteria is defined by the geographical distance

between two locations and is used to fix errors of other criteria with deceptive spatial relations,

or when there are no relations between the locations. The effort is proposed as a measure of

the effort of going from one location to another, taking slope into account. Orientation is used

to formalize the spatial relations that use orientation or cardinal references. For instance, going

north is a strong statement for northern places and a weak statement for places south. The

azimuth angle between cardinal references is considered for this criteria. Elevation is used to

deal with spatial relations that denote climbing or coming down actions. Temporality is used to

define temporal relations with prepositions such as before, after, or then. Finally, perception and

negation are two criteria associated with remarks that imply that a place name is not reached,

but only seen or mentioned as a landmark, to then achieve another place. A weighted sum model

is used to combine all the criteria into one global score by a formula that assigns a weight of

importance to each criterion. These weights are refined by comparing criteria, two by two, for

achieving the right sequence of waypoints. Perception and negation were found to be the criteria

with higher importance.
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The minimum spanning tree is built using the Prim algorithm (Prim, 1957). From the

minimum spanning tree, the PDAG is constructed by asserting the direction of an edge using

spatial-temporal relations. Finally, the itinerary results from applying a depth first search start-

ing on each vertice to find the longest step path. Textual relations can help identifying the

starting and ending point, otherwise there is no way of distinguishing them. The longest path

resulting from the depth first search is the reconstruction of the itinerary.

The evaluation involved annotated texts in French, Spanish, and Italian forming a set of 90

itineraries. Two forms of evaluation were applied, i.e., a comparison with manually produced

trees and a comparison with real GPS trajectories. Comparing with manually produced trees

checks how well the criteria performs. A combination of the eight criteria achieves precision,

recall, and F1 scores above 95%. The comparison with real GPS trajectories is done to measure

how well the geodesic paths between waypoints relate to the real trajectory. A buffer surrounding

the geodesic path that connects two waypoints is defined with a radius of 15% of the length of the

connection. The average ratio of the length included in the buffer, for all itineraries, was 71.4%.

While these are positive results, further steps can be done in this work, in order to obtain better

approximations to the real trajectory. For instance, with the use of road network information or

least-cost path analysis, better results can be achieved.

2.2.5 Least-Cost Path Analysis in Digital Humanities Research

Least-cost path analysis has many applications in spatial humanities research, e.g. for

analysing human movement in the past (Murrieta-Flores, 2012). In previous work done by

Murrieta-Flores, several least-cost paths were produced in order to figure out the most eacces-

sible areas. If each least-cost path is represented by a line, then an area with high line density

is then more accessible. Least-cost path analysis offers a robust way to test hypothesis and

to explore past landscapes, however there is still work to perfect its adoption by the digital

humanities.

Murrieta-Flores et al. (2016) also exposed the benefits of using GIS for literary and cultural-

history research. The authors describe the use of spatial analysis and the use of least-cost path

analysis to interpret the travel reports done by British travelers in the eighteenth-century. The

authors specifically state three objectives which the spatial analysis aided conquering, namely (1)

assess how the topography conditions the places that were visited, and if these places correspond

or deviate from the natural corridors formed by the terrain; (2) compare the places which the

different travelers visited and what could have made them do so; and (3) create a visualization
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of the routes followed and of the places that were mentioned, but not included in these routes.

Cost surface analysis was performed using a digital elevation model (i.e., a matrix with

information about the elevation of an area). This allows the creation of a terrain representation

which attributes a cost to each terrain cell. This cost defines the amount of effort necessary to

transverse that cell. Several details can be taken into account by a cost function, such as the

mode of transportation, the type and the slope of the terrain, or either the weight the traveler

carries or at which speed the traveler is moving. The final cost surface results from, firstly,

determining a source or origin to then assigning to each cell the accumulated cost that it takes

to go from the source to that cell. A least-cost path is calculated by following the cells with

least-cost of the cost surface.

A least-cost path between the places that each traveler visited was computed regarding three

variables, i.e., the slope, the presence of water bodies, and the direction of travel for each traveler.

The natural corridors are usually passages favoured by low slope and by low altitude, therefore

the resulting least-cost path can be regarded as the natural corridor for that region. A statistical

hypothesis attained the first objective. The hypothesis considered the proximity of the places

visited by each traveler with the least-cost path. For this purpose, the places that are in a buffer

region of 500m of the least-cost path were accounted as proximate. The authors concluded that

the routes were indeed influenced by a logic of optimization and that the travelers took advantage

of the natural corridors that are available.

To achieve the second and third objectives a least-cost path was computed for each traveler in

between each place visited. This allowed the comparison of the three routes and the identification

of the parts that were more often visited, which accomplishes the second objective. For the third

one, a similar hypothesis to the one that attained the first objective was created. The difference

was that, in this case, the proximity of the places mentioned, but not visited, was taken into

account. The buffer used had a radius of 1km. The authors were able to differentiate that two

of the travelers mentioned places near their route, while the other stands apart, thus achieving

the third objective.

Since the travelers were actually writers, the authors made further comments on the content

they have written in the journeys. For instance, insights on the work of these writers being more

than mere itinerary depictions as they reference places not visited, e.g. in trade descriptions.

Creating a cost surface is based in quantitative values, while humanities researchers tend to have

qualitative criteria as their core study. Least-cost paths are optimal routes which are not always

indicative of how humans have travelled in the past. However, spatial analysis facilitates the
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creation of simulations that can help the interpretation of human movement.

2.3 Overview

In literature, so far, there is few work that focus on geocoding tabular itineraries, which is

our main motivation for pursuing this dissertation. That combined with the creation of a novel

approach based on the three fundamental concepts presented in Section 2.1. For similar work,

we have Blank and Henrich (2015, 2016) and, recently, Budig and Dijk (2017) (Section 2.2.1),

that, though being somewhat limited on the datasets studied, apply two different and interesting

approaches to achieve the task. Section 2.2.5 is important to convey that this work is very much

contextualized within the digital humanities, as GIS and, specifically, least-cost path analysis

have already been used in previous research. The remaining work presented in Section 2.2 is not

directly related, however, while targeting other tasks, it highlights relevant information types

and methods common in the geographical domain.
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3
Geocoding Tabular

Descriptions for

Historic Routes

The method for geocoding tabular descriptions of historic routes can be divided in four con-

secutive steps. The first challenge is to find several candidates that are then classified as good or

bad matches. A confidence value is attributed for each entry on the itinerary either by a string

similarity metric, by a feature-based machine learning classifier, or by a deep learning approach.

Those candidates are optionally filtered based on that value. Finally, cost optimization proce-

dures scale the overall distance span of the several combinations of the candidates to determine

the final disambiguations.

This chapter details the aforementioned method developed throughout this dissertation.

Starting by explaining the four distinct steps (Section 3.1), then drilling down on the machine

learning algorithms used for classification (Section 3.2), and the path estimation performed

(Section 3.4). Finally, Section 3.4 overviews the method as a whole.

3.1 The General Procedure

Taking inspiration on the previous studies and concepts described in Section 2, a method

for geocoding tabular itineraries is proposed while being conceptually simpler, sound, effective,

and also easily extendable (e.g., new heuristics for matching strings or for computing least-cost

paths between pairs of locations can easily be integrated).

The proposed method can be seen as a sequence of four steps, combining string matching

with cost optimization procedures. Figure 3.1 represents a scheme of the four steps that follow:

1. For each toponym in the itinerary, a list of candidate disambiguations is retrieved by

searching for similar strings in a database containing records from the GeoNames gazetteer.

Each candidate is a tuple containing a place name, a unique identifier for the corresponding

record in GeoNames, the population count, and the geo-spatial coordinates of latitude and

longitude. The search for similar strings is made through the Whoosh1 Python library,

1http://pypi.python.org/pypi/Whoosh



Figure 3.1: Diagram illustrating the four step process that make our approach.

which efficiently retrieves candidates sorted according to a metric derived from the overlap

between sets of character n-grams in both strings. For increased computational efficiency,

we restrict the retrieved list to the top 20 most similar candidates.

2. The list of candidate disambiguations can optionally be re-ranked through state-of-the-art

string matching procedures, leveraging supervised machine learning for combining multiple

similarity metrics (Santos et al., 2017c), or instead leveraging a deep neural network for

comparing the strings (Santos et al., 2017a). The string matching method combining

multiple metrics essentially corresponds to an ensemble of decision trees (i.e., a random

forest classifier) that verifies if a pair of toponyms matches or not (i.e., the model checks

if both toponyms correspond to the same real-world place), leveraging a combination of

13 different string similarity metrics as descriptive features for the pair. The model was

trained with a large dataset of 5 million toponym pairs collected from the GeoNames

gazetteer and, on 2-fold cross-validation experiments, it achieved an accuracy of 78.67.

The method based on a deep neural network was trained over the same dataset, and

on comparative experiments achieved a accuracy of 88.71. Section 3.2.1 and Section 3.2.2

detail, respectively, the considered string matching procedures, while the dataset mentioned

is described in Section 4.1.1. The candidates are re-ranked according to the confidence of

the classifiers on making assignments to the positive class (i.e., the confidence of matching

decisions) and, for increased computational efficiency, we restrict the list of candidates after

re-ranking to the top k most similar candidates (i.e., in our experiments, we considered k

equal to 10). Note that result re-ranking is an optional step and, in some of our experiments,

we directly used the top 20 candidates from Step 1. The results from this step are modeled

as a trellis, i.e. a graph where the nodes correspond to the disambiguation candidates for

the sequence of toponyms in the itinerary – see Figure 2.1.

3. For each pair of candidates (ci, ci+1) that appear associated to consecutive places visited

in the itinerary (i.e., for each pair (ci, ci+1) such that ci is a candidate disambiguation

for place si and ci+1 is a candidate disambiguation for a place si+1 visited immediately
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after si), we estimate the most likely path for traveling between the two locations, as

well as the geo-spatial distance associated to the path. The edges shown in the trellis

from Figure 2.1 are weighted with basis on these geo-spatial distances. In the experiments

that are reported in Chapter 4, we relied either on an approach based on the shortest

surface-path (i.e., geodesic) between the pairs of locations, using Vincenty’s formulae for

calculating the corresponding distance (Vincenty, 1975), or on a method based on least-

cost path computation that leverages a raster encoding terrain slope, using the A* search

algorithm to find the most likely route between two locations in the raster grid (Yu et al.,

2003; Douglas, 1994; Murrieta-Flores, 2012; Etherington, 2016). Section 3.3.2 details the

least-cost path estimation method.

4. Compute the most likely candidate for each place in the itinerary (i.e., globally disam-

biguate the toponyms in the itinerary), by choosing the sequence of candidates that corre-

sponds to the overall path of least distance. A well-known dynamic programming approach

known as the Viterbi algorithm (Viterbi, 1967; Forney, 1973), frequently used in the con-

text of decoding sequences with hidden Markov models, can be adapted to compute the

sequence of best candidate disambiguations. Section 3.3.1 details the considered method.

3.2 Machine Learning Methods for Toponym Resolution

Toponym matching (i.e., the task of matching names that correspond to the same place) is

usually done with approximate string matching (Davis and De Salles, 2007; Kilinç, 2016; Recchia

and Louwerse, 2013), a procedure that often relies in string similarity methods. String similarity

methods were reviewed in Section 2.1.1, where it was explained that these metrics generally

receive a pair of strings as input to then return a value that encodes how similar those input

strings are. Approximate string matching can combine several string similarity metrics in order

to classify, in this case, a pair of toponyms as matching or nonmatching with a greater level of

confidence. Different metrics can have different mechanisms that can produce distinct results.

For each metric there is the need to refine a distinct threshold value to be compared with the

output result of the metric.

There are several ways of tuning the threshold of string similarity metrics. One way might be

to experiment with different threshold values, evaluating the results over a dataset of toponym

pairs. One such dataset can be built using gazetteer information, including a wide variety of

matching and non-matching examples. Supervised machine learning classifiers offer another

way of addressing the task of toponym matching that abstracts the threshold tuning and that
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automatically assigns the importance level when combining several string similarities. Defining

weights for each string similarity, if using a combination of several, could be a time-consuming

task if done manually alongside manual threshold tuning. Supervised machine learning also needs

time to perform the necessary training process using a dataset. However, it has the potential to

achieve better results than individual string similarity metrics. A dataset of annotated training

data, much like the one needed for the threshold refining for string similarity measures, is needed

for training. Therefore, one was built for that purpose and is detailed in Section 4.1.1.

There are already use cases of supervised machine learning with gazetteers, for instance for

gazetteer conflation (Martins, 2011). Different models can be applied to this task, in this case

two models were tested: a feature-based method using string similarity values as input, and a

deep neural network. The first one is detailed in Section 3.2.1, while the second is detailed in

Section 3.2.2.

3.2.1 Simple Models Combining Multiple Similarity Metrics

Feature-based methods make use of quantifiable characteristics to serve as features like, in

this case, string similarity measures which can evaluate how similar a pair of toponyms is with a

value v ∈ [0, 1]. Choosing informative features is important for effective classification and, since

string similarities are reported to be very language and task specific (Recchia and Louwerse,

2013), each may contribute in a different combination.

First, a classification model is built with basis on a training set of examples (i.e., from

the training dataset). An example in this case is a pair of toponyms, but it is represented as a

feature. Each dimension of this representation corresponds to one of the thirteen string similarity

measures that follow:

1. Normalized similarity computed from the Damerau-Levenstein edit distance;

2. Jaro similarity;

3. Jaro-Winkler similarity, with a scaling factor of p = 0.1;

4. Jaro-Winkler similarity, computed from reversed versions of the original strings. The idea

of giving higher scores to strings that match in a prefix is adequate in the case of comparing

person names but, in the case of toponyms, it is often the case that similar sub-strings occur

in suffixes;

5. Sorted Jaro-Winkler similarity;
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6. Permuted Jaro-Winkler similarity. Given the very high computational costs associated

to the computation of this metric, in the case of strings composed of many different word

tokens, our experiments used an adapted version where the tokenization process generates a

maximum of five different tokens for each string being compared, prior to the computation

of the token order permutations (i.e., the last tokens from each string may actually be

processed as a single token, in the case of strings with more than five word tokens);

7. Cosine similarity between character bi-grams and tri-grams;

8. Jaccard similarity coefficient between character bi-grams and tri-grams;

9. Dice similarity coefficient between character bi-grams;

10. Adapted Jaccard similarity between character skip-grams;

11. Monge-Elkan similarity, leveraging Jaro-Winkler as an internal measure;

12. Soft-Jaccard similarity, leveraging Jaro-Winkler as an internal measure;

13. Simplified version of the procedure from Davis and De Salles (2007).

All of the string similarity measures enumerated except the last item are covered in the Sec-

tion 2.2.1. The last item, (13) is a simplified version from Davis and De Salles (2007).

After training, the induced model can be used to make a decision regarding the possible

matching of new toponym pairs, again, represented as vectors of similarity scores. This general

procedure has the advantage of not requiring the manual tuning of the similarity threshold

associated to a matching decision. It also offers a principled approach for combining the benefits

of different types of similarity metrics. However, besides requiring training data, this procedure

is associated to a much higher computational complexity, given that multiple similarity metrics

need to be computed in order to generate the feature-based representations. The actual process

of inferring the classification model is also computationally demanding but, great part of the cost

is associated to the computation of the similarity scores that constitute the representations.

Four different types of supervised machine learning methods were tested through Python

package implementations (scikit-learn2 and XGBoost3), among that were support vector ma-

chines, and three different ensembles of decision trees (i.e., decision trees (Breiman, 2001), ex-

tremely randomized trees (Geurts et al., 2006), and gradient boosted decisions trees (Friedman,

2001; Chen and Guestrin, 2016)).

2http://scikit-learn.org/
3http://xboost.readthedocs.io/
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In brief, we have that linear Support Vector Machines (SVMs) are discriminative classifiers

formally defined by a separating hyperplane between two classes. The equation for the hyper-

plane corresponds to a linear combination of the features that represent the instances to classify.

Training an SVM model involves finding the hyperplane that represents the largest separation,

or margin, between the two classes, since in general the larger the margin the lower the gen-

eralization error of the classifier. Decision tree classifiers, on the other hand, are non-linear

procedures based on inferring a flow-chart-like structure, where each internal node denotes a test

on an attribute, each branch represents the outcome of a test, and each leaf node holds a class

label (Kotsiantis, 2013). Decision trees can be learned by splitting the source set of training

instances into subsets, based on finding an attribute value test that optimizes the homogeneity

of the target variable within the resulting subsets (e.g., by optimizing an information gain met-

ric). This process is repeated on each derived subset in a recursive manner. Recently, ensemble

strategies for combining multiple decision trees have become popular in machine learning and

data mining competitions, often achieving state-of-the-art results (Banfield et al., 2007).

Random forests operate by independently inferring a multitude of decision trees at training

time, afterwards outputting the class that is the mode of the classes returned by the individual

trees (Breiman, 2001). Each tree in the ensemble is trained over a random sample, taken with

replacements, of instances from the training set. The process of inferring the trees also adds

variability to each tree in the ensemble by selecting, at each candidate split in the learning

process, a random subset of the features. The procedure known as extremely randomized trees

adds one further step of randomization (Geurts et al., 2006). Instead of computing the locally

optimal splits with basis on criteria such as the information gain, at each node of the tree and

for each feature under consideration, this method instead selects a random value for the split.

Finally, the gradient boosting approach operates in a stage-wise fashion, sequentially learning

decision tree models that focus on correcting the decisions of predecessor models. The prediction

scores of each individual tree are summed up to get the final score. Chen and Guestrin (2016)

introduced a scalable tree boosting library called XGBoost, which has been used widely by data

scientists to achieve state-of-the-art results on many machine learning challenges.

All the aforementioned methods are relatively standard in the machine learning literature.

More information about these procedures can be found on the documentation for the scikit-learn

package, or in popular machine learning textbooks (Bishop, 2006; James et al., 2014; Murphy,

2013; Daumé, 2015). Also, this particular set-up is to be found in the work by Santos et al.

(2017c).
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Figure 3.2: Diagrams illustrating a Rectified Linear Unit (i.e., a simple perceptron with a par-
ticular activation function) on the left, and a Gated Recurrent Unit on the right.

3.2.2 Deep Learning Approaches

Artificial neural networks are computational artifacts that channel information through a

series of mathematical operations performed at the nodes of the network. Mathematically, neural

networks can be seen as nested composite functions. One of their purpose is to accurately classify

inputs, and we have that all the parameters in the nested composite functions can be trained

directly to minimize a given loss function computed over the outputs and the expected results,

through a procedure known as back-propagation (Rumelhart et al., 1988) in combination with

gradient descent optimization (Ruder, 2016).

The individual nodes of an artificial network are referred as perceptrons introduced by Rosen-

blatt (1958). Perceptrons receive several real-values as input which, through a linear combination

according to input weights, are transformed into a single output that results from an activation

function. Equation 3.1 depicts this transformation:

y = ϕ

(
n∑

i=1

wixi + b

)
= ϕ

(
wTx + b

)
(3.1)

In the equation, y is the returned prediction, x =< x1, . . . , xn > is the vector of inputs, w denotes

the vector of weights, b is a bias term, and ϕ(.) is the activation function. the original perceptron

used a threshold step function as ϕ, however nowadays, especially in multilayer networks, the

activation function is often chosen to be the logistic sigmoid, the hyperboic tangent, or a rectified

linear function (i.e., the ramp function ϕ(x) = max(0, x)). A percetron leveraging a rectified

linear activation is referred as a rectified linear unit (RLU), and these units are nowadays used

within deep neural network architectures (LeCun et al., 2015). Figure 3.2 shows a graphical

representation of the perceptron on the left.

Since there are mapping limitations on using a single perceptron, it can be used as building
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block of more complex models. For instance, a multilayer perceptron (MLP) is a neural network

which consists of a set of source nodes forming the input layer, one or more hidden layers of

computation nodes, and an output layer of nodes. The input signal propagates through the

network layer-by-layer, until it reaches the output node(s). In the case of one such feed-forward

network with a single hidden layer, the corresponding computations can be written as shown in

Equation 3.2, and the generalisation to more hidden layers would be simple.

y = ϕ
(
Bϕ′(Ax + a) + b

)
(3.2)

In the previous equation, x is a vector of inputs and y a vector of outputs. The matrix A

represents the weights of the first layer and a is the bias vector of the first layer, while B and

b are, respectively, the weight matrix and the bias vector of the second layer. The functions

ϕ′ and ϕ both denote an element-wise non-linearity, i.e. the activation functions respectively

associated to nodes in the hidden layer, and in the output layer.

Training the neural network corresponds to adapting all the weights and biases (e.g., the

parameters A,B,a and b, in the case of the feed-forward network expressed in the previous

equation) to their optimal values, given a training set of inputs x together with the corresponding

outputs y. This problem can be solved with the back-propagation algorithm, which consists of

two steps. In a forward pass, the predicted outputs corresponding to the given inputs are

evaluated. In a backward pass, partial derivatives (i.e., the relationships between rates of change)

of a given loss function with respect to the different parameters are propagated back through the

network. In other words, back-propagation in neural networks moves backward from the final

error through the outputs, weights and inputs of each layer, assigning those weights responsibility

for a portion of the error, by calculating their partial derivatives.

The chain rule of differentiation can be used to compute the derivatives associated to nested

composite functions. Those derivatives are used by a gradient-based optimisation algorithm to

adjust the weights and biases up or down, whichever direction decreases error over the training

instances, as measured through a loss function. An optimisation procedure that has been fre-

quently used to train deep neural networks is the Adaptive Moment Estimation (Adam) algorithm

from Kingma and Ba (2015). Adam computes parameter updates leveraging an exponentially

decaying average of past gradients, together with adaptive learning rates for each parameter. In

practice, it performs larger updates for infrequent parameters, and smaller updates for frequent

parameters.

Recurrent neural networks (RNNs) constitute an extension of conventional feed-forward net-
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works, with the objective of handling variable-length input sequences (i.e., they were designed to

recognize patterns in sequences of data such as character strings). An RNN handles a variable-

length sequence by having a recurrent hidden state whose activation at each time step is depen-

dent on that of the previous time step. Whereas in classic feed-forward networks the examples

are fed to an input layer and straightly transformed into an output layer, never performing com-

putations over a given node twice, in RNNs we take not just the current input instance (e.g., the

representation for a given character within a string) but also what was perceived one step back

in time (i.e., the previous character in the sequence).

Recurrent neural networks thus consider two sources of input, i.e. the present and the recent

past, which are combined to determine how the network should respond to new data. RNNs have

a chain-like structure corresponding to a feedback loop, as they ingest their own outputs moment

after moment as part of the input, and preserve sequential information in a hidden state, which

manages to span many time steps as it cascades forward to affect the processing of each new

example. More formally, given a sequence X = (x1,x2, . . . ,xT ), an RNN updates its recurrent

hidden state ht by sequentially processing the input sequence and computing:

ht = ϕ (Wxt + Uht−1) (3.3)

In brief, we have that the hidden state ht at time step t is a function of the input at the same

time step xt, modified by a weight matrix W. This result is added to the hidden state of the

previous time step ht−1, multiplied by its own hidden-state-to-hidden-state matrix U, otherwise

known as a transition matrix. The weight matrices are essentially filters that determine how

much importance should be given to both the present input and the past hidden state. In a way,

RNNs can be seen as a generalization of Markov chains, where the hidden states are supposedly

encoding all previous history in the sequence.

Previous research has noted that standard RNNs have difficulties in modeling long sequences,

and extensions have been proposed to handle this problem. Two well-known examples are Long

Short-Term Memory (LSTM) units (Hochreiter and Schmidhuber, 1997) and Gated Recurrent

Units (GRUs), originally proposed by Chung et al. (2014). GRUs involve different components,

i.e. gating mechanisms, which interact in a particular way and according to Equation 3.4. A
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graphical depiction of a GRU is shown in Figure 3.2 on the right.

zt = ϕg (Wzxt + Uzht−1 + bz)

rt = ϕg (Wrxt + Urht−1 + br)

h̃t = ϕh (Whxt + Uh(rt ◦ ht−1) + bh)

ht = zt ◦ ht−1 + (1− zt) ◦ h̃t

(3.4)

In Equation 3.4, the operator ◦ denotes the Hadamard product (i.e., the entry-wise product

of two matrices), while xt denotes the input vector at time step t, and ht denotes the hidden

state at time step t. The parameters W, U and b denote the different weight matrices and bias

vectors, adjusted when training the model.

Notice that a GRU involves two gates, namely a reset gate r, that determines how to combine

the new input with the previous memory, and an update gate z, that defines how much of the

previous memory to keep around. If we set the reset gate to all ones, and the update gate to

all zeros, we again arrive at the plain RNN model that was discussed previously. The gating

mechanism allows GRUs to better handle long-term dependencies. By learning the parameters

for its gates, the network learns how its internal memory should behave, given that the gates

define how much of the input and previous state vectors should be considered.

Recurrent neural network units such as GRUs can be used to model sequential data (i.e.,

for encoding a given input sequence into a vector representation, given by the hidden state after

processing the last position in the sequence, which can then be processed by other network

nodes), or for generating new sequences (e.g., by processing the hidden state generated at each

position of the input sequence). In our case, we use GRUs within a deep model that considers

multiple layers of recurrent and feed-forward processing.

The neural network architecture proposed in this section for addressing the toponym match-

ing problem, where recurrent nodes are perhaps the most important components, is illustrated

in Figure 3.3. This architecture takes its inspiration on previously proposed models for natural

language inference and for computing sentence similarities (Bowman et al., 2015; Yin et al., 2015;

Liu et al., 2016; Mueller and Thyagarajan, 2016).

The input to the network are two sequences of binary vectors that represent the strings to be

compared. The strings are first converted to a unicode canonical normalized format (i.e., we use

a fully decomposed UTF-8 representation, in which all combining character marks are placed in

a pre-specified order) and they are also padded with a special symbol that denotes the beginning

and termination of the toponym. The normalized strings are then represented as a sequence of
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Figure 3.3: The neural network architecture proposed to address toponym matching.

one-hot binary vectors, in which a single bit is set to one for each byte in the sequence that

corresponds to the unicode normalized string.

The binary vectors are provided as input to bi-directional GRUs, which produce a vector

of real values, also referred to as an embedding, for each of the toponyms being compared. Bi-

directional GRUs work by concatenating the outputs of two GRUs, one processing the sequence

from left to right and the other from right to left (Schuster and Paliwal, 1997). Our neural

network architecture actually uses two different layers of bi-directional recurrent units. The first

bi-directional GRU layer generates a sequence of real-valued vectors, that is then passed as input

to the second bi-directional GRU layer. The second bi-directional GRU layer outputs a single

embedding for the input, resulting from the concatenation of the last outputs that are produced

by the GRUs that process the input sequences in each direction.

Notice that each of the input toponyms is conceptually processed by individual recurrent
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layers, in order to produce a compact representation for its contents, although the parameters

of these GRUs are shared across the parts of the network that process each input toponym. In

other words, the two layers of bi-directional GRUs, which are used to process each of the input

strings, have the same set of parameters. In the literature, these network architectures, where

different parts have their parameters tied, are typically referred to as siamese networks (Mueller

and Thyagarajan, 2016).

The two embeddings produced by the bi-directional GRU layers are then combined and

compared through a set of different operations. Taking inspiration on the network architecture

from Mou et al. (2016), proposed to address the problem of natural language inference, we

produce a combined representation for the pair of toponyms resulting from (i) the concatenation

of the embedding vectors, (ii) the element-wise product of the embedding vectors, and (iii) the

difference between the embedding vectors. This combined representation is then passed as input

to feed-forward network layers: a first layer that uses a simple combination of the inputs together

with a non-linear activation function (i.e., a rectified linear unit), followed by another simple layer

that produces the final output and that uses a sigmoid activation function.

The entire network is trained end-to-end through back-propagation in combination with the

Adam optimization algorithm, using binary cross-entropy as the loss function to be optimized.

In order to control overfitting and improve the generalization capabilities of the classification

model, we use dropout regularization with a probability of 0.1 between each layer of the proposed

neural network architecture. Dropout regularization is a simple procedure based on randomly

dropping units, along with their connections, from the neural network during training. Each

unit is dropped with a fixed probability p independent of other units, effectively preventing the

network units from co-adapting too much (Srivastava et al., 2014). An initial set of experiments

showed that using dropout regularization with the small probability of 0.1 indeed improved the

results.

3.3 Estimate Likely Paths between Pairs of Location

3.3.1 Using Dynamic Programming for Global Disambiguation

Regarding Step 4 of the proposed geocoding method, we essentially rely on dynamic pro-

gramming for efficiently picking the best disambiguation candidate for each place in the itinerary.

The Viterbi algorithm is a dynamic programming approach to find the most likely path through

a trellis, i.e. a graph where nodes are ordered into vertical slices representing sequential infor-
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mation, and where each node, at each position in the sequence (i.e., at each slice), is connected

to at least one node at an earlier position, and at least one node at a later position. In our

case, the trellis represents a graph of possible paths between candidate disambiguations for the

places in the itinerary. Each node in this graph, apart for two special nodes that were included

for illustration purposes and that encode the beginning and the termination of the sequence,

represents a candidate disambiguation for a given toponym. Each edge represents the geodesic

straight line distance between two candidates for consecutive places in the itinerary, as computed

in Step 3 of our procedure. The edges from/to the special nodes at the extremes of the trellis can

be considered to have a distance of zero towards the subsequent/preceding nodes. An example

of a trellis, encoding an itinerary with 3 toponyms, is shown in Figure 2.1.

The motivation behind the use of dynamic programming arises from the fact that, given a

maximum of N candidates per place and T places in the itinerary, naively selecting the most

likely candidate for all places in the itinerary would involve NT calculations. However, for any

candidate at position t, there is only one most likely path to that candidate. Therefore, if several

paths converge at a particular candidate for a toponym at position t, instead of recalculating

them all when computing the most likely path from this candidate to candidates at position t+1,

one can discard the less likely paths, and use only the most likely path in the calculations. When

this is applied to each position in the itinerary, it greatly reduces the number of calculations to

T ×N2, which is much better than NT .

Concretely, the algorithm looks at each candidate for a place at position t and, for all the

paths that lead into that candidate, it decides which of them was the most likely, i.e. it chooses

the path of least distance. In the unlikely case that two or more paths are found to be minimum

(i.e. if their distances are exactly the same), then one of them is chosen randomly. The algorithm

discards all other paths, and it appends the source candidate, from where the path originated,

to a survivor path variable of the candidate for the toponym at position t. The corresponding

path distance is also assigned to the toponym at position t of the itinerary.

The same operation is carried out on all the candidates for the place at position t, at

which point the algorithm moves onto the candidates at position t+ 1 and carries out the same

operations. When we reach time t = T (i.e., when we reach the final toponym in the itinerary),

the algorithm determines the survivor path as before and it also has to make a decision on which

sequence of these survivor paths is the most likely one. This is carried out by back-tracking the

decisions regarding the choice of the survivor with the least distance. The sequence of candidate

disambiguations associated to the path with the overall least distance is finally returned. The

pseudocode shown in Algorithm 1 formally describes the dynamic programming procedure.
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Algorithm 1: Pseudocode for the Viterbi algorithm.

1 input : sequence o f s t a t e s S = {s1, s2, . . . , sT }

2 output : d isambiguated i t i n e r a r y I

3 function VITERBI( S ) : I

4 foreach s t a t e si do

5 for j ← 1, 2, ..., N do

6 C1[i, j]← +∞

7 C2[i, j]← 0

8 end for

9 end foreach

10 C1[0, · ]← 0

11 foreach s t a t e sj do

12 for i← 1, 2, ..., N do

13 C1[j, i]← min
k

(C1[j − 1, i] + ∆(sj−1,i, sj,k))

14 C2[j, i]← arg min
k

(C1[j − 1, i] + ∆(sj−1,i, sj,k))

15 end for

16 end foreach

17 for i← T, T − 1, ..., 1 do

18 zi−1 ← C2[zi, i]

19 Ii−1 ← szi−1

20 end for

21 return I

22 end function

3.3.2 Least-Cost Path Analysis

Least-cost path analysis is fundamental spatial analysis method that aims at determining

the most cost-effective route between a source and destination (e.g., the path between two ad-

jacent locations in an itinerary, that costs the least to those traveling along it). The method is

extensively used in engineering applications related to infrastructure planning (e.g., for pipeline

routing or roadway planning), and also on computational archaeology and digital humanities

studies (Gregory and Murrieta-Flores, 2016; White and Surface-Evans, 2012; Herzog, 2014).

The procedure is based on a cost surface (i.e., a raster representation of the geographic space)

where each of the cells encodes the cost, per unit distance, of passing through the corresponding

terrain (Douglas, 1994; Etherington, 2016). We specifically used two sets of input data, derived

from satellite remote sensing procedures, to build an isotopic raster grid (i.e., a grid where costs

are uniform for all directions (Xu and Jr., 1995)) with cells encoding traversal costs, namely

water cover information (i.e., the cost associated to traversing water should be high) and a

digital terrain elevation model (i.e., the traversal cost should be proportional to the topographic

44



slope, as derived from a digital elevation model).

The water cover information was obtained from the MODIS land-water mask (MOD44W)

product, made available in the Global Land Cover Facility (GLCF) website at a resolution of

250 meters per cell (Carroll et al., 2009; Salomon et al., 2004). This raster provides a mask

between land and water, including both the inland water bodies such as rivers and lakes, and the

ocean. The data on terrain elevation was, in turn, obtained from the global digital surface model

released by the Japan Aerospace Exploration Agency (Tadono et al., 2014; Takaku et al., 2016).

This is currently the most precise global-scale terrain elevation dataset, being publicly available

at a resolution of approximately 30-meters per cell. The GDAL4 set of tools for analyzing and

visualizing digital elevation models was used for computing the terrain slope (i.e., the percent

slope, obtained through an algorithm originally outlined by Horn (1981)) from the elevation data

at the resolution of 30-meters per cell. These results were then re-sampled to the resolution of

250 meters per cell (i.e., a resolution that is appropriate for our particular application, and that

at the same time does not result in a significant computational effort when computing least-cost

paths), and finally post-processed with basis on the raster encoding water coverage, so that cells

corresponding to water were assigned to the maximum slope value.

It is important to notice that the aforementioned procedure is relatively naive in terms of the

underlying assumptions that govern how travelers prefer particular routes, given that the final

raster encoding traversal costs is exclusively derived from modern data on terrain coverage and

elevation. We also restricted our procedure to using an isotropic cost surface, although this is

a crude simplification (e.g., when terrain surfaces are complex, slopes in different directions are

not constant, and traversal costs are usually more accurately modeled by taking anisotropic cost

surfaces into consideration). For future work, we plan to experiment with more sophisticated

cost surfaces, for instance by taking into account other sources of ancillary data (e.g., historical

land coverage information (Horn, 1981) or proximity towards historical highly populated places).

However, the development of a cost surface that takes into account anisotropy and multiple

contributing factors, better capturing the constraints involved in historical routes, would likely

involve a significant effort from domain experts, e.g. for tuning the contribution of different

parameters.

After building the isotropic raster with the traversal costs associated to each cell, we use a

standard search algorithm based on dynamic programming for finding the least-cost path. The

A* search algorithm, which is an extension of Edsger Dijkstra’s 1959 algorithm that achieves

4http://www.gdal.org/gdaldem.html
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better performance by using heuristics guide the search, is one of the most widely used algorithms

for finding least-cost paths. The algorithm starts by creating two lists for storing references to

raster cells, namely an open cell list and a closed cell list. Initially, the open list contains only

the source cell. We take from the open list the element n with the least estimated cost towards

the destination cell, minimizing the following function where gScore(n) is the cost of the path

from the start node to n (i.e., zero in case n is the origin, and otherwise corresponding to the

number of cells than need to be traversed from the origin until the n, multiplied by the diagonal

length of each cell), and geodistance(n) is a heuristic that estimates the cost of the cheapest path

from n to the goal (i.e., the geospatial distance towards the destination cell, computed through

Vincenty’s formulae).

fScore(n) = gScore(n) + geo_distance(n) (3.5)

From the open list element n with the least value for fScore(n), we generate all possible succes-

sors (i.e., the 8 immediate neighbors in the raster grid). If one of the successors is the destination,

we can stop the search, and use backtracking to recover the least-cost path. Otherwise, for each

successor, we retrieve its traversal cost and add the node to the open list. At the end of this

iteration, we put the cell we took off the open list on the closed list. The pseudocode in Algo-

rithm 2 details the aforementioned procedure. Notice that we may search the same point a few

times, but only if the new path is more promising than the last time we searched it.

3.4 Overview

This chapter described the novel approach for geoconding tabular itineraries detailing its

four different steps. The composition of these steps implies its modular characteristic as each

step can make use of several approaches. In Step 1, a list of possible candidates is retrieved for

each place of the itinerary from a gazetteer. The search for similar names is made according

to a metric derived from the overlap between sets of character n-rams in both strings (i.e., the

place name and every possible candidate). Given this, the measure may not be a reliable score

for choosing the best candidates, in Step 2 the list for each candidate is optionally re-ranked

through state-of-the-art string matching procedures (Santos et al., 2017a,c). The list reordered

can be truncated to half of its previous length (i.e., from the original 20, after reordering, the top

10 are selected) and then combined in a trellis graph. Step 3 estimates the most likely path for

travelling between two locations, in this case, for each pair of candidates that appear associated

to consecutive places in the itinerary, as well as the geodesic distance. Lastly, Step 4 leverages

a dynamic programming algorithm based on the Viterbi algorithm (Viterbi, 1967; Forney, 1973)
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that computes the sequence of the best candidate disambiguations using the distance values from

the previous step.

Algorithm 2: The A* implementation used for Least-Cost Path Analysis.

1 input : a start and a goal nodes

2 output : a path total_path o f nodes in case o f succes s , f a i l u r e o therw i se

3 function A∗( s t a r t , goa l )

4 closedList← {}

5 openList← {start}

6 cameFrom← theemptymap

7 gScore[ · ]← +∞

8 gScore[start]← 0

9 fScore[ · ]← +∞

10 fScore[start]← geo_distance(start)

11 while openList i s not empty

12 current← min
fScore[k]

openList[k]

13 i f current = goal

14 total_path← [current]

15 while current in cameFrom.Keys :

16 current← cameFrom[current]

17 total_path.append(current)

18 return total_path

19 openList.Remove(current)

20 closedList.Add(current)

21 foreach neighbor o f current

22 i f neighbor in closedList

23 cont inue

24 i f neighbor not in openList

25 openList.Add(neighbor)

26 tentative_gScore← gScore[current] + (1 ∗ diag_length)

27 i f tentative_gScore ≥ gScore[neighbor]

28 cont inue

29 cameFrom[neighbor]← current

30 gScore[neighbor]← tentative_gScore

31 fScore[neighbor]← gScore[neighbor] + geo_distance(neighbor)

32 end for

33 return f a i l u r e

34 end function
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4ExperimentalEvaluation

In this chapter, all evaluation methodologies for the several procedures used for geocoding

tabular descriptions are going to be explained. This includes the toponym resolution task and

global geocoding system. Also, the datasets used for evaluation are characterized.

A thorough description of the dataset and evaluation methodology for the toponym resolution

task is presented in Section 4.1. Section 4.2 appears next with the same structure for the global

geocoding system.

4.1 Machine Learning Methods for Toponym Resolution

4.1.1 Datasets and Evaluation Methodology

This section describes the dataset used for supporting the experiments, presents the exper-

imental setup that was applied, and discusses the obtained results. Previous experiments with

standard string similarity metrics show that cross-lingual toponym matching remains a signifi-

cant challenge, given that the task requires encoding the intrinsic semantic value of sequences

of characters, in order to support comparisons. On the other hand, deep neural network ar-

chitectures, such as the one proposed in this Section 3.2.2, have successfully been applied to

difficult challenges involving modeling sequences of text, such as language modeling, machine

translation, or even measuring semantic similarity. Through experiments, we aimed to assess

if indeed one such model could improve performance over state-of-the-art toponym matching

techniques, such as those report by Davis and De Salles (2007), Recchia and Louwerse (2013),

or Santos et al. (2017c). We used a Python library named Keras1 for implementing the neural

network architecture introduced in Section 3, and then leveraged a large dataset collected from

GeoNames to evaluate its performance. Keras was choosen over other deep learning libraries due

to its high-level API, that already offers implementations for many of the components involved

in the proposed architecture (e.g. GRUs and RLUs).

1http://keras.io



Table 4.1: Statistical characterization of the dataset used in our experiments.

Number of toponym pairs 5000000
Number of matching toponym pairs 2500000

Number of pairs with toponyms from the same country 4999260
Number of pairs with equal toponyms after lowercasing and removing diacritics 180453
Number of pairs with matching equal toponyms after lowercasing and removing diacritics 167933

Number of pairs with matching toponyms that are completely dissimilar 625754
Number of pairs with non-matching toponyms that are completely dissimilar 993409

Average difference in number of characters per toponym pair 3.74
Average number of characters per toponym 22.72
Average number of word tokens per toponym 3.59
Number of characters in largest toponym 188

Number of pairs with both toponyms involving only Latin characters 3320403
Number of pairs with at least one toponym involving CJK characters 625007
Number of pairs with at least one toponym involving Cyrillic characters 400860
Number of pairs with at least one toponym involving Arabic characters 390145
Number of pairs with at least one toponym involving Thai characters 221007
Number of pairs with at least one toponym involving Greek characters 25941
Number of pairs with at least one toponym involving Armenian characters 16361
Number of pairs with at least one toponym involving Hebrew characters 8503
Number of pairs with at least one toponym involving Georgian characters 4979
Number of pairs with at least one toponym involving Devanagari characters 2087

Our experiments relied on a dataset of five million pairs of toponyms, half of which corre-

sponding to alternative names for a same place. This dataset, used already in previous work (San-

tos et al., 2017c,a), was generated from lists of alternative place names associated to records in

the publicly available GeoNames gazetteer. Each place that is described in GeoNames is associ-

ated to multiple names, often corresponding to historical denominations or to transliterations in

multiple alphabets/languages. We can, thus, leverage this information to build a large dataset

covering toponyms from all around the globe.

In our dataset, the matching pairs of toponyms correspond to alternative names for the same

place, with more than two characters, that after converting all characters into their lower-cased

equivalents do not match in every character. The non-matching pairs of toponyms correspond to

names for different places, not necessarily within the same country, that also have more than two

characters. In order to build a dataset that is both representative and challenging for automated

classification, a significant portion of the non-matching pairs should not be completely dissimilar.

According to this intuition, we preferred toponym pairs having a Jaccard similarity coefficient

above zero — if the similarity between a non-matching pair of toponyms is equal to zero, we

discard the pair with a probability of 0.75, when building the dataset.
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Figure 4.1: Distribution for the length of the toponyms present in the dataset.

Table 4.1 presents elementary characterization statistics for the dataset, which are further

detailed in this section and illustrated in the accompanying figures. In Figure 4.1, we show the

distribution for the length of the toponyms, both in the number of characters and the number

of words. Figure 4.2 shows the distribution for the difference in the number of characters per

matching and non-matching toponym pair, a quantity that is related to the difficulty in matching

toponyms (i.e., matching pairs with a larger difference should be harder to classify). Figure 4.3

presents the geographical distribution of the dataset, showing the number of toponyms associated

to particular regions (i.e., countries), and showing also the top 10 countries with the most

toponyms. Finally, in Figure 4.4, we present the distribution for the number of toponym pairs

per country (i.e., the number of pairs where both toponyms belong to the same country), focusing

on the 10 countries with the most toponym pairs in our dataset. The same figure also shows the

distribution for the number of toponym pairs per alphabet (i.e., the number of pairs where at

least one of the toponyms only uses characters from a given alphabet). Authors like Recchia and

Louwerse (2013) have noted that the performance of different string similarity algorithms varies

according to the country, and that there is no single overall best technique.

Notice that most of the instances in our dataset correspond to toponyms in the Latin alpha-

bet, in most cases composed of more than 3 words. Although we could have applied the same

procedure to generate a bigger dataset from GeoNames records, handling 5 million instances is

already quite challenging from a computational point of view. Our completely balanced dataset

with 5 million instances is already showing some of the less frequent combinations of alphabets

and/or character transliterations.

A variety of experimental methodologies have been used to evaluate the effectiveness of meth-

ods for matching potential duplicates. Authors like Bilenko and Mooney (2003) have advocated

51



that standard information retrieval metrics, such as precision and recall, provide an informative

evaluation methodology within duplicate detection studies, and previous work in the area has

also used these metrics for evaluating toponym matching (Santos et al., 2017c). In this work, we

also use precision and recall to evaluate the quality of the proposed method, and complement

these values with a detailed analysis of the cases for which the method produced correct and

incorrect results.

Precision and recall are per-class metrics that focus on different aspects of quality for a

classification method. Precision is the ratio formed by the number of items correctly assigned

to a class divided by the total number of items assigned to that class. In a toponym matching

problem with two possible classes, i.e. match versus non-match, precision for the match class

corresponds to the number of matches that were correctly identified by the classifier, over the

total number of matches (i.e., correctly plus incorrectly) identified by the classifier. Recall, on

the other hand, is the ratio between the number of items correctly assigned to a class, over

the total number of items in the class. Using the previous example, recall for the match class

corresponds to the number of matches that were correctly identified, over the total number of

correct matches in the dataset.

Since precision can be increased at the expense of recall, we also compute the F1-measure,

which equally weights precision and recall through their harmonic mean. Finally, we also mea-

sured the quality of the results through the accuracy metric, which corresponds to the proportion

of correct decisions (i.e., matches or non-matches) that were returned by the method under eval-

uation.

Leveraging the aforementioned dataset, we used a two-fold cross-validation methodology.

This means that the available pairs of toponyms were split into two distinct subsets, with an
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Figure 4.2: Differences in the number of characters per matching and non-matching pair.
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equal number of matching and non-matching pairs. Different classification models, including the

method detailed in Section 3.2, were trained on one of the subsets, and these models were then

evaluated on the other subset of the data. For each evaluation metric, we report averaged values

over the two subsets of the data.

It is important to notice that although the deep learning procedure involves many parameters

that can influence its performance, no significant effort was put into fine-tuning our model for

optimal performance. The dimensionality of the outputs for the GRUs was set to 60, except

in the case of two tests where we tried to assess the influence of this parameter. Dropout was

considered as a regularization procedure after each internal layer of the model, with a value of

0.01. The Adam optimization method (Kingma and Ba, 2015) was used with the default value

of 0.001 for the learning rate, a fuzz factor of 1e-08, and the β1 and β2 parameters respectively

set to 0.9 and to 0.999 (i.e., the default values in the Keras library). Although consistent hyper-

parameter tuning was not addressed, we do, nonetheless, report on experiments with variations

of the deep neural architecture given in Section 3.2.2, for example by not considering some of

the layers in the full model, or changing the dimensionality of the outputs for the GRU layers.

An initial set of experiments showed that slight variations in the results indeed occurred as

a function of the hyper-parameters. The value of 60 for the dimensionality of the GRUs achieved

the best accuracy on our experiments, with the full model given in Section 3.
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Figure 4.4: Distribution for the number of matching and non-matching pairs of toponyms, over
different alphabets and geographic regions.

4.1.2 Results and Discussion

Table 4.2 presents the obtained experimental results, effectively comparing the performance

of (i) individual string similarity metrics, (ii) supervised learning methods that combine these

multiple string similarity metrics proposed in Section 3.2.1, and (iii) the deep learning method

proposed in Section 3.2.2. Besides precision, recall, F1, and accuracy, we also report the average

processing time associated to the application of each method, for sets of fifty thousand records.

All tests were performed on a standard PC with an Intel Core I7 6700 CPU running at 3.4

GHZ and an NVIDIA GeForce GTX 980 GPU, and with 16GB of RAM. In the case of the

experiments leveraging supervised machine learning, we report the time involved in computing all

the similarity metrics that are used as features (i.e., only in the case of the methods that combine

multiple similarity metrics), plus the time involved in applying the classification algorithm to

the toponym pair.
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Table 4.2: Experimental results obtained by the proposed method, by individual string similarity
metrics, and by combining such metrics through supervised machine learning.

Method Accuracy Precision Recall F1-Score Time (50K Pairs)

Damerau-Levenstein (α = 0.55) 65.07 78.65 41.36 54.21 0.27 sec.
Jaro (α = 0.75) 63.78 76.95 39.34 52.06 0.25 sec.
Jaro-Winkler (α = 0.70) 63.59 71.74 44.84 55.19 0.25 sec.
Jaro-Winkler Reversed (α = 0.75) 65.17 78.00 42.26 54.82 0.27 sec.
Sorted Jaro-Winkler (α = 0.70) 61.89 71.44 39.62 50.97 0.34 sec.
Permuted Jaro-Winkler (α = 0.70) 63.42 68.90 48.91 57.21 87.18 sec.
Cosine N -Grams (α = 0.40) 61.50 70.37 39.75 50.80 3.03 sec.
Jaccard N -Grams (α = 0.25) 61.72 71.50 38.97 50.44 0.81 sec.
Dice Bi-Grams (α = 0.50) 62.18 75.36 36.19 48.90 0.61 sec.
Jaccard Skipgrams (α = 0.45) 62.69 73.44 39.76 51.59 2.02 sec.
Monge-Elkan (α = 0.70) 59.57 65.83 39.79 49.60 0.54 sec.
Soft-Jaccard (α = 0.60) 59.43 69.65 33.43 45.18 0.56 sec.
Davis and De Salles (2007) (α = 0.65) 62.10 71.03 40.86 51.88 1.27 sec.

Support Vector Machines 72.38 69.17 80.76 74.52 101.52 sec.
Random Forests 78.67 78.03 79.80 78.91 131.60 sec.
Extremely Randomized Trees 78.37 78.00 79.04 78.52 169.83 sec.
Gradient Boosted Trees 78.54 77.51 80.42 78.94 99.05 sec.

Deep Learning Method 88.71 88.43 89.07 88.75 40.60 sec.

In Table 4.2, we do not show the time spent on model training, since we argue that training

can be performed only once, on an offline stage, thus not impacting the performance of these

methods when matching previously unseen toponyms. However, it is important to state that

model training is computationally much more demanding in the case of methods based on deep

learning. Using our hardware (i.e., a single GPU), training and evaluating each of the deep

learning models included in Table 4.3, when leveraging the 2-fold cross-validation procedure,

took approximately 5 days to complete.

The results presented on Table 4.2 regarding the 13 individual string similarity metrics and

the supervised machine learning methods for combining multiple metrics have already been re-

ported in the previous work by Santos et al. (2017c) and in Section 3.2.1, which showed that

combining multiple metrics outperformed simpler approaches (Recchia and Louwerse, 2013).

Details about the computation of each similarity metric are given in the previous article or

in Section 2.1.1, and the threshold value α considered for making the matching decisions was

tuned to the best results in terms of accuracy. The tests with feature-based supervised machine

learning methods relied on implementations provided by the scikit-learn2 and XGBoost3 Python

2http://scikit-learn.org/
3http://xgboost.readthedocs.io
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Table 4.3: Results with different variations of our deep neural network architecture.

Method Accuracy Precision Recall F1-Score Time (50K pairs)

Proposed Neural Architecture 88.71 88.43 89.07 88.75 40.60 sec.

Dimensionality of 30 in the GRUs 87.79 87.72 88.35 88.04 49.50 sec.
Dimensionality of 90 in the GRUs 88.40 88.10 88.79 88.44 53.21 sec.

Without Bi-Directional GRUs 88.26 89.12 87.17 88.13 22.36 sec.
Single Bi-Directional GRU Layer 88.22 88.40 87.97 88.19 23.09 sec.
Only Concatenating Representations 87.78 87.68 87.90 87.80 39.82 sec.
Multiple RLU Layers 88.57 87.79 89.60 88.68 42.11 sec.

packages. In particular, we experimented with models based on the formalism of linear support

vector machines and based on different types of state-of-the-art approaches leveraging ensem-

bles of decision trees (i.e., random forests (Breiman, 2001), extremely randomized trees (Geurts

et al., 2006), and gradient boosted decision trees (Chen and Guestrin, 2016)). All these models

leveraged the 13 string similarity metrics as features.

The results on Table 4.2 show that, when properly tuned, the different similarity metrics

achieve very similar results in terms of accuracy (i.e., results range from 61.50 to 65.17). The

supervised machine learning methods that combine the multiple metrics significantly outperform

the individual similarity metrics in terms of matching quality. However, the novel approach

introduced in this dissertation performs even better, with the best results corresponding to an

increase in accuracy, precision, recall, and F1 of 9.9, 9.76, 8.84, and 9.74 points, respectively. As

expected, the methods based on supervised machine learning are computationally much more

demanding, particularly those that involved the computation of multiple string similarity metrics,

given that each metric is already expensive when computed individually. Still, with modern

hardware, it is fairly easy to process very large datasets using any of the methods that are

listed on Table 4.2. In all cases that are not leveraging a deep neural network, most of the

computational effort is indeed associated to computing similarity features. It should also be

noted that the deep learning model leverages parallel processing over the GPU, whereas the

remaining methods use only CPU threads.

Table 4.3 presents results for several variations of the deep learning method introduced in

Section 3. These values shown that the different components included in our neural network

architecture all contribute to improving the quality of the results. Specifically, the different rows

in Table 4.3 correspond to the following model architectures:

• The full architecture that was described in Section 3.2.2;
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• The architecture described in Section 3.2.2, when considering a lower dimensionality (i.e.,

vectors of 30 dimensions instead of 60) for the GRU outputs;

• The architecture described in Section 3.2.2, when considering a higher dimensionality (i.e.,

vectors of 90 dimensions instead of 60) for the GRU outputs;

• Keeping all components of the full model architecture except for the bi-directional GRU

units, i.e., including the two layers of GRUs, for encoding each toponym, but each layer

now only processing the strings from left to right;

• Using a single layer of bi-directional GRU units, together with the remaining components

of the complete model architecture;

• Combining the representations for each string that are given as output by the GRU units

through a simpler procedure, that only considers concatenating the vectors instead of using

concatenation, vector difference, and element-wise vector product;

• Using three layers of Rectified Linear Units (RLUs) prior to the sigmoid node responsible

for the predictions, instead of considering a single RLU.

Notice that all the variations of the proposed deep learning method outperformed the simpler

approaches that are shown in Table 4.2, although there are slight differences in the results from

the different methods. The first two variations in Table 4.3 correspond to models that use a

lower or higher dimensionality in the internal representations produced by the GRUs. The results

show that this dimensionality has an impact on the computation time, although the quality of

the results remains approximately the same for the values that were tested. Notice that the

alternative model shown in Table 4.3 that corresponds to the use of a higher dimensionality for

the GRUs is more demanding in terms of computational resources, at the same time leading to

slightly inferior results. The next three alternative models that are shown on Table 4.3 correspond

to experiments in which specific parts of the proposed neural architecture have been removed,

leading to a slight decrease in accuracy although also, in the first two cases, to a significant

improvement in terms of computational complexity. Given the large gains in terms of execution

time, associated to the small losses in terms of accuracy, models with a single GRU layer or

without considering bi-directional GRUs can, in fact, be preferred in some cases. The last model

corresponds to an alternative architecture leveraging additional layers, but that nonetheless also

leads to slightly inferior results in terms of accuracy.

We also analyzed the obtained results according to the alphabets being used in the toponyms

(Figure 4.5), and according to the countries associated to the toponyms (Figure 4.6). In both
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Figure 4.5: Accuracy in the results for toponym pairs from different alphabets.

these cases, we report on the accuracy for the random forest model (i.e., the best model in terms

of accuracy, from the set of baselines corresponding to the supervised training of classifiers lever-

aging similarity scores as features) versus the proposed neural network architecture. Regarding

Figure 4.5, results are shown for the subset of toponym pairs where (i) at least one of the to-

ponyms uses characters from a given alphabet (i.e., the toponyms in these pairs can have different

alphabets), or (ii) both toponyms are consistent in their alphabet. Regarding Figure 4.6, results

are shown for the subset of toponym pairs where both toponyms belong to the same country.

In both Figures 4.5 and 4.6, we can see that worse results are indeed being achieved by the

random forest model, particularly for the case of toponym pairs where different alphabets are

being used in each of the involved toponyms (i.e., the average difference between the accuracy

results of both models is of 8.35 in the case of pairs where the toponyms share the alphabet,

versus an average difference of 14.34 in the other case). These results support the hypothesis

that the deep neural network architecture can indeed be more effective in cases involving complex
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Figure 4.6: Accuracy in the results for toponym pairs from different countries.

character transliterations, which indeed were challenging for the methods surveyed by Recchia

and Louwerse (2013) and by Santos et al. (2017c).

Finally, Table 4.4 illustrates the results obtained with the proposed neural network archi-

tecture, showing examples of both matching and non-matching pairs, that were either correctly

or incorrectly classified. Although the table contains only a small set of examples, a wider man-

ual analysis of the results confirmed that, although the methods combining multiple similarity

metrics can already detect some of the difficult matching cases (e.g., cases with strings that

have a high Levenshtein distance between them, such as Orange County and Comté d’Orange),

problems remained in terms of detecting some of the more complex transliterations (e.g., pairs

like Buironfosse and Биронфос, which the method based on random forests classified incorrectly

as non-matching). The proposed neural network architecture, on the other hand, is much more

effective in such cases. The correctly classified toponyms that are shown in bold on Table 4.4

correspond to cases where the random forest model failed to produce a correct classification.
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Table 4.4: Illustrative examples for the results with the method based on deep learning.

Correctly Classified Incorrectly Classified

Lingzhithang ; Lingzi Tāng Dinas a Sir Abertawe ; Swansea
Klejmont ; Claymont Cawdor Castle ; Chateau de Cawdor

St. Simons ; Saint Simons Island 長間瀬 ; Nagamase
Pontypool ; Pont-y-pŵl Ballachuhsh ; Baile a Chaolais

Siedenbrünzow ; Zidenbrincov North Frisia ; Noordfreesland
Sodelhas ; Soudeilles 格伊森 ; Greußen

Buironfosse ; Биронфос Bodenleve ; Badeleben
Matching minaminohara ; ミミミナナナミミミノノノハハハラララ Tehelieg ; Théhillac

吉吉吉野野野町町町 ; よよよしししのののちちちょょょううう Вiльмуазан ; 莱穆瓦桑
Sunny Isles Beach ; Sani Ajls Bich la Tallada d’Empordà ; la Tallada

ジジジョョョスススララランンン ; Жосселен Virgala Mayor ; Birgaragoien
Coity Castle ; Chateau de Coity Scalabis ; Сантарен
ベベベッッッケケケドドドルルルフフフ ; Беккедорф Wonjangan ; Changal-li

Saldaña ; Sal’dan’ja Roxburgh ; Roxburghshire
粗粗粗卡卡卡娘娘娘村村村 ; Cukaniangcun Southend-on-Sea ; Sautend-on-Si

Jaypāsa ; Jaypara Zlatinitsa ; Zlatina
Bliskastel’ ; Bliesdorf Observatorio Griffith ; Griffith Park

Hayy ad Duhayni ; Hayy ad Dihliz Carnarvonshire ; Kernarvonas
Frankfort ; Frederick Cavalier ; Okrug Kavalir
Cleveland ; Clermont Ben Bhuidhe Mhor ; Beinn Bhuidhe
Génissieux ; Geissan Unterdorf ; Унтердiтфурт

Lichtenstein ; Likhtenrade San Joaninho ; Sao Joanico
Non-Matching Burry Port ; Burry Holm Zandersleben ; Zandbostel

Laararja ; Laanabra Longess ; Longness
Shepun ; Shepshed Sordalsvatnet,nedre ; Norddalsvatnet ovre

Rigin Idi ; Rigachikum La Ferreira ; Ferreiros
下晴山 ; やながさわ Pontino ; ポンツァ

Las Flores ; Flores de Leán Cabo Girao ; Pico do Galo
yao shang ; gao yuan Kiriake Gawa ; Ogogawa Sawa

Saint Combs ; St. Columb Minor Grovane ; Grøtvann
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4.2 Geocoding Tabular Itineraries

4.2.1 Datasets and Evaluation Methodology

The experimental evaluation of the proposed method was based on tests with a set of 24

manually geocoded historical itineraries, originally made available by Peter Robins. An itinerary

is usually sub-divided into segments of different lengths. On average, each itinerary is divided in

7 segments and involves a total of 167 different toponyms, with the extremes corresponding to

sequences of 43 and 770 toponyms. Approximately 8.63% of the toponyms that were present in

the itineraries had a unique interpretation in the considered gazetteer. Moreover, each toponym

from the itineraries had, on average, 10.2 exactly matching candidates in the gazetteer, which

confirms that these place names are highly ambiguous.The itineraries mostly involve places in

South and Western Europe, and thus our tests involved a region-based filter on the contents of

the GeoNames gazetteer (i.e., the Python library named Whoosh is used to index GeoNames

contents from a region of the globe that discards most of Africa, Asia and America, associating

each alternative name for the gazetteer entries to the corresponding geo-spatial coordinates and

additional meta-data elements). Notice that GeoNames is mostly covering the modern adminis-

trative geography, but in many cases the entries are also described with historical toponyms or

transliterations in multiple languages. The same index over the contents of GeoNames is used

by all the methods compared in our tests.

Table 4.5 lists the different itineraries that were considered in our tests, together with the

corresponding number of places. In turn, Figure 4.7 presents a map illustrating the first itinerary

from Table 4.7, corresponding to the 1488’s pilgrimage of Jehan de Tournay from Valenciennes,

via Rome and Loreto, to Venice.

With basis on the ground-truth annotations for the itineraries in the considered dataset,

we measured the quality of the obtained results in terms of the geo-spatial distance between

the true coordinates for each toponym in each itinerary, and the coordinates of the estimated

disambiguations. Distances were measured with Vincenty’s geodetic formulae Vincenty (1975).

We also measured results in terms of disambiguation accuracy, thresholding the aforementioned

geo-spatial distance with values ranging from 500 Meters to 500 Kilometers. Notice that a

distance of zero is highly unlikely, given that the coordinates for places in GeoNames will be

different from the ones considered in the ground-truth annotations for the itineraries.
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Table 4.5: Statistical characterization for the original collection of itineraries made available by
Peter Robins.

Title Markers Sections

Jehan de Tournay, Valenciennes-Venice 1488 104 7

Anonymous, Bordeaux-Milan, 333 130 7

Bertrandon de la Broquière, Ghent-Dijon, 1432-1433 51 2

Bruges, road inventory, late 15th-century 770 39

Nompar de Caumont, Caumont-Fisterra, 1417 61 3

Nompar de Caumont, Caumont, 1418-1419 89 2

Codex Calixtinus, Aquitaine-Santiago, ca. 1140 88 3

Emo, Frisia-Rome-Cologne, 1211-1212 43 2

Charles Estienne, France, 1552-1553 623 17

Arnold von Harff, Cologne-Cologne, 1496-1499 419 6

Anonymous, Avignon-Santiago, 14th century 59 6

Künig von Vach, Einsiedeln-Aachen, 1495 130 2

Nikulas of Munkathvera, Iceland-Apulia, 1151 85 5

Matthew Paris, London-Apulia, 1250 103 8

Pvrchas his Pilgrimage, Plymouth-Calais, ca.1425 142 6

Eudes Rigaud, Rouen-Rouen, 1253-1254 110 2

Romweg-Karte, Germany-Rome, 1500 226 16

Sigeric, Rome-England, 990 79 2

Annales Stadenses, Stade-Rome, ca.1250 218 6

Barthélemy Bonis, Avignon-Rome, 1350 45 1

Adam of Usk, Bergen op Zoom-Bruges, 1402-1406 49 2

Pedro Juan Villuga, Spain, 1546 225 8

William Wey 1st journey, Calais-Calais, 1458 104 4

William Wey 2nd journey, Eton-Venice, 1462 47 2

4.2.2 Results and Discussion

Table 4.5 lists the different itineraries that were considered in our tests, together with the

corresponding number of places. In turn, Figure 4.7 presents a map illustrating the first itinerary

from Table 4.7, corresponding to the 1488’s pilgrimage of Jehan de Tournay from Valenciennes,

via Rome and Loreto, to Venice.

With basis on the ground-truth annotations for the itineraries in the considered dataset,

we measured the quality of the obtained results in terms of the geo-spatial distance between

the true coordinates for each toponym in each itinerary, and the coordinates of the estimated

disambiguations. Distances were measured with Vincenty’s geodetic formulae Vincenty (1975).

We also measured results in terms of disambiguation accuracy, thresholding the aforementioned

geo-spatial distance with values ranging from 500 Meters to 500 Kilometers. Notice that a

distance of zero is highly unlikely, given that the coordinates for places in GeoNames will be
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Table 4.6: Experimental results for the proposed method, in comparison against simpler baselines
(average and median distance in kilometers).

Average Median Accuracy (<)
Method Distance Distance 500m 1km 5km 50km 100km 500km

Whoosh 795.20 ± 1710.83 2.11 0.37 0.49 0.59 0.65 0.67 0.78
Whoosh + Population 450.92 ± 1294.95 0.83 0.43 0.55 0.71 0.82 0.84 0.89
Whoosh + RF + Population 372.42 ± 1125.31 0.74 0.44 0.57 0.71 0.83 0.84 0.90
Whoosh + DNN + Population 394.76 ± 1173.65 0.69 0.44 0.58 0.74 0.82 0.84 0.90

Whoosh + DP 135.26 ± 309.80 1.35 0.36 0.48 0.65 0.77 0.81 0.93
Whoosh + DP (String Sim.) 133.66 ± 306.54 1.35 0.36 0.47 0.65 0.76 0.81 0.93
Whoosh + RF + DP 118.42 ± 323.77 1.04 0.40 0.53 0.71 0.82 0.86 0.95
Whoosh + DNN + DP 136.66 ± 360.96 1.18 0.39 0.51 0.70 0.82 0.86 0.95

Whoosh + LCP + DP 152.53 ± 332.30 1.69 0.35 0.45 0.62 0.73 0.78 0.92

different from the ones considered in the ground-truth annotations for the itineraries.

Table 4.6 presents the results obtained with the proposed method, over the full set of an-

notated itineraries and contrasting the results against simpler baselines. The first four rows in

Table 4.6 correspond to baselines that do not use dynamic programming to optimize the total

distance involved in each itinerary. These are as follows:

1. A baseline method using Whoosh to retrieve, for each toponym in each itinerary, the single

most similar entry from the GeoNames gazetteer. Recall that Whoosh considers a similarity

metric based on the degree of overlap between sets of character n-grams in both strings,

specifically considering character bigrams and trigrams.

2. Similar to the first baseline method, but using the population counts associated to the

gazetteer entries as a second disambiguation criteria. For each toponym in the itinerary, if

there are multiple candidate disambiguations in the top positions of the list retrieved by

Whoosh, all with the same similarity score, we consider the top candidate with the highest

value in terms of the population count.

3. Similar to the first baseline method, but using a more sophisticated procedure to rank the

gazetteer entries according to their estimated similarity. We specifically use our previously

proposed state-of-the-art string matching method Santos et al. (2017c), which leverages

supervised machine learning (i.e., a random forest classifier trained with a large set of

pairs of toponyms extracted from GeoNames) for combining multiple similarity metrics.

The classifier attempts to decide if a given pair of toponyms (i.e., the toponym in the

original data and a candidate retrieved by Whoosh) indeed correspond to the same real-

world location. For each toponym in the itinerary, we return the GeoNames entry, from

the list of 20 candidates retrieved by Whoosh, for which the classifier had the highest
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Figure 4.7: Ground-truth trajectory associated to the pilgrimage of Jehan de Tournay from
Valenciennes to Venice (on the left), compared to the estimated trajectory for the same itinerary,
using straight-line routes of the baseline using only Whoosh (on the middle) or using Whoosh
with random forests classifier and dynamic programming (on the right).

confidence in saying that it matches the toponym in the input data. In case of ties (e.g.,

for disambiguation candidates sharing the exact same name, but with different geo-spatial

coordinates), the population count is used as a second-level ranking/selection criteria. The

same process was done for the neural network approach (i.e., it was also trained on the

same set of toponyms whose classification confidence values are used for ordering).

The following four rows in Table 4.6 (i.e., from the fifth to the eighth line) are alternative

methods using dynamic programming (DP), where the first line, of the four, corresponds to a

baseline method in which the top 10 candidates retrieved by Whoosh are considered at each slice

of the trellis (i.e., not using Step 2 and 4 of the method described in Section 3, thus considering

fewer candidates). Also, in the following line, we have a variation of the same method, but

reusing the string similarity score combined with the distance to compose a cost value. The

string similarity score is transformed to a distance function using a logarithmic transformation.

Adapting the Algorithm 2.1.2, this line’s approach replaces the intermediate cost of R1[t, n] for:

R1[t, n]← min
k

(R1[t− 1, k] + ∆(st−1,k, st,n)) + d(st,n, ot) (4.1)

In the previous equation, d(st,n, ot) corresponds to the Whoosh distance between the candidate

st,n for the toponym at position t in the itinerary, and the actual/original toponym ot at position

t. Then, the last two lines of the same group of four include the Step 2 in its pipeline, using,
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respectively, the Random Forest and the Deep Neural Network approaches for the candidate

disambiguation.The last line in Table 4.6 reports to the complete system, using all the steps

described in Section 3 including the least-cost path analysis (the other approaches use straight-

line distance for cost estimation).

The results in Table 4.6 show that while approximate string matching (i.e., the first baselines)

can already achieve very low median errors, the combination with cost optimization can signifi-

cantly improve results in terms of the average distance towards the correct disambiguations. A

manual inspection of the results showed that many of the toponyms in the historical itineraries

match exactly with names for entries in the GeoNames gazetteer, and thus the median distance

towards the correct disambiguations is quite low. It is often the case that Whoosh retrieves many

different candidates, corresponding to places located far apart, whose names match exactly with

the input toponyms (e.g., GeoNames contains many different entries for places named Rome,

which are all retrieved by Whoosh for a query for that toponym). In these cases, the first base-

line in Table 4.6 (i.e., the method that only leverages the Whoosh retrieval scores) often failed to

identify the correct candidate, although the combination with the maximum population heuristic

was quite effective (i.e., the method corresponding to the second row in Table 4.6 achieved the

overall best median distance). In cases involving toponyms not matching exactly with GeoNames

entries, and/or ambiguous cases in which the correct disambiguation was nonetheless retrieved

in the top k candidates, the procedure based on dynamic programming lead to improved results,

effectively capturing the intuition that travelers tend to choose the least costly routes. The best

trade-off between the median and the mean errors was achieved by the method that combined

dynamic programming with the string matching method that leverages the random forest clas-

sifier (i.e., the more advanced string matching procedure helped to further filter the candidates

retrieved by Whoosh).

Table 4.7 summarizes the results with the complete method outlined in Section 3, for each of

the 24 individual itineraries in the considered dataset. In Figure 4.7, using the same method, we

also present a map illustrating the ground-truth and the estimated trajectory for the first itinerary

in Table 4.7. These results again confirm that methods leveraging dynamic programming can

indeed be quite accurate, with the average distance ranging between 14 and 364 Kilometers. In

most of our itineraries, more than half of the individual toponyms are disambiguated to places

located between 1 and 5 Kilometers of the correct coordinates.

On a place level, Table 4.9 compares the error distance between the baseline, where we

only use the best classified candidate from Whoosh, and the best performing approach using

random forests and dynamic programming. This is the same itinerary presented in Figure 4.7,
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the pilgrimage of Jehan de Tournay from Valenciennes to Venice. Notice that, again, there are

several places well classified just using Whoosh with good matches retrieved from GeoNames.

However, we can notice the gain on using string similarity and cost optimization algorithms when

the georeferencing is overall closer to ground-truth coordinates.

Figure 4.8 presents a violin plot Hintze and Nelson (1998) with the distribution of the

error values measured for the alternative algorithms in Table 4.6, in terms of the geo-spatial

distance between the ground-truth coordinates of each toponym in the different itineraries, and

the coordinates of the resulting disambiguations. Figure 4.9 presents a similar plot, in this case

illustrating the errors for the 5 individual itineraries at Table 4.7 that involve a higher number

of toponyms, and comparing the complete method described in Section 3 against the simplest

baseline (i.e., the first row from Table 4.6). From the plots shown in these figures, one can see

that a large majority of the toponyms are indeed disambiguated with a high accuracy. The

distribution for the errors is skewed, with most of the toponyms disambiguated with very low

errors. The distributions, particularly on Figure 4.9, also illustrate the fact that cost optimization

with dynamic programming contributed to lowering the mean errors.

In the context of the least-cost path analysis application, only one approach was tested

and it is reported in Table 4.8. While it was part of our plan to do more extensive tests, the

conditions needed for computing least-cost paths in an efficient way were not achieved. The

lack of efficiency determined to be impossible gathering results with the rest of the approaches.

Table 4.8 shows that using the dynamic programming baseline with least-cost path analysis

achieves results almost on pair with the application of the machine learning approaches. This is

a great promise for future work on combining both methods.

4.3 Overview

This chapter presents the evaluation methodologies as well as the datasets used for the pro-

posed system. Section 4.1 leverages the toponym matching task which used a dataset built using

information from the GeoNames gazetteer with five million entries. It was used to train and

evaluate the state-of-the-art machine learning methods used for the matching task. Section 4.2

evaluates the geocoding approach which used a dataset containing 24 manually geocoded histor-

ical itineraries, originally made available by Peter Robins, for the global evaluation process.
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Figure 4.8: Distribution for the errors obtained over each toponym, for each of the methods
shown in Table 4.6.

Figure 4.9: Distribution for the errors obtained over each of the 5 longest itineraries shown in
Table 4.7.
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Table 4.7: Results for each of the 24 itineraries with the best performing procedure given in
Section 3 using straight-line distance estimation (average and median distance in kilometers).

# Places Average Median Accuracy (<)
Itinerary (Segments) Distance Distance 500m 1km 5km 50km 100km 500km

Jehan de Tournay,
Valenciennes-Venice, 1488

104 (7) 6.98 ± 14.77 0.85 0.29 0.56 0.82 0.98 0.99 1.00

Anonymous,
Bordeaux-Milan, 333

130 (7) 189.49 ± 548.23 0.64 0.41 0.52 0.67 0.78 0.81 0.92

Bertrandon de la Broquière,
Ghent-Dijon, 1432-1433

51 (2) 53.42 ± 88.51 1.21 0.28 0.43 0.63 0.76 0.79 1.00

Bruges,
road inventory, 15th cent.

770 (39) 104.90 ± 215.78 0.78 0.42 0.53 0.69 0.80 0.83 0.93

Nompar de Caumont,
Caumont-Fisterra, 1417

61 (3) 208.82 ± 423.6 0.87 0.39 0.48 0.53 0.58 0.79 0.90

Nompar de Caumont,
Caumont, 1418-1419

89 (2) 258.78 ± 1386.91 0.48 0.51 0.69 0.83 0.92 0.94 0.94

Codex Calixtinus,
Aquitaine-Santiago, ca. 1140

88 (3) 164.38 ± 246.48 1.10 0.49 0.57 0.73 0.75 0.77 0.86

Emo,
Frisia-Rome-Cologne, 1211-1212

43 (2) 58.29 ± 174.78 2.33 0.25 0.36 0.49 0.84 0.90 0.99

Charles Estienne,
France, 1552-1553

623 (17) 245.61 ± 492.05 0.69 0.43 0.55 0.73 0.81 0.85 0.94

Arnold von Harff,
Cologne-Cologne, 1496-1499

419 (6) 63.09 ± 228.67 0.40 0.52 0.66 0.82 0.88 0.91 0.96

Anonymous,
Avignon-Santiago, 14th cent.

59 (6) 243.12 ± 453.05 0.38 0.62 0.68 0.77 0.77 0.82 0.85

Künig von Vach,
Einsiedeln-Aachen, 1495

130 (2) 65.70 ± 176.54 0.43 0.54 0.64 0.85 0.92 0.92 0.94

Nikulas of Munkathvera,
Iceland-Apulia, 1151

85 (5) 139.61 ± 323.78 1.68 0.28 0.41 0.55 0.73 0.78 0.96

Matthew Paris,
London-Apulia, 1250

103 (8) 142.3 ± 243.02 2.75 0.24 0.34 0.56 0.71 0.76 0.91

Pvrchas his Pilgrimage,
Plymouth-Calais, ca.1425

142 (6) 37.44 ± 102.25 1.14 0.32 0.45 0.74 0.90 0.92 0.97

Eudes Rigaud,
Rouen-Rouen, 1253-1254

110 (2) 24.58 ± 91.22 0.52 0.48 0.62 0.77 0.92 0.95 0.99

Romweg-Karte,
Germany-Rome, 1500

226 (16) 47.32 ± 58.91 1.42 0.25 0.43 0.69 0.82 0.86 0.98

Sigeric,
Rome-England, 990

79 (2) 234.70 ± 751.65 1.14 0.39 0.51 0.63 0.73 0.78 0.93

Annales Stadenses,
Stade-Rome, ca.1250

217 (6) 68.94 ± 254.08 0.94 0.41 0.54 0.71 0.86 0.90 0.98

Barthélemy Bonis,
Avignon-Rome, 1350

45 (1) 57.5 ± 192.21 0.39 0.53 0.62 0.76 0.89 0.89 0.96

Adam of Usk,
Bergen op Zoom-Bruges, 1402-1406

49 (2) 28.42 ± 67.95 2.10 0.29 0.43 0.7 0.88 0.93 1.00

Pedro Juan Villuga,
Spain, 1546

225 (8) 253.18 ± 707.54 0.92 0.41 0.51 0.74 0.77 0.81 0.92

William Wey 1st journey,
Calais-Calais, 1458

104 (4) 105.65 ± 440.63 0.78 0.45 0.64 0.76 0.90 0.94 0.97

William Wey 2nd journey,
Eton-Venice, 1462

47 (2) 39.74 ± 87.78 0.91 0.29 0.49 0.80 0.85 0.85 1.00

Average 167 (7) 118.42 ± 323.77 1.04 0.40 0.53 0.71 0.82 0.86 0.95
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Table 4.8: Results for each of the 24 itineraries using least-cost path analysis (average and median
distance in kilometers).

# Places Average Median Accuracy (<)
Itinerary (Segments) Distance Distance 500m 1km 5km 50km 100km 500km

Jehan de Tournay,
Valenciennes-Venice, 1488

104 (7) 87.27 ± 178.24 1.12 0.29 0.46 0.67 0.81 0.81 0.95

Anonymous,
Bordeaux-Milan, 333

130 (7) 515.88 ± 1110.11 1.69 0.28 0.37 0.47 0.61 0.63 0.81

Bertrandon de la Broquière,
Ghent-Dijon, 1432-1433

51 (2) 85.82 ± 144.32 2.37 0.22 0.33 0.57 0.74 0.78 0.95

Bruges,
road inventory, 15th cent.

770 (39) 141.64 ± 287.78 1.13 0.34 0.43 0.59 0.67 0.73 0.93

Nompar de Caumont,
Caumont-Fisterra, 1417

61 (3) 121.58 ± 220.78 0.53 0.35 0.37 0.49 0.6 0.75 0.91

Nompar de Caumont,
Caumont, 1418-1419

89 (2) 69.13 ± 214.76 0.65 0.46 0.62 0.74 0.86 0.89 0.94

Codex Calixtinus,
Aquitaine-Santiago, ca. 1140

88 (3) 163.85 ± 277.81 1.51 0.41 0.49 0.65 0.68 0.73 0.88

Emo,
Frisia-Rome-Cologne, 1211-1212

43 (2) 113.87 ± 215.06 4.47 0.22 0.29 0.45 0.67 0.77 0.96

Charles Estienne,
France, 1552-1553

623 (17) 137.24 ± 390.11 0.84 0.43 0.51 0.68 0.77 0.80 0.94

Arnold von Harff,
Cologne-Cologne, 1496-1499

419 (6) 100.59 ± 294.85 0.53 0.50 0.58 0.69 0.78 0.82 0.95

Anonymous,
Avignon-Santiago, 14th cent.

59 (6) 97.85 ± 182.85 0.53 0.47 0.54 0.65 0.72 0.78 0.97

Künig von Vach,
Einsiedeln-Aachen, 1495

130 (2) 53.64 ± 147.66 0.42 0.57 0.66 0.82 0.87 0.88 0.97

Nikulas of Munkathvera,
Iceland-Apulia, 1151

85 (5) 114.67 ± 360.79 1.36 0.23 0.37 0.61 0.84 0.9 0.94

Matthew Paris,
London-Apulia, 1250

103 (8) 139.5 ± 219.16 1.10 0.31 0.41 0.63 0.72 0.75 0.88

Pvrchas his Pilgrimage,
Plymouth-Calais, ca.1425

142 (6) 179.94 ± 453.97 1.57 0.31 0.40 0.71 0.82 0.86 0.92

Eudes Rigaud,
Rouen-Rouen, 1253-1254

110 (2) 297.19 ± 1007.04 0.67 0.44 0.54 0.64 0.73 0.75 0.89

Romweg-Karte,
Germany-Rome, 1500

226 (16) 154.40 ± 264.89 1.68 0.26 0.39 0.59 0.70 0.75 0.91

Sigeric,
Rome-England, 990

79 (2) 164.94 ± 279.53 4.82 0.34 0.45 0.54 0.62 0.74 0.87

Annales Stadenses,
Stade-Rome, ca.1250

217 (6) 129.28 ± 221.62 2.05 0.31 0.45 0.62 0.73 0.76 0.89

Barthélemy Bonis,
Avignon-Rome, 1350

45 (1) 288.59 ± 517.10 4.62 0.38 0.40 0.51 0.56 0.58 0.84

Adam of Usk,
Bergen op Zoom-Bruges, 1402-1406

49 (2) 171.19 ± 244.96 3.63 0.24 0.28 0.55 0.67 0.71 0.83

Pedro Juan Villuga,
Spain, 1546

225 (8) 202.41 ± 495.47 1.09 0.46 0.57 0.75 0.79 0.83 0.91

William Wey 1st journey,
Calais-Calais, 1458

104 (4) 48.21 ± 107.97 1.14 0.39 0.53 0.68 0.84 0.87 0.99

William Wey 2nd journey,
Eton-Venice, 1462

47 (2) 82.0 ± 138.42 1.14 0.20 0.40 0.68 0.76 0.76 0.97

Average 167 (7) 152.53 ± 332.3 1.69 0.35 0.45 0.62 0.73 0.78 0.92
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Table 4.9: Distance errors for each place name by order in the itinerary of the pilgrimage of
Jehan de Tournay from Valenciennes to Venice (a bold name means it is the first place of a
segment).

Error Distance (km) Error Distance (km)
# Place Name Whoosh RF + DP # Place Name Whoosh RF + DP
1 Valenciennes 1.097 1.335 53 Trento 0.296 0.120
2 Mons 6.084 0.271 54 Rovereto 0.511 221.210
3 Casteau 0.930 0.930 55 Borghetto, Avio 215.716 215.716
4 Soignies 7.227 0.063 56 Verona 554.385 12.066
5 Braine-le-Comte 0.790 12.264 57 Isola della Scala 0.517 0.517
6 Halle 87.037 0.375 58 Ostiglia 0.004 0.004
7 Brussels 2.197 7.340 59 Mirandola 0.589 0.359
8 Mechelen 64.786 1.248 60 San Martino 206.978 50.247
9 Antwerp 8.787 8.787 61 Bomporto 0.271 0.564

10 Sint Lenaarts 0.204 0.204 62 San Giovanni in Persiceto 0.565 0.641
11 Hoogstraten 0.441 0.415 63 Bologna 879.545 1.438
12 Oisterwijk 42.958 44.369 64 Pianoro 2.114 2.114
13 Den Bosch 2.227 0.869 65 Monghidoro 0.906 0.906
14 Ravenstein 136.131 0.116 66 Passo della Raticosa 0.814 0.814
15 Grave 1734.339 0.037 67 Firenzuola 0.311 0.311
16 Nijmegen 8.255 1.403 68 Firenze 754.225 0.267
17 Kranenburg 295.206 0.965 69 San Casciano 54.433 0.137
18 Kleve 344.145 0.935 70 Poggibonsi 0.329 0.329
19 Kalkar 0.105 0.809 71 Siena 3645.400 12.658
20 Xanten 0.340 23.743 72 Buonconvento 0.032 0.032
21 Rheinberg 0.369 0.369 73 San Quirico d’Orcia 0.064 0.178
22 Neuss 0.718 4.688 74 Campiglia d’Orcia 0.259 0.259
23 Cologne 0.534 0.534 75 Piancastagnaio 0.561 0.561
24 Bonn 0.340 2.103 76 Acquapendente 0.357 0.357
25 Linz am Rhein 0.161 4.001 77 Bolsena 6.551 6.551
26 Andernach 0.392 0.392 78 Montefiascone 0.306 0.244
27 Koblenz 309.063 0.702 79 Viterbo 1.773 0.309
28 Lahnstein 528.575 1.343 80 Baccano 88.973 22.65
29 Boppard 0.545 18.264 81 Monte Mario 0.864 0.864
30 Oberwesel 0.107 0.954 82 Roma 4112.24 3.110
31 Bacharach 1.067 1.067 83 Prima Porta 4.516 4.516
32 Mainz 1.876 1.497 84 Castelnuovo di Porto 1.453 0.840
33 Worms 229.515 2.647 85 Rignano Flaminio 0.649 0.775
34 Speyer 0.490 1.681 86 Civita Castellana 0.402 0.612
35 Bruchsal 1.019 1.448 87 Narni 0.350 0.350
36 Bretten 0.671 1.174 88 Terni 1489.47 0.809
37 Lienzingen 3.172 3.172 89 Spoleto 0.516 0.103
38 Vaihingen 0.807 0.807 90 Tolentino 8.014 7.591
39 Markgröningen 0.029 0.029 91 Macerata 241.818 0.334
40 Esslingen 167.46 7.919 92 Recanati 0.434 9.513
41 Göppingen 21.998 21.998 93 Loreto 11244.859 0.256
42 Geislingen 1.869 1.869 94 Ancona 10618.108 29.372
43 Ulm 457.454 0.650 95 Senigallia 0.753 0.941
44 Memmingen 0.586 4.170 96 Fano 1331.334 0.483
45 Kempten 121.868 5.700 97 Pesaro 620.003 2.254
46 Nassereith 0.000 47.511 98 Rimini 0.229 1.208
47 Landeck 0.843 0.843 99 Cesenatico 0.073 0.633
48 Pfunds 1.077 0.293 100 Ravenna 502.376 0.699
49 Finstermünz 0.214 0.214 101 Volano 154.941 0.044
50 Nauders 1.418 1.418 102 Goro 11201.722 0.066
51 Mals 1.370 1.370 103 Chioggia 0.773 0.773
52 Merano 0.571 0.571 104 Venezia 1386.632 0.334
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5Conclusions and

Future Work

The main contribution of my M.Sc. thesis was achieved: the automation of the process

of geo-referencing tabular descriptions of historic routes. Currently, geographical text analysis

(i.e., methods for addressing tasks such as document geocoding (Melo and Martins, 2016; Wing,

2016), toponym resolution (Speriosu and Baldridge, 2013; Moncla et al., 2014; Gregory et al.,

2015; Wing, 2016), or others (Freire et al., 2011; Derungs and Purves, 2014)) is increasingly

being used in the Digital Humanities and related fields (Gregory and Murrieta-Flores, 2016;

Wing, 2016), although very few studies have specifically addressed the problem of geocoding

itineraries (Blank and Henrich, 2015, 2016; Budig and Dijk, 2017).

5.1 Summary of Main Conclusions

The solutions developed for this dissertation revealed to be worthy contributions given the

literature as to date. For instance, on toponym resolution, the work leveraging feature-based

machine learning algorithms (Santos et al., 2017c) is a top performing approach only surpassed

by the deep neural architecture (Santos et al., 2017a) as current state-of-the-art. There is also

work that shares a preliminary version of this architecture (Santos et al., 2017b).

Until now, only Blank and Henrich (2015, 2016); Budig and Dijk (2017) have addressed

specifically the task of geocoding itineraries. The concept developed with the novel application

of state-of-the-art toponym resolution and cost optimization is an innovative approach that, while

not directly comparable with the previous studies, we described a novel approach for addressing

the specific problem of automatically geocoding historical itinerary presented in tabular format,

effectively combining string similarity and cost optimization techniques.

The proposed method was evaluated with a set of manually annotated historical itineraries,

and the obtained results attest to its effectiveness. The use of dynamic programming to minimize

the total distance between the places involved in the journey obtained a significant improvement

in terms of the average distance towards the correct disambiguations, although our experiments

also showed that simpler baselines (e.g., combining approximate string matching with a maximum



population heuristic) is already sufficient for disambiguating many of the toponyms and achieving

a low median distance.

Being the first time this dataset was evaluated for this task, hopefully it will be used for

future studies. It has an interesting itinerary distribution and a great number of places.

5.2 Future Work

Despite the interesting results, there are also many ideas for future developments. For

instance, besides the historical itinerary data made available by Peter Robins, there are many

other examples of datasets that can could have been used, referring to different regions of the

globe, and/or using other types of toponyms (e.g., involving different alphabets, and different

challenges in terms of performing matches against gazetteer entries). A particular example would

be the dataset from the al-T
¯
urayyā Gazetteer1, which includes almost 2,000 route sections geo-

referenced from Georgette Cornu’s Atlas du monde arabo-islamique à l’époque classique: IXe-Xe

siècles.

The idea of leveraging least-cost path analysis for reconstructing the trajectories between

pairs of locations is particularly interesting in the context of geocoding historical itineraries,

supporting a better estimation of the cost for moving between locations, and also a detailed

analysis and possible reconstruction of the actual routes. In our study we used a least-cost

path estimation method based on applying the A* algorithm over an anisotropic cost surface

built through heuristics for combining two sources of information (i.e., terrain slope and water

bodies). For future work, first, we plan to conclude the current experiments, which include using

the string similarity approaches with the least-cost path estimation. Then experiment with the

incorporation of additional sources of information, including material land-coverage. Moreover,

given that we can have access to a significant amount of itineraries already manually assigned to

the corresponding geo-spatial trajectories, a particular idea that we would like to pursue relates

to using reinforcement learning (Tamar et al., 2016) for inferring the parameters of a model

capable of reconstructing movement decisions, with basis on raster data sources (e.g., historical

land-coverage information from the Historic Land Dynamics Assessment project (Fuchs et al.,

2012)).

The dynamic programming algorithm used in Step 4 of the proposed method takes its inspi-

ration on Viterbi decoding for Hidden Markov Models (HMMs). For future work, it would also

1https://althurayya.github.io/
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be interesting to test alternative methods for finding the best overall sequence of disambigua-

tions. In the context of HMMs, a popular alternative is posterior decoding, based on taking the

decisions that are individually most likely for each position. These and other alternative methods

can perhaps also be adapted to our task (Lember and Koloydenko, 2014; Budig and Dijk, 2017).

Another objective for future work involves expanding the set of experiments with the pro-

posed method, for instance combining string similarity and geo-spatial distance when choosing

the most likely paths (instead of just using string similarity for ranking the top candidates to

be included), or considering different thresholds for the number of disambiguation candidates

considered for each toponym. For now, we restricted our tests to 10 candidates per toponym,

although increasing this number can perhaps lead to improvements on the overall results. Signif-

icantly increasing the number of candidates will involve additional strains in terms of computa-

tional performance, although we can consider highly optimized implementations for the dynamic

programming method, e.g. leveraging Graphical Processing Units (GPUs) (Maleki et al., 2016).
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