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Abstract—This work presents an evaluation of Cloud 

Computing commercial platforms and its use on Financial 

Market’s algorithms. The algorithms designed for market 

prediction generally require heavy computations, translated into 

high runtimes. This processing time can be reduced with 

parallelization and hardware upgrades, since runtimes are a 

direct consequence of large amounts of data input for different 

markets and different stocks. In this context, Cloud Computing 

shows up as promising solution with apparent unlimited 

resources. This approach adapts an already studied algorithm, 

SAX/GA, to the Amazon Web Services (AWS) cloud with the 

purpose of taking advantage of the available resources and reduce 

the algorithm runtime. With this goal in mind, two parallelization 

schemas were followed: (i) distribute stocks to be evaluated across 

different machines; (ii) parallelize the algorithm execution for a 

single stock. The obtained results showed the best efficiency gains 

of 94% and 85% for the first and second architectures 

respectively. 

Keywords— Amazon Web Services, Cloud Computing, Finance 

Algorithms, Parallel Algorithms, Stock Market 

I. INTRODUCTION 

Ever since the semi-conductors were invented, the use of 
computers has drastically changed. Computers started to be 
usable, and its evolution is notorious. Software started to gain 
relevance and office tools became available on each individual 
machine. Later, the world-wide-web made publishing and 
reading much accessible, and soon enough, the internet started 
to focus on communities. 

Recently, Cloud Computing emerged in the IT world, 
providing easy configurable access to computational resources. 
The resources are gathered in a pool to which users have limited 
access, depending on the subscribed service type. From the 
users’ point of view, resources like servers, storage, applications 
and services are unlimited and can be easily rented and released 
in a pay-as-you-go model. This model allows individuals and 
companies to start projects without putting the initial hardware 
investment up-front and in case of failure, there is no unallocated 
hardware. In addition, since users are connected to the pool, in 

case of traffic peeks or general need of hardware upgrading, this 
can easily be done. Cloud providers are prepared for easy 
scalability, thus preventing unresponsive systems. 

As far as Financial Systems are concerned, worldwide 
transactions are performed by lenders, investors and borrowers, 
which are all connected. Nowadays, investors participate in 
Financial Markets by acquiring stocks, representing ownership 
claims of businesses. For investors who participate in trading, 
the major concern is to maximize their Return On Investment 
(ROI), which can be achieved with the use on Financial 
Algorithms by predicting market behavior based in the market’s 
history. These algorithms, however, require high computational 
times, as they need to take into consideration large amounts of 
data from different markets, different stocks and for 
considerable time windows. It is in this context that although the 
algorithms have good pattern discovery results, traders need to 
evaluate and find a trade-off between the greatness of the 
obtained results and the algorithm runtime, so that the results are 
gathered in time to be useful. Since Cloud Computing offers 
unlimited resource access, the purpose of the investigation is to 
test whether the SAX/GA can take advantage of the cloud 
resources to provide the earlier good results in faster timings. 

For performing this study, Cloud Computing providers are 
evaluated and compared, to identify which service suits best to 
the described problem. After the provider is selected, it is 
necessary to define an architecture for the SAX/GA so that it can 
take advantage of the unlimited cloud resources. In the end, 
some testing needs to be done to prove the advantages of cloud 
usage by this type of algorithms. 

The paper is organized as follows: Section II presents a 
Cloud Computing review with service providers’ comparisons 
and by the end a provider is chosen, Section III makes an 
overview of the original unparalleled SAX/GA algorithm used 
in the evaluations, Section IV presents the proposed 
architectures to adapt the original algorithm to the cloud, Section 
V presents the obtained performance results, and Chapter VI 
presents the study conclusions. 
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II. PREVIOUS WORK ON SAX/GA 

Since it is not possible to test whether financial algorithms 
can benefit from Cloud Computing services, without a tested 
algorithm, the SAX/GA will be used. This algorithm 
accomplishes ROI maximization through a two-step process: 
Symbolic Aggregate Approximation (SAX) reduces the input 
time series, and Genetic Algorithm (GA) optimizes the trading 
strategies. 

A. SAX Overview 

The Symbolic Aggregate ApproXimation was first 
presented by Lin et al. in [5][6][7] and solves previous symbolic 
representation series problems of measuring the distance 
between representation and real data. 

The algorithm is based in the Piecewise Aggregate 
Approximation (PAA) algorithm that equally divides the 
original time series into N frames of size W and computes the 
mean values for each one. The result represents its respective 
time series portion, being the overall representation the 
composition of the mean values sequence. Being 𝑥′

𝑗  the 

normalized representation of the original set, the mean values 
are obtained with equations ( 1 ) and ( 2 ). 
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After the series are found, the distances can be computed 
through the Euclidean Distance (ED), formula ( 3 ), with the 
reduced values of mean series. However the method provides a 
direct comparison between the time series, it does not indicate a 
similarity level of the obtained distance. A visual representation 
of PAA is presented in Fig. 1. 

 

Fig. 1. PAA representation, [8] 
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Through the SAX algorithm, dimensionality reduction is 
obtained in a similar way, adding a numeric to symbolic 
transformation based on a 𝑁~(0,1)  normal distribution with 
intervals with probability equal to the z-score difference of both 
intervals (𝛽𝑖  𝑎𝑛𝑑 𝛽𝑖+1). The 𝛽 breakpoints can be obtained with 
Matlab code available in the SAX official website [9]. 

For each of the defined intervals, a symbol is assigned. The 
comparison between time-series is fair since each alphabet letter 
has equal probability. Equation ( 3 ) is used to evaluate the 
distances but now uses the z-scores as in equation ( 4 ). 

𝑀𝐼𝑁𝐷𝐼𝑆𝑇(�̂�, �̂�) = √
𝑛

𝑤
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 𝑑𝑖𝑠𝑡(�̂�𝑖 − �̂�𝑖) = {

0,   |𝑖 − 𝑗| ≤ 1
𝛽𝑗−1 − 𝛽𝑖 ,   𝑖 < 𝑗 − 1

𝛽𝑖−1 − 𝛽𝑗 ,   𝑖 > 𝑗 + 1
  ( 5 ) 

The algorithm is strongly affected by the chosen number of 
intervals dividing the normal curve, the window size and the 
word size. A visual representation of the distance between two 
series is presented in Fig. 2. 

 

Fig. 2. Distance between P and Q, [8] 

B. GA overview 

A Genetic Algorithm (GA) is a computational intelligence 
search algorithm that actuates in a population of possible 
solutions in a similar way that biological genetics and natural 
selection do. A population individual or potential solution is 
often represented as a chromosome, composed by genes that 
encode each problem variable. The potential solutions are 
produced on each iteration, also known as generation, by 
crossing two different individuals within the same population. 
On each iteration, all the individuals are evaluated according to 
a fitness function that says how good is the individual solution. 
The fitness value is then used to perform a selection, where the 
best elements of the population have higher probability of being 
selected for the Crossover process. 

In a GA, the most used operations are the following: 

• Selection. Selects elements from the current generation 
to favor best individuals to be chosen for Crossover and 
elitism; 

• Crossover. Selects two parents from the current 
generation and generates an individual for the next 
generation. This new individual is formed with 
combined parts of both parents. Fig.3 has a 
representation of this operation and Mutation; 

• Mutation. Changes the original genes randomly, 
preventing the solution to converge to local minimums; 

• Elitism. Preserves the best result, preventing the next 
generation from having worst solutions than the best 
found so far. 



 

Fig. 3. Crossover and Mutation operations, adapted from [29] 

C. SAX/GA Approach 

The used SAX/GA algorithm is intended to optimize the 
trading and maximize the ROI in the Standard & Poor 500 
(S&P500) index in both short and long positions by taking entry 
and exit actions. When an investor has a short position, it means 
he generally sells stock that he does not own, believing that the 
stock’s price will decrease in value. For long positions, the 
investors believe the stock price will rise and therefore they hold 
their position. The extracted data from the index is divided in a 
sliding window fashion where data is used for training and 
testing. After the testing, the window slides the number of days 
correspondent to the training size and the process repeats until 
the dataset ends or the stop criteria is met. A sliding window 
visualization is shown in Fig.4. 

The algorithm starts with NumChromos individuals being 
randomly generated. Each chromosome is composed by four 
categories: market entry and exit with long position and market 
entry and exit with short position. Each category represents a 
trading rule with genes containing a SAX sequence (search 
pattern), the WindowSize, the size of the SAX sequence 
(WordSize) and the AlphaSize that contains the alphabet length 
used for encoding. The minimum distances between the 
sequence pattern in the individual structure and the dataset 
sequence are defined for enter and exit the market as being zero. 
Therefore, enter and exit actions are only taken if there is a 
match between the two sequences. 

 

Fig. 4. Sliding Window Method, [1] 

In the individuals’ creation, genes are limited to four actions: 
Enter Short (IS), Enter Long (IL), Exit Short (OS) and Exit Long 
(OL). On each iteration, the algorithm evaluates the individuals’ 
solutions by applying the fitness function to the training dataset. 
The function follows a Finite State Machine with four states: 

1. The individual is on the market and is looking for an 
opportunity to close his position either through a long 

or short strategy. If such opportunity is found, the next 
state will be State4; 

2. The chromosome caused a long position entry on 
State4. At this step, the chromosome evaluates the 
current balance and his ROI, moving on to State1;  

3. From State4, a pattern to enter short was found. The 
chromosome performs its current balance and ROI, 
moving to State 1;  

4. At this State, the chromosome looks for a pattern to 
enter the market either in a short or long position. 
Depending on the pattern found, the next State will be 
State1 or State2. In case the previous state was State1, 
the current balance and ROI values need to be 
evaluated.  

States 1 and 4 are changed when the SAX sequence distance 
to the converted pattern is zero. The fitness is obtained by the 
sum of the difference between the accumulated profit at day 𝑖, 
𝐸𝑖, and the same evaluation bearing in mind the chromosome 
Long or Short strategy. Being 𝑅  the ROI indicator, 𝐸  the 
number of entries and exits and 𝐷𝑡𝑠𝑖𝑧𝑒 the dataset, the fitness is 
evaluated through the following equations: 

 𝐹𝑖𝑡𝑛𝑒𝑠𝑠 𝑠𝑐𝑜𝑟𝑒 = {
∑ |𝐸𝑖−𝐸𝑖

𝑐|
𝐷𝑡𝑠𝑖𝑧𝑒
𝑖=0

1+𝑅𝑂𝐼
, 𝐸 > 1, 𝑅 > 0

3.40282𝑒 + 38, 𝐸 = 0, 𝑅 ≤ 0
  ( 6 ) 

   𝐸𝑖 = 𝐸𝑖−1 + |𝑃𝑖 − 𝑃𝑖−1|   ( 7 ) 
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  ( 8 ) 

With the obtained fitness values, selection over the 
population is performed by sorting the individuals. The best half 
of the population is used for the next operations and elitism is 
introduced. The Crossover operand, occurs in an inner gene 
level, ignoring the chromosome access limitation to the genes. 
The Mutation is applied to a small number of individuals and 
instead of changing some genes, selects between one and 
internal gene limits for IL, IS, OL, OS to be entirely removed or 
generated. This adaptation is necessary as Mutation is only 
effective if the change leads to a symbol change. An example is 
shown in Fig. 5. 

 

Fig. 5. Mutation Comparison Illustration 

III. CLOUD COMPUTING REVIEW AND SERVICE PROVIDERS 

A. Cloud Computing review 

Cloud Computing is a model for hosting and delivering 
services over the internet. Included technologies are fast wide 
area networks, server computers and high performance 
visualization hardware. According to the National Institute of 
Standards and Technology, “Cloud Computing is a model for 



enabling ubiquitous, convenient, on-demand network access to 
a shared pool of computing resources (e.g., networks, servers, 
storage, applications and services) that can rapidly be 
provisioned and released with minimal management effort or 
service provider interaction.”[25]. 

Cloud Computing presents a lot of advantages compared to 
Traditional Computing. It distinguishes itself by providing large 
storage capacity, computer power, reliability and expandability 
in an easy way. These features are assured using clusters with 
more than ten thousand servers with permission management 
strategies that allow strict data-sharing to the user. The cluster 
dimension, fault tolerant data and copies make reliability 
achievable, while making the capabilities available through the 
network with access via client platforms, lead to extendibility. 

Available resources can be elastically provisioned and 
release in response to scalability needs in such an efficient way 
that for the user’s point of view, the resources appear to be 
unlimited and can be attributed to them in any quantity at any 
time as long as they can be afforded. 

The main characteristics gap between the two computing 
types is shown in Table I. 

TABLE I.  TRADITIONAL AND CLOUD COMPUTING CHARACTERISTICS 

COMPARISON [10], [19] 

Characteristics 
Traditional 

Computing 
Cloud Computing 

Consumption Dedicated Shared 

Ease of use 

Traditional 

hardware 

acquisition 

Self-service 

Scalability 
New services 

added manually 

Automated on-

demand scale 

Cost 
Incremental 

Capex purchases 
Pay per use 

Technical 

Personnel 
Higher demand Lower demand 

System 

maintenance 
Difficult Less difficult 

System reliability Poor Better 

Adaptation 

Poor, in need of 

adjusting price 

unit level 

Better, it only 

needs to operate 

on server side 

Data sharing 
Difficult for 

mutual sharing 

Data 

concentration, 

convenient for 

sharing 

Data 

generalization 

Time and energy 

consuming, as 

well as easy to 

get wrong 

Powerful 

Utilization of 

Computer 

resources 

Poor. Many 

computer 

resources unused 

Much better 

According to the National Institute of Standards and 
Technology, the Cloud Computing deployment models can be 
of type private, hybrid or community. Public and private cloud 
types are in opposite sides, being the first one available for all 

users with internet, while the second one is for a single 
organization exclusive use. Community clouds are used by 
multiple individuals within the same organization or different 
organizations and that share the same technological needs. 
Finally, hybrid clouds is a combination of the previous models. 

In terms of the available service models, there are three that 
deserve a detailed analysis: Infrastructure as a Service (IaaS), 
Platform as a Service (PaaS) and Software as a Service (SaaS). 
A comparison between the three models is available in Fig.6. 

In the IaaS service model, the provider outsources storage, 
hardware, servers and networking components. The consumer 
gains control over the available operating systems, storage and 
deployed applications, although the underlying cloud 
infrastructure is off-limits. The resources supervision is done 
through a web-based interface. It is advisable to use this model 
for cases of unpredictable demand, when there is a short budget 
for hardware purchases and when a rapid growth and hardware 
scalability can constitute a problem. On the other hand, when 
there could be legal difficulties related to outsourcing data 
storage and processing or the required performance levels 
cannot be provided, this is not a recommended model. 

When the providers serve a PaaS model, hardware, operating 
systems, storage and networking capacity is rented to the final 
user. These capabilities however, are not managed by the users, 
but by the provider instead. Consumers gain control over the 
deployed applications and configurations settings for the 
configuration host environment, being restricted by the available 
programming languages, libraries, services and tools. Therefore, 
the model is suitable for projects with simultaneous work from 
multiple developers and for projects with testing automation and 
deployment services; and not suitable when it is required 
integration with the rest of the system, the performance requires 
low-level hardware changes and proprietary languages impact 
the development process. 

Finally, in the SaaS model the provider hosts the customer’s 
software. This model is significant when the connection between 
the organization and the outside world is significant and the 
usability is short-termed. Instead of hosting the application in 
the customers’ machines, the data and software are made 
available in every location as long as there is internet 
connection. Software and bug fixes are much easier in this 
model. For fast processing and real-time applications however, 
this model is not suitable. 

 

Fig. 6. Service Models’ comparison, [10] 



B. Cloud Computing Service Providers 

Before starting the evaluation of the SAX/GA in the cloud, 
it is mandatory an evaluation of the existent service providers to 
see which one fits better the financial algorithms’ needs. As a 
starting point, the leadership matrix from Fig.7 was consulted, 
reducing the list of providers to consider in the study. 

Considering the previously described use-cases, SaaS can be 
immediately excluded since it is not advisable to use for real-
time applications that require fast processing. Finance 
algorithms are constantly receiving new stock information from 
multiple stocks across multiple markets. With some further 
study, it is possible to conclude that although PaaS providers are 
adapting their services to C and C++ languages through plugins, 
they are still more focused in serving web applications. On top 
of that, SaaS model does not allow the user to manage the 
hardware resources. This last point leaded to SaaS being 
discarded as the program efficiency can be greatly improved 
through choosing better hardware and by performing code 
adaptation to the hardware. 

 

Fig. 7. Leadership matrix for Cloud Service Providers, [11] 

According to [11], it was possible to discard the following 
providers: IBM, since the service focuses on business users 
seekers; Rackspace, for focusing in host management; GoDaddy 
and 1&1, for being made for small businesses and focused on 
web tools; VMware, for focusing in deployment and testing and 
not being advisable for simple and private computing platforms; 
and Oracle because it is directed to enterprises and not single 
individuals. This left the Amazon and DigitalOcean providers. 
Since Amazon gives free plans for small computational 
resources and DigitalOcean only has a paid version, Amazon 
was selected. The free version can be used for early testing, 
being upgraded to a paid version at any time. 

C. Amazon Elastic Cloud Computing (AWS EC2) 

AWS EC2 is the Amazon service that provides a resizable 
compute capacity. The resources are traceable by the users 
through a web user interface that allow an easy management and 
cost control. 

A direct component that affects the billing is the instance 
type choosing. Each instance type is optimized for different 
computing needs and vary in aspects such as CPU, memory, 
storage and network capacity. The Amazon types are: General 
Purpose, Compute Optimized, Accelerated Computing, Memory 
Optimized and Storage Optimized. For financial algorithms, the 
first three are the ones that matter the most, being the General 
Purpose t2.micro the instance covered by the free plan. The 

available general purpose instances are divided into the 
following categories: 

• T2 – burstable performance instances. These 
instances have the ability to respond to CPU 
performance bursts, by rising above the established 
baseline. This ability depends on the attributed credits 
that vary from according to the instance size. Its use is 
advisable for situations where the CPU remains idle 
and occasionally needs to burst; 

• M4 instances. These are the latest and are suitable for 
balancing resources from computation, memory and 
networking. The use-cases comprehend databases, 
data-processing tasks, backend servers and cluster 
computing; 

• M3 instances. Like the previous, they are suitable for 
balancing resources from computation, memory and 
networking. 

For the conducted study t2.micro instances are used, with 
one CPU, six CPU credits per hour, 1 GiB of memory and high 
frequency Intel Xeon processor. The free tier plan covers 
resizable compute capacity with 750h of computational time per 
month, allows the data movement across AWS compute and 
storage services, 750h of Amazon Elastic Cache, full user 
control over the programming languages used, 250k messages 
pushed or delivered per month and offers devices connection to 
the cloud, 5GB of standard storage and 5GB storage for EC2 
instances. 

In conclusion, AWS was selected for being a IaaS market 
leader that provides free plans until a certain computational time 
and hardware limit, thus allowing code deployment for staging, 
while allowing to perform paid upgrades for production 
deployment. 

IV. PROPOSED SOLUTION ARCHITECTURE 

Good pattern identification leading to good market trading 
tips, do not add any market value unless they are generated in 
time the tip is still useful. If the results are good but refer to a 
past timestamp, it does not help traders. To test cloud usage for 
SAX/GA execution speed up, and since two for the user point of 
view the providers offer unlimited resources, two parallelization 
solutions are described: 

1. Distribution of the stocks to be analyzed across 
multiple machines; 

2. Algorithm parallelization such that a single stock 
analysis is done across multiple machines. 

As a second consideration, cloud cluster set up is compared 
against traditional cluster set. 

A. Cloud Computing used Infrastructure 

Based on the previous evaluations, AWS is the adopted 

provider, with a IaaS service type, see Fig.8. From the different 

available architectures, the user will have access to virtualization 

services, network resources and computational nodes, being able 

to manage the operating system, middleware, runtime, data and 

deployed applications. The chosen operating system is Ubuntu, 



for being Linux, and free-tier eligible. The used version is 

Ubuntu 12.04 as it is the latest Long term support Ubuntu 

version for the software used for cluster environment set up. The 

chosen instance type is a burstable performance t2.micro 

instance, for being free-tier eligible. The machine in which the 

tests were made have one CPU, receive six CPU credits per 

hour, have one GiB of memory and 8 GB of storage. 

 

Fig. 8. IaaS service description 

B. Algorithm Parallelization Solutions 

1) Stock Distribution Solution 

This solution focuses on the fact that the major time wait of 
the original algorithm has the sequential stock processing as 
responsible. For each stock, the same operations are performed, 
although the input data is different. Since a stock processing 
does not impact another analysis, this solution is feasible and the 
program architecture presented in Fig. 9 is adopted. 

 

Fig. 9. Ideal dataset distribution across multiple machines 

The solution encounters logistic problems when dealt with 
Traditional Computing. It is implied that if stock brokers want 
to do stock processing over one hundred stocks, they need to 
possess one hundred machines and need to give individually the 
start command on each machine to run the program. 

Hardware acquisition problem is overcome with this 
solution by using Cloud Computing allowing the user to balance 
the desired budget and the time spent in performing the 
computations. This also allows to easily increase and reduce the 
cluster size without the need of buying new expensive physical 
machines or leaving acquired machines unused, as the cloud 
resources can be allocated and freed with adaptable fees. 

Physical individual start no longer exists. A master node is 
set and becomes responsible for distributing the datasets across 
the machines belonging to the cluster. For these actions to take 
effect, the user specifies in a master command the number of 

processes he wants to launch. After each stock is linked to a node 
for processing, each machine runs the SAX/GA for its stocks. 

a) Implementation 

The start point of the SAX/GA performs the algorithm 
execution over the initially loaded stocks from the specified 
folder in the configuration file. Therefore, the way found for 
stock distribution relies on this principle and finds a way of 
distributing the files inside the original folder across a different 
folder per machine. 

In the main file, the Message Passing Interface (MPI) world 
is initialized and subsequent code is run independently in the 
launched machines. Before performing the data analysis, it is 
specified in the code some operations so that the master can 
distribute the stock data files. These operations are based on the 
UNIX directory creation and file copy. To perform such 
operations, the system function is used. It receives a string as 
input, forks the current process and lets the child process execute 
the given shell command. To assure a single folder creation for 
each process, the name of the original configuration file folder 
is maintained and each process adds to the new folder name its 
process id number, which is assured to be unique. 

The file distribution automation is then assured by the master 
that opens the original folder and places the contents with the 
“.csv” extension into a vector structure. This allows the 
exclusion of the “.” and “..” folders in the file counting and to 
keep track of the unallocated files to each machine. The number 
of copied files to each folder corresponds in the first iteration to 
the number correspondent to the integer division between the 
number of files and the number of machines. The remaining files 
are then placed in different folders until the vector of names is 
empty. 

The solution structure is presented in Fig.10. 

 

Fig. 10. First parallelized algorithm structure 

2) Algorithm parallelization 

Although the stock distribution solution seems to improve 
the overall performance, it does not improve the inner algorithm. 
Inside the algorithm, in the Process method, similar operations 



are also performed over different data. This time, the different 
data are not external files, but the chromosomes and genes. This 
leads to the common perception that by performing population 
distribution across different machines, runtime gains will be 
obtained as training and fitness evaluation are applied to 
multiple individuals simultaneously. 

For the algorithm to be the same, population synchronization 
must be performed before the Crossover operation, so that this 
operation occurs in the master machine only. Before the 
mutation, the population can again be distributed, as this 
operation does not require more than one individual. The 
solution schema is described in Fig.11. Alternatively, it is 
possible to perform the Crossover separately on each machine 
and perform individuals exchange across the different 
populations to assure diversity. However, to make the solution 
as faithful as possible to the original code, the operation is done 
considering the whole solution universe. 

 

Fig. 11. Sequential processing algorithm parallelization across multiple 

machines 

a) Proof of concept design 

Since the previous schema requires a lot of synchronization 
to guaranty that all machines are actuating in a similar way over 
the data, a proof of concept was built to delineate the GA 
parallelization mechanisms. 

The considered algorithm has the purpose of finding a 
solution for equation ( 9 ). For the solution search, the 
chromosomes have an array of integers in their structures, being 
each integer a gene. On the population side, there is a vector 
structure containing the individuals. 

   ∑ 𝑖 × 𝑥𝑖
𝑁
𝑖=1 = 1024   ( 9 ) 

By moving the second term of the equation to the left and 
restricting the genes to be positive or null, the algorithm ideally 
looks for solutions that make the individuals have fitness value 
of zero. 

For processes communication across machines, Open MPI 
library is used. This software allows synchronization, 
communication and virtual topology between a set of processes, 
relying on communicators, point-to-point basis, collective basis 
and derived datatypes. This communicator type is used over 
other technologies like ARMCI and Lustre as there is already 
build work to set the AWS environment for Open MPI. 

Although simplifying the GA calculations, the proof of 
concept tried to reproduce similar SAX/GA sequences of 
operations, being the resulting architecture the one presented in 
Fig.12. 

The algorithm recognizes that is going to be run in 𝑛 
different processes and consequently each process randomly 

generates 
1

𝑛
 individuals of the defined population. On each 

iteration, the fitness of the population individuals is calculated, 
the population members are sorted in an ascendant way and 
Elitism, Crossover and Mutation operators are applied. 

The Crossover occurs in the master machine with all the 
population gathered with the purpose of keeping the diversity. 
Mutation, on the other hand, occurs in a single element, so can 
be performed on different machines, without an impact on the 
diversity results. 

Since the population is sorted after fitness evaluation and 
before sending the elements to the master, the sending function 
has a built-in mechanism to verify which machine champion is 
the overall champion and places him in the beginning of the 
master vector of elements. 

 

Fig. 12. Proof of concept flowchart for a three-machine cluster 

b) Implementation 

Gathering the proof of concept functions, a few code 
adaptations are performed to parallelize the SAX/GA. From the 
benchmark performed in [1], it became clear that the algorithm 
bottleneck is the Fitness function and the SAX sequence 
conversion. 

The processing method relies on data loaded from files, 
which makes the proof of concept initialization usable. 
However, since the algorithm uses a sliding window 
mechanism, some changes need to be made in the 
synchronization. The code searches for the maximum window 
through the population and since the population is distributed, it 



is necessary to check which machine holds the maximum value 
and subsequently, update the variable on the others. Another 
changed method is the individual sending functions. Since the 
sorting is performed inside the Crossover method, it is possible 
to just send the population without further verifications. 

The parallelized algorithm schema is described in Fig.13 and 
in the steps below, for 𝑚 machines and 𝑝 individuals. 

1. The population is generated in an aleatory way 

being ⌊
𝑝

𝑚
⌋ individuals held on each slave machine 

and 𝑝 − 𝑚 ⌊
𝑝

𝑚
⌋ individuals on the master machine; 

2. The maximum window value is evaluated based on 
the known population, being synced with the 
running processes afterwards; 

3. With all parameters synced and known to the hosts, 
the individual training is performed; 

4. Sync the elements by sending all the population to 
the master machine; 

5. Master machine performs the Crossover and 
Mutation operations over all the population and 
distributes the new generation through the slaves. 
The changed global variables are also sent; 

6. Update Champion parameters and broadcast new 
found values for global variables. 

 

Fig. 13. Process method flowchart for a three-machine cluster 

Since Open MPI supports its own variable types only, the 
individuals are coded into strings with special characters as 
delimiters. Then, the receiving process looks for these special 
characters and re-generates the population member. 

C. Cloud Computing Solutions 

To set the previous parallelization environments, it is 
necessary to define clusters.  

For a traditional Ubuntu cluster settings set up, it is necessary 
to install Basic Ubuntu server, OpenSSH server and DNS server 
packages. After all these installations, and since the 
communications must be assured, the machines’ ip addresses 
cannot change with the DHCP protocol. For this to be assured, 
it is also necessary to perform changes in the interfaces file from 
the system. After the network settings restart, the secure shell 
(ssh) communication is now possible to be performed across the 
different machines. This access, however, requires password 
authentication, which is not allowed for OpenMPI use. For ssh 
communication with passwordless access, it is possible to create 
authentication files that will be used for mutual authentication 
process upon the access requests. Finally, to make OpenMPI 
work, a network file system needs to be configured so that all 
cluster machines have access to the source code. 

In terms of resource access, the user can rely on cloud 
providers to obtain as many machines for the cluster as needed. 
In any case, all the previously described steps must be followed 
to use the parallelization software. Fortunately, STAR built a 
software that launches the machines in AWS and sets all the 
previously described structures for OpenMPI use automatically. 
The launched Amazon Machine Images (AMIs), cluster size, 
storage and network configurations are all defined by the user in 
a configuration file. The StarCluster software then gathers the 
user configurations and does the cluster set up, being authorized 
by the website with a Keypair file aid. A terminal output 
example of a ten-machine cluster configuration is shown in Fig. 
14. 

 

Fig. 14. Cluster “ten” environment set up 



V. RESULTS 

In this section, the efficiency results from traditional 
computing and the paralleled architectures are compared. For 
the results gathering, ten runs were evaluated as these are the 
necessary number for the average ROI to converge, according to 
[2]. The first architecture evaluates ten stocks, while the second 
one performs only the evaluation over the Alcoa Inc. stock. The 
gains are computed with equation ( 10 ), where 𝑡2 refers to the 
mean runtime of the cluster holding more machines and 𝑡1 refers 
to the mean runtime of the cluster holding less machines. 

          𝑡𝑖𝑚𝑒 𝑔𝑎𝑖𝑛(%) =
𝑡2−𝑡1

𝑡1
× 100  

 ( 10 ) 

A. Parallelization with Distributed Dataset 

For this architecture testing, it is expected great efficiency 
improvements for a number of machines inside the cluster such 
that the division between the number of files and the number of 
machines is an integer. This is because the whole portfolio will 
only be ready after all stocks are evaluated. Therefore, having 
the same number of stocks on each machine has a better use for 
the available resources. The runtime variation with the number 
of machines is shown in Fig.15, where it is visible that the boxes 
and the error lines referring to the standard deviation tend to 
shorten as the number of machines increase. 

 

Fig. 15. Runtime variation depending on the number of machines in the cluster 

By computing the cluster gains compared to the single 
machine starting point, it is possible to visualize, in Fig.16, that 
the tendency line is an inversion of the line in Fig.15. 

 

Fig. 16. Gain variation depending on the number of machines in the cluster 

The obtained results are astonishing as the addition of a 
single machine for the stock distribution already achieves a 
37,21% gain and from a five-machine cluster, the results are 
never below the 89,70%  of gains. From the previous gain 
results, it is also possible to visualize that some clusters achieved 
better gains than expected. This happens since the used instances 
are Burstable Performance Instances, which means that they can 
burst above the defined baseline. The used instances are 
t2.micro, that are equipped with one vCPU and have a baseline 
performance of 10% of a core. When idle, the instance receives 
CPU credits at a rate of 6 credits per hour until the maximum of 
144 credits is reached. If at any moment, the instance needs to 
use more than 10% of a core and has credits, it can burst its 
performance by using the entire core for a minute, diminishing 
the number of credits by one. This process can continue until the 
number of credits is finished and the instance is forced to 
respond accordingly to the established baseline. Since the single 
machine does not burst and it is difficult to extrapolate the 
results from burstable to non-burstable machines, the obtained 
results were kept. 

As expected, the best efficiency is a result of the division of 
the stocks in a way that a single-machine performs a single-stock 
analysis. For this situation, the gain is of 94,03%. 

B. Parallelized algorithm 

To evaluate if the algorithm can benefit from population 
distribution across cluster machines, the algorithm was used 
with population size varying from: 128, 192, 256, 384, 512, 768 
and 1024. The obtained gains relatively to the single machine 
solution are shown in Fig.17, where it is possible to verify that a 
six-machine cluster is sufficient for smaller populations to 
converge the mean runtimes and to verify that the gains behave 
in similar patterns for all population sizes. 

 

Fig. 17. Gain variation depending on the number of machines in the cluster and 

population size 

Similarly to what happened in the first architecture, the 

observed gains were slightly better than what was expected 

because the used instances were of the same type. Therefore, 

for this results the burst also occurred, thus leading to the 

obtained gains. 

VI. CONCLUSIONS 

Considering the new IT trends, Cloud Computing was 
evaluated as a possible solution for running financial market 



algorithms. As an illustration of its use, the SAX/GA algorithm 
was parallelized and evaluated in multiple AWS clusters with 
varying number of machines. 

StarCluster software proved to be useful for the environment 
set up, saving the programmer time and money, since the cluster 
configuration time counts for the AWS payments. 

Algorithm parallelization took advantage of the easy access 
to computers and cluster configuration, accelerating the results’ 
fetch. The parallelization was accomplished with the use of 
OpenMPI library that allowed processes to run on multiple 
machines with similar code. 

With the first solution evaluation, it became obvious that the 
stock division across the available machines can highly speed 
the processing as long as the results are gathered in a shared 
cluster folder. The optimal solution is achieved when the 
number of running machines equal the number of stocks to 
analyze. 

The second architecture seeks a single stock speed up. For 
this case, the optimal number of machines to use vary with the 
population number used in the algorithm. It is conclusive 
however, that a six-machine cluster already achieves great 
results for population sizes between 128 and 1024, where gains 
of at least 85% are obtained. 

The obtained results show that Financial Market’s 
algorithms can highly benefit from Cloud Computing resources 
and architecture, as this service represent an easier way to access 
better host machines and clusters with more computers, which 
are easier to configure. All the information resulting from the 
algorithms processing is gathered in a reliable system that can 
easily be scalable and adapted to new market needs. 
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