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Abstract 

This work presents an evaluation of Cloud Computing commercial platforms and its use on Financial 

Market’s algorithms. The algorithms designed for market prediction generally require a lot of heavy 

computations, translated into high runtimes, while traders need to rapidly adjust to the trends. Cloud 

Computing shows up as a high promising solution where resources appear to be unlimited. Since 

heavy computations can be battled with parallelization and better hardware, this study aims at solving 

the traders’ problem. This approach uses a previously developed algorithm, SAX/GA, which has 

already been studied and achieved great results in market pattern recognition, its runtime being its 

drawback. The algorithm architecture is adapted to Amazon Web Services (AWS) using two 

parallelization schemas: (i) separation of the evaluated stocks across different machines; (ii) 

parallelization of the algorithm execution for a stock solution. For the first solution, ten stocks from the 

S&P500 were considered. The achieved runtimes were significant: (i) simply by adding a single 

machine to the computations, gains of 37% were immediately reached; (ii) on clusters with more than 

four machines, gains reached the 89% mark. The best runtime gain, 94%, was obtained on ten 

machines. Gains for the second parallelization architecture were evaluated through mean runtimes 

over ten runs. Starting from a four-machine cluster, the gains for the evaluated populations were over 

80%, and on a six-machine cluster, the gains obtained always exceeded the 85% mark. The results 

achieved show that with the right architecture, finance algorithms can highly benefit from cloud 

services. 

 

Keywords: Amazon Web Services, Cloud Computing, Finance Algorithms, Parallel Algorithms, Stock 

Market. 
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Resumo 

Este trabalho apresenta uma avaliação de plataformas de Cloud Computing para algoritmos de 

mercados financeiros. Estes algoritmos requerem uma grande capacidade de computação que se 

traduz em grandes tempos de execução, desfavoráveis aos traders. A solução de Cloud Computing 

entra em jogo de forma extremamente prometedora e recursos aparentemente ilimitados. Como a 

questão temporal pode ser contornada com melhor hardware e paralelização, este estudo procura 

contribuir para a resolução do problema dos traders. A abordagem considerada utiliza um algoritmo 

SAX/GA já desenvolvido e estudado, que mostrou ter atingido bons resultados no reconhecimento de 

padrões de mercado, sendo o longo tempo de execução a sua desvantagem. A sua arquitetura 

original é adaptada à cloud AWS utilizando dois mecanismos de paralelização: (i) separação dos 

stocks a serem avaliados por diferentes máquinas; (ii) paralelização da execução do algoritmo para 

um stock. Para a primeira solução, foram selecionados dez stocks do índice financeiro S&P500. Os 

ganhos obtidos foram significativos: (i) através da adição de apenas uma máquina na computação, 

foram obtidos ganhos de 37%; (ii) para clusters com mais de quatro máquinas os ganhos atingiram o 

patamar de 89%. O melhor ganho de tempo de execução, 94%, foi atingido para dez máquinas. Os 

ganhos da segunda arquitetura são relativos à média de dez varrimentos do programa. Para um 

cluster com quatro máquinas, os ganhos verificados para as diferentes populações foram sempre 

superiores a 80%, ultrapassando os 85% no cluster de seis máquinas. Os resultados obtidos mostram 

que com uma arquitetura adequada, os algoritmos financeiros podem beneficiar substancialmente de 

serviços de Cloud Computing. 

 

Palavras-chave: Algoritmos Financeiros, Algoritmos Paralelizados, Amazon Web Services, Cloud 

Computing, Mercado Financeiro. 
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1 Introduction 

Computers started to be usable by 1950 with the invention of semi-conductors [1]. The history of 

computers has evolved ever since. IBM became a leader company in the computer business, which in 

turn demonstrated a constant and fast evolution. In the eighties, software became gradually more 

important and a decade later Microsoft allowed common people to possess office tools in their 

personal computers. By this time, the world-wide-web (www) also played a big part in information 

distribution, as people could publish and read information in an easier way. From then on, search 

engines started to be developed and improved, turning the internet into a free and more searchable 

library. Finally, in the turn of the millennium, social-computing emerged and people started focusing on 

online communities. The chronology of computing evolution is described in Figure 1. 

 

Figure 1 - Computing evolution through time, [1] 

Cloud Computing has quickly emerged as a trend in the Information Technology (IT) world. It provides 

easy configurable access to computational resources, such as servers, storage, applications and 

services, which can be easily rented and released in a pay-as-you-go model. This allows companies to 

start projects without paying for physical infrastructures before they are needed. The described IT 

solution saves money to customers, since resources are not allocated unless they are put to use. By 

providing efficient scalability, companies are saved from the nightmares of unresponsive systems due 

to excessive traffic or computer power scarcity. 

Cloud resources are gathered in a pool to which users have limited access, depending on the provider 

and the subscribed service. Generally, from the user’s point of view, resources appear to be unlimited, 

thus making Cloud Computing a viable option for applications requiring high computational power, 

such as financial market’s algorithms. 
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Although some flexibility, scalability and management advantages can be obtained, it is also important 

to bear in mind the security of the cloud. Depending on the use given to the service and the type of 

data held in the cloud storage, security levels must be guaranteed. 

1.1 Computational Finance 

A financial system is a system that allows an exchange fund between lenders, investors and 

borrowers. These systems can operate nationally, globally or at more restricted levels, consisting in 

complex services, markets and institutions. Combined, they can provide efficient and regular 

connection between investors and depositors. 

Goods are traded for monetary values in stock markets and investors from all around the world are 

linked. Since investors buy stocks, which represent ownership claims of businesses, large amounts of 

money are exchanged in stock markets, representing greater wins and losses compared to traditional 

investments. According to the Business Insider Australia, the currency traded every day reach 5,1 

trillion dollars, [2]. From the investors’ interest point of view, they care more about the company’s 

contributions to society or the raw numbers certifying its position in the marketplace. Depending on the 

investor’s interest, the strategy followed may represent higher or lower risks. For lower risk investors, 

the Buy & Hold strategy is followed, while the others adopt riskier trading strategies. 

As previously discussed in several papers, articles and theses, such as [3], [4], [5] and [6], the history 

of stock prices can help us make meaningful predictions for their future behavior, allowing an increase 

of the Return On Investment (ROI). Financial algorithms developed to identify market patterns lead to 

better decisions and, therefore, a profit increase.  

Investors with a better prediction algorithm are in an advantageous market position compared to 

others. They can act based on market patterns, allowing strategy changes before the market suffers 

and all traders take similar actions. 

1.2 Motivation for Cloud Computing Usage in 

Finance 

Although previously studied algorithms achieved great results, there is a trade-off between the time it 

takes to process the data in order to generate results and the accuracy of pattern identification. 

Results need to be good enough to beat the less risky Buy & Hold strategy while being generated fast 

enough, so traders can invest without losing their timing prediction advantage. 

Long timings on a single-stock prediction occur due to the large amount of data to be processed for 

algorithm training and to new arriving data that can be made available daily or in a matter of seconds. 

In addition, investors generally want to perform an analysis of multiple markets and stocks within each 

market so that money winnings are maximized. These factors lead to a difficult near real-time portfolio 
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analysis, since a great volume of data and heavy computations require a significant amount of 

resources in order to perform calculations in useful time. 

From the user’s point of view, the cloud provides unlimited resources. Can we benefit from it to 

achieve equally good results with better timing? 

1.3 Purpose 

The purpose of this thesis is to study the advantages of Cloud Computing solutions in algorithms that 

require high computational power, in terms of financial algorithms, in order to significantly decrease 

their runtime. 

SAX/GA algorithm showed great results compared to other financial algorithms, according to [4]. In the 

future work of [4], [3] showed time improvements of the same algorithm by taking advantage of GPU 

architecture. Since from the user’s point of view Cloud Computing provides unlimited resources, it is 

viable to test its time gains compared to Traditional Computing. For runtime comparisons, the 

algorithm used to develop the source code of [4] was evaluated to demonstrate how a computational 

finance application can take advantage of the cloud architecture. 

The first step is to evaluate all cloud providers according to the type of service they sell and identify 

which service is most suitable for finance applications. After this preliminary evaluation, it is necessary 

to define an architecture that profits from the cloud’s features. Finally, performance tests are set to 

check if the algorithm can actually benefit from this IT solution. 

1.4 Thesis Outline 

The structure of this thesis is as follows: 

• Chapter 2 presents a Cloud Computing review comparing service providers in terms of 

features. By the end of the chapter, a provider will have been chosen to continue the study 

proposed; 

• Chapter 3 addresses the SAX/GA algorithm and its application on financial markets; 

• Chapter 4 states the architecture meant to adapt the algorithm to the cloud and compares the 

cloud solution with the traditional computing model in terms of environment easiness; 

• Chapter 5 presents the obtained performance results; 

• Chapter 6 presents the thesis’ conclusions and states possible future work for further related 

studies; 

• Appendix A describes a few AWS instance types that might be interesting to consider in 

production code deployment. 
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2 Previous Work on SAX/GA 

This chapter is intended to discuss the implementation of the sequential unparalleled SAX/GA 

algorithm. This algorithm was designed to optimize market trading solutions by maximizing the Return 

on Investment (ROI). This is accomplished in two steps: Symbolic Aggregate Approximation (SAX) 

reduces the time series and Genetic Algorithm (GA) optimizes the strategies. 

2.1 SAX Overview 

The Symbolic Aggregate ApproXimation algorithm was presented by Lin et al. in [7] [8] to solve the 

problem of the distance between representation and real data existent in previous symbolic 

representations of time series. 

This algorithm is based on the Piecewise Aggregate Approximation (PAA) [9], which divides in equal 

parts the original time series into N frames of size W and computes the mean value of each one. The 

mean value represents its respective time series portion and the approximation is constituted by the 

resulting sequence of mean values, 𝑥′𝑗 being the normalized point representation of the original set, 

the mean values �̅�𝑖 are obtained with the following formula: 

�̅�𝑖 =
𝑊

𝑛
∑ 𝑥′

𝑗

𝑁
𝑊𝑖

𝑗=
𝑁
𝑊

(𝑖−1)+1

 

( 1 ) 

𝑥´𝑖 =
𝑥𝑖 − 𝜇

𝜎
 

( 2 ) 

Time series similarities are found using the Euclidean Distance (ED) formula with the reduced values 

of mean series. 

𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑃, 𝑄) = √
𝑛

𝑤
√∑ (�̅�𝑖 − 𝑞𝑖)2

𝑤

𝑖=1
 

( 3 ) 
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Note that although PAA provides direct comparison between time series, it does not indicate the 

similarity level of the calculated distance. A visual PAA representation can be seen in Figure 2 where it 

applies dimensionality reduction to a Normalized Stock Price. 

 

Figure 2 - PAA representation [10] 

SAX obtains dimensionality reduction in the same way and makes a numeric to symbolic 

transformation based on a 𝑁 ~(0, 1) normal distribution with intervals with probability equal to the z-

score difference of both intervals (𝛽𝑖  𝑎𝑛𝑑 𝛽𝑖+1). The  breakpoints can be obtained using the Matlab 

code available on the SAX official website [11] and are presented in Table 1 for 𝛼 ∈ [2,8]. 

Table 1 - Zero-scores of Normal (0,1) 

 𝜶𝒊 

𝜷𝒋 2 3 4 5 6 7 8 

1 0 -0.43 -0.67 -0.84 -0.96 -1.06 -1.15 

2 - 0.43 0 -0.25 -0.43 -0.56 -0.67 

3 - - 0.67 0.25 0 -0.18 -0.31 

4 - - - 0.84 0.43 0.18 0 

5 - - - - 0.96 0.56 0.31 

6 - - - - - 1.06 0.67 

7 - - - - - - 1.15 

A symbol is assigned for each interval, and since each alphabet letter has an equal probability this 

allows a fair comparison between the time series. 

In the example given in Figure 3, the transformation occurs considering three letters in the alphabet 

and according to the following correspondence: 
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𝛼 = ′𝐴′ , 𝑖𝑖𝑓 − ∞ < 𝑐𝑖 < 𝛽1

𝛼 =′ 𝐵′, 𝑖𝑖𝑓      𝛽1 < 𝑐𝑖 < 𝛽2

𝛼 =′ 𝐶 ′, 𝑖𝑖𝑓   𝛽2 < 𝑐𝑖 < +∞
 

( 4 ) 

 

 

Figure 3 - PAA time series transformation into a 3 symbol SAX representation 

The similarity between the compared time series can then be computed using the distance expression 

previously seen in the PAA method, but now using the z-scores instead. 

𝑀𝐼𝑁𝐷𝐼𝑆𝑇(�̂�, �̂�) = √
𝑛

𝑤
√∑(𝑑𝑖𝑠𝑡(�̂�𝑖 − �̂�𝑖))2

𝑤

𝑖=1

 

( 5 ) 

𝑑𝑖𝑠𝑡(�̂�𝑖 − �̂�𝑖) = {

0,   |𝑖 − 𝑗| ≤ 1
𝛽𝑗−1 − 𝛽𝑖 ,   𝑖 < 𝑗 − 1

𝛽𝑖−1 − 𝛽𝑗 ,   𝑖 > 𝑗 + 1
 

( 6 ) 

A visual measurement of the computed distance between 𝑃 and 𝑄 sequences is presented in Figure 4. 
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Figure 4 - P and Q sequence distance [10] 

The algorithm is strongly affected by the number of intervals dividing the normal curve, the window 

size and the word size. For the purpose of this thesis, the values in use will be the ones chosen in [4]. 

2.2 GA Overview 

A Genetic Algorithm (GA) is a computational intelligence search algorithm that actuates in a population 

of possible solutions in a similar way that biological genetics and natural selection do. A population 

individual or potential solution is often represented as a chromosome, composed by genes that 

encode each problem variable. The potential solutions are produced on each iteration, also known as 

generation, by crossing two different individuals within the same population or by mutating a single 

individual. In either case, a new individual will belong to the next generation with new genes. In each 

iteration, all the individuals in the current generation are evaluated according to a fitness function that 

varies depending on the problem to be solved. The fitness of each individual can then be used to 

directly push better individuals to the next generation (elitism) or to perform a selection only among the 

fittest. Several GA variations can be implemented. 

For a genetic algorithm to work, the following elements must be present: 

• Representation. For a solution to be reached, the problem dataset of solutions must somehow 

be encoded to be represented by genes. The most common representation is using binary 

alphabet sequences, although real numbers and strings can also be used. The chromosomes 

are constituted by the gene’s aggregations; 

• Fitness function. The best gene aggregations are found using this function, which classifies 

each chromosome accordingly. The fittest individual will be the one with best genes, thus 

presenting the best solution to the problem. These genes, when placed as fitness function 

inputs, reach a minimum; 
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• Population dynamics. A GA actuates in populations, starting with randomly generated 

individuals that evolve to become the fittest. In the middle of the process, some functions are 

executed repeatedly so that this evolution takes place until a stop criteria is met. The 

operations used are Selection, Crossover, Mutation and Elitism. 

o Selection. It selects elements from the population of the current generation in a way 

that favors the best elements to be chosen for the Crossover and Elitism operations. 

This method does not introduce new strings, but merely increases the chance of 

better individuals to be chosen; 

o Crossover. It selects two parents from the original population by performing a 

tournament selection and generates two individuals for the next generation by 

combining parts of both parents. In the tournament selection, random individuals are 

picked and the champion of the tournament population passes to the Crossover; 

o Mutation. It randomly changes original genes. This allows diversity and prevents the 

solution from focusing on local minimums. 

o Elitism. To preserve the best result and prevent the next iteration from loosing the best 

solution so far, the fittest individual can pass directly to the next generation. 

The previously described elements occur in a sequential way, allowing an improvement in the solution 

space. A flowchart representation is provided in Figure 5. 

 

Figure 5 - General GA flowchart 

Crossover and Mutation operations, represented in Figure 6, are the most crucial for population 

evolution, while the others are responsible for making the evolution converge to the desired solution. 
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Figure 6 - Crossover and mutation example, adapted from [12] 

2.3 SAX/GA Approach 

The used SAX/GA algorithm is intended to optimize the trading and maximize the return of the 

investment made in the Standard & Poor 500 (S&P500) index in both short and long positions by 

taking actions of entry and exit. When an investor has a short position, it means he generally sells 

stock that he does not own, believing that the stock’s price will decrease in value. For long positions, 

the investors believe the stock price will rise and therefore they hold their position. The data extracted 

from this index is divided into a sliding window fashion, where data is used for training and testing. 

After the testing is performed, the window slides the number of days corresponding to the training 

size, and the process repeats until the dataset ends or a stopping criteria is encountered. The process 

is exemplified in Figure 7. 

 

Figure 7 - Sliding Window method [3] 

For the algorithm to start, NumChromos individuals are randomly generated, each chromosome being 

composed of four categories, shown in Figure 8: market entry and exit with long position and market 

entry and exit with short position. 



11 
 

 

Figure 8 - Chromosome structure used in SAX/GA , adapted from [3] 

Each existent category represents a trading rule with genes containing a SAX sequence (search 

pattern), the WindowSize, the size of the SAX sequence (WordSize), and the AlphaSize, which 

contains the alphabet length used for encoding. In the chromosome structure, the minimum distances 

between the sequence pattern present in the individual structure and the dataset sequence are 

defined to enter or exit the market as zero. This means that enter and exit actions are only taken if the 

sequence pattern exactly matches the dataset sequence. For the individual creation, genes are 

generated and individually limited to Enter Short (IS), Enter Long(IL), Exit Short (OS) and Exit Long 

(OL). 

After the population is created, and in each iteration (new population generation), the algorithm 

evaluates the individual’s solutions by applying the fitness function to the training dataset. The function 

follows a Finite State Machine (FSM), as shown in Figure 9, with four possible states: 

1. The individual is on the market and is looking for an opportunity to close his position either 

through a long or short strategy. If such opportunity is found, the next state will be State4; 

2. The chromosome caused a long position entry on State4. At this step, the chromosome 

evaluates the current balance and ROI, moving on to State1; 

3. In State4, a pattern to enter short was found. The chromosome performs its current balance 

and ROI, moving on to State 1; 

4. At this State, the chromosome looks for a pattern to enter the market either in a short or long 

position. Depending on the pattern found, the next state will be State2 or State3. In case the 

previous state was State1, the current balance and ROI values need to be evaluated. 



12 
 

 

Figure 9 - Fitness FSM states 

States 1 and 4 are changed when the SAX sequence distance to the converted pattern is zero. The 

chromosome’s fitness is obtained by the sum of the differences between the accumulated profit at day 

𝑖, 𝐸𝑖 and the same evaluation bearing in mind whether the chromosome was using a short or long 

position on that day. 

𝐹𝑖𝑡𝑛𝑒𝑠𝑠 𝑠𝑐𝑜𝑟𝑒 = {
∑ |𝐸𝑖 − 𝐸𝑖

𝑐|
𝐷𝑡𝑠𝑖𝑧𝑒
𝑖=0

1 + 𝑅𝑂𝐼
, 𝐸 > 1, 𝑅 > 0

3.40282𝑒 + 38, 𝐸 = 0, 𝑅 ≤ 0

 

( 7 ) 

𝐸𝑖 = 𝐸𝑖−1 + |𝑃𝑖 − 𝑃𝑖−1| 

( 8 ) 

𝐸𝑖
𝑐 = {

𝐸𝑖−1
𝑐 , 𝑖𝑓 𝑂𝑢𝑡 𝑜𝑓 𝑚𝑎𝑟𝑘𝑒𝑡

𝐸𝑖−1
𝑐 + (𝑃𝑖−1 − 𝑃𝑖), 𝑖𝑓 𝑆ℎ𝑜𝑟𝑡 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛

𝐸𝑖−1
𝑐 + (𝑃𝑖 − 𝑃𝑖−1), 𝑖𝑓 𝐿𝑜𝑛𝑔 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛

 

( 9 ) 

On the equations above, 𝑅 is the ROI indicator, 𝐸 represents the number of entries and exits and 

𝐷𝑡𝑠𝑖𝑧𝑒 is the dataset size. The present situation seeks the minimization of the fitness, that leads to a 

strategy closer to the ideal and corresponds to ROI maximization. 

After the fitness values are obtained, the algorithm performs a selection of the population by sorting it 

according to the previously obtained fitness scores. The best half of the population is maintained for 

the following steps and elitism is introduced. 

The Crossover in SAX/GA is performed at an inner gene level, meaning that the operator accesses all 

genes, ignoring the chromosome access limitation. An example of a Crossover operation between two 
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individuals is presented in Figure 10. In this case, one element has three Enter Long patterns, while its 

partner only has two. 

 

Figure 10 - Crossover example between parent A (3IL) and B (2IL) 

The mutation operator, which assures diversity, is applied to a relatively small number of individuals. 

On this algorithm, instead of being applied to the SAX sequence and characterization parameters, the 

operator selects between one and the internal gene limits for IL, IS, OL or OS to be entirely generated 

or removed. This change is due to the fact that mutation would only be effective if the change led to a 

symbol variation. Otherwise, although the parameters are different, the SAX distance would remain 

and the final solution would not be changed. The difference between the two mutation types is 

exemplified in Figure 11. 

 

Figure 11 - Mutation comparison illustration 

2.4 Conclusions 

The study conducted in this section led to a better understanding of the starting point algorithm and 

GAs in general. Even though the focus of this thesis is not the algorithm itself, it is not possible to 

perform an efficient algorithm adaptation to a new environment unless there already is a sufficient 

understanding of the original. 



14 
 

  



15 
 

3 Cloud Computing Review and 

Service Providers 

This chapter includes an assessment of Cloud Computing architecture and services and a comparison 

between providers. In the end of the chapter, a service provider is chosen to conduct the study 

proposed in 1.3. 

Cloud Computing is a model for hosting and delivering services over the internet. Technologies include 

fast wide-area networks, server computers and high performance visualization hardware. According to 

the National Institute of Standards and Technology, “Cloud computing is a model for enabling 

ubiquitous, convenient, on-demand network access to a shared pool of configurable computing 

resources (e.g., networks, servers, storage, applications, and services) that can be rapidly provisioned 

and released with minimal management effort or service provider interaction.”, [13]. 

The services provided allow software and hardware used in remote locations to be managed by third-

parties. These capabilities are delivered via the Internet and are usually charged as a self-service 

system (pay-per-use). Cloud Computing can then be summed up as an on-demand service, 

accomplished with a pool of computational resources. 

3.1 Essential Characteristics of Cloud Computing 

Cloud Computing has a lot of advantages compared to traditional computing. It provides large storage 

capacity, computer power, reliability and expandability in an easy way. These characteristics are 

achieved using clusters with more than ten thousand servers, which, combined with strict permission 

management strategies, allow strict data-sharing with the user. Reliability is assured by cluster 

dimension, fault tolerant data and copies. Application services extendibility is easily achieved since 

capabilities are available over the network with access through client platforms. 

For the user experience point of view and in addition to strict data sharing, this computing type does 

not require buying computing capacity demand for single uses or worst-case scenario insurances. The 

end-user only pays for the resources consumed, via an on-demand self-service that does not require 

human interaction with the service provider. The user can also count on automatic control and 

resource optimization. 

The resources available can be elastically provisioned and released so efficiently in response to 

scalability needs, that from the consumer’s perspective, they appear to be unlimited and can be 

attributed to the consumer in any quantity, at any time and for as long as he can afford them. 

A comparison of the characteristics comparison between Cloud Computing and Traditional Computing 

is summed up inTable 2. 
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Table 2 - Traditional and Cloud Computing comparison, [14], [35] 

Characteristics Traditional Computing Cloud Computing 

Consumption Dedicated Shared 

Usability 
Traditional hardware 

acquisition 
Self-service 

Scalability New services added manually Automated, on-demand scale 

Cost Incremental Capex purchases Pay per use 

Technical personnel Higher demand Lower demand 

System maintenance Difficult Less difficult 

System reliability Poor Better 

Adaption 
Poor, in need of adjusting price 

unit level 
Better, it only needs to operate 

on server side 

Data sharing 
“Information isolated island”. 
Difficult for mutual-sharing 

Data concentration, convenient 
for sharing 

Data generalization 
Time and energy-consuming, 
as well as easy to get wrong 

Powerful 

Utilization of computer 
resources 

Poor. Many computer 
resources unused 

Much better 

3.2 Cloud Computing Architecture 

Cloud Computing covers three domains: core services, service management and user access 

interface. The first domain aims to abstract hardware infrastructure, software running environment and 

application, while service management provides support to the core layer, ensuring reliability, 

availability and security. User access interface is responsible for providing Cloud Computing access to 

the user, generally done using the command line, web portals and web services. 

The architecture describe above can be visualized in Figure 12. 
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Figure 12 - Cloud Computing typical platform architecture [35] 

3.3 Cloud Computing Service Models 

The three available service models comprising the core services are Infrastructure as a Service, 

Platform as a Service and Software as a Service. A visual comparison between the three models can 

be seen in Figure 13. 

In Infrastructure as a Service (IaaS) the provider outsources storage, hardware, servers and 

networking components, enabling the final consumer to deploy and run software. Therefore, the 

consumer gains control over available operating systems, storage and deployed applications, although 

the underlying cloud infrastructure is off-limits. Resources supervision is made available through a 

web-based interface. 

The Platform as a Service (PaaS) model rents hardware, operating systems, storage and network 

capacity to end-users. The consumer does not manage or control servers, network, operating system 

or storage, these are handled by the provider. With the subscription of this service, the user gains 

control over deployed applications and configuration settings of the host environment, restricted by 

supplier programming languages, libraries, services and tools. 



18 
 

In the Software as a Service (SaaS) model, the provider hosts the software. Instead of having 

applications hosted in the costumer’s machines, software and data are made available from almost 

any location since they are accessed through a web-based interface. Providers also make user 

number scalability possible, while providing easier software updates and fixes. 

Table 3 shows the advantages and disadvantages of subscribing to any of these service types. 

Table 3 - Use-cases for each cloud service model [14] 

Service models Use Do not use 

IaaS 

• Unpredictable demand; 

• Short investment capital 

for hardware; 

• Rapid growth and 

hardware scalability can 

constitute a problem. 

• Legal difficulties related 

to outsourcing data 

storage and processing; 

• Require higher 

performance levels than 

the ones provided. 

PaaS 

• Multiple developers 

need to be working 

simultaneously on the 

same project; 

• Developers wish to 

automate testing and 

deployment services. 

• Integration with the rest 

of the system is desired; 

• The performance of the 

application requires low-

level hardware and 

software changes; 

• Applications need to be 

highly portable in terms 

of host location; 

• Proprietary languages 

would have impact in 

the development 

process. 

SaaS 

• Significant connection 

between the 

organization and the 

outside world; 

• Significant access via 

web or mobile; 

• Short-term usability. 

• Applications need fast 

processing and require 

real-time data; 

• Regulation does not 

allow external data 

storage. 
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Figure 13 - Cloud Services Architecture [14] 

3.4 Deployment Models 

According to the National Institute of Standards and Technology, there are four types of Cloud 

Computing deployment models: private, public, hybrid and community. 

The public cloud is available to all users with internet access and exists under the provider’s premises. 

Generally, the service is free up to a certain limit and users pay only for resource upgrades. Some 

storage as a service Cloud Computing examples are Dropbox, Google Drive, etc. 

A private cloud is for the exclusive use of a single organization, the company being made up of 

multiple business units. Ownership, management and operation are conducted by the organization or 

a third-party. 

A community cloud is for the exclusive use of individuals belonging to the same organization or 

multiple organizations that share the same technological needs. Ownership, management and 

operation are conducted by one or multiple organizations inside the community, a third-party or a 

combination of the two. 

A hybrid cloud is a combination of two or more models from the previous three. Each model in the 

composition remains independent, though still enabling load balancing with the other belonging 

entities. 
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3.5 Cloud Computing Providers Overview and 

Conclusion 

Before using a Cloud Computing service, the existing services and providers should be analyzed. For 

this effect, statistics for market leadership were consulted and it was concluded that only a few could 

be used for the purpose of this thesis. Figure 14 shows a leadership matrix where providers are 

ranked based on their focus and ability to deliver services to their customers. 

 

Figure 14 - Market leadership of Cloud Computing providers [15] 

Amazon Web Services (AWS), Microsoft Azure, Google Cloud Platform, IBM Cloud [30], Rackspace 

[34], GoDaddy [29], VMware [33], Oracle Cloud [32], 1&1 [26] and DigitalOcean [28] are the market 

leaders of the industry and therefore deserve a more detailed analysis. 

Taking the use-cases of "Cloud Computing Service Models” into account, SaaS can be immediately 

excluded since it is not suitable for applications that need fast processing and use real-time data. 

Since ideally finance algorithms receive real-time data to process and predict stock market behavior in 

near real-time, the ideal behavior of the program does not fit this service type. 

In an architectural inspection to achieve a better algorithm performance, the need to implement low-

level hardware/software changes which may indicate an inappropriate use of PaaS is predictable. On 

the other hand, by analyzing use-cases, unpredictable demand may be taken into consideration, as 

well as some deployment automated tests. In conclusion, IaaS seems to be the most suitable choice. 

However, both IaaS and PaaS providers shall be further analyzed in Table 5. 

Analyzing Table 4, the following can be concluded: IBM cloud is not suitable since it is not directed 

towards simple storage and computing needs but towards business seeking users; Rackspace is 

oriented to host management; GoDaddy and 1&1 are meant for small businesses focused on getting 

website tools; VMware focuses on deployment and testing applications and is not suitable for simple 
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and private computing platforms; and finally, Oracle is directed towards enterprises and is not 

advisable for single-users. 

 

 

Table 4 - Use cases for 10 cloud providers' leaders, [16] 

Providers Made for Not made for 

Amazon Web Services 
Cost-effective cloud tools for 

business operations, high 
scalability and availability 

Users seeking open-source, 
operating without internal 

management 

Microsoft Azure 
Enterprise clients familiar with 

Microsoft products, robust 
development and deployment 

Managed cloud or those 
unfamiliar with Microsoft 

products 

Google Cloud Platform 
Developers seeking a 

streamlined cloud ecosystem for 
development and deployment 

Users seeking a managed cloud 
platform, simple cloud based 

tasks 

IBM Cloud 
Business users seeking bare 

metal servers, infrastructure and 
analytics tools 

Minimal cloud functions, simple 
storage and computing needs 

Rackspace 
Powerful managed hosting with 

various managed services 
Complete cloud ecosystems, 

interconnected PaaS and IaaS 

GoDaddy 

Small businesses seeking 
website tools such as domains, 

hosting and basic cloud 
services 

Enterprise clients, those seeking 
extensive control of cloud 

services 

VMware 
Ongoing testing and 

deployment of applications, 
users familiar with vSphere 

Simple, private computing 
platform, or those without a 

need for virtualization 

Oracle Cloud 
Enterprise-grade Cloud 
Computing capabilities, 

including SaaS, PaaS and IaaS 

Single-user or small business 
user client, simple turnkey cloud 

solution 

1&1 
Small business users seeking 
web tools with hosting options 

Enterprise clients seeking 
servers with advanced 

configuration tools 

DigitalOcean 
Users seeking a simple robust 
cloud server platform with high 

scalability 
Simple website hosting tools 
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Table 5 - Cloud Computing providers' comparison 

Provider 

service 
Scalability Integration 

Continuous 

delivery 
Mem. cache Languages 

Push 

notifications 

to the user 

Storage Made for 
Not made 

for 

AWS free 

Helps to 

build, run 

and scale 

background 

jobs that 

have parallel 

or sequential 

steps 

(10.000 

activity 

tasks) 

- 

1 active 

pipeline per 

month 

- 
User has full 

control 

1 million 

publishes, 

62.000 

outbound 

messages 

per month 

Hybrid cloud 

storage with 

seamless 

local 

integration 

and 

optimized 

data transfer 

Cost-

effective 

cloud tools 

for business 

operations, 

high 

scalability 

and 

availability. 

Users 

seeking an 

open source 

operating 

without 

internal 

management. 

AWS free tier 

(12 months) 

Provides 

resizable 

compute 

capacity in 

the cloud. 

Provides 

control over 

compute 

resources. 

(750h per 

month) 

Publish, 

maintain, 

monitor and 

secure APIs 

at any scale. 

Allows to 

process and 

move data 

between AWS 

compute and 

storage 

services (3 

low frequency 

preconditions) 

750 hours 

Amazon 

elastic cache 

User has full 

control 

250K 

messages 

published or 

delivered per 

month, 

connection of 

devices to 

the cloud 

(AWS IoT) 

5 GB of 

standard 

storage and 

5 GB storage 

(EC2 

instances) 

Cost-

effective 

cloud tools 

for business 

operations, 

high 

scalability 

and 

availability. 

Users 

seeking an 

open source 

operating 

without 

internal 

management. 
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Provider 

service 
Scalability Integration 

Continuous 

delivery 
Mem. cache Languages 

Push 

notifications 

to the user 

Storage Made for 
Not made 

for 

MS Azure - 

Automatically 

build, test 

and deploy 

the web app 

on each 

successful 

code check-

in or 

integration 

tests. 

Automatically 

build, test and 

deploy the 

web app on 

each 

successful 

code check-in 

or integration 

tests. 

- 

ASP.NET, 

java, php, 

node.js and 

python 

Tailored by 

audience, 

language 

and location 

using any 

back end and 

major mobile 

platforms 

- 

Enterprise 

clients 

familiar with 

Microsoft 

products, 

robust 

development 

and 

deployment. 

Enterprise 

clients 

familiar with 

Microsoft 

products, 

robust 

development 

and 

deployment. 

Google App 

Engine 
- - - 

Distributed 

in-memory 

data cache 

Java, 

Python, PHP 

and Go 

- - 

Developers 

seeking a 

streamlined 

cloud 

ecosystem 

for 

development 

and 

deployment 

User seeking 

a managed 

cloud 

platform, 

simple cloud-

based tasks. 
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Provider 

service 
Scalability Integration 

Continuous 

delivery 
Mem. cache Languages 

Push 

notifications 

to the user 

Storage Made for 
Not made 

for 

Heroku Scalable GitHub 

Uses Heroku 

Pipelines, 

Review Apps 

and GitHub 

Integration to 

make 

building, 

iterating, 

staging, and 

shipping apps 

easy, visual, 

and efficient. 

- 

Node, Ruby, 

Python, PHP, 

GO, java 

- - 

Does not 

feature top 

used 

services 

Does not 

feature top 

used services 

DigitalOcean 
Highly 

scalable 
- 

Each 

hypervisor 

has a fault 

tolerant and 

redundant 

40Gbps 

network to 

ensure 

uptime and 

throughput. 

- 
User has full 

control 

Collect 

metrics, 

monitor 

performance, 

and receive 

alerts to 

optimize your 

application 

performance 

– at no 

additional 

cost. 

Up to 16TB 

Users that 

are looking 

for simple 

and robust 

cloud 

platform with 

high 

scalability 

Simple 

website 

hosting tools 
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In the table above, there are some Heroku plugins available for C and C++. However, these SaaS 

providers are clearly meant for web applications. In addition, SaaS does not allow the end-user to 

control hardware resources, which should be useful since algorithm runtimes are highly dependent on 

hardware. At this point, the running program is not meant for the web, and considering previous 

considerations, SaaS providers were eventually discarded. 

After making comparisons, performance being a concern and the preferred language C++, the most 

viable options are AWS and DigitalOcean. 

In terms of personal preference, AWS was highlighted, because it provides free plans for small 

computational resources that can be used for early testing, and paid scalability options, while 

DigitalOcean only has a paid version. In addition, since Amazon is a big company, its software being 

more discussed in forums and tutorials, it is an easier technology to learn. Eventually, AWS was 

selected as the Cloud Computing provider, in a free tier regime, although paid resources were also 

used. 

3.6 Amazon Elastic Cloud Computing (EC2) 

AWS EC2 is the Amazon service that provides the resizable compute capacity mentioned in the 

previous chapters. Resources are traceable through the web user interface, allowing easy 

management and cost control. 

A direct component that affects the billing is choosing the instance type. Each instance is optimized to 

satisfy different computing needs and vary in aspects such as CPU, memory, storage and network 

capacity. Instance types include General Purpose, Compute Optimized, Accelerated Computing, 

Memory Optimized and Storage Optimized, the first three being of greater interest to financial markets. 

In this chapter, only general purpose instances were compared, since the set-up environment of this 

thesis is a staging environment. Therefore, the code should not be deployed on Accelerated 

Computing instances or on Compute Optimized instances in case the conclusion reached does not 

favor cloud computing usage. Tables showing detailed characteristics of these two production instance 

types can be seen in Appendix A – AWS Instance Types’ Features. 

The general purpose instance types available are: 

• T2 – Burstable performance instances. These instances have the capability of rising above 

the established baseline to respond to CPU performance bursts. This ability depends on CPU 

credits that are attributed by Amazon at a continuous rate and depend on the instance size. 

The use of this type is advisable in situations where the CPU remains idle and needs to burst 

occasionally: web applications, development environments, code repositories, test and staging 

and line of business applications; 

• M4 instances. These instances are the latest and suitable for balancing resources for 

computation, memory and networking. Some Amazon use-cases are relatively small 

databases, data-processing tasks, backend servers and cluster computing; 

• M3 instances. Like the previous instance types, M3 instances allow the balance between 

computation, memory and network resources, being applicable in many situations. 

The available models for T2, M4 and M3 instances are compared in Table 6,Table 7 and Table 8 in 

terms of number of CPUs, attributed credits per hour, memory and storage. 

For the staging environment, t2.micro instances are used, for only these are covered by the free-tier 

plan. 
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Table 6 - T2 instances characteristics, [17] 

Model vCPU 
CPU 

credits/hour 
Mem (GiB) Storage Features 

T2.nano 1 3 0,5 EBS-only • High 
frequency 
Intel Xeon 

Processors; 

• Burstable 
CPU; 

• Low-cost 
general 
purpose 

instance type 
and Free-Tier 

eligible 
(T2.micro 

only); 

• Balance of 
compute, 

memory, and 
network 

resources. 

T2.micro 1 6 1 EBS-only 

T2.small 1 12 2 EBS-only 

T2.medium 2 24 4 EBS-only 

T2.large 2 36 8 EBS-only 

T2.xlarge 4 54 16 EBS-only 

T2.2xlarge 8 81 32 EBS-only 

 

Table 7 - M4 instances characteristics, [17] 

Model vCPU Mem (GiB) 
SSD storage 

(GB) 

Dedicated 
EBS 

Bandwidth 
(Mbps) 

Features 

M4.large 2 8 EBS-only 450 • 2.3 GHz 
Intel Xeon® 
E5-2686 v4 
(Broadwell) 
processors 
or 2.4 GHz 
Intel Xeon® 
E5-2676 v3 
(Haswell) 

processors 

• EBS-
optimized 
by default 

at no 
additional 

cost 

• Support for 
Enhanced 
Networking 

• Balance of 
compute, 
memory, 

and 
network 

resources 

M4.xlarge 4 16 EBS-only 750 

M4.2xlarge 8 32 EBS-only 1.000 

M4.4xlarge 16 64 EBS-only 2.000 

M4.10xlarge 40 160 EBS-only 4.000 

M4.16xlarge 64 256 EBS-only 10.000 
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Table 8 - M3 instances' characteristics, [17] 

Model vCPU Mem (GiB) 
SSD storage 

(GB) 
Features 

M3.medium 1 3,75 1x4 • High 
Frequency 
Intel Xeon 

E5-2670 v2 
(Ivy Bridge) 
Processors; 

• SSD-based 
instance 

storage for 
fast I/O 

performanc
e; 

• Balance of 
compute, 
memory, 

and 
network 

resources 

M3.large 2 7,5 1x32 

M3.xlarge 4 15 2x40 

M3.2xlarge 8 30 2x80 

3.7 Conclusions 

The study conducted in this chapter presents an overview of the numerous advantages of Cloud 

Computing versus Traditional Computing, in which most algorithms have been developed so far. 

Of the different service models, IaaS stands out from PaaS and SaaS for allowing the user to take 

more control over the machines’ hardware. Considering that Financial Algorithms require big data 

processing in near real-time, IaaS was chosen because programs can highly benefit from adapting the 

source code to the machine’s hardware. 

Finally, among cloud service providers, AWS was selected to be the service used for subsequent 

studies in this thesis. By providing free plans up to a certain computational time and hardware limit, 

AWS allows code deployment for staging while facilitating paid upgrades for production. 
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4 Proposed Solution Architecture 

This chapter will describe two possible solutions for Cloud Computing testing for Financial Markets’ 

algorithms. This will determine if this computing type is suitable for running this sort of algorithms. 

As previously mentioned, a good pattern identification leading to good market trading tips does not 

add any market value, unless they are computed in time to be useful. If the algorithm results are good 

but the tips refer to a past timestamp, it does not help traders. To test cloud usage for algorithm 

execution speed-up, and since from the user’s point of view cloud providers offer unlimited computer 

resources, two parallelization solutions are described as possible alternatives: 

1. Keeping the original algorithm and distributing stock analysis across multiple machines. Each 

machine deals with a given number of stocks, instead of one machine analyzing all stocks in a 

sequential way; 

2. Parallelizing the algorithm in order that a single stock analysis is performed across multiple 

machines. 

Finally, at the end of the chapter, traditional and cloud clustering are compared in order to implement 

the previously described algorithm adaptations. 

4.1 Cloud Computing used Infrastructure 

Based on the evaluation performed in the chapter “Cloud Computing Review and Service Providers”, 

AWS is the adopted provider, with a IaaS service type, see Figure 15. From the different available 

architectures, the user has access to virtualization services, network resources and computational 

nodes, and can manage the operating system, middleware, runtime, data and deployed applications. 

 

Figure 15 - IaaS service description 
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Ubuntu is the chosen operating system, since is a Linux distribution and is free-tier eligible. The used 

version, 12.04, is the latest Long term support Ubuntu version for the software described in 

“Parallelization on AWS”. A burstable performance t2.micro instance is chosen because it is free-tier 

eligible. The machines where the tests were made have one CPU, receive six CPU credits per hour, 

have one GiB of memory and have 8 GB of storage. 

4.2 Algorithm Parallelization Solutions 

4.2.1 Stock Distribution Solution 

The stock distribution solution focuses on the fact that the original algorithm takes a lot of time for 

processing each stock in a sequential way. This is a clear case where improvements can be 

performed. The same operations are conducted for each stock, although stocks are independent. On 

an ideal situation, would we benefit from having a different computer processing an individual stock 

dataset? Intuition approves, and since we do not have to wait for stock processing to start analyzing a 

second stock, it is a feasible solution. Stock distribution follows the system presented in Figure 16. 

The architecture presented encounters a big problem when facing traditional computing. It implies that 

if we are stock brokers and want to be tipped on one hundred stocks we will have to have one 

hundred physical machines. In addition, even if we have the computer power and get the algorithm to 

run in an acceptable time for the trading to be accurate, we still have to make the program run on each 

machine and give the command manually. 

The solution proposed by using Cloud Computing is preferable to buying new hardware, allowing the 

end-user to balance the desired budget and the time spent in algorithm execution. Also, it is possible 

to change the number of stock tips without losing money by having unused hardware or the need to 

buy more computers. Since the program is going to be run on the cloud, changes are possible by 

simply deleting the VMs or creating new ones. Charged fees will automatically adapt. 

The physical start command on each machine no longer exists. A master computer node is set up and 

becomes responsible for attributing a certain number of stocks to each of the other nodes. Distribution 

relies on the user’s input command on the master and on the available cloud allocated resources. 

After each stock is linked to a node, each computer will execute the SAX/GA independently and 

deploy the final files with the solutions encountered in a shared folder. 
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Figure 16 - Dataset distribution across multiple machines in ideal situation 

With this implemented architecture, if the original SAX/GA takes ∑ 𝑡𝑠
𝑛
𝑠=1  𝑠𝑒𝑐𝑜𝑛𝑑𝑠 time to complete the 

stocks analysis, it is expected to take max {∑ 𝑡𝑠

𝑛
𝑚
𝑠=1 } 𝑠𝑒𝑐𝑜𝑛𝑑𝑠, where 𝑚 represents the number of 

machines used in the parallelization and is restricted to 𝑚 ≤ 𝑛, 𝑛 being the number of stocks intended 

to be analysed, and 𝑠 being the stock number. 

4.2.1.1 Implementation 

The original algorithm reads the input data from .csv files and gathers information from a configuration 

file, called sax.cfg, for internal parameters. In this file, information like the folder name where the .csv 

files are located, population size, alphabet size, etc. is defined. 

The starting point of the SAX/GA performs the algorithm execution over the initially loaded stocks, 

located inside a folder specified in the sax.cfg file. This means that, to parallelize the algorithm 

execution for the stocks, a way of dividing the files across different folders needs to be implemented. 

In the MyApp.cpp file, after initializing the MPI world, the subsequent code lines run independently for 

each process. It is possible, however, to specify that a certain code fragment is meant for a 

determinate process by identifying its id. In this case, since we want to run the same code, no 

specification is required, except for the stocks’ folder distribution. 

For situations in which we have a small number of stocks to analyze and do not need to run the 

algorithm on several machines, we would simply open the cotacoes folder containing the .csv files by 

default, count and divide them by the number of machines, create a folder for each machine and copy 

the previously determined number of files to the newly created folder. The new folder would be passed 

as a parameter of the correspondent run and each machine would then be responsible for processing 
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their “private” folder. Since these actions are possible via Linux terminal, it is also possible to perform 

the same actions using the C++ system code function. The new structure becomes the one presented 

in Figure 17. 

 

Figure 17 - First parallelized algorithm structure 

The system function forks the current process so that the child process executes a shell command 

that is passed as String input. After the command is performed, the function returns. To create different 

folders, the name in the configuration file is maintained and the process id is appended to the new file 

name. Since MPI assures that each process has a unique id, it is guaranteed that each process will 

have its own folder. 

The automation of the file distribution relies on a similar process. With C++ code, the original directory 

is accessed and all content is passed through with a pointer. For cases containing the .csv substring, 

the name is placed on a vector of strings. This mutually allows the exclusion of “.” and “..” folders and 

an easy file counting. After the vector information is gathered for each process, the correspondent 

number of files is copied from one folder to another. The number of copied files corresponds to the 

integer division between the number of files and the number of processes. For cases in which the 

division result is not an integer, there are remaining files. In these situations, one file per folder is 

copied until there are no more unattributed files. 
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4.2.2 Algorithm Parallelization 

Although dataset distribution improves overall performance, it does not improve the inner algorithm, 

that is: the algorithm performance itself has not yet been improved in the previous implementation. 

This means that there is still an optimization to be done in the population Process method. 

Inside the algorithm itself, some operations are performed over different data. Transformations are 

applied to the inputs to generate outputs. The data to which they are repeatedly applied to are the 

chromosomes and genes. This means that, if the population is split across more machines, we will 

have runtime gains by managing training and fitness evaluation in multiple individuals simultaneously. 

For the algorithm to be the same, population synchronization must be performed before Crossover, 

and population distribution must occur after Mutation. Alternatively, it is possible to implement 𝑚 

different population evolutions with the individuals’ exchange. However, in order to directly compare 

SAX/GA runtime, it is only fair that the original algorithm implementation remains the same, otherwise 

runtime changes could happen due to algorithm changes instead of parallelization. 

Therefore, the changes implemented consider a parallel algorithm for an individual stock processing, 

the overall algorithm being sequential for the stocks, like the original (see Figure 18). In the future, a 

hybrid between this implementation and the previous can be considered. 

 

Figure 18 - Sequential processing algorithm parallelization across multiple machines 
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4.2.2.1 Proof-of-Concept design 

The previously described implementation requires a great deal of synchronization. Therefore, a simple 

GA has been developed for a better understanding of GA’s parallelization mechanisms. 

The algorithm had the simple purpose of finding a solution for the equation ( 10 ). Although it is not a 

complex problem to solve, the idea came up because the equation has multiple solutions, which are 

more difficult to calculate using a GA with a variable increase, making it possible to test heavier or 

lighter runtimes. 

∑ 𝑖 × 𝑥𝑖

𝑁

𝑖=1

= 1024 

( 10 ) 

Searching for a solution, the chromosome structure will be an array of positive integers. Its size is 

defined by the user in a file of macros, alongside the population size, the mutation rate and the 

tournament size for the Crossover operation. At a higher level, the population holds a vector 

containing its elements. 

Since, in GAs, fitness functions are designed to be minimized, the equation above can be rewritten as 

( 11 ). The fitness function is then capable of performing the sum of products subtracted by 1024 and 

the fittest individual will be the one with the lowest result. 

∑ 𝑖 × 𝑥𝑖 − 1024

𝑁

𝑖=1

= 0 

( 11 ) 

In the communication between processes and individuals exchange between machines, Open MPI 

software [18] is used, meaning an MPI implementation. Message Passing Interface (MPI) was 

designed to be used in a parallel computer architecture using concepts from the High Performance 

Computing (HPC) community, its main goals being a high performance, scalability and portability. 

Available routines can be called from C, C++, Fortran, Java or Python, being C and C++ being the 

languages with more support within internet communities. 

The library provides synchronization, communication and virtual topology between a set of processes, 

which, in an ideal situation, are individually assigned to a single processor. The process bindings are 

done at the initial part of the code during runtime. MPI concepts are assured by a set of functions 

described below: 

• Communicator. During an MPI session, each process has an identifier according to the 

ordered topology of the group of processes’ connection. It can be partitioned using MPI 

commands. 

• Point-to-point basis. It encompasses functions for process communication. The MPI_Send 

function is a common example that allows message sending from one process to another; 
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• Collective basis. This concept allows process communication between all the processes inside 

a process group. The used function is MPI_Bcast that broadcasts a message from one 

process to the others; 

• Derived datatypes. Since MPI supports multiple environments, sometimes types are different 

on each node. The software allows data conversion from internal types to MPI types. 

MPI is implemented in almost all distributed memory architectures and has been chosen over other 

HPC technologies, such as ARMCI [19] and Lustre [20], since there is software already developed for 

its easy deploy in AWS. 

The proof-of-concept designed architecture tried to be as similar as possible to the SAX/GA operations 

sequence while simplifying inner operations to the maximum. The result of its structure can be seen in 

Figure 19 for a three-machine cluster example. 

 

Figure 19 - Proof-of-concept flowchart for a three-machine cluster 

The algorithm recognizes that it is going to be run in 𝑛 different processes, thus generating 
1

𝑛
 of the 

defined population. 𝑥𝑖 being the generated gene for the 𝑖th array position, 𝑥𝑖 is randomly generated so 

that 𝑥𝑖 ∈ [0,1024[. Since the first generation is randomly initialized, there is no need for the whole 

population to be generated in the master machine. After initialization, the fitness is evaluated 
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according to the definition of the problem previously explained, in which the individuals are sorted in 

an ascendant way. This means that when the sorting is performed, the fittest individual on each 

machine will be in the position 0 of the individuals’ vector. At this point, each machine has already 

ranked its population. It is now necessary to synchronize the three populations, otherwise the actions 

performed would be solving three concurrent similar problems with 
1

𝑛
 of the population. 

The main loop defined is infinite and can only be broken when an individual from one of the three 

machines finds an equation solution. In each loop iteration, each slave sends its population elements’ 

genes to the master machine, where the fitness of the first element is evaluated. If a solution is not 

reached, the master makes the population evolve through the Crossover operator. This evolution is 

maintained in the master because it relies on the biological method with the same name. Therefore, to 

assure equal diversity as the unparalleled algorithm, the operation needs to take place in a single 

machine. Mutation, on the other hand, occurs in a single population element and relies exclusively on 

probabilities. For this reason, after the Crossover is finished, the population is again distributed across 

the launched cluster machines and the Mutation operand is executed separately. To conclude the loop 

execution, the new generation is subject to a fitness evaluation and sorted once more. 

It is important to note that for this implementation, before the whole population is sent from each slave 

to the master, an evaluation is performed to check where the overall champion is held. In case it is in 

the master machine, normal send and receive operations occur. If the champion is held in one of the 

slaves, the master sends a broadcast message to his slaves noticing the process id that has him. In 

response, the respective slave will send the champion over, and the master will place him in the 

begging of the individuals’ vector. The rest of the slaves’ population is sent in an unsorted way, since 

the new master’s champion is the only relevant individual for the break condition. 

This structure, although representing a simplistic GA transposition, was the starting point for the 

performed parallelization of the SAX/GA. 

4.2.2.2 Implementation 

In order to gather proof-of-concept functions, a few code adaptations need to be performed so that the 

SAX/GA can be successfully parallelized. 

From the benchmark analysis done in [3], it is clear that the algorithm bottleneck is in the Fitness 

function alongside the SAX sequence conversion. This is a clear green light for distributing this part of 

the code. The conversion is done during the individual training, independent for each chromosome. 

The Fitness evaluation function follows the same guidelines. 

The processing method architecture relies on the fact that the parameters are all loaded from files, 

allowing the algorithm to start with distributed population. Generating the first random population could 

be performed in a master machine. However, since the generation is created in an aleatory fashion, 

distributing the individual’s creation also presents a time gain.  
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Initialization can follow the proof-of-concept model. Synchronization, however, should observe a few 

remarks. The algorithm relies on a sliding window mechanism that searches for the maximum window 

value of each individual. Therefore, since parallelization assumes a distributed population, it is 

necessary to synchronize the value so that every process performs fair computations across the 

overall population. Another different method is champion synchronization, as it is no longer necessary 

to send the champion of the champions to the master in the first place. In the previous architecture, 

this requirement was a must, since the sorting was done a priori on each machine, but on the 

originally obtained SAX/GA code the sorting is done inside the Crossover method. Therefore, since the 

population is sent before this operation, it is possible to simply send the entire slaves’ populations to 

the master machine. 

The algorithm follows the following schema for 𝑚 machines and 𝑝 total individuals: 

1. The population is generated in an aleatory way, ⌊
𝑝

𝑚
⌋ being the individuals held in each slave 

machine and 𝑝 − 𝑚 ⌊
𝑝

𝑚
⌋ the individuals in the master machine; 

2. The maximum window value is evaluated based on the population known, afterwards synced 

with the running processes; 

3. With all parameters synced and known to the hosts, the individual training is performed; 

4. Sync the elements by sending all the population to the master machine; 

5. The master machine performs the Crossover and Mutation operations on all the population 

and distributes the new generation through the slaves. The changed global variables are also 

sent; 

6. Update Champion parameters and broadcast new found values for global variables. 

The sequence described above is exemplified in Figure 20 for a three-machine cluster. 

When transposing the individual sent across machines, changes need to be applied to make this new 

implementation work. As mentioned in Chapter 2, Open MPI supports its own variable types. In the 

proof-of-concept there was no problem in the sending of the individuals, since the only information 

passed was a vector of integers. In the SAX/GA, however, a complex chromosome structure must be 

sent across machines, and since only traditional simple variable types can be sent, the workaround 

found was to codify the object classes into strings. Each element is separated from the other using 

special characters that will be recognized by the receiver to reconstitute the chromosomes received. 
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Figure 20 - Process method flowchart for three machines 

4.3 Cloud Computing Solutions 

4.3.1 Traditional Computing Cluster Set-Up 

For program testing with small clusters, a three-node Ubuntu cluster was set using the Oracle VM 

VirtualBox [21] virtualization software. This configuration is very useful since it simulates smaller 

machine aggregation and allows the programmer to understand the scalability problems that 

Traditional Computing faces when confronted with multi-machine architectures. On the other hand, it 

also allows cloud resource saving for small tests. 

The created cluster holds three Ubuntu 14.04 LTS machines: a master machine and two slave 

machines. The master was installed with a Desktop version and the slaves with the Ubuntu mini.iso 

version, because slave machines require less functionalities. 

Regarding the distribution of the processes, machines should be network connected. Therefore, each 

machine was configured using two VirtualBox network adapters: NAT and internal network. The former 

allows each machine to use the internet, and the latter interconnects the machines by allowing internal 

connections between virtual machines. The set-up panel is seen in Figure 21. 
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Figure 21 – Virtual cable connection configuration for slave1 

In the .iso installation, the slaves downloaded the Basic Ubuntu server, OpenSSH server and DNS 

server packages from scratch (Figure 22), while the master performed the standard Desktop 

installation. 

 

Figure 22 – Slaves’ installation packages 

Since the Desktop version installed in the master machine does not support the OpenSSH server 

package by default, it must be manually installed by typing the command sudo apt-get install openssh-

server that installs the tools. 

After the machine’s installations, ssh communications are set up. To do this, the interfaces file must be 

edited so that the ip addresses are internally recognizable and do not change with DHCP. The sudo 

pico /etc/network/interfaces command makes the file content look like the one displayed in Figure 23. 
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After this edition, the same action is performed in the slave machines, changing only the addresses to 

192.168.100.101 and 192.168.100.102 for slave1 and slave2 machines respectively. 

After the changes are saved, the commands below allow network changes to take effect on each 

machine: 

• sudo ifdown eth0 && sudo ifup eth0 

• sudo ifdown eth1 && sudo ifup eth1 

Afterwards, when typing ifconfig, the terminal will show the correct configurations for each “computer”, 

as seen in Figure 24, Figure 25 and Figure 26. 

 

 

Figure 23 – Master’s interfaces file 
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Figure 24 - Master's ifconfig output 

 

Figure 25 - Slave1's ifconfig output 

Although the slaves are two different machines, they have the same username because they were 

cloned. The only change during the operation is the MAC address. 
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Figure 26 - Slave2's ifconfig output 

With the network configuration performed, it is now possible to ping the machines between each other 

and get ssh access. However, for OpenMPI usage, this ssh access needs to be passwordless, which 

is not yet the case. To create the .ssh folder, the easiest way is to access one machine via this 

protocol. The referenced folder is then created along with a known_hosts file. After all the machines 

have each other’s IP listed on the file, a ssh authentication file is created through the ssh key-gen –t 

dsa command. This generates an id_dsa.pub file that is used for mutual authentication. In the master, 

the commands 

• scp id_dsa.pub 192.168.100.101:~/.ssh/id_dsa.pub 

• scp id_dsa.pub 192.168.100.102:~/.ssh/id_dsa.pub 

followed by the command cat id_dsa.pub>>authorized_keys on each slave, make mutual 

authentication possible through the previously created file. The master can now get passwordless ssh 

access to each slave. 

For MPI to run in multiple computers, the setup of a Network File System is also necessary. This is 

performed as follows: 

1. sudo apt-get install nfs-kernel-server portmap; 

2. The desired shared folder is created under the home folder: sudo mkdir /mirror; 

3. The owner of the folder is changed to nobody and made to belong to no group so that the 

slave machines can also access it: sudo chown nobody:nogroup /mirror; 

4. The folder is added to the exports folder to tell the nodes that the folder is sharable: sudo pico 

/etc/exports. (The final exports file is shown in Figure 27.); 
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 Figure 27 - Final Exports file 

5. The file is exported: sudo exportfs –a; 
6. nfs is installed in the slave machines: sudo apt-get install nfs-common portmap; 
7. A mirror folder is created in the slave machines: sudo mkdir –p /mirror; 
8. The server is started: sudo etc/init.d/nfs-kernel-server start; 
9. The folders in the slave machines are mounted: sudo mount 192.168.100.100:/mirror /mirror 

After going through all these processes, everything is ready to install OpenMPI following the 

installation steps on the master machine. Everything is shared with the slaves, so they will also be set 

for OpenMPI use: 

1. Cd /mirror 
2. Sudo wget www.open-mpi.org/software/ompi/v2.1/downloads/openmpi-2.1.1.tar.gz 
3. Tar xvf openmpi-2.1.1.tar.gz 
4. Cd openmpi-2.1.1 
5. Sudo ./configure –prefix=/mirror/openmpi2 
6. Sudo make 
7. Sudo make install 
8. Export PATH=/mirror/openmpi2/bin:$PATH 
9. Export LD_LIBRARY_PATH=”/mirror/openmpi2/lib:$ LD_LIBRARY_PATH” 
10. The path is added to the environment file 

Apart from all these steps, every time the cluster is shut down, the master machine must start the 

server and the /mirror folder on each slave must be mounted to the master’s /mirror folder. 

4.3.2 Virtual Machine Creation on AWS 

Creating virtual machines in a host computer is a great staging environment for people who do not 

possess many computers. However, the Oracle virtualization environment consumes the host’s 

resources, and therefore, as the cluster machine number grows, resources are distributed across all 

machines, meaning less resources for each machine. It is also arguable in what way this solution adds 

any gains over a parallelization using computer cores. Either way, the user is limited by the host’s 

resources and/or by the number of machines bought. Improvements can be achieved by expensive 

purchases. 

The AWS EC2 virtual machine creation resembles the one described above, in which the user must 

set the operating system alongside customizable definitions, such as network and storage 

configurations. It comprehends the instance type specification together with its details, storage and 
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security group definition. In the free-tier plan, only t2-micro instances and a maximum of 30 GB of EBS 

storage are eligible. If better specifications are chosen, tariffs apply. 

An eligible machine creation is shown in the image sequence below, from Figure 28 to Figure 32. 

 

Figure 28 - Menu for instance type choosing 

 

 

Figure 29 - Instance configuration menu 
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Figure 30 - Storage size definition 

 

 

 

Figure 31 - Tags menu 
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Figure 32 - Security group configuration 

This virtual machine creation allocates shared resources from the provider Amazon, thus eliminating 

the previous problem of high prices for resource upgrading. Resources are now rented; the user no 

longer feels the burden of upgrading to the most recent technology and, if the cluster’s purpose no 

longer suits his needs, it can simply be freed with no excess hardware. 

The previous chapter parallelization set-up, which takes a long time to install, still needs to be done. 

4.3.3 Parallelization on AWS 

When it comes to implementing a cluster for Open MPI, the interfaces file needs to be changed so that 

the machine’s ip does not change with DHCP, granting inter-machine ssh connection without a 

password and installing a Network File System (NFS). Obviously, this can be done in AWS. Launching 

the VMs manually and giving the necessary shell commands explained in “Traditional Computing 

Cluster Set-Up” is required and, while these configurations are being performed, the billing tariffs are 

also being applied. This solution, however, would not be scalable, because whenever changes had to 

be made in the cluster structure, the configuration of all machines would have to be changed.  

Fortunately, STAR [22] developed StarCluster [23], which allows full cluster build, configuration and 

management. Simply by filling parameters in a configuration file, clusters can be launched with only a 

shell command and are automatically set for the parallel environment. Access to the machines is done 

through StarCluster commands, excluding the need to search for the ip address for ssh and FTP 

access. 

The software setup can be done following the instructions below: 

1. Open a terminal and type: easy_install StarCluster. The software is written in Python and 

MIT provided an easy installation through easy_install tool; 

2. Create the configuration file. This can be done with guidance by requesting help of the 

software’s starcluster help. Since it is the first time the program is running, the second option 

will allow you to create a file (see Figure 33); 
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Figure 33 - Configuration file creation, [23] 

3. Write into the config file the Amazon keypair information. This can be accomplished in the 

section called [aws INFO]. Subsequently, change gsg-keypair to the name of your keypair 

(Figure 34 and Figure 35); 

 

Figure 34 - Adding AWS information to the configuration file 

 

Figure 35 - Adding keypair information to the configuration file 

4. Define the cluster template. These settings will be the guidance provided to the software for 

the cluster creation on EC2. Multiple cluster templates can be defined, with the user specifying 

which one should be launched, smallcluster being the default configuration when no 

specification is given (Figure 36); 



48 
 

 

Figure 36 - Small cluster template settings 

Although StarCluster software does all the configuration work for the user, it is important to note that 

AWS fees equally apply as if the machines were launched manually. 

To start a ten-machine cluster on AWS, the command starcluster start ten is given, ten being the 

cluster name. Since no cluster type is specified, the default cluster is launched according to a 

configuration file. The software sets up the environment and then allows the ssh connection to master 

and worker nodes. For this case study, only master access is needed and accomplished by requesting 

starcluster sshmaster ten. By default, it logs the user as root and, according to the config file, a 

sgeadmin account is set for the parallelized environment. This means that the code you want to run 

should be deployed under /home/sgeadmin. After these steps are followed, the program runs as a 

regular OpenMPI program. Worker nodes automatically have code access through the shared file 

system. 

As exemplified in Figure 37, a cluster with ten machines can be launched from scratch and be fully 

usable in just seven minutes. 

The downside of this solution is that only a few instance types can be associated with the software 

and complete a fully successful set-up. The most recent AMIs that complete the set-up in the us-east-1 

region are: 

• ami-7c5c3915 (i386); 

• ami-765b3e1f (x86_64); 

• ami-52a0c53b (HVM+GPU). 

The available AMIs can be listed with the $ starcluster --region sa-east-1 listpublic command as 

explained in the configuration file. Non-listed AMIs, when launched with the software, can be put in a 

running state. However, the configuration of the required software for the parallelization environment 

fails at some point. The solution is still of great relevance since it is possible to change non-belonging 

StarCluster AMIs so that their characteristics fit into a correct software behaviour during the set-up. 

4.4 Conclusions 

This chapter described two architectures proposed for solving Finance Algorithms’ problems.  

As a first solution, two SAX/GA parallelization architectures were described: (i) relied on stocks’ 

distribution; (ii) dug deeper into the algorithm itself and distributed the population across machines, 
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granting synchronization through OpenMPI communication mechanisms. From the structures 

described, it is expected that the algorithm can highly benefit from both implementations. In case the 

assumptions prove to be true in the next chapter, it may be advisable to combine both architectures 

into one, as they do not exclude one another. 

The second solution proposed presented two environment set-up solutions: (i) relied on Traditional 

Computing, though the hardware access limitation; (ii) gathered the benefits from (i) and, using MIT’s 

software, simplified the cluster manual set-up by using an automation software. 

 

Figure 37 - Cluster "ten" environment setup 
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5 Results 

In this chapter, the runtime results obtained from the solutions developed are presented. Conclusions 

can be gathered from efficiency comparisons between single-machine traditional computing SAX/GA 

and each solution developed. Environment set-up comparisons between cloud and traditional 

computing solutions are also shown. 

For the first analysis, the parameters chosen for the configuration file are intended to perform quick 

runs. The reason the parameters are not used to achieve great profitability results is because AWS 

resources are paid: hardware and runtime. Therefore, since the algorithm remains the same, it is 

expected that the gains are similar when parameters change. 

For the tests, ten stocks were chosen out of the one hundred stocks used in [4]: Alcoa Inc. (AA), Apple 

Inc. (AAPL), AmerisourceBergen Corp. (ABC), Amazon.com Inc. (AMZN), American Express Co. 

(AXP), Boeing Company (BA), Ball Corp. (BLL), Cliffs Natural Resources (CLF), Standard and Poor’s 

Stock Index (SP500) and AT&T Inc. (T). The algorithm is run with the basic chromosome structure. 

For the time comparison tests, the SAX/GA is applied ten times to the stocks. Ten runs allow an 

asymptotical ROI convergence according to [4], as presented in Table 9. Since the algorithm is 

initialized randomly and contains statistical measures, it is fair to compare the runtimes for situations in 

which the ROI converges to a fixed percentage number. 

Table 9 - Tests made to validate 10 runs [4] 

Run Average ROI Absolute ROI Variation 

1 35.1805%  - 

2 39.3885% 11.96% 

3 37.8213% 3.98% 

4 38.5070% 1.81% 

5 37.2306% 3.31% 

6 37.7952% 1.52% 

7 37.3621%  1.15% 

8 37.8543% 1.32% 

9 37.4147% 1.16% 

10 37.4383% 0.06% 

11 37.4233% 0.04% 

12 37.4420% 0.05% 

For the results presented in this chapter, the environment was set using the StarCluster software 

mentioned in the chapter “Parallelization on AWS”, since it proved to be a time and money saver in the 

cluster set-up and supported the free instance intended for testing. For future work, better 

performance instances can also be attached to the software functioning. 
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5.1 Case Study I – Parallelization with Distributed 

Dataset 

For this solution, the runtime is expected to reduce as the number of files per machine decreases. As 

explained before, in an ideal scenario, a cluster with the same number of machines and stocks to 

analyze should obtain the best runtimes. 

Since we have ten stocks as data sources, runtime analysis is evaluated in clusters varying from one 

to ten machines. Knowing the maximum number of processes defined for parallelization, file 

distribution across machines is done accordingly. 

The best gains are expected when the division between the number of stocks per number of machines 

is an integer. For the other cases, even if the other machines finish first, we will only get the whole 

portfolio result after all the machines finish. Therefore, major time gains are expected to happen for 

one, two, five and ten computers inside a cluster, as demonstrated in the calculations in Table 10. 

Table 10 - Stock distribution across cluster machines 

Number of machines in 
the cluster 

Number of stocks in the 
master machines 

Number of slave 
machines with the 

same stocks as master 

Number of slave 
machines with minus 
one stock than master 

machine 

1 10 0 0 

2 5 1 0 

3 4 0 2 

4 3 1 2 

5 2 4 0 

6 2 3 2 

7 2 2 4 

8 2 1 6 

9 2 0 8 

10 1 9 0 

For the purpose of testing, and since the algorithm remains unchanged since the previous 

investigation, the parameters were chosen so that the runtime did not get much AWS cost. The 

parameters defined in the sax.cfg configuration file are shown in Figure 38. 
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Figure 38 - SAX configuration file used in runs 

The obtained ten runs’ results are shown in Figure 39, where it is possible to visualize the cumulative 

time variation according to the number of machines. Relative time gains are calculated through 

equation ( 12 ), where 𝑡2 is the mean runtime of the cluster with more machines and 𝑡1 is the mean 

runtime of the cluster with less machines. 

𝑡𝑖𝑚𝑒 𝑔𝑎𝑖𝑛(%) =
𝑡1 − 𝑡2

𝑡1

× 100 

( 12 ) 

 

Figure 39 - Relationship between cumulative runtimes and the number of machines used for stock processing 
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The gains calculated are shown in Table 11, where the most relevant outcome, the final gain of 

94,52%, resulted from using a number of machines equal to the number of stocks versus performing 

the stocks’ evaluation in a single machine. 

Table 11 – Clusters’ runtime gains relative to single-machine runtime and to clusters with one less machine 

Number of machines Time (minutes) 
Gain (single machine) 

% 
Gain (previous 

cluster) % 

1 140,98 0 0 

2 81,97 41,85 41,85 

3 66,09 53,12 19,38 

4 19,13 86,43 71,05 

5 13,55 90,39 29,16 

6 14,50 89,72 -6,97 

7 13,69 90,29 5,55 

8 13,47 90,45 1,63 

9 12,52 91,12 7,05 

10 7,73 94,52 38,29 

As seen above, the expected a priori results were confirmed. The only result with major unexpected 

gains was the cluster with four machines. This was possible because the number of machines with 

three stocks was drastically reduced. Therefore, if the extra stocks take less time than the others, this 

situation becomes plausible. 

In addition, the mean runtime comparison between the ten runs is also an import visualization. In real-

life situations, it might matter more to execute only one run and obtain the worst result but still win 

money, than perform ten runs and take better, but delayed, actions. The line representing this 

tendency, however, is expected to be similar, as both cumulative and mean values are influenced by 

the best and worst results. 

As seen in Figure 40, the mean runtime line follows the same tendency as the cumulative results. 

Analysing the box plot, we observe that the boxes, alongside the standard deviation error lines, tend to 

shorten as the number of machines belonging to the cluster increase. 
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Figure 40 - Runtime depending on the number of machines present in the cluster performing the analysis 

When calculating the overall cluster mean runtime gains relative to single-machine implementation, 

similar percentages are obtained. A graphical representation of the gain tendency is shown in Figure 

41. 

 

Figure 41 - Mean runtime gains relative to single-machine runtime 
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Notice that the line in Figure 41 is almost an inversion of the mean line in Figure 40. This is an 

expected result, the represented gains referring to the single-machine cluster with the highest 

runtimes. With more efficiency, the runtimes should decrease and the gains rise accordingly. 

From the previous gain results, it is also possible to visualize that some clusters achieved better gains 

than expected. This happens since the used instances are Burstable Performance Instances, which 

means that they can burst above the defined baseline. The used instances are t2.micro, that are 

equipped with one vCPU and have a baseline performance of 10% of a core. When idle, the instance 

receives CPU credits at a rate of 6 credits per hour until the maximum of 144 credits is reached. If at 

any moment, the instance needs to use more than 10% of a core and has credits, it can burst its 

performance by using the entire core for a minute, diminishing the number of credits by one. This 

process can continue until the number of credits is finished and the instance is forced to respond 

accordingly to the established baseline. Since the single machine does not burst and it is difficult to 

extrapolate the results from burstable to non-burstable machines, the obtained results were kept. 

For larger portfolios, the time decrease is expected to be maintained in proportion, that is, for a one 

hundred stock portfolio the line decrease should be softer from a fifty-machine cluster, since by this 

time each machine can evaluate no more than two stocks. For a one thousand stock portfolio, the 

same behaviour should happen on a five hundred machine cluster. In fact, a single run was performed 

for one hundred stocks and this theory was verified: a single machine analyses the stocks in 2h22m 

(higher time than ten stocks), fifty machines perform the same analysis in 1,54m (which aligns with the 

runtime of ten stocks over five machines) and the best scenario happens for one hundred machines 

that achieve the analysis in 53s similarly to the ten stocks analysis over ten machines. 

This inspires trust in the trader to distribute stock analysis across a cluster holding sufficient machines 

so that each of them do not process more than two stocks. Preferably, each machine should only 

process one stock, but further studies are needed to ascertain if, with better performance instances, 

the relationship between the money spent for the analysis and the obtained monetary gains is 

favourable to the trader. 

5.2 Case Study II – Parallelized Algorithm 

The implementation proposed intends to analyze single stock efficiency improvement. This is carried 

out by separating the population elements across different cluster machines, where each individual 

performs his training and fitness evaluation. Synchronization mechanisms are implemented so that 

individuals can be transferred across machines. As mentioned in “Algorithm Parallelization”, the 

Crossover and Mutation operations are left to the master machine and performed when it holds the 

entire population.  

Considering the Alcoa Inc. stock result as an example (Figure 42), it is possible to verify that similar 

behaviors were found by the unparallelized algorithm in [4], with Window Size of 92, Alphabet Size of 

9 and Word Size of 9 (Figure 43). 
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Figure 42 - Output for distributed SAX/GA across three machines 

 

Figure 43 - SAX/GA vs. Buy&Hold single-machine output for Alcoa Inc., [4] 

Two questions arise: 

1. Can the algorithm benefit from having a distributed population, in terms of runtime? 

2. If the previous answer is positive, what is the number of machines that get the maximum 

runtime gain? 

With the purpose of having these two questions answered, the runtimes were evaluated for the Alcoa 

Inc. stock with variations in the number of maximum population. The unchanged used parameters 

through the multiple runs were: a maximum of 10 generations, Window Size of 92, Alphabet Size of 6, 

Word Size of 9 and one Enter and Exit pattern. The gains obtained using the equation ( 12 ) are 

shown in Table 12 and Table 13. 
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Considering the previously mentioned tables, it can be deduced that six machines are sufficient for 

smaller population mean runtimes to converge. A visualization of better convergence can be found in 

Figure 44, where it is visible that the gains obtained vary similarly in all sizes of the evaluated 

population. A box plot chart revealing the same convergence ability from the six-machine cluster is 

shown in Figure 45. 

The box plot charts show that the runtimes suffer significantly less abrupt falls after the cluster gathers 

more than four machines to perform the computations. From these graphs we also conclude that, in 

most situations, as the number of cluster machines increases, the runtime data points tend to be 

closer, meaning that different runs will be performed at more similar times. This conclusion derives 

from the smaller boxes’ heights and the smaller standard deviation error lines. 

 

 

 



59 
 

Table 12 - Mean runtimes and gains for the second parallelization solution 

Number of 

machines in 

the cluster 

1 2 3 4 5 6 

Population 

size 

Time 

(s) 

Gain 

from 

previous 

cluster 

(%) 

Time 

(s) 

Gain 

from 

previous 

cluster 

(%) 

Time 

(s) 

Gain 

from 

previous 

cluster 

(%) 

Time 

(s) 

Gain 

from 

previous 

cluster 

(%) 

Time 

(s) 

Gain 

from 

previous 

cluster 

(%) 

Time 

(s) 

Gain 

from 

previous 

cluster 

(%) 

Overall gain 

(6-1 

machines)[%] 

128 128,66 0 80,93 37,10 85,56 -5,72 21,01 75,45 15,41 26,64 14,65 4,90 88,61 

192 156,14 0 116,64 25,30 105,36 9,67 28,75 72,71 32,37 -12,60 22,96 29,07 85,29 

256 227,07 0 147,84 34,89 132,92 10,09 37,02 72,15 32,80 11,40 32,37 1,31 85,74 

384 341,58 0 221,12 35,27 192,52 12,93 52,44 72,76 46,12 12,06 32,37 29,80 90,52 

512 402,75 0 292,85 27,29 246,61 15,79 65,48 73,45 60,45 7,69 32,37 46,44 91,96 

768 610,73 0 433,40 29,04 362,71 16,31 94,44 73,96 89,01 5,75 32,37 63,63 94,70 

1024 838,08 0 554,55 33,83 500,71 9,71 123,35 75,37 109,03 11,61 32,37 70,31 96,14 
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Table 13 - Runtime gains relative to single-machine mean runtime for different cluster sizes and different populations 

Runtime gains over the first cluster 

Population size\Number of machines in the cluster 1 2 3 4 5 6 

128 0% 37,10% 33,50% 83,67% 88,02% 88,61% 

192 0% 25,30% 32,52% 81,60% 79,27% 85,29% 

256 0% 34,90% 41,46% 83,70% 85,55% 85,74% 

384 0% 35,27% 43,64% 84,65% 86,50% 90,52% 

512 0% 27,29% 38,80% 83,74% 85,00% 91,96% 

768 0% 29,04% 40,61% 84,54% 85,43% 94,70% 

1024 0% 33,83% 40,26% 85,28% 87,00% 96,14% 
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Figure 44 - Runtime gains relative to single-machine runtime for different cluster sizes and different populations 

 

Figure 45 - Runtimes box chart for a population of 256 individuals 

The results obtained for different population sizes are similar and a runtime decrease is demonstrated 

when the number of machines in the cluster increases. The parallelized operations are performed in a 

sequential way on all population elements. With the population distribution, each machine performs 

the same operations on multiple individuals simultaneously, thus allowing operational time savings. 

The line obtained does not represent a linear function because the population distribution is not linear 
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(the master holds more individuals in most cases) and the synchronization introduces a variable 

overhead dependent on the size of the population. 

There is a tendency for the population increase to shift the line to the top, since larger populations lead 

to higher computational runtimes due to a proportional increase of operations and synchronization 

overhead. The box plot corresponding to the population with 1024 individuals can be seen in Figure 

46. 

 

Figure 46 - Runtime box chart for a population of 1024 individuals 

In terms of gains observed relative to single-machine traditional computing, in all population sizes, the 

85% mark was always achieved. In the graph in Figure 47, we can observe that, in a cluster with a 

constant number of machines, populations with more individuals benefit slightly more from the 

parallelization. This happens because parallelization was done to optimize the individual’s training and 

fitness evaluation. These are operations that, for a single machine, have a linear impact in the runtime 

regarding the number of individuals. Therefore, it is possible to conclude that, in populations of more 

than 192 individuals, the gain obtained from parallelization is greater than the introduced 

synchronization overhead. This trend can be perceived in Figure 47, where the only disruptive pattern 

is the 128 population result that obtains better results than the population of 192 or 256 individuals. 

Similarly to what happened in the first architecture, the observed gains were slightly better than what 

was expected because the used instances were of the same type. Therefore, for this results the burst 

also occurred, thus leading to the obtained gains. 
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Figure 47 - Overall gains from a six-machine cluster in opposition to single-machine computing 

Examples of the algorithm being used are shown in Figure 48 for the SP500 index and BA, AMZN, 

BLL, AA and AXP stocks. In each graph, a comparison between the parallelized SAX/GA across three 

machines and the less risky Buy & Hold strategy is performed. The results are achieved with a 

population of 250 individuals, a maximum of 50 generations, Window Size of 120, Alphabet Size of 12, 

Word Size of 9 and three enter and exit patterns. The algorithm clearly finds patterns that produce 

good results. 

5.3 Conclusions 

The architectures introduced in “Algorithm Parallelization Solutions” were tested considering their 

average runtimes as the most crucial efficiency parameter. 

The first architecture, focused on simultaneous multi-stock analysis, was tested for ten stocks and 

showed great gains, the best results having been achieved for five and ten machines inside the cluster 

that performed the algorithm operations. The gains were 89.7% and 94% respectively. 

Finally, the purpose of the second solution was to optimize inner algorithm operations. This was 

accomplished with population distribution across the machines belonging to the set cluster, thus 

allowing each machine to perform the same repetitive operations in a smaller number of individuals, 

naturally leading to faster processing. Although distribution was almost linear, gains were not. This is 

explained by introducing synchronization overhead and by the fact that the master holds more 

individuals than the other machines when the division result is not an integer. The best result was 

obtained in the six-machine cluster with 96,14% runtime gains for a population of 1024 individuals. 

The results obtained show that the genetic algorithm can highly benefit from parallelization within the 

same stock processing and consequently, benefit from a Cloud Computing architecture. 
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Figure 48 - Buy&Hold and parallelized SAX/GA results comparison 
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6 Conclusions and Future Work 

6.1 Conclusions 

Considering the new IT trends, Cloud Computing has been evaluated as a possible solution for 

running financial market algorithms. As an illustration of its use, the previous base for SAX/GA was 

parallelized and evaluated in multiple AWS clusters with a varying number of machines. StarCluster 

software proved to be a useful tool for setting up the run environment, saving the programmer time 

and money, since the cluster configuration time counts for the AWS payments. The algorithm 

parallelization took advantage of the easy access to computers and cluster configuration, accelerating 

the retrieval of algorithm results. This was easily performed using the OpenMPI library, which allowed 

processes to run on multiple machines with a similar code, with or without internal communication.  

Both of the architectures purposed that adapt the SAX/GA to take advantage of the cloud’s features 

proved crucial in highly speeding the algorithm up, with gains exceeding 80% in comparison to single 

traditional computing. After the first solution, it became obvious that the division of the stocks across 

the available machines could highly speed the processing, as long as the cluster offered a shared 

memory system so that the results were saved in the same place. The optimal solution was achieved 

when the number of running machines equaled the number of stocks to analyze. The second solution 

sought a different optimization where speeding up a single stock was the main goal. In this case, the 

optimal number of machines varied according to the number of population used. It is conclusive, 

however, that six machines already achieved great gains for populations ranging from 128 to 1024 

individuals, where runtime was improved by at least 85%. 

With these results, it becomes clear that Financial Market’s algorithms can highly benefit from Cloud 

Computing resources and architecture, as this service represents an easier way to access better host 

machines and clusters with more computers, which are easier to configure. All the information 

resulting from algorithm processing is gathered in a reliable system that can easily be scalable and 

adapted to new market needs. 

6.2 Future Work 

The results obtained show that Cloud Computing can achieve great time gains, especially when 

combined with parallelization techniques. However, the gains obtained can achieve even better results 

with some extra work on the architecture. Considering the work performed, the following upgrades can 

be done in order to add more value to the market: 

• Combine the previous two approaches. Distributing stocks’ computations across multiple 

machines and dividing the work done for evaluating a stock made significant individual 

improvements. Taking a closer look, however, they all reached separate gains in compatible 

fields, and no pair of solutions represent direct alternatives to one another. This means that, 
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with financial resources, a combination of the two solutions should represent a great time gain 

compared to the traditional SAX/GA. Ideally, we should be able to reach real-time with infinite 

computer power, processing a stock per cluster. The number of machines per cluster to 

achieve an optimum still needs further study; 

• Deploy the code in a production environment. As mentioned in Amazon Elastic Cloud 

Computing (EC2) there are multiple available instances. The study was performed in a staging 

environment and t2.micro instances were used. Obviously, better results can be obtained by 

improving hardware specifications. For that, the use of better general purpose instances, or 

the ones described in the Appendix A, is advisable. 

• Build a portfolio. The SAX/GA generates .csv files that give the trader some hints about what 

trading strategies he/she should follow to maximize the ROI. These hints however, are given 

for each stock and traders invest in multiple stocks. They are interested in knowing what 

combination they should invest in and, within this restricted group, what percentage they 

should place in each stock. The SAX/GA output can be used as input for this work; 

• Build a user interface. Even though great results were achieved, launching the clusters in 

AWS requires some terminal commands. Although they are well documented, for a common 

trader who does not have an IT background, launching a terminal and performing written 

commands can be an exclusion factor when deciding which software to use for trading 

decisions; 

• Improve algorithm results. Since runtime was improved, it is possible to keep the original 

runtimes of the algorithm and, in the spare time, keep training the system. This possible 

solution, however, may have to deal with overfitting problems; 

• Evaluate the parallelization with three independent populations. In the current solution, 

individuals are sent to the master node so that the Crossover and Mutation are done with a 

centralized population. It is possible however, to perform the algorithm in a completely 

independent way and, at the end of each iteration, perform individual transactions to stimulate 

diversification. 
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Appendix A – AWS Instance Types’ 

Features 

This Appendix describes the features of Compute Optimized and Accelerated Computing instances. 

The first type makes high performance processors available for a lower price/compute relationship, 

while the second type is directed at general purpose, graphical applications and FPGAs. 

Compute Optimized instances can be decomposed into C4 and C3 instances with the characteristics 

presented in Table 14. Some use-cases are web-servers, batch processing, distributed analytics, high 

performance engineering apps and video-encoding. 

Table 14 - Compute optimized instances' features, [17] 

C4 

Model vCPU Mem (GiB) Storage 
Dedicated EBS Bandwidth 

(Mbps) 

C4.large 2 3,75 EBS-only 500 

C4.xlarge 4 7,5 EBS-only 750 

C4.2xlarge 8 15 EBS-only 1.000 

C4.4xlarge 16 30 EBS-only 2.000 

C4.8xlarge 36 60 EBS-only 4.000 

Features: 

• High Frequency Intel Xeon E5-2666 v3 (Haswell) processors; 

• EBS optimized by default; 

• Support for clustering. 

C3 

Model vCPU Mem (GiB) SSD storage (GB) 

C4.large 2 3,75 2x16 

C4.xlarge 4 7,5 2x40 

C4.2xlarge 8 15 2x80 

C4.4xlarge 16 30 2x160 

C4.8xlarge 32 60 2x320 

Features: 

• High frequency Intel Xeon E5-2680 v2 (Ivy Bridge) processors; 

• Support for clustering; 

• SSD backed instance storage. 

 

Accelerated Computing instances are decomposed into P2, G3 and F1 (see Table 15). For the first 

type, Amazon considers Machine Learning, high performance databases, computational finance and 

molecular modeling as some use-case examples. G3 instances should be considered for 3D 

visualizations, graphic intensive remote workstations, application streaming and other graphic 

applications. Finally, F1 instances are considered suitable for financial analytics, real-time video 

processing, big-data search and analytics and security, since they recur to FPGAs to offer 

customizable hardware acceleration. 
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Table 15 - Accelerated Computing instance types' features, [17] 

P2 

Model GPUs vCPU Mem (GiB) GPU memory (GiB) 

P2.xlarge 1 4 61 12 

P2.8xlarge 8 32 488 96 

P2.16xlarge 16 64 732 192 

Features: 

• High Frequency Intel Xeon E5-2686 v4 (Broadwell) processors; 

• High performance NVIDIA K80 GPUs, each with 2.496 parallel processing cores and 12GiB of 
GPU memory; 

• Support of GPU direct, peer-to-peer GPU connection; 

• EBS optimized by default. 
 
 
 

G3 

Model GPUs vCPU Mem (GiB) GPU memory (GiB) 

G3.4xlarge 1 16 122 8 

G3.8xlarge 2 32 244 16 

G3.16xlarge 4 64 488 32 

Features: 

• High frequency Intel Xeon E5-2686 v4 (Broadwell) processors; 

• NVIDIA Tesla M60 GPUs, each with 2048 parallel processing cores and 8 GiB of video 
memory; 

• Allows NVIDIA GRID Virtual Workstation features; 

• Each GPU features an on-board video encoder, designed to support up to 10 H.265(HEVC) 
1080p30 streams and up to 18 H.264 1080p30 streams, which enable low-latency frame 
capturing and encoding and high quality interactive streaming experiences. 

F1 

Model FPGAs vCPU Mem (GiB) 
SSD storage 

(GB) 
Networking 

performance 

F1.2xlarge 1 8 122 470 
Up to 10 
Gigabit 

F1.16xlarge 8 64 976 4x940 25 Gigabit 

Instance features: 

• High frequency Intel Xeon E5-2686 v4 (Broadwell) processors; 

• NVMe SSD storage. 
FPGA features: 

• Xilinx UltraScale+VU9P FPGAs; 

• 64 GiB of ECC-protected memory on 4x DDR4; 

• Dedicated PCI-express x16 interface; 

• Approximately 2,5 million logic elements; 

• Approximately 6,800 Digital signal processing (DSP) engines; 

• FPGA Developer AMI. 
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