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Abstract—Emotions are an important part of interaction between humans. This thesis addresses the problem of emotion recognition
and emotion generation in robots. The goal is to make robots express emotions in a more human-like way to improve human-robot
interaction by making their communication more natural and to be able to integrate robots in social situations. To achieve this, a system
that mimics the human’s face features is purposed as the first step to reach a more natural emotional expression. This work was done
with the robot iCub, using its eyebrows and mouth to create different facial expressions.
The system extracts the human’s facial features and changes the robot’s facial expression according to those features. It was tested
using two different approaches. The first approach uses an ad hoc method to map the human’s facial features into the robot’s features
and the second approach uses an automatic method based on Decision Tree Learning algorithms.
During experiments, participants were asked to express the seven basic emotions in front of the iCub and then classify the emotion
recognition from the iCub’s facial expression and the similarity between the iCub’s and the human’s expressions. Results showed that
both methods had a similar accuracy between them. The emotion that was more easily recognized was Happiness, while emotions like
Disgust and Fear were difficult to be recognized from the robot’s facial expression.
Index Terms—Emotion Recognition, Emotion Generation, Human-Robot Interaction, iCub, Facial Expressions.
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I NTRODUCTION

N

OWADAYS , more and more robots are designed not
only to perform a certain task, but also to cooperate
and interact with people. To integrate robots in the society
they need to be accepted by humans. It has been proved that
robots which have humans’ traits are more easily accepted
and treated as another human [1]. One of the current challenges in the Human-Robot Interaction field is to improve
the communication between humans and robots by making
it more natural. In order to do this, robots should act in a
more human-like way.
Emotions play a big role in the interaction between
humans. To reproduce the same kind of interaction between
humans and robots, the robots must be able to understand
their partner’s emotional state and must also be able to express their own emotional state. Emotions can be expressed
through verbal and non-verbal signals. Facial expressions
are one of the non-verbal signals which have a major role in
social interactions [2].
This work was done using the robot iCub, a humanoid
robot capable of making different facial expressions by modifying its eyebrows and mouth. The goal of this work is to
make the iCub express emotions using its facial expressions.
Following the idea that machines can learn from its own
interactions with the world [3] and that humanoid robots
can learn from human’s imitation [4], a system is developed
to make the robot mimic the human’s facial expressions. The
mimic system is used as a first step to the real interaction.
It is necessary to understand how the human behavior
changes with each emotion to be able to reproduce that
behavior on the robot.
To achieve this goal there are two main steps, the emotion recognition and the emotion generation. In the recogni-

tion step, it is necessary to extract the human’s facial features
and decide which features are relevant to the emotional
expression. In the generation step, it is necessary to map
the human’s facial features into the robot’s facial features.
One of the challenges of this work is that robots have
many more limitations than humans do, so it is difficult to
express emotions the same way. In the case of the iCub, its
face can only move the eyelids, eyebrows and mouth. This
is why it is necessary to find a proper way to match the
robot’s facial features with the human’s facial features, so
that people can perceive which emotion the robot is trying
to convey just by looking at its face.
This work was done taking into account that each emotion can be expressed by not only one, but several facial
expressions. And since the iCub’s movements are limited,
the same facial expression may correspond to more than
one emotion as well. When people were asked to do the
mapping between the robot’s and human’s facial features in
the survey, they didn’t have access to the emotions’ labels,
it was done solely comparing the human’s to the robot’s
face. The association between the emotions and the robot’s
possible expressions was done based on the mapping obtained in the surveys and the emotion’s labels. After the
user study it was possible to conclude which emotions were
easily recognized by the iCub’s facial expression and the
ones which were not easily understood.
This paper is organized as follows: in Section 1 there
is an introduction to this work. Section 2 is about some
background research on how the emotions affect the facial
expressions. In Section 3 is made the mapping between the
human’s and the robot’s facial features and the relation
between robot’s facial expressions and emotions. Section 4
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is about how the mimic system is made, how the human’s
facial features are extracted and how the robot’s facial
features are generated using different approaches. To test
the performance of the mimic system a user study was
conducted, the experiences and results are presented in
Section 5. The conclusion and future work are discussed in
Section 6.

database is labeled with the corresponding emotion. From
the 110 pictures only 106 are used from now on, since the
face detector could not detect the faces from 4 pictures
correctly.
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2.1

BACKGROUND
iCub

The iCub is a humanoid robot designed for cognitive development research. It can express emotions by changing its
facial expression. In the iCub’s face it is possible to change
the position of the eyebrows, eyelids and mouth [5]. For
expressing the emotion through the facial features, only the
eyebrows and mouth are considered in this work.
The shape of the eyebrows can be changed by turning
on different LEDs, these LEDs have four positions for each
eyebrow. In this work the eyebrows are always considered
symmetric so there are four different configurations for the
iCub’s eyebrows. In Figure 1 are shown examples for each
different possible configuration in the iCub Simulator. From
now on each configuration of the robot’s eyebrows will be
defined as E1, E2, E3 and E4 as it is in each picture caption.

(a) E1

(b) E2

(c) E3

(d) E4

Fig. 1: Possible configurations for the iCub’s eyebrows

For the mouth there are six different LEDs and its shape
depends on the combination of LEDs used. In this work it
is considered the following six possible configurations, as
in Figure 2. From now on each configuration of the robot’s
mouth will be defined as M1, M2, M3, M4, M5 and M6 as it
is in each picture caption.

Fig. 2: Possible configurations for the iCub’s mouth

This gives a total of 24 different facial expressions for the
robot.
2.2

Emotions in the Facial Expressions

It is widely accepted that humans can express emotions
through facial expressions. In 1872, Charles Darwin [6]
described how facial expressions are signals of specific
emotions. This was later tested by P. Ekman and W. Friesen
in 1987 [7], proving that, although there exists variations in
terms of emotional intensity across cultures, facial expressions of emotion are universal.m Humans can express many
emotions but for this work only the seven basic emotions
defined by Ekman are considered [8]. These emotions are
Happiness, Sadness, Fear, Anger, Surprise, Disgust and the
Neutral state.
Ekman’s Pictures of Facial Affect (POFA) [9] database
consists of 110 pictures of 14 persons (6 males and 8 females)
expressing the seven basic emotions. Each picture in the

Mapping Between Human’s and Robot’s Features

When looking at iCub’s facial expression, people should
recognize which emotion it represents. In order to do that,
the iCub’s facial expression should be as similar as possible
to the human’s face. Since the iCub only uses its eyebrows
and mouth to change its facial expression, the objective
is to find a suitable configuration for its face that can be
perceived by humans as the correct emotion. To map the
human’s facial expression to the robot’s it is necessary
to categorize each human’s eyebrows and mouth position
into the corresponding eyebrows and mouth configuration
of the iCub. To create this mapping each picture of the
Ekman’s database was labeled with the most appropriate
configuration for the iCub’s eyebrows and mouth. To do the
assignment of the labels for the database in an unbiased
way, a survey was conducted.
In the survey, participants were shown a picture from
the database and were asked to match the eyebrows and
the mouth in the picture to one of the configurations in the
robot, for the eyebrows and for the mouth separately. If none
of the choices for the answer was satisfactory participants
could choose the option ”Other”. A total of 142 persons
answered the survey. Since there were several questionnaires, the number of participants was different for each of
them, it ranged from 11 to 25 participants per questionnaire,
giving a total of 1581 votes. From the answers collected it
was possible to assign a label to the position of eyebrows
and mouth of each picture of the database by choosing the
position with more number of votes.
3.2

(a) M1 (b) M2 (c) M3 (d) M4 (e) M5 (f) M6

E MOTION R ECOGNITION AND G ENERATION

Analysis of the Survey Results

To measure the level of ambiguity of the results of each
question, the following two parameters were defined:
Accuracy= most voted answer ×100
total votes

(1)

Confidence=(most voted answer−second most voted answer)×100

(2)

The accuracy defines the percentage of the most voted
answer, given by the relation between the number of votes
of the most voted answer and the total number of votes
for that question. The confidence is the percentage of the
difference between the most voted answer and the second
most voted answer.
The average accuracy was 64.8% for the eyebrows and
66.3% for the mouth. The average confidence was 44.4%
for the eyebrows and 46.2% for the mouth. The average
accuracy is greater than 50% so the ambiguity in the results
is not high.
There are some configurations of the eyebrows and
mouth or some emotions with higher accuracy than others.
In the case of the eyebrows, the configuration with less
ambiguity is E1, in which most of the results have an
accuracy between 75% and 100%. The most ambiguous one
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is E3, since most results have an accuracy between 25% and
50% and only one of them has an accuracy higher than 75%.
There are two results in which the option ”Other” was the
most voted, this means that none of the options presented
was good enough to represent the human’s position correctly. In the cases where the option ”Other” was the most
voted, the label assigned to the database was the second
most voted option.
For the mouth, the configuration considered with less
ambiguity is M2 since its confidence between the results
with an accuracy higher than 75% and an accuracy between
50% and 75% is the highest. The configuration with the
most ambiguity is M6, in which most of the results have
an accuracy between 25% and 50%.
The accuracy can be analysed for each emotion, instead
of each configuration. It was possible to conclude that some
emotions are easier for the robot to express than others,
as it is possible to see from the accuracy of the results.
These emotions are different in the case of the eyebrows
and mouth. The Sadness and Fear emotions have the highest
ambiguity in the case of the eyebrows, because most of the
results have an accuracy between 25% to 50%. While the
emotions Anger and Disgust have most of the results with
an accuracy between 75% and 100%, so the ambiguity is
lower. In the case of the mouth it is possible to conclude
that the emotion with the lowest accuracy is Anger and
the emotion with the highest accuracy is Surprise, with all
the results having an accuracy higher than 50%, so these
answers have a low ambiguity.
3.2.1

Emotion Recognition and Generation

The pictures in the database were already labeled according
to the emotion, so now it is possible to find a relation
between each configuration and emotion. There are 35 possible configurations in the survey’s answers, the 24 possible
configurations for the iCub’s face, and the other 11 are the
configurations considering the answer with votes for the
”Other” option. From the survey, out of the 1581 votes, 160
votes were for ”Other”.
To make the association between emotions and configurations there are two possible approaches, one based on
emotion recognition and another one based on emotion
generation. The first one, used for recognition, consists of
assigning an emotion to each possible configuration. This
gives several configurations for each emotion. The second
approach, used for the generation, consists of assigning one
configuration to each emotion.
The assignment of an emotion to each configuration
is made based on the conditional probability P (Em|C),
which is the probability of a certain emotion given a certain
configuration. Assuming that all the seven emotions have
the same probability, the number of votes were normalized
so that
P (Emi )= 1
(3)
7
for each emotion i. The number of votes normalized represents the joint probability P (Emi , Cj ) of emotion i and
configuration j . The conditional probability is then calculated using
P (Emi ,Cj )
P (Emi |Cj )=
,
(4)
P (Cj )

where
(5)

P
P (Cj )= 7
i=1 P (Emi ,Cj ).

For each configuration, the emotion with the highest
P (Emi |Cj ) is chosen as the emotion which is most frequently expressed for that configuration. In Figure 3 are all
possible configurations with the correspondent emotion in
the caption.

(a)

(b)

Anger

(c)

(d)

Anger

Anger

(e)

Anger

(f)

Disgust

Happiness

(g)

(h)

(i)

(j)

Happiness

Neutral

Sadness

ness

(m)

Happi-

(k)

Fear

(l)

Fear

(q)

Fear

(r)

Fear

(x)

Fear

(n)

(o)

(p)

piness

Sadness

Sadness

Happiness

(s)

(t)

(u)

(v)

(w)

Neutral

Neutral

Happiness

Surprise

ness

Hap-

Happi-

Fig. 3: Emotion for each configuration

For each configuration-emotion pair there is an error
associated, since in most cases, the votes for each answer
were distributed for more than one emotion.
If a person wants to express emotion Em0 through
configuration C0 , their partner will have to recognize the
emotion from the configuration C0 they see, this can be
written as P (Em|C0 ). The probability of another emotion being recognized from that configuration, given by
P (Em 6= Em0 |C0 ), can be calculated by
Pe =1−P (Em0 |C0 ).

(6)

Pe is the probability of recognizing a wrong emotion
given the configuration.
To make sure that the emotion is recognized correctly,
the configuration chosen must be the one which causes
less ambiguity in the recognition. Therefore, in the emotion
generation phase, one configuration is assigned to each
emotion, so it is necessary to choose which configuration
better represents a certain emotion. This choice is made
based on the conditional probability P (C|Em), which is
the probability of a certain configuration given a certain
emotion, given by
P (Cj |Emi )=

P (Emi ,Cj )
.
P (Emi )

(7)

Each configuration is already assigned to an emotion,
now only one configuration will be chosen to represent that
emotion. This choice is made based on the entropy calculated for each configuration. The entropy is used as a measure
of unpredictability. The entropy is zero when the outcome
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can be perfectly predicted. The entropy H[P (Em|C)] is
given by
H[P (Emi |Cj )]=−

P7
i=1 [P (Emi |Cj ) log2 P (Emi |Cj )].

(8)

For each emotion, the probability P (C|Em) must be
maximized, while the entropy of each configuration must
be minimized. This is a multi criteria optimization problem
and the trade off between these two variables is chosen
considering that the optimum result has P (C|Em) = 1
and H[P (Em|C)] = 0. The euclidean distance is used as
measurement of this trade off. The configuration obtained
when minimizing
q
(1 − P (Cj |Emi ))2 + (0 − H[P (Emi |Cj )])2
(9)
is then chosen to be the configuration associated to that
emotion.
In Figure 4 are the configurations chosen for each emotion.

(a)

Anger

(b)

(c)

Disgust

Fear

(d)

(e)

(f)

(g)

Happiness

Neutral

Sadness

Surprise

library was used. This library extracts the 2 dimensional
position of 68 points along the contour of the face, the
eyes, eyebrows, nose and both lips, as in Figure 7. It is
necessary to decide which features should be used from
these landmarks’ positions. It is purposed a set of features
which better describes the changes that occur in the human
face according to the emotional state. This was based on
the Facial Action Coding System (FACS), created in 1970
by Hjortsjö [11], which consists of 23 possible independent movements of the facial muscles, named action units. Each action unit consists of a combination of facial
muscle movements that correspond to a displayed emotion. This system was further developed by Paul Ekman
and Wallace Friesen in 1978 [12], with 46 actions units.
Later, they developed the Emotion FACS (EMFACS) [13],
which focuses only on the action units relevant to emotion.

Fig. 4: Configuration for each emotion

Since the results obtained in the survey had the results
from the eyebrows’ configuration separated from the results
of the mouth’s configuration, it is possible to predict the
most probable configuration in the case only the eyebrows
or only the mouth are known.
The most probable mouth configuration when the eyebrows’ configuration is known is chosen based on the
conditional probability P (M |E), these configurations are
presented in Figure 5.

(a) E1

(b) E2

(c) E3

(d) E4

Fig. 5: Most probable configuration for each eyebrows’ configuration

In the case when only the mouth’s configuration is
known, the most probable eyebrows’ configuration is then
given by the conditional probability P (E|M ), the configurations are shown in Figure 6.

(a) M1 (b) M2 (c) M3 (d) M4 (e) M5

(f) M6

Fig. 6: Most probable configuration for each mouth’s configuration

Fig. 7: Points extracted with dlib

4.1

M IMIC E XPRESSION S YSTEM
Facial Features Extraction

So that the robot can mimic the human’s facial expression it is necessary to recognize the human’s facial features. To extract the human’s facial features the dlib [10]

√
e=

a2 −b2
a

(10)

and its values range from 0 to 1, being a circle in the case
e = 0.
For the distances that are going to be computed from
now on, to make them independent from each person’s face
size, all of them are normalized using the difference between
the x component of points 32 and 36 (Ndist ) in the following
way:
Ndist =|x32 −x36 |
(11)
dist= dist .
Ndist

(12)

The reason this Ndist was chosen as a normalizing distance
is because it is almost always constant, regardless of the
emotion. Originally, the center of the (x, y) axis is fixed on
the top left corner of the picture, but it is shifted to the point
31, in the nose, so that it is always in the center of the face.
To decide if the mouth is open or closed, the distance
between the center of the upper lip and the center of the
lower lip (d1) is computed as following
  

|x63 −x67 |
d1x
=
,
(13)
d1y

4

These
features
include
distances
between
points
and
eccentricities
using
some
set of points
describing
ellipses. The
eccentricity is
given by

|y63 −y67 |

where d1x represents the x component of the distance,
computed using the x component of the points and d1y the
y component of the distance. When the mouth moves, the
biggest change is in the position of the corners of the mouth,
so the distance from the corner of the mouth to the center
of the upper lip (d2) and the distance from the corner of the

5

mouth to the center of the lower lip (d3) are computed in
Equation (14) and Equation (15) respectively,
  

|x49 −x52 |
d2x
=
(14)
d2y


|y49 −y52 |






|x49 −x58 |
d3x  

=

.
 


d3y
|y49 −y58 |

(15)

These eccentricities of the upper lip and lower lip are
computed using the following equation for the parameters
a and b, used in the Equation (10), which correspond to the
semi-major axis and semi-minor axis.
x55 −x49
2

(16a)

bupperlip =y49 −y52

(16b)

x55 −x49
2

(17a)

blowerlip =y49 −y58 .

(17b)

aupperlip =

alowerlip =

In the case of the human eyebrows, when they change
they move either up and down or towards each other.
Therefore, the features computed are the distance between
both eyebrows (d4), the distances between the eyebrows and
the eyes (d5 and d6) and the distance between each corner
of the eyebrow (d7 and d8). In order to measure the distance
from the center of the eyebrow to the center of the eye, an
additional point was computed to get the center of the eye,
by using the mean value of the two adjacent points,
(18)

38.5= 38+39
2

(19)

44.5= 44+45 ,
2



d4x
d4y




=

|x22 −x23 |


(20)

|y22 −y23 |


 
|x25 −x44.5 |
d5x  


=



 

d5y
|y25 −y44.5 |

(21)


 
|x20 −x38.5 |
d6x  


=



 

d6y
|y20 −y38.5 |

(22)


 
|x22 −x18 |
d7x  


 =



 

d7y
|y22 −y18 |

(23)


 
|x27 −x23 |
d8x  


=

.

 

d8y
|y27 −y23 |

(24)









The eccentricity of the left and right eyebrow are computed using the a and b parameters as follows,
x22 −x18
2

(25a)

beyebrowr =y18 −y20 ,

(25b)

x −x23
aeyebrowl = 27
2

(26a)

beyebrowl =y27 −y25 .

(26b)

aeyebrowr =

Since the eyebrows will always move symmetrically, for
the distance between the eye and the eyebrow and for the
eccentricity, the mean value of the left and right sides is
used, so that
d5 6= d5+d6 ,
(27)
2
d7 8= d7+d8 ,
2

(28)

eeyebrowr +eeyebrowl
eeyebrow =
.
2

(29)

4.2

Facial Features Generation

Using the previous features extracted from the human’s
face, it is necessary to map them into the robot’s face. To
decide which configuration from the robot’s face fits better
the human’s features, there are some conditions that the
features must verify. The first condition is tested and if
it is satisfied it enters the correspondent state, otherwise
the next condition is tested and so on. To decide these
conditions, different approaches were used. In the first one,
the conditions were chosen using an ad hoc method. In the
second approach, the conditions were generated by a Decision Tree Learning (DTL) algorithm. The last approach was
done using a Support Vector Machines (SVM) algorithm.
4.2.1

1st Method: Ad Hoc Method

In the first method, the threshold values used in the conditions were decided by doing several experiments with the
Ekman’s database pictures. These conditions are presented
in the form of flowcharts in Figure 8 and Figure 9, in
Appendix A.
Starting with the mapping of the eyebrows, there are
four possible configurations. The first condition checks if
the eyebrows correspond to the configuration E1. For this
condition to be true, the y component of the distance between the eyes and the eyebrows (d5 6) must be small,
as well as the x component of the distance between both
eyebrows (d4 ), the eccentricity of the eyebrows (eeyebrow )
must be high, since they are almost in a straight line. The
next condition tests configuration E4, which is the opposite
from the first one. The distance between the eyes and the
eyebrows must be high as well as the distance between
eyebrows, the eccentricity must be low because they are
curved. For configuration E3, the distance between the eyes
and the eyebrows is tested, so that it is between the E2
and E4 configuration. If it does not satisfy any of these
conditions then it corresponds to the configuration E2.
To map the mouth features, the same method is used.
For the mouth there are six possible configurations. The first
condition checks the y component of the distance between
the upper lip and the lower lip (d1) to distinguish the open
from the closed mouth. If this distance is smaller than 0.12
then the mouth is considered closed. In this case there are
three possible configurations. For configuration M1, the y
component of the distance between the corner of the mouth
and the center of the upper lip (d2) must be small and
the eccentricity of the upper lip (eupperlip ) must be high.
In the configuration M2, the mouth is like a straight line,
so both lips must have very high eccentricities (eepperlip
and elowerlip ) or both of them must have similar values.
Otherwise it corresponds to configuration M3. When the
mouth is open there are three possible configurations as
well. The condition for the configuration M4 is very similar
to the M1, the relation between the y component of the
distance of the corner of the mouth to the center of the upper
lip (d2) and the distance from the corner of the mouth to
the center of the lower lip (d3) is checked, the distance to
the upper lip must be much smaller and the eccentricity
of the upper lip (eupperlip ) must be very high as well. For
configuration M6 the eccentricity of the lower lip and the x
component of the distance between the corner of the mouth
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and the center of the lower lip must be high. Otherwise it
corresponds to configuration M5.

the smallest cross-validation error is chosen as the final
classifier.

4.2.2 2nd Method: Conditions chosen using Decision Tree
Learning

4.2.3 3rd Method: Conditions chosen using Support Vector
Machines
The third approach is done using Support Vector Machines
[16] to build the classifier. In this method the classification
is done by separating the training examples into two categories, divided by a hyperplane. The margin around the
separating hyperplane should be maximized so that the
generalization error is minimized.
In this problem there are more than only two classes,
so it should be used a Support Vector Machines method
that allows multiclass classification. The approach used is
the one-versus-one, this approach reduces the multiclass
problem into multiple binary classification problems. There
K(K−1)
are
binary learners, in which K is the number
2
of distinct classes, for each binary learner the instance is
assigned to one of the classes, the class in which the instance
was assigned the most is the final classification.
This classification algorithm is trained using Matlab’s
fitcecoc function [17]. In this method the dataset is divided into the same training, validation and test sets as the
above Decision Trees method. The decision of which facial
features should be used as attributes for the classifier is
done the same way as the last method. The classification
error obtained from cross-validation on the validation set
is calculated for several combinations of features, and the
combination with the lowest error is the one chosen.

The second approach uses the Decision Trees Learning
method [14]. A decision tree is used to classify instances by
sorting them down the tree from the root to the leaf node,
which provides the class label. Each node represents a test
of an attribute. Each branch of the node corresponds to one
of the possible values for that attribute. A decision tree can
be represented by classification rules, the path from the root
to the leaf node corresponds to a conjunction of attribute
tests and the tree itself corresponds to a disjunction of these
conjunctions. In this case the attributes correspond to the
facial features and the class label corresponds to the position
of the eyebrows or the mouth. This method was chosen
because of its easy readability, since the decision trees can
be represented by if-then rules, in the same way as the first
approach was made.
This classification algorithm was trained using Matlab’s
function fitctree [15], which returns a fitted binary classification decision tree based on the predictor data and the
correspondent class labels. The predictor data is a matrix
in which each column corresponds to an attribute (facial
features) and the rows to the instances (each picture of the
database corresponds to an instance). The class labels is a
column vector in which each row represents the classification for each instance of the predictor data.
The database used has 106 pictures, since this sample is
small it might not be very significant, so in order to properly
estimate the model performance five different training sets
and test sets were created for cross-validation. The training
and test sets were created with 80% and 20% of the data
respectively.
Each training set was then divided into a training set
and validation set using the Matlab command crossval with
5 folds. This creates 5 different training and validation sets,
using 80% and 20% of the original training set, respectively.
The training set is used to train different models and
then the performance of the classifier is estimated using
the validation set. The best model is chosen based on the
cross-validation error, which corresponds to the average of
the classification error on the validation sets, given by the
command kfoldLoss in Matlab. The test set is used to assess
the classifier’s performance.
A model is trained using the eyebrows features and
another one using the mouth features, so in the end there
are two different decision trees.
One of the issues in the Decision Tree Learning is that
each branch of the tree grows enough to perfectly classify all
training examples, however it decreases the accuracy of the
classification on the test examples. A method used to avoid
the problem of over fitting the data is the tree pruning. After
pruning, the tree has less branches, it is not as complex as
before so it will generalize better to the data.
To decide which features are the most appropriate to
be used as attributes and to decide in which level the
tree should be pruned, there are different models trained
using different combinations of features. The model with

4.3 Results and Comparison of Facial Features Generation Methods
To evaluate the performance of each method, the results
obtained with the 106 pictures from the database were
compared to the labels. With the number of correctly labeled results it is possible to calculate the accuracy of each
method.
The error of the mimic system is measured based on the
total votes for each answer. The results for the eyebrows and
mouth are normalized so that the total is equal to 1 and the
error is then calculated by
Er=1−Ei

(30)

where Ei is the eyebrows’ configuration obtained with the
classifier, or
Er=1−Mi
(31)
for the mouth’s configuration Mi .
4.3.1 1st Method: Conditions chosen using the Ad Hoc
method
The configuration with the highest accuracy is E1 with
72.22% and with the lowest accuracy is E3, with 11.11%.
The total accuracy using this method is 55.66%. The configuration with the lowest error is E1 and with the highest
error is E3. The mean error for the eyebrows is 0.571.
The same analysis was made for the mouth’s configurations. The configuration with the highest accuracy was M1
with 100% and the lowest accuracy was M3 with 7.14%. The
total accuracy for the mouth’s configuration was 47.17%.
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This accuracy is slightly lower than the accuracy obtained
for the eyebrows. The configuration with the lowest error is
M5 and the configuration with the highest error is M3. The
mean error is 0.636.
It is possible to know the accuracy of the classifier for the
total configuration of the face by joining the combinations
of eyebrows and mouth. The accuracy for the total face
configuration for this method is 23.58%. This value is lower
than the accuracy obtained for the eyebrows and mouth
separated because if only one of them does not correspond
to the label then it is incorrectly classified.
4.3.2 2nd Method: Conditions chosen using Decision Tree
Learning
In this case the configuration with highest accuracy is E2
with 83.78% and E4 has the lowest accuracy of 46.67%. The
total accuracy for this method is 67.92%. The configuration
with the lowest mean error is E1 and E3 is the configuration with the highest mean error. The mean error for the
eyebrows is 0.492.
For the mouth’s configurations, the highest accuracy
corresponds to configuration M1, with an accuracy of 100%,
and the lowest accuracy corresponds to M6, with 25%. The
total accuracy is 78.3%. The accuracy for the mouth classifier is better than the accuracy obtained in the eyebrows’
classifier. The mean error is the lowest for configuration M5
and the highest for configuration M3. The mean error for
the mouth’s configurations is 0.435, therefore there is no
significant difference between this classification error and
the one from the eyebrows’.
For the total face configurations, when joining the eyebrows and mouth configurations, the accuracy obtained for
this method is 52.83%.
4.3.3 3rd Method: Conditions chosen using Support Vector
Machines
Once again, to evaluate the performance of the classifier
obtained in the third method, through Support Vector Machines, the predicted data was compared to the assigned
labels.
For the eyebrows, the highest accuracy is for configuration E1, with 83.33% and the lowest for configuration E4,
with 40%. The total accuracy for the eyebrows is 66.04%.
The lowest error is for E1 and the highest for E3. The mean
error is 0.503.
For the mouth configurations the highest accuracy is
96.15% for configuration M5 and the lowest is 18.75% for
configuration M6. The total accuracy for the mouth configurations is 71.70%. This accuracy is not much different from
the accuracy obtained for the eyebrows with this classifier.
The lowest error is in configuration M4 and the highest in
M3. The total mean error is 0.437. Once again, there is no
significant difference between the error calculated for the
eyebrows and for the mouth.
For the total face configurations, when joining the eyebrows and mouth configurations, the accuracy obtained for
this method is 45.28%.
4.3.4 Comparison of Methods
In Table 1 the total accuracy and the mean error for the
eyebrows and mouth for the three methods are compared.

It is possible to conclude that the method with the best
performance for both features is the DTL method. While it
shows a significant improvement when comparing the DTL
method to the ad hoc method, the difference in performance
obtained with the DTL method and the SVM method is
not so significant. The performance of the SVM method is
slightly inferior to the performance of the DTL method, this
may be due to the choice of the kernel and the tuning of the
hyper-parameters of the classifier.
In the eyebrows’ classifiers the configuration with the
highest error was E3 for all methods, while the configuration
with the lowest error was E1, for all methods. This may
happen because from the analysis of the survey results, E3
was the configuration with most ambiguity and E1 was the
configuration with less ambiguity.
In the mouth classifiers, M6 is one of the configurations
with the lowest accuracy, and it is often classified as M5.
This may happen because M6 was the configuration with
the most ambiguity from the survey results.
In the total face accuracy the DTL method has the best
performance as well.
TABLE 1: Comparison of methods
Eyebrows Accuracy %
Eyebrows Mean Error
Mouth Accuracy %
Mouth Mean Error
Total Face Accuracy %

4.4
4.4.1

Ad Hoc
55,66
0,571
47,17
0,636
23,58

DTL
67,92
0,492
78,30
0,435
52,83

SVM
66,04
0,503
71,70
0,437
45,28

Adapting Methods into Mimic System
Still Extraction and Generation

With the ad hoc method, the conditions written in Figure 8
and Figure 9 can be directly translated into if-then rules
in C++ language, used in the iCub to generate his facial
features according to the human’s features.
In Figure 10 and Figure 11, also in Appendix A, is shown
the flowchart of the if-then rules obtained from the Decision
Tree classifiers, for both the eyebrows and mouth features.
These conditions were used in the same way as the ad hoc
method.
The Support Vector Machines method is not as easily
translatable into if-then rules as the DTL method. Since the
DTL method showed better performance and the difference
between the results obtained for the SVM and the DTL
method was not significant, it was decided that in the C++
program for the iCub, only the DTL method will be used, as
the results would not be very different.
4.4.2

Real-Time Extraction and Generation

To make the extraction of the features in real time one of
the iCub cameras is used. The human’s face is recognized
and the position of the facial points is extracted every video
frame. The iCub’s features are not changed every video
frame, otherwise the face’s LEDs would be always blinking.
To avoid that, the mean value of each human’s features is
computed every time window. The mean values are then
sent as a command to the robot to change its facial features.
The time window used includes 20 frames and each window
overlaps with each other by 50%.
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5

U SER S TUDY AND E XPERIMENTAL R ESULTS

5.1

User Study

To compare the two methods implemented and evaluate the
performance of the mimic system a user study was conducted. The main goal of this study is to test the following
hypothesis:
1)

2)
3)

The robot is able to mimic human’s facial expressions using both methods, with at least an accuracy
percentage of 23%.
The DTL method shows a better performance than
the ad hoc method.
Using both methods, the robot’s emotion can be
understood through its facial expression.

The accuracy percentage chosen for the first hypothesis
is the accuracy obtained for the total configuration with the
ad hoc method in Chapter 4.3.4, which is the method with
the lowest accuracy.
5.1.1 Procedure
To test the three hypothesis the user study consists of three
parts. The goal of the first part is to collect data. The
participants are placed in front of the iCub and are asked
to make a facial expression to express a certain emotion.
Each participant is asked to make one facial expression for
each one of the seven basic emotions. Since two different
methods have to be tested, half of the participants are asked
to express Anger, Disgust and Fear using the ad hoc method
and Happiness, Neutral, Sadness and Surprise using the
DTL method. The other half are asked to express Anger,
Disgust and Fear using the DTL method and Happiness,
Neutral, Sadness and Surprise using the ad hoc method.
This way each emotion has the same number of results
for each method. In this experiment both the face of the
person and the robot are recorded. The second part of
the experiment tests the imitation. A different participant
is given seven photos from the first participant, each one
with a different emotion and seven photos from the faces
mimicked by the iCub in a random order. In this experiment,
the participant is asked to match each human’s face photo to
each iCub’s face photo. The third part of the experiment tests the emotion generation. A different participant is shown a
picture of the iCub’s face for each emotion expressed by
the first participant, and is asked to classify the robot’s
emotion on a scale from 0 to 5 for each one of the seven
basic emotions. Where 5 represents the highest intensity of
emotion and 0 the least.
In this study the independent variable is the emotion
expressed by the participants, since they were asked to
do it. The dependent variable is the matching between
the human’s and the robot’s facial expressions, which tests
the first and second hypothesis. For the third hypothesis
the dependent variable is the classification scale for each
emotion, asked in the last part of the experiment.
5.1.2 Participants
There was a total of 42 participants, 21 females and 21
males, from 20 to 65 years old. The participants were chosen
randomly. There were 14 participants for each part of the
experiment.

5.2

Results

The results were obtained from the questionnaires that
were made using images from the videos of the first part
of the experiment, of the participants doing several facial
expressions and the iCub mimicking them. There were 14
participants, each one expressing the seven basic emotions,
so there are a total of 98 pictures. From these 98 faces, 49
of them were tested using the ad hoc method and the other
49 using the automatic method. This gives 7 faces for each
emotion, for each method.
For the second part of the experiment, which evaluates
the imitation of the robot, there were 17 correctly matched
results obtained with the ad hoc method, so the accuracy
obtained is 34.7%. The emotion with the best results were
Anger, Fear and Happiness, which were correctly matched
4 out of 7 times. The emotion Neutral was never correctly
matched and it was confused with Anger, Fear, Sadness and
Surprise. For the DTL method there were 17 results correctly
matched as well, so the accuracy obtained is 34.7%, the same
as the ad hoc method. Anger was the emotion with the
most correct results, with 4 correct matches. Surprise and
Fear were the emotions with the least correct matches, with
only 1 correct match. Fear was confused more times with
Happiness and Surprise. Surprise was confused more times
with Happiness and Sadness.
When comparing the accuracy obtained with the expected accuracy obtained with the database, the accuracy for the
ad hoc method is higher than expected, while the accuracy
obtained for the DTL method is lower. This may happen
because the classifier was over fitted for the database, so it
does not generalize well for other data. From these results
it is possible to verify the first hypothesis purposed. The
accuracy obtained for the imitation was higher than 23%.
For the second hypothesis, although the performance of the
DTL method was not higher, it was the same as the ad hoc
method.
The third part of the experiment evaluates the emotions
expressed by the robot. For one face, each participant had to
choose a value for the intensity of each emotion. To analyze
the results, for the faces with the same emotion, the intensity
values on the scale chosen by the participants were added
to each other. There were 7 faces with the same emotion, so
the ideal result would be 35 points for the correct emotion
and 0 for all the others.
For the ad hoc method, Happiness was the emotion
with less ambiguity, with 30 points on the correct emotion.
Other emotions that were overall correctly identified were
Anger (24 points), Neutral (22 points), Sadness (15 points)
and Surprise (21 points). Disgust was mostly identified as
Sadness (24 points) or Anger (19 points), Fear was identified
as both Disgust and Sadness (20 points). For the second
method, Happiness was the emotion with less ambiguity
as well, with 28 points. Anger (19 points) and Sadness
(24 points) were overall correctly identified. Disgust was
identified as Sadness (16 points) once again, while Neutral
was identified as Sadness (29 points), Fear was identified as
Neutral (26 points) and Surprise as Neutral (17 points) as
well.
The third hypothesis can not be verified for all the
emotions. The Disgust and Fear emotions were not easily
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recognized in both methods, so these two emotions are the
most difficult ones for the robot to express. The emotion
that is most easily recognized is Happiness, which had
the lowest ambiguity in both methods. Disgust is easily
confused with Sadness since the position of the eyebrows
and mouth is similar, the differences are expressed by other
facial muscles such as the ones around the nose, which is impossible to change in the iCub, making it difficult to express
Disgust. The reason why Fear and Surprise are confused
with Neutral in the second method may be because the
eyebrows were in configuration E2 most of the time, and
not configuration E3 or E4 as would be expected.
Another reason for the low performance is because the
library used to extract the human’s features does not always
read the features in a correct way, which affects the robot’s
features generated.
When the participants were asked to express the emotions, many of them could not express the correct emotions,
or the intensity of their emotions was not very strong,
making all of their faces very similar to each other, regardless of the emotion. This affects the results, since all
the robot’s faces will be similar as well, the emotions are
not easily perceived by other persons. One of the reasons
why Happiness is the emotion with the best results may be
because it was the easiest emotion for the participants to
express, most probably because it was their true emotional
state at the time.

6
6.1

C ONCLUSIONS
Discussion

This thesis aimed to develop a mimic expression system for
the iCub. First, the decision of which human’s facial features
to use was based on the Ekman’s FACS, which describe the
facial muscles used to express each basic emotion. For the
generation, three different methods were developed to map
the human’s facial features into the robot’s facial features.
The first one was an ad hoc method developed by defining
rules to classify the human’s features into the robot’s configurations. The other two methods were automatic methods
using Decision Trees and Support Vector Machines to make
the classification. Since the two automatic methods showed
very similar performances it was decided to just test and
compare the ad hoc method with the Decision Trees method.
In the experiments the participants were asked to express
the basic emotions in front of the iCub, so that it would
mimic their facial expressions. The goal of the experiments
was to evaluate the performance of the system, by evaluating the accuracy of the imitation, and compare both
methods used. In the tests with the database, the ad hoc
method showed a performance of 23.58% of accuracy and
the Decision Tree method showed a performance of 52.83%
of accuracy. However, in the real-time experiments both
methods had a performance of 34.7% of accuracy. While
the ad hoc had a slight better performance than expected,
the DTL method had a worse performance than expected.
This may have happened because it was overly fitted to
the database used in the training phase. The other goal was
to evaluate if human’s could perceive the correct emotions
by the iCub’s facial expression. Most of the emotions were
correctly perceived, being Happiness the emotion with less

ambiguity in the recognition. But because of the limited configurations in the iCub’s face, not all of the basic emotions
are easily perceived, such as Disgust and Fear.
6.2

Future Work

As a future research, there are several ways to improve the
mimic expression system.
To make the system more robust, the features should not
be independent, so that when in doubt about the configuration of the eyebrows, its configuration would be chosen
based on the configuration of the mouth and vice versa,
obtained in Section 3.2.1. This way the most improbable
configurations would be avoided. Currently, only the static
facial features are being used, but using dynamic features,
like the velocity and acceleration of the facial features, could
improve the mimic of the iCub.
Instead of using only the mimic of facial expressions,
recognize and generate the global emotion, based on the
most probable configurations for each emotion and the
most probable emotions for each configuration obtained
in Section 3.2.1. The emotion recognition and generation
methods could also be used to make the robot react to the
human’s emotions instead of just mimicking.
Lastly, since the iCub’s face configurations are limited
and not enough to express all the basic emotions correctly,
one possible way to improve the emotional expression is
to add more stimuli, like hand gestures and sounds, along
with the facial features.

A PPENDIX
F LOWCHARTS

Fig. 8: Flowchart of eyebrows for the ad hoc method
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