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Abstract— Through millions of years of evolution, animals
have developed visual systems with very distinctively organized
retinas meeting their specific needs regarding the environment
surrounding, their feeding habits or any other external factor.
Following previous work, this thesis focus on using a deep
neural network to model a biological inspired architecture
known as sensorimotor network. This sensorimotor network
will combine both sensor and motor inputs acquired by an
agent interacting with the environment, aiming for image
prediction. A comparison between one image being viewed in
the camera and the predicted image can be a very important
step in detecting anomalies in moving robots such as unexpected
obstacles and it can also be extremely useful in tracking or
centering objects when chasing them. This comparison is done
using shallow and deep methods, analyzing and measuring the
performances in each as well as the speed of those predictions.
Ultimately, a robot equipped with such potential could originate
motor self-awareness, adapt to its environment and be a step
closer to independence.

I. INTRODUCTION
Robots and computers were created to help humans accomplish their tasks in the most diverse forms, from heavy
lifting, to precise cutting, to even laborious mathematical series calculation. Although robots excel in most of these tasks,
constantly outperforming humans, they still lack efficiency
when adapting to new environments or new situations with
unpredictability being a factor. In nature, many organisms
are able to execute a great variety of tasks according to
their physiological morphology and adaptation to the natural
environment. This is hugely connected to the fact that those
organisms have a nervous system (and, depending on the
organism, a brain) controlling and coordinating their actions
by transmitting signals between different parts of their body.
This coordination comes from neurons that act as a result of
a sensory feedback received.
A. Problem
To better interact with the surrounding environment, it
is proposed to predict future images from present moment
images and the movement commands of a robot. This relies
on adapting the visual system morphology so that this can
be done with the lowest error possible, given the limited
resources available. The ability of doing this prediction correctly, or, at least, with a small cost, would be an important
step and a big leap into the perception of the interaction
between the visual and motor parts of a robot.
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B. Motivation
Being able to react to the unexpected and act over that
would be a huge achievement and a crucial stride in giving
the robot a shade of intuition/consciousness. This could be a
very important step towards giving robots the autonomy to
detect anomalies in their movement or detecting and avoiding
unexpected obstacles. It can also be an important contribution
to improve situations of moving robots chasing and targeting
or tracking dynamic objects. This improvements may lead to
boost robotic motor self-awareness, being able to adapt its
movements to what it sees and pushing forward to be more
autonomous.
C. Objectives
The main objective of this thesis is to create a neural
system capable of predicting images to certain level of
accuracy, based on the previous images and the knowledge
of the motion executed. This neural system was thought
to be applied essentially in moving robots for effects of
stabilization of the camera, detecting unexpected perceptions
(e.g. moving objects, motor failure) or tracking a moving
object while also moving.
Another objective is related to the study of the latest
advances regarding deep neural networks, applying them
to push previous work to get better results. To test the
influence of the size of the network and the activation layers
chosen and how that translates to improvements in the image
prediction feature of the sensorimotor learning problem is
definitely something this thesis aim to. The present work
aims to collect and compare the results acquired from a set of
tests done with a range of different models of neural nets and
setups, to better understand which fits this image prediction
problem better.
II. RELATED WORK
This work uses concepts of Artificial Neural Networks
[1] and, more specifically, of Deep Neural Networks [2].
The first approaches were based on previous work done
with Sensorimotor Networks [3]. Also, a specific type of
Deep Neural Network, called Convolutional Neural Network
(CNN) was tested and applied for this problem. There were
also studied issues regarding the vanishing gradient problem
and the way the choice of the activation function affects it.

III. METHODS
A. Sensorimotor Prediction Architectures
Following the implementation designed in [4], a computational agent is presented as an example of an organism
equipped with a visual and motor systems, being capable
of understanding its environment by sensing a continuous
light field of intensities i, a vector which represents a two
dimensional sensory surface with Ns pixels. This agent is
also able to interact with the environment by activating a
motor primitive q on its action space. This motor input q
is represented by a vector of Nm elements where a single
non-zero entry represents the activated motor primitive. The
presented action space U contains all the nine different
possible combinations of horizontal and vertical translational
movements:
U = [(−x, +y), (−x, 0), (−x, −y), (0, +y), (0, 0), (0, −y), (+x, +y), (+x, 0), (+x, −y)]

(1)

where x and y are constants respectively representing the
horizontal and vertical translational movements.
For instance, if the movement is upwards, the action
selected would be [u = (0, +y)] and the movement vector q
would look like:

Fig. 2: Multilayer perceptron with one single layer where the
blue vectors are the known data (source:[4]).

Each sensor input I0 is concatenated with the movement
vector q, being used as input of the network predicting the
target image I1 . It is considered a set of k actions and the
optimization problem to solve can be written as,
(W1∗ , W2∗ ) = argmin
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The agents interaction with the environment is the combination of this movement vector with the sensor stimuli i0 and
i1 representing the current and the subsequent images. Figure
1 shows the agent experiences acquisition process and how
the visual stimuli relates to the action u and consequently
with the movement vector q.

Fig. 1: In the left image it is shown the full environment
image where the agent performs its exploration and in the
right image it is presented a portion of the environment where
the agent is placed to acquire the pre-action visual stimulus
i0 and, after being moved by action u, acquire the post-action
image i1 .(source:[4])
B. Multilayer Perceptron
For this approach it was used a variation of Multilayer
Perceptron (MLP) applied in [4]. The structure was changed
to fit more than one hidden layer. The sensory and motor
information are considered and processed together by ns
elements hidden layer emulating neurons where stimuli are
encoded.
The previous process can be represented by the Figure 2.

(4)

(5)

Both W1 and W2 represent the weight connections between layers. The W1 is a matrix of size (Nm + Ns +
1) x ns and W2 is a matrix of size (ns + 1) x Ns , each
including a bias term. The activation function f is f (x) = x
when linear and f (x) = tanh(x) when non-linear. The
hyperbolic tangent function was the activation function used
in [4], whereas in this thesis were tested different kinds of
activation functions. Matrix W1 forces the dimensionality
reduction emulating the existence of receptive fields and W2
for image prediction and reconstruction. The o corresponds
to the output of the hidden layer. In the neural network shown
in Figure 2, W1∗ and W2∗ correspond to the already trained
parameters and I10 to the image prediction.
In this thesis, the same basis was applied, this time
making an artificial neural network with a variable number
of hidden layers and activation functions. The hidden layers
were stacked one after the other following the model of the
multilayer perceptron shown before. The output of the hidden
layers would enter as inputs in the consecutive hidden layer.
The Figure 3 illustrates the described architecture.
There were used different activation functions to compare
the effect of each in the performance of the network. The
activation function of a node defines the output of that node
given an input or set of inputs. The change over of the
activation functions does not affect the overall structure and
functioning of the neural network but its outputs are different
depending on the chosen activation function.

Fig. 3: Example of a artificial neural network with 3 hidden layers with ReLU activation functions, being that each
hidden layer has nine neurons.

those features. This whole process is explained ahead in more
detail.
I0 enters the net in the form of a one dimension tensor of
size NS (225) - this number corresponds to the total number
of pixels per image received. It then suffers a reshape to a
15x15x1 tensor as shown in Figure 5.

C. Deep Feed-Forward Neural Network Model
Although this model is quite similar to the one designed
for Matlab, it was adapted to fit in with the TensorFlow
framework.
The input of this neural network is a one-dimensioned
tensor of size NS + Nm (306). This tensor contains the 225
sized vector corresponding to the I0 image and the 81 sized
vector corresponding to the q motion vector stacked together.
This tensor then connected to a set of hidden layers (tests
were made varying the number of hidden layers and neurons
in each hidden layer) disposed in sequence. All the values of
the weights and bias associated with this layers are altered
and adjusted through a back-propagation algorithm. Figure
4 illustrates this network architecture.

Fig. 5: Reshaping of the input tensor.
After that, a convolution is applied. In this case, the
convolution will have a filter size of 4x4 and a stride of 2,
defining the output of this convolution to have 8 different
channels. The size of the filter will not matter since the
padding is set to the default, to SAME.
So = d

Si
e
s

So = 8

(6)
(7)

Where So xSo represents the output shape, the Si xSi the
input shape and the s represents the strides.
This results in a three dimensional tensor of 8x8x8 as
shown in Figure 6.

Fig. 4: Example of a deep multilayer perceptron with 4
hidden layers. The inputs are the I0 and q vectors and the
output is I10 .
After this set of hidden layers there is an output layer
connected. The output of this output layer is going to be a
one-dimensioned tensor of size 225. This tensor is the image
prediction of the model and it will be used to be compared
with the actual I1 vector.

Fig. 6: Convolution applying a 4x4 filter with stride 2.
It continues with a 1x1 convolution being applied to
change the dimensionality from 8x8x8 to 8x8x1, being that
the channels dimension is now the average of the 8 features.

D. Convolutional Neural Network Model
Although it is called in Convolutional Neural Network
Model in this thesis, the presented architecture for this model
is quite different from the regular CNN model approach. The
model created is more similar to a class of CNNs called deep
convolutional generative adversarial networks (DCGANs)
[5]. Instead of narrowing down the input constantly until
deciding in which predefined category it better fits, this CNN
will take the two inputs separately, reduce them both to
features, stack them together and then recreate an image from

Fig. 7: 1x1 convolution.

This matrix is then flatten to a one dimension tensor of
size 64.
q enters the net in the form of a one dimension tensor of
size Nm (81). After passing trough a fully-connected layer,
the tensor is reshaped to a one dimension tensor of size 64,
represented in Figure 8, just like the one coming from the
I0 input.

to 32, with a stride of 2 and the padding defined as SAME,
meaning that the filter is allowed to go outside the input
tensor and the values outside it are padded with zeros. The
output tensor of this deconvolution is of shape 14x14x32.
So
e
s
So = 14

Si = d

(12)
(13)

Since, the tensor is not yet in the desired shape it is applied
one final deconvolution. This deconvolution will be with a
filter of size 2, the output features equal to 1 and a stride of
1, with padding set to VALID.
So − (2 − 1)
e
1
So = 15

14 = d
Fig. 8: q tensor going through a fully-connected layer.
Figure 9 illustrates the two 64 sized tensors that are then
stacked into a single one-dimensioned, 128 sized tensor. The
dimension is expanded to 1x128 and then expanded again to
1x1x128.

(14)
(15)

The Figure 10 illustrates the shape changes of the tensor
through out this process.

Fig. 10: The evolution of the shape of tensor through the
deconvolutions.

Fig. 9: Stacking the two one-dimension tensors together and
then expand its dimension
The objective now is to get the tensor to have the same
dimension as the output image in order to compare the
predicted tensor with the I1 tensor - a one dimension, 225
sized tensor. To do this, a series of deconvolutions (or transposed convolutions) will be applied. The first deconvolution
is applied with a filter of size Sf = 3, stride s = 1 and an
output number of features equal to 128. The resulting tensor
has the shape of 3x3x128.
Si = d

So − (Sf − 1)
e
s
So = 3

So − (Sf0 − 1)
e
s
So = 7

Fig. 11: Flattening of the tensor to be in the same shape of
I1
E. ADAM Optimizer

(8)

(10)

In both Deep Feed-Forward Neural Network and Convolutional Neural Network models, the ADAM optimizer was
used.
The Adaptive Moment Estimation (ADAM) [6] is a
stochastic gradient descent algorithm based on estimation of
the first and second order moments. This algorithm estimates
the gradient mean m (first order moment of the gradient
g) and the element-wise squared gradient ν (second order
moment of the gradient g), using the exponential moving
average and correcting its bias.

(11)

mt = β1 mt−1 + (1 − β1 )gt

(16)

νt = β2 νt−1 + (1 − β2 )gt2

(17)

(9)

Being Sf xSf the filter shape.
Another deconvolution is applied using a filter of size
Sf0 = 5 and the output number of features equal to 64,
resulting on a tensor with a shape of 7x7x64.
Si = d

Finally, there is a tensor with a shape of 15x15x1 that is
then flatten into a one dimensioned tensor of size 225, the
same shape that the I1 as shown in Figure 11.

This series of deconvolutions continues with a deconvolution with a 5 sized filter, an output number of features equal

The ADAM optimizer takes 3 hyper parameters into
consideration. These parameters are the learning rate η and
the decay rates of both first and second order moment (β1 and
β2 , respectively). The final weight update is approximately
bounded by the learning rate. The exponential moving average is biased towards zero when starting from zero, so it is
divided by a term based on the decay rate to get an unbiased
estimate.
mt
(18)
1 − β1t
νt
(19)
νbt =
1 − β2t
Then, these values are used to update the model’s parameters θ, applying the ADAM update rule:
m
bt =

η
m
bt
(20)
νbt + 
where  is a smoothing term that avoids division by zero
(usually on the order of 1e8 ).
θt+1 = θt − √

IV. E XPERIMENTAL S ETUP
A. Data Set
The data set used consists in 20,250 triplets. Each triplet
corresponds to a input image I0 of size 15x15, a corresponding motion vector q of size 81x1 and a following image I1
also of size 15x15. This data set is composed by real images
that were gathered using a drone. The vector q corresponds
to a set of actions composed of combined horizontal and
vertical pixel translations u = {4 : 1 : 4}{4 : 1 : 4}.
For the deep multilayer perceptron model, the data set was
divided between three groups: test set (8100 triplets), validation set (4050 triplets) and training set (8100 triplets). For
both deep feedforward and convolutional neural networks,
the data was only divided between test and training sets,
20% and 80% respectively.
B. Deep Multilayer Perceptrons
For the the first approach, it was used Matlab R2015a on
a computer equipped with a i5 Intel Core processor and 4
Gbs of RAM running on Windows10, using Matlabs Neural
Network Toolbox and all the results presented ahead for this
methodology were done under the same conditions.
In this deeper MLP methodology, the cost function used
to calculate the error is the root mean squared error (RMSE).
While performing the optimization, the RMSE between the
predicted image I 1 and the expected image I1 is computed
for the training set and for the validation set, separately,
r
RM SE =

1
Nm ×L×Ns

PNm PL PNs 
k=1

l=1

p=1

0

I1k(l,p) − I1k(l,p)

2

(21)

where L represents the number of samples per action, and
the validation set is used as a stopping criterion. When the
training error becomes almost constant and the validation
error starts to grow, the optimization stops. Then, the RMSE
is computed for each pixel of the used 15x15 square retina
for comparison with the expected prediction results, using
the training set and the test set for both experiments.

C. Feedforward and Convolutional Architectures
The other two methodologies were implemented similarly
and, although the overall setup was different in each case,
both methodologies used Tensorflow only running with the
CPU.
For the feedforward neural network model, all the results
were obtained using Tensorflow (0.10.0rc0) on a computer
equipped with a i5 Intel Core processor and 7.5 Gbs of RAM
running on Ubuntu 15.10.
For the convolutional neural network model, all the results
were obtained using Tensorflow (0.12.1) on a computer
equipped with a i5 Intel Core processor and 8 Gbs of RAM
running on macOS Sierra (version 10.12.3).
For both cases, all the code was programmed using
Sublime Text and Pycharm (Community Edition) text editors,
being the programming language used Python 3.5.
D. Tensorflow hyperparameters
Despite different models were used, some of the Tensorflow hyperparameters were kept constant during the results
gathering phase such as the learning rate and the batch size.
The learning rate defines how fast the weights will be
updated. If the weights are too big, the model might skip
the optimal solution and if it is too small, it might need
too many iterations to converge on the best result. The best
learning rate depends on the problem at hand, as well as on
the architecture of the model being optimized and even on the
state of the model in the current optimization process. There
is no defined formula to find the best learning rate other than
empirically. Through some early optimization experiments it
was determined that an adequate learning rate was 0.001.
The data was divided in batches of 10 triplets that will
be fed through the network at a time. This division is
important since it requires less memory. Typically, networks
trains faster with these mini-batches because it only updates
weights after each propagation.
E. Cost Functions
For both cases, the model was designed and tested with
two different cost functions.
• MSE
The first one used mean squared error (MSE). This
cost function was the most used since the results are
confined to a range from 0 to 1, giving a better sense
of interpretation, especially when compared to the other
method used. This method is quite similar to the RMSE
used in the Matlab approach - it is the root square of
that value- so it is easier to make a comparison between
the results of each method after. The MSE equation,
represented bellow, is the linear distance (difference)
per pixel between the predicted value and the expected
one.
M SE =
•

1
Nm ×L×Ns

PNm PL PNs 
k=1

l=1

p=1

0

I1k(l,p) − I1k(l,p)

Sigmoid Cross Entropy with Logits

2

(22)

The logit of a number p between 0 and 1 is given by
the formula:
logit(p) = log



p
1−p



= log (p) − log (1 − p) = −log



1
p


−1

(23)

When the function’s parameter represents a probability
p, the logit function gives the log-odds, or the logarithm
of the odds p/(1p). Using logits simply means that the
function operates on the unscaled output of earlier layers
and that the relative scale to understand the units is
linear. It means, in particular, that the sum of the inputs
may not equal 1, that the values are not probabilities like
what happened with the other cost functions used. The
sigmoid cross entropy with logits function computes the
cross entropy of the result after applying the sigmoid
function described earlier, being that the cross entropy
is a summary metric as it sums across the elements. The
cross entropy cost function c is then described by the
equation:
c = − n1

Pn
i

y (i) ln a(x(i) ) + (1 − y (i) ) ln(1 − a(x(i) )) (24)

where n is the total number of items of the training
data, x represents the input variables and y the desired
output. The variable a corresponds to the output of the
neuron (the sigmoid P
activation function), where a =
σ(z), being that z = j wj xj + b is the weighted sum
of the inputs (w corresponds to the set of weights and
b to the bias).
V. RESULTS
A. Deep Multilayer Perceptron
On this model, it was studied the effect of varying the
number of hidden layers, the number of neurons per hidden
layer, the kind of activation function and the kind of neural
network used.
There are three different types of neural network in Matlabs Neural Network Toolbox: the Fitnet, the Patternnet and
the Feedforwardnet. They exist for different uses as the Fitnet
is normally used for regression problems and the Patternet
used for recognition problems. The Feedforwardnet is quite
similar to the Fitnet, being the major difference that the latter
yields an additional output, a plot of the output instead of
the target fit. In [4], all the tests were performed using the
Fitnet type. Although the Fitnet is an obvious choice to this
kind of problems, in this thesis the model was tested with
all the three types of net under the exact same conditions in
order to better evaluate the influence of variating parameters
in each.
In every analysis, it was measured the mean squared error
(Cost) on the test set, the time and the number of iterations
until the error in the validation set became static.
B. Linear Activation Functions
For the first round of tests, the activation function used
was purelin (a linear function from Matlab also used in [4]),
all the hidden layers contain exactly 9 neurons.

1 Hidden Layer

2 Hidden Layer

3 Hidden Layer

4 Hidden Layer

10 Hidden Layer

Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations

Feedforwardnet
0.0734
03:58
901
0.0755
14:23
3180
0.1039
00:08
30
0.1039
00:11
39
0.1040
00:10
31

Fitnet
0.0734
08:24
1510
0.0748
10:10
2171
0.1039
00:07
28
0.1039
00:09
31
0.1038
00:12
31

Patternnet
0.0732
05:54
1160
0.2164
01:48
6
0.2121
00:17
10
0.2121
00:19
11
0.2121
00:30
16

TABLE I: Results using the activation function purelin.

As it is observable in table I, the best results were obtained
when using fewer hidden layers. The one hidden layer set
up was the best model with the lowest value for the error.
Although the set up with the two hidden layers got similar
results in terms of cost, it took much more time and iterations
to get to that value. That was more noticeable using the
Feedforwardnet as the time and the number of iterations
increased almost three times. As it was to expect, the Fitnet
and the Feedforwardnet got a better cost results than the
Patternnet, specially with more than one hidden layer.
Overall, with more than two hidden layers, the system
didnt improve. The error was higher and became constant
after very few iterations, what explains the low number of
iterations when compared with the previous set ups. In [4],
the RMSE cost obtained with one layer of 9 neurons was
0.1091 with the same linear activation function. In the same
conditions, the model used in this thesis showed much better
results when it had one or two hidden layers and slightly
better results when the number of layers increased.
C. Non-Linear Activation Functions
It was then tested the influence on the results of different
non-linear activation layers, still containing 9 neurons in
each hidden layer. Two variations of the sigmoid activation
function were used. First it was used a tansig, which is the
mathematical equivalent to the hyperbolic tangent also used
in [4].
In this case, although the lowest values of the error are
slightly higher than the lowest value of the error when using
a linear activation function, there is an overall improvement
as more hidden layers are added. There were some measurements made where the cost increases with the addition of
hidden layers but they are rare cases. Once again, as it was
predictable, the worst performance came from the Patternnet
as it stabilizes the error around 0.2121.
When compared with the results obtained in [4] (0.1166),
there is also notable a slight improve in cost, as even the
highest results for the error, when using both Fitnet or
Feedforwardnet, are lower than the ones obtained previously.
After that, it was used a losig, logarithmic-sigmoid transfer
function. And the results presented in III were compared.

1 Hidden Layer

2 Hidden Layer

3 Hidden Layer

4 Hidden Layer

10 Hidden Layer

Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations

Feedforwardnet
0.1038
00:19
29
0.0846
02:16
434
0.0836
02:42
531
0.1038
00:13
44
0.0834
01:13
211

Fitnet
0.0838
03:15
552
0.0833
01:49
411
0.1039
00:08
30
0.0837
01:40
343
0.0833
00:55
161

Patternnet
0.1039
00:10
30
0.2121
04:28
130
0.2121
01:42
51
0.2121
01:53
62
0.2121
02:39
83

TABLE II: Results using the activation function tansig.

1 Hidden Layer

2 Hidden Layer

3 Hidden Layer

4 Hidden Layer

10 Hidden Layer

Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations

Feedforwardnet
0.1896
00:05
12
0.0825
00:22
74
0.0809
01:19
235
0.0783
01:30
302
0.0831
00:36
93

Fitnet
0.1896
00:03
11
0.0839
00:19
64
0.0806
02:04
354
0.0836
01:05
188
0.0829
01:39
231

Patternnet
0.1896
00:03
11
0.2121
01:31
48
0.2121
04:35
131
0.2121
03:22
87
0.2121
01:19
37

Fig. 12: Error heat map of an horizontal translation, where
the darker blue/purple represents less error and the brighter
yellow represents more error. The error is calculated in each
pixel comparing the predicted result with the one from the
real subsequent image.

TABLE III: Results using the activation function logsig.

In table III it can be verified that for only one hidden layer,
the model gets bad results with an error of 0.1896 for all the
different types of net. By checking the time and the number
of iterations it took to train the net, it is possible to see that
the system could not improve the error from the beginning.
The result obtained is normal for a first approach although
it should be improving over time (what did not happen). As
the number of hidden layers was increasing, the error values
came down to satisfactory numbers, being that between the
losig and the tansig functions, the results are quite similar
for more than one layer.
The distribution of the error, as it is possible to observe
in figure 12, shows what was already expected: there is
significantly less error in the middle section of the image
when compared with the border. This is normal since, as the
image is translated, the borders are the regions that will have
new information when compared with the previous image.
In the case of this figure, it clearly shows an horizontal
translation as two parallel main darker blue regions are
observable.
Figure 13 shows the predicted images of a batch of 10
samples.
Visually, these results come very close to the ones obtained
in [4] using a neural network. Despite that, they are unsatisfactory as they are very poorly defined as the tones of the
image are similar but the shapes are indistinguishably. So,
despite the error being lower than the obtained in previous

Fig. 13: Top row contains the input image I0 , the middle
row contains the subsequent image I1 and the bottom row
presents the output with the predicted images I10 .

works, the image itself is not being convincingly displayed
as it is not very similar to the subsequent image at the naked
eye - although this data set is harder to evaluate since the
images look very abstract.
D. Rectified Linear Activation Function
The poslin activation function, also known as rectified
linear unit (ReLU), was used to gather the values for table
IV. Like referred before, this activation function is the most
used activation function in the latest models of deep neural
networks. Since it was also used in the other two developed
methods on this thesis, it was very important to gather and
analyze the influence of choosing this activation function.
The results obtained with the poslin function ended up
being very similar to the previous functions. Like with the
logsig function, there was a worse cost value for the one
hidden layer architecture. With more than one hidden layer,
the results came to normal values (normal in a sense of being

1 Hidden Layer

2 Hidden Layer

3 Hidden Layer

4 Hidden Layer

10 Hidden Layer

Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations

Feedforwardnet
0.1896
00:02
7
0.0778
02:19
450
0.1038
00:12
36
0.1039
00:09
33
0.1039
00:14
34

Fitnet
0.1896
00:02
8
0.1038
00:08
28
0.1039
00:09
31
0.1039
00:11
35
0.0832
00:50
118

Patternnet
0.1896
00:03
10
0.2159
00:17
8
0.2121
00:23
12
0.2121
01:38
50
0.2121
01:12
34

TABLE IV: Results using the activation function poslin.

of the same order of magnitude), being very slightly worse
than the ones registered with the non-linear function logsig.

to the previous experiment where the system would stop
iterating after stabilizing the error, in this case the number
of epochs in which the system will be trained is previously
determined. Since it doesnt exist an ideal rule to define the
number of hidden layers, the number of neurons and the
distribution of those neurons in each hidden layer and it
would be impossible to test all of the possible combinations,
the different architectures were chosen based on the previous
characterization used with the Deep Multilayer Perceptron.
Tests were conducted alternating the number of training
iterations to 100, 200, 300 and 400 epochs. Like in the
previous, the influence of the depth of the network was also
measured as it varied from one hidden layer to two, three,
four and ten hidden layers. Although the error values were
obtained with a MSE cost function, the presented results are
presented in the form of the RMSE to better compare with
the previously obtained results.

E. Extending the number of neurons in each hidden layer
In this case, it was studied the effect of the extension of the
number of neurons per hidden layer. Instead of the previous
composition of 9 neurons per hidden layer, the model was
tested with 225 neurons in each hidden layer. This number
was chosen because of the fact that each image has exactly
225 pixels, being that this setup was aimed to interpret if a
system with the exact same number of neurons per layer as
the pixels of the output image would have better results than
the ones with fewer neurons tested before. Table V shows
the results that were obtained.

1 Hidden Layer

2 Hidden Layer

3 Hidden Layer

4 Hidden Layer

10 Hidden Layer

Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations
Cost
Time
Iterations

Feedforwardnet
0.1896
00:18
8
0.1038
02:13
52
0.1039
02:01
38
0.1038
06:50
73
0.1038
16:17
81

Fitnet
0.1896
00:16
7
0.1038
01:48
47
0.1039
02:12
37
0.1039
03:56
71
0.1040
07:49
53

Patternnet
0.1896
00:14
6
0.2170
00:08
2
0.2131
01:30
18
0.2131
00:11
2
0.2155
00:20
2

TABLE V: Results using the activation function poslin.
The results were not better, being that for the same order
of magnitude for the cost, although slightly worse, the net
took much more time to train - which was expected due to
the significant increase in the number of neurons. One can
conclude that this architecture is not better than the ones
previously tested.
F. Deep Feedforward Neural Network
In this section the measurements were slightly different.
It was studied the impact on the cost, varying the number
of hidden layers, the number of neurons per each hidden
layer and the number of training epochs (iterations). Contrary

1 Hidden Layer
2 Hidden Layers
3 Hidden Layers
4 Hidden Layers
10 Hidden Layers

100
0.102372
0.107116
0.098835
0.101960
0.107373

Number of Epochs
200
300
0.100105 0.100110
0.100090 0.101922
0.098819 0.099947
0.098877 0.100150
0.107157 0.107239

400
0.099154
0.101923
0.099062
0.099273
0.107346

TABLE VI: Evolution of the cost as the number of hidden
layers and training epochs is varying, with all the hidden
layers having 9 neurons.

In Table VI, one can observe that the best results were
obtained for the architectures with 3 and 4 hidden layers.
The variance of the number of epochs in the defined range
of 100 to 400 seemed to cause a low to non-existent effect
on the error obtained as it does not appear to be a direct
relation between the number of epochs with the evolution of
the value of the cost. The worse results appeared with the
introduction of 10 hidden layers what may be symptomatic of
the cumulative randomness. Being that the data is initialized
randomly, if there is not enough data to train the effects
of this randomness out, it will have negative effects on the
training, increasing the error.
Although the introduction of the Adam optimizer, which
should have had a positive impact on the training, the
results end up being worse than the ones obtained previously
for any combination of hidden layers with epochs. Despite
the numerical results for this model being the worst, the
improvements are visually evident when compared with the
Deep Multilayer Perceptron approach. Figures 14, 15, 16
and 17 show the visual evolution of the prediction over the
number of hidden layers

Fig. 14: 1HL and 200Fig. 15: 3HL and 200
epochs
epochs

Fig. 20: 1HL and 200Fig. 21: 3HL and 200
epochs
epochs

Fig. 16: 4HL and 200 Fig. 17: 10HL and 200
epochs
epochs

Fig. 22: 4HL and 200 Fig. 23: 10HL and 200
epochs
epochs

when compared with the original input and output image
shown above in Figures 18 and 19, respectively.

Although quite similar to the images acquired with the net
with 9 neurons per each hidden layer, this net produced the
most visually close prediction images of all the tests with
this method (specially Figure 20 and Figure 22).

Fig. 18: Original inputFig. 19: Original output
image I0
image I1

Like what was done before, it was tested the influence
of increasing the number of neurons per each hidden layer.
Once again, the number of neurons chosen was 225 which
is the same amount of pixels on the output image. Table
VII shows the evolution of the error cost as the number of
iterations and hidden layers increases.

1 Hidden Layer
2 Hidden Layers
3 Hidden Layers
4 Hidden Layers
10 Hidden Layers

100
0.09851
0.098433
0.101290
0.101290
0.099697

Number of Epochs
200
300
0.098471 0.098934
0.100119 0.101021
0.101083 0.102191
0.103539 0.100309
0.101283 0.102417

400
0.098011
0.101485
0.103976
0.103210
0.102369

TABLE VII: Evolution of the cost as the number of hidden
layers and training epochs is varying, being that this time all
the hidden layers have 225 neurons.

With 225 neurons, the results were better than the previous
set up with 9 neurons when the net had only one hidden
layer. As the number of hidden layers increased, the results
got worse with the values of the error also increasing. Once
again, the variation of the number of epochs in the tested
range seemed to not be directly related with the performance
of the net.
For the same input and output images as before (Figures
18 and 19), bellow there are presented some of the visual
results.

G. Convolutional Neural Network
For this architecture, it were tested four different types
of activation layer for 2, 5, 10, 25, 50 and 100 epochs.
The chosen activation layers were the ReLU, the ELU, the
Sigmoid and the Tanh. Despite the fact that would be better
to compare the same number of epochs used on the previous
method, the training of this net showed signs of overfitting
quite early on the tests, being the error very high from 100
to more epochs. This range of epochs allowed to see with
a better scope what is this method capable of. Table VIII
shows that the best results were obtained for the interval
between 5 and 10 iterations. Once again, although the results
were gathered using MSE as the cost function, the presented
results are in the form of RMSE to better compare with the
results obtained with the previous methods.

ReLU
ELU
Sigmoid
Tanh

2
0.098014
0.097346
0.106504
0.097530

5
0.097692
0.097490
0.098576
0.097587

Number of Epochs
10
25
0.097990 0.106261
0.097808 0.109916
0.097890 0.099845
0.099373 0.112102

50
0.117154
0.118983
0.110373
0.119629

100
0.120948
0.121872
0.118660
0.118963

TABLE VIII: Evolution of the test cost for four different
activation functions (ReLU, ELU, Sigmoid and Tanh) as the
number of epochs increases.

With this method it was possible to obtain better results
than with FeedForward Network tested before. Visually, the
best predictions look as good as the ones acquired before.
Like the value of the error, the best looking predictions were
generated with lower numbers of epochs. Figures 24, 25, 26
and 27 show one example of a prediction with each of the
activation functions.

Fig. 24: ReLU with 5Fig. 25: ELU with 5
epochs
epochs

were obtained when using 1 and 4 hidden layers. This visual
improvement is difficult to quantify in a sense that there is
no value attached.
When compared with the results from [4], this thesis got an
improvement of around 20% for the test cost values relatively
to best result obtained in that previous work, going the top
results from values of the error of around 0.093 to 0.074.
VI. C ONCLUSIONS

Fig. 26: Sigmoid with 5 Fig. 27: Tanh with 5
epochs
epochs
These predictions correspond to the same original input
and output (Figures 18 and 19) that were tested with the
FeedForward Network method.
The cost function was then changed to sigmoid cross entropy with logits. For the architecture with this cost function,
it is impossible to compare the error values with the ones
obtained before because it is on a completely different scale
so the comparison will be mostly visual. This cost function
was applied to each one of the different transfer functions
in study and the results are shown in Figures 28, 29, 30 and
31.

Fig. 28: ReLU - TestFig. 29: ELU - Test Cost:
Cost: 556618.0
556569.0

There were developed three distinct architectures, tested
under different setups. With satisfying results, this thesis
elaborates on different approaches to this image prediction
problem, having them compared and analyzed.
It is difficult to discern if the choices for the architectures
were wisely done. There is an infinite number of combinations between number of hidden layers, number of neurons
per hidden layer, types of activation functions in each layer,
types of cost functions, learning rates, sizes of the minibatches, types of optimizers, number of epochs/iterations,
etc. In this thesis, despite lots of different combinations
tested there is not a certainty if there were not better set
ups that would improve the results using the exact same
methodology. It was tried to follow some of the procedures
chosen and done in [4], namely the number of neurons and
some of the activation functions used. Regarding that, this
thesis showed relevant improvements in terms of test cost
values of around 20% (form the best result being 0.093 to
now 0.074). Visually, there were also improvements (this
ones not quantifiable) as the predicting images got visually
closer to the expected output.
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Fig. 30: Sigmoid - Test Fig. 31: Tanh - Test Cost:
Cost: 556796.0
556628.0
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