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therapeutic capabilities. These capabilities have the potential
to facilitate people with disabilities to live independently, to
enhance their quality of life and to improve their overall health.
Therefore, it is of the utmost importance to develop a system
that takes into account those types of users: not only the ones
with some sort of physical handicaps, but also the elderly that
usually aren’t tech savvy and have difficulties to interact with
new technologies.
The environments where the SAR should fit in have specific
characteristics and, because of that, they also represent a
motivation to the present work. For Vizzy to not become a
setback but a valuable asset for any of those places, defining
a task planner will be important so the robot can autonomously
engage with people or approach others with scheduled exercises, making them fulfill their physiotherapy programs and
ultimately saving time to staff members on health facilities.
Based on the previous considerations, the following goals
were set:
1) To analyze the state of the art of SARs and public
approaches;
2) To develop a task planner in the form of a state machine;
3) To provide Vizzy with capabilities of performing different signs of body language;
4) To combine the gathered knowledge and build a flexible
system that could be applicable to real world scenarios;
5) To evaluate the performance obtained.
The main contribution of this work is a software package
(available to the public domain 2 ) that implements a state
machine to model the robot behavior as it detects human
interaction. Vizzy produces different signs of body language
according to different detected gestures.
It was also defined a set of general scenarios and their
requirements to guide this work and future work.

Abstract—This document starts by covering the current state
of the art of Socially Assistive Robots (SARs) and Human-Robot
Interaction (HRI) in public domains. A SAR named Vizzy is
being developed at Institute for Systems and Robotics in Lisbon
and already has a set of skills that enables it to monitor several
physical exercises. What lacks the robot is a group of HRI
strategies to insert Vizzy in real world environments. The study
about past literature led to what may be the operation design
of the SAR in three distinct scenarios: clinics, retirement homes
and disabled people’s houses. Lastly, an initial behavior workflow
was implemented which should be base for future work.
Index Terms—Socially assistive robot, Human-robot interaction, Robot coach, Physical therapy

I. I NTRODUCTION
A SAR by the name of Vizzy [1] has been in development
at the Institute for Systems and Robotics (ISR) in Lisbon.
A SAR is a system that implements hands-off interaction
strategies, including the use of speech, facial expressions
and communicative gestures, to provide assistance in social
contexts, for instance, in health care facilities. This is a subject
of high economical and social relevance because population
ageing is a global phenomenon and, according to the United
States Census Bureau, the number of people over the age of
65 will increase threefold by the year of 2050. As the nursing shortage is already becoming an issue, socially assistive
robotics technology could be an alternative to provide physical
exercise therapy, social interaction and companionship.
Vizzy is a humanoid SAR being used in the Augmented
Human Assistance project 1 for the purpose of exercise promotion and monitoring. This project is an ambitious scientific
and technological endeavor that targets the aid of people with
special needs (elderly, obese or patients with motor deficits).
Built on top of a Segway motor, the robot has a 3D sensor
and a couple of omnidirectional cameras to detect, track and
monitor the movements of people. While people exercise,
this robotic personal coach tracks their motion (skeleton),
discovers which exercise a person is engaged in, if he/she is
doing it well, and assesses performance improvements along
the time.
There is an interest in bringing together interactions strategies to engage Vizzy into real world environments, namely
retirement homes, clinics and disabled people’s houses. Efficient interaction strategies, along side with the features already
described, will equip Vizzy with motivational, social and
1 Augmented

II. S TATE OF THE A RT
A. Socially Assistive Robots
Socially assistive robotics is a recent field of studies that
aims at developing systems capable of assisting users through
social rather than physical interactions. The robot’s physical
embodiment is what makes SARs effective, since humans have
a tendency to interact with lifelike social behavior. People
usually attribute intention, personality and emotion to robots
and this field of studies takes advantage of it, using non-contact
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social interaction such as speech, gesture, encouragement,
movement demonstration and imitation to develop robots capable of monitoring, motivating, and sustaining user activities
and improving human learning, training, performance and
health outcomes.
HRI for SARs is a growing multifaceted research area at
the intersection of engineering, health sciences and social
sciences. More specifically for the elderly, the literature isn’t
very extensive and includes work that focus on providing
assistance for functional needs, such as mobility aids and
navigational guides. Dubowsky et al. developed a robotic
walker designed to provide physical support at the same time
that functions as a guide and monitors basic vital signs [2].
Montemerlo et al. designed and pilot tested a robot that escorts
elderly in an assisted living facility, reminds them of scheduled
appointments and provides informations like weather forecasts
[3].
To achieve findings in the use of robots to help address the
social and emotional needs of the elderly, researchers observed
HRI between social actors in a nursing home (staff, residents
and visitors) and the SAR Paro. Paro is a fluffy robot shaped
like a baby seal that reacts to touch, sound, and changes in
position (e.g. hugging). It has physical movement (e.g., tail
wagging) and vocalizations simulating a baby seal.
The environment of the work greatly influenced the observations made. The majority of the residents on site were elderly
people suffering from dementia or other kind of cognitive
disabilities, for whom the robot was designed. Chang and
Šabanović suggested four key social factors that influence
the results obtained: gender, mediation by staff or family,
individual interpretations of Paro, and the feedback effects of
observing others interacting with the robot [4].
Once Paro was designed to evoke associations in the human’s mind, several researchers agreed that it is not necessary
for a SAR to have all the functions, because the interaction can
enlarge the number of functions [4, 5]. Some of those functions
include being a stimulator of social interaction and improving
the moods of the elderly. This means that design criteria can
increase the spectrum of successful interactions and allow interaction to expand the robot’s functions. Chang and Šabanović
also suggested designing robots with the assumption that they
will need to be supported by humans to some degree, because
the rate of successfully interactions with Paro rose abruptly
when they were mediated by a staff member or a relative of
the older adult [4]. Staff and older adults are often studied as
only users of technology, but these actors play an important
part in constructing the social perception and functionality of
the robot.
Moreno et al. designed the robot to which the work in this
document is intended to complement [1] (Figure 1). Based
on an organic approach and friendly postures, their work
produced an upper body humanoid with range of motions
very similar to the human ranges, including two complete
upper limbs and degrees of freedom to move head and eyes.
The lower body covers the Segway mobile base that allows
it to navigate both indoors and outdoors. The skills of the

robot when the last scientific paper was published included:
(i) indoor navigation using laser, (ii) reaching and grasping
simple shape objects, and (iii) pedestrian detection for HRI.
Right now it is also known that Vizzy is capable of monitor
some exercises and assess users’ performances simultaneously.
It is believed that the robot didn’t reach its full potential yet
and that all these skills could be combined to assemble a more
complete system to use in environments like clinics, retirement
homes and disabled people’s houses.

Fig. 1. Vizzy compared to a person with 1.75 m tall.

B. Estimation of Intentions and Approaching Behaviors
Recognition of intentions is a subconscious cognitive process vital to human communication [6]. This skill enables
people to anticipate others’ behaviors, increasing the quality of
interactions. During the process of engagement, the intention
of starting an interaction is often communicated by non-verbal
signals. There are several studies that address methods to
detect these signals in order to allow a robot to know when
it is about to be approached and what the behavior it should
take according to it.
Kato et al. proposed modeling the human behavior of the
service staff at a mall, particularly the people that are there to
give information and assist visitors [7]. Such model could be
used on robots to perform similar tasks in substitution of the
service staff. The authors observed that the service staff didn’t
approach visitors in a simply proactive way, i. e., reaching as
many people as they can, neither in a passive way by standing
quiet until someone initiates interaction with them. Instead,
the people in this kind of roles estimate visitors intentions
and offer help only to people who would need it. Concretely,
to a visitor who looks around and seems to need something,
a service staff member shows his availability by orienting his
body and gaze toward the visitor. Once the visitor notices him
and starts walking in his direction, the service staff member
also starts walking to reach the visitor and initiate interaction.
This kind of approach was considered to be more polite and
effective than the simply proactive or the passive approach.
Based on the observations, visitors’ observable intentions
were categorized into three distinctive categories: Intention to
interact, Other distinctive intention (apparently not needing
help) and Uncertain. For these three types of intentions, a
state transition model was made to simulate the staff members behavior, with the next three states: Proactively-waiting,
Collaboratively-initiating and Free. If the visitor’s intention
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is classified as Uncertain, the robot would be Proactivelywaiting, showing its availability; if the visitor is with Intention
to interact, the robot turns to Collaboratively-initiating and
approaches the approaching visitor till their distance is within
conversational range (2 meters for open spaces and less for
smaller rooms); if there are no visitors in sight or they have
an Other distinctive intention, the robot can be Free. The state
transition model is illustrated in Figure 2. The intentions of the
visitors were classified using a Support Vector Machine (SVM)
with data from pedestrians’ trajectories around the robot. SVM
is a machine learning model that provides good classification
performance with simple and efficient training.

C. Metrics
Most of the past literature presented evaluations about
robotics in the end of the development process. In a way
common to all, the authors designed a system and then
presented it to its target audience to carry out experiments
and evaluate its performance. In particular, the majority of the
projects that evaluated user acceptance of robotic solutions in
home environments consisted of wheel based mobile platforms
with a touch screen that functions as user interface.
Positive evaluations have been reported by a number of
authors with short-term [16] and long term trials [17], with results gathered through semi-structured interviews. Pineau et al.
were among the first to evaluate the acceptance of autonomous
SARs by older adults. They used post-experimental debriefings
for the evaluation [18]. Schroeter et al. put their test subjects
living for two days with the developed robot and gathered data
from observations and daily interviews [19].
Another method that had been used to evaluate the relationship between a SAR like Vizzy, with exercise and therapy
purposes, is the Working Alliance Inventory [20]. This is
a questionnaire that follows the development of trust and
believing in common goals between a therapist and a patient.
Kidd and Breazeal used it to confirm that a group of study
were engaged significantly more with their coach using the
robot produced than the ones that only had a paper log to
track their exercise [21].

Fig. 2. State transition model for the behavior of a service staff member at
a mall.

Classically, spatial information like changes in the human
velocity and distance are used to detect the engagement [8].
But there are other features that can be extracted from people.
For example, Hüttenrauch and Severinson Eklundh used the
fact that busy people are less likely to initiate interaction with
a robot [9]. Taking advantage of a 3D sensor like Kinect,
microphone and omnidirectional cameras, more features could
be used to improve the intention estimator, such as hand
gestures and voice commands, or even facial expressions.
About gestures, Dias et al. drew attention to the fact that
methods to be implemented on public environments should
be self-explanatory [10], which means that if a person will
call Vizzy by gestures, the robot should be aware of the most
natural ones.
After the intention is detected, the SAR travels to the
subject. Dautenhahn et al. studied the best direction from
which a robot should approach [11]. Shi et al. developed a
strategy to adjust the robot’s location to start the interation
with appropriate physical distance [12]. Personal space was
also considered for the approach behavior in the work done by
Kessler et al. [13]. All these works are relevant because there
are socially acceptable manners of approaching a person and
certain positions to keep during a dialog that are considered
to be polite. Vizzy will need to be aware of them when
autonomously interacting with people.
Regarding the dialog, not many literature was analyzed.
Clair and Matarić stated that for communicating the same
idea, several different phrases should be prepared, otherwise
the robot would turn repetitive and people will percept it as
dumb [14]. Fasola and Matarić also did an important work
in studying motivation to established adherence to a therapy
regimen [15].

III. D EFINING S CENARIOS
Given the previous research, it began to become clear the
specifications needed to introduce Vizzy in a retirement home,
in a clinic and in a disabled person’s house. Three flowcharts
were conceived to illustrate the proposed robot behavior in
each one of these environments. After dissecting the three
sets, the proposed modules to be developed are presented. It is
noteworthy that these proposals will focus on the functioning
of the SAR until the point where it starts to suggest exercises
to a user. From that point and including it, the features are
already implemented on Vizzy.
A. Clinic Scenario
Starting by the simplest scenario, the flowchart for the
behavior on a clinic can be observed in Figure 3. This type
of environment represents a place where the patients are
considered not to be there full time and where there is always
a staff member to initiate the exercises. This means that the
patients come and go and the staff member plays the role of
mediator. Thus, Vizzy only needs to be waiting for interaction,
detect the patient to retrieve the data concerning his/her needs
and start an exercise program. It is expected that this set runs
pretty well since the rate of successful interactions with a robot
greatly increases when they are mediated by another human
[4].
B. Disabled Person’s House Scenario
It is possible to see in Figure 4 the proposed flowchart
for the SAR behavior in a disabled person’s house. In this
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Fig. 3. Flowchart for a clinic, where a therapist mediate the interaction.

Fig. 4. Flowchart for a disabled person’s house.

scenario, the robot is aware of a schedule with exercises and,
when the time comes, it autonomously goes to the patient
and engages with him to do the scheduled exercise. Of course
that this type of operation can not only be used in homes but
also extended to health facilities, where the SAR would take
care of multiple schedules. Compared to the previous set, this
situation is more challenging because Vizzy needs to look for
the patient on site and, upon finding him, needs to establish a
dialog - always working autonomously.

D. Modules to develop
1) Proactively-searching and Engagement Detection: This
module is intended to be used in the retirement home scenario
where there is the need of finding users interested in engaging.
To accomplish the task of detecting intentions and approach a
subject, it is proposed a minimum viable product (MVP) based
on a ”taxi” model. A MVP is a product with the minimum
amount of features needed to solve a problem and test the
solution. In this case it acquires the form of a module. The
robot would be moving around at the site and only engage
with people when it senses simple callings by gestures or
by its name. Further on, a more complex system should
be developed, based on gaze, trajectories and even facial
expressions, as seen in previous literature.
2) User Detection: Since all patients have different needs,
it is required to access a data base of information related to
each patient. A user detection module should be implemented
in all three given scenarios. The detection is proposed to be
made via face or voice recognition, and standard manual log-

C. Retirement Home Scenario
At last, perhaps the most tricky environment. It is proposed
that the robot autonomously search for people willing to
interact with it and exercise in a retirement home (Figure 5).
For that task, the SAR needs to be polite and non intrusive,
which can be hard to achieve because, in a closed place like
a retirement home, Vizzy could bump into the same person
several times a day and become annoying very fast.
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B. Software
Vizzy is currently running the Ubuntu Linux distribution.
The robot capabilities are implemented using two different
middlewares: Yet Another Robot Platform (YARP) and Robot
Operating System (ROS). YARP modules are responsible
for the features in the upper body while ROS modules are
responsible for the features in the base. Besides this division,
it is possible to access a module’s middleware functionality
from the other middleware using ROS-YARP bridges. This
means that, with the already developed bridges for the Vizzy
upper body, it is possible to control any movement of the SAR
from a ROS node. Vizzy’s repository 3 provides all the tools
needed to interact with the real world robot.
The Kinect 2 is connected to a side computer running
Windows 10. That machine contains a program that integrates
with the camera and performs gesture detection in real time.
The identified gestures are then published in a MongoDB
Database (DB) set up in the same machine.
1) Simulation Environment: Simulation was a critical step
on the development of the implementation work. It was
performed using Gazebo and the models provided in Vizzy’s
repository. The Segway RMP 50 model in Gazebo was adapted
for Vizzy and, for the upper-body simulation, it was used code
that allows to run fake control boards using ROS controllers
and a Gazebo plugin that simulates the actual control boards.
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Fig. 5. Flowchart for a retirement home.

in for any other occasion, that would be done by the actual
user or a mediator.
3) Greetings: Upon approaching a user and retrieved
his/her data, it is proposed to design a ”Greetings” module
to initiate the interaction. In this module should be included
spatial awareness of the surroundings of Vizzy, with the purpose of creating and maintaining a socially accepted distance
and gaze direction between itself and the user, like referred in
past literature.
The module should include a very simple interaction for
the clinic scenario. An example of interaction for this case
would be something like ”Hello John! Let’s get started.”.
For the retirement home it should be a little more complex:
when Vizzy detects a person classified as willing to interact,
it should establish a dialog to make sure the classification
was correct and then proceed to the exercise program if so.
For the disabled person’s house set, the interaction constitutes
a more sensitive case. The SAR should build a dialog that
increases the motivation of the user to do the exercise if he

3 Vizzy’s
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V. A RCHITECTURE
# ! / usr / bin / env python
import r o s p y
from s t d m s g s . msg import S t r i n g
from pymongo import M o n g o C l i e n t
from pymongo import C u r s o r T y p e
import t i m e

ROS is an open-source, meta-operating system for robots. It
provides the services expected from an operating system, including hardware abstraction, low-level device control, implementation of commonly-used functionality, message-passing
between processes, and package management. It also provides
tools and libraries for obtaining, building, writing, and running code across multiple computers. Running sets of ROSbased processes are represented in a graph architecture where
processing takes place in nodes that may receive, post and
multiplex sensor, control, state, planning, actuator and other
messages. On the other hand, these messages are published
on - and read from - topics.

def t a l k e r ( ) :
c l i e n t = MongoClient (
’ mongodb : / / 1 9 2 . 1 6 8 . 1 0 . 4 : 2 7 0 1 7 / ’
)
db = c l i e n t .AHA
c o l l = db . G e s t u r e B u i l d E v e n t s
cursor = coll . find (
c u r s o r t y p e = C u r s o r T y p e . TAILABLE AWAIT
)

A. Read Data

pub = r o s p y . P u b l i s h e r (
’ chat ’ ,
String ,
q u e u e s i z e =100
)
r o s p y . i n i t n o d e ( ’ t a l k e r ’ , anonymous= T r u e )

The package produced by this work was entitled to run
on the main Vizzy machine using ROS. The first step before
starting to implement a more complex workflow was to get
the information about the gestures being detected. As stated in
Section IV, this information is being published in a MongoDB
database set up on an external machine. More precisely, each
event that represents a detected gesture is published on a
capped collection. Capped collections are fixed-size collections that support high-throughput operations that insert and
retrieve documents based on insertion order. Once a collection
fills its allocated space, it makes room for new documents by
overwriting the oldest documents in the collection.
A node was designed to pick the information from the DB
and to publish it on a topic. To pick the information, a tailable
cursor was implemented. A tailable cursor is a structure that
retrieves all documents in a collection but remains open after
the client exhausts the results in the initial cursor. Then, it will
retrieve any new documents added to the capped collection.
With this, the information about the gestures being detected
is accessed in real time.
The following script (Listing 1) is the Python code for the
aforementioned node. Firstly, the connection to the MongoDB
database is established, together with identification of the
desired collection. Then, the tailable cursor is created, the
node is defined as a publisher to a topic called ”chat” and
initiated. While the cursor is alive, every document that has
a value on the variable ”confidence” higher than 0.18 will
have its ”gesture” value published on the topic ”chat”. It is
noteworthy that each document has a variable ”confidence”,
which contains a value for the confidence of the detected
gesture, and a variable ”gesture”, which contains a string with
the name of the detected gesture. The value 0.18 was the value
in which it was found that the gesture was detected with the
best accuracy without spoiling the interaction dynamics. The
available gestures were: Phone call, Go out, Pay attention,
Have a question, Confident 1 and Stop.

while c u r s o r . a l i v e :
try :
doc = c u r s o r . n e x t ( )
i f doc [ ” c o n f i d e n c e ” ] > 0 . 1 8 :
pub . p u b l i s h ( doc [ ” g e s t u r e ” ] )
except S t o p I t e r a t i o n :
time . sleep (1)
if

name
== ’ main ’ :
try :
talker ()
except rospy . ROSInterruptException :
pass
Listing 1. ”connect node.py”.

B. SMACH
To model the robot’s behavior, it was used a library for ROS
called SMACH. SMACH (which stands for ”State Machine”)
is a task-level architecture for rapidly creating complex robot
behavior. At its core, SMACH is a ROS-independent Python
library to build hierarchical state machines. It takes advantage
of very old concepts in order to quickly create robust robot
behavior with maintainable and modular code.
”State” can mean different things in different contexts. In
SMACH, a ”state” is a local state of execution or, equivalently,
it corresponds to the system performing some task. This
is different from formal state machines, where each state
describes not what the system is doing but rather describes
a given configuration of the system. This detail allows the
developer to focus on what the system is executing and the
results from the execution.
The state machine built, illustrated in Figure 6, consists
of an initial state ”SETUP” and seven other states. The
state ”BASE” is the state where Vizzy spends the most
time in, waiting for orders. As soon as one of the six
detected gestures is fetched, six virtual sensors - ”SENSOR1”,
”SENSOR2”, SENSOR3”, ”SENSOR4”, ”SENSOR YES”
and ”SENSOR NO” - make the robot transit to one of
the states ”GOAL 1”, GOAL 2”, ”GOAL 3”, ”GOAL 4”,
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GOAL YES” or ”GOAL NO”. Each of these ”GOAL” states
corresponds to a message being sent to the robot actuators.
After the message is sent, the machine returns to the state
”BASE”.

d e f m o n i t o r c b 1 ( ud , msg ) :
i f msg . d a t a == ’ P h o n e c a l l ’ :
return False
else :
return True
d e f m o n i t o r c b 2 ( ud , msg ) :
i f msg . d a t a == ’ Go out ’ :
return False
else :
return True
d e f m o n i t o r c b 3 ( ud , msg ) :
i f msg . d a t a == ’ P a y a t t e n t i o n ’ :
return False
else :
return True
d e f m o n i t o r c b 4 ( ud , msg ) :
i f msg . d a t a == ’ H a v e a q u e s t i o n ’ :
return False
else :
return True
d e f m o n i t o r c b y e s ( ud , msg ) :
i f msg . d a t a == ’ C o n f i d e n t 1 ’ :
return False
else :
return True

Fig. 6. State machine.

1) SETUP: The state ”SETUP” is the simplest one and the
way it was defined can be seen in Listing 2. The execution is
just a sleep time of 1 second and the only possible outcome
is ”setup done”.

d e f m o n i t o r c b n o ( ud , msg ) :
i f msg . d a t a == ’ S t o p ’ :
return False
else :
return True

c l a s s S e t u p ( smach . S t a t e ) :
def
init
( self ):
smach . S t a t e .
init
(
self ,
outcomes =[ ’ se tup do ne ’ ]
)
def execute ( s e l f , u s e r d a t a ) :
rospy . sleep (1)
return ’ setup done ’

Listing 3. Monitor states.

3) Gazing: The ”GOAL” states apply functionalities from
the ROS package actionlib. This package provides tools to
create nodes that function as servers (ActionServers) and
clients (ActionClients). In order for them to communicate,
three messages are defined and together they constitute an
action. These are: a goal, sent by the ActionClient to the
ActionServer; feedback, sent by the ActionServer to the ActionClient informing about the progress of the goal; and
result, sent from the ActionServer to the ActionClient upon
completion of the goal.
There was an ActionServer already implemented that receives a space coordinate as goal and made Vizzy gaze at
that point in space. To take advantage of that, the states
”GOAL 1”, GOAL 2”, ”GOAL 3” and ”GOAL 4” (defined
as ”gaze1”, ”gaze2”, ”gaze3” and ”gaze4” in Listing 4)
call a function named ”gazeclient” that simply initializes an
ActionClient to communicate with the existing ActionServer
(Listing 5). The client sends one pre-determined space coordinate set by the ”GOAL” state. This means that each of the
four detected gestures that triggered these states will make
Vizzy gaze at four different points in space. Besides the space
coordinate, the message sent by the client includes a value for
error tolerance and the name of the referential in which the
coordinate is being given.

Listing 2. State ”SETUP”.

2) BASE: The state ”BASE” is a high level state that
contains several concurrent child states. These states are the
virtual sensors plus a state called ”Waiting”. The virtual
sensors correspond to a concept in SMACH called monitor
state. The monitor states are listening to the topic ”chat”
and each one is dedicated to a single gesture (Listing 3).
With this, whenever a gesture is published on the topic, its
dedicated monitor state preempt the state ”Waiting”. This state
can be perceived as the core of its father state ”BASE”, it
doesn’t have any possible outcome and can only be preempted.
When ”Waiting” is preempted, the state machine evolves to
the correspondent ”GOAL” state depending on which monitor
state made the preemption. It is not possible that two monitor
states trigger two different states at the same time because i)
the gestures are published sequentially and ii) the first monitor
state to retrieve a gesture will make the state machine evolve
to the next state and block all the other child states.

7

receives the name of the movement (”y” for nodding and ”n”
for shaking the head), creates an ActionClient and send as goal
the name of the movement.

c l a s s g a z e 1 ( smach . S t a t e ) :
def
init
( self ):
smach . S t a t e .
init
(
self ,
outcomes =[ ’ succeeded ’ ]
)
def execute ( s e l f , u s e r d a t a ) :
client = gazeclient (2 ,0 ,0)
return ’ succeeded ’

c l a s s y e s ( smach . S t a t e ) :
def
init
( self ):
smach . S t a t e .
init
(
self ,
outcomes =[ ’ succeeded ’ ]
)
def execute ( s e l f , u s e r d a t a ) :

c l a s s g a z e 2 ( smach . S t a t e ) :
def
init
( self ):
smach . S t a t e .
init
(
self ,
outcomes =[ ’ succeeded ’ ]
)
def execute ( s e l f , u s e r d a t a ) :
client = gazeclient (2 ,0 ,2)
return ’ succeeded ’

c l i e n t = yesnoclient ( ’y ’ )
return ’ succeeded ’
c l a s s no ( smach . S t a t e ) :
def
init
( self ):
smach . S t a t e .
init
(
self ,
outcomes =[ ’ succeeded ’ ]
)
def execute ( s e l f , u s e r d a t a ) :

c l a s s g a z e 3 ( smach . S t a t e ) :
def
init
( self ):
smach . S t a t e .
init
(
self ,
outcomes =[ ’ succeeded ’ ]
)
def execute ( s e l f , u s e r d a t a ) :
client = gazeclient (2 ,1 ,1)
return ’ succeeded ’

c l i e n t = yesnoclient ( ’n ’ )
return ’ succeeded ’
Listing 6. The ”GOAL YES” and ”GOAL NO” states.

Because there wasn’t anything implemented to allow these
specific movements, it was needed to build not only the
ActionClient but also the ActionServer. The implementation
of the server consisted of receiving the goal and building
two trajectories - one for the eyes and another for the neck
- depending on which goal is. These trajectories begin from
the position where the eyes and the neck of Vizzy already are.
Those positions are available in a topic created by the existing
system.
The intention is to send the trajectories to a ROS-YARP
bridge that would translate them to robot movements. The
neck would start a sinusoidal movement while the eyes would
make a symmetrical movement so the gaze maintains the exact
same direction - a behavior similar do humans. Depending
on the goal, the sinusoidal movement would be made on the
horizontal axis or on the vertical axis. For testing purposes, and
because this bridge isn’t available yet, it was built another node
called ”executing traj simulator” to integrate with gazebo and
achieve a similar result on the simulation environment. The
ActionServer was also adapted to this situation. It publishes
on a topic, for ”executing traj simulator” to read, each point
of the trajectories with an interval in between and also the
name of the movement. The node is listening to the topic and,
for each point it reads, it publishes them on the appropriate
topics to move the robot. These topics are part of the system
and they are used to control specific actuators.

c l a s s g a z e 4 ( smach . S t a t e ) :
def
init
( self ):
smach . S t a t e .
init
(
self ,
outcomes =[ ’ succeeded ’ ]
)
def execute ( s e l f , u s e r d a t a ) :
c l i e n t = g a z e c l i e n t (2 , −1 ,1)
return ’ succeeded ’
Listing 4. The ”GOAL” states.

def g a z e c l i e n t ( x , y , z ) :
c l i e n t = actionlib . SimpleActionClient (
’ gaze ’ ,
v i z z y m s g s . msg . G a z e A c t i o n
)
client . wait for server ()
goal
goal
goal
goal
goal
goal
goal

= v i z z y m s g s . msg . GazeGoal ( )
. t y p e = v i z z y m s g s . msg . GazeGoal . CARTESIAN
. f i x a t i o n p o i n t e r r o r t o l e r a n c e = 0.01
. fixation point . point . x = x
. fixation point . point . y = y
. fixation point . point . z = z
. f i x a t i o n p o i n t . header . frame id =
’ base footprint ’
g o a l . f i x a t i o n p o i n t . h e a d e r . stamp =
rospy . get rostime ( )
c l i e n t . send goal ( goal )
return c l i e n t . g e t r e s u l t ( )

VI. R ESULTS
As a result of the implemented architecture described in
Section V, it is possible to control Vizzy in a way that six
different gestures produce six different behaviors on the robot:
1) The gesture ”Phone call” makes Vizzy look down;
2) The gesture ”Go out” makes Vizzy look right;
3) The gesture ”Pay attention” makes Vizzy look up;

Listing 5. The ActionClient for gazing.

4) Yes or No: The objective of the states ”GOAL YES” and
”GOAL NO” was to make Vizzy to nod or to shake its head,
respectively. As can be seen in Listing 6, the states, defined
as ”yes” and ”no”, call the method ”yesnoclient” which just
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4) The gesture ”Have a question” makes Vizzy look left;
5) The gesture ”Confident 1” makes Vizzy nod;
6) The gesture ”Stop” makes Vizzy shake its head.
It was possible to put in action the first four on the real
robot, but the last two were only possible to observe in the
simulation environment, since there was a ROS-YARP bridge
missing on the actual robot. In Figure 7, Figure 8, Figure 9
and Figure 10 it is illustrated the gestures made by a user
and the final positions acquired by Vizzy. These pictures are
screenshots from a demonstration video available on Youtube
4
. It can be noticed the tower next to Vizzy - it’s where the
Kinect and its computer are placed.

Fig. 10. Gesture ”Have a question” and Vizzy looking left.

different ActionServer. This made the implementation become
divided, and therefore the goals from each side (gazing side
and ”yes”/”no” side) could not preempt the ActionServer of
the other side.
Additionally, instead of executing instantly new goals as
they were sent out, the ActionClients could be implemented in
a way they would wait (be blocked) until each goal is achieved.
This workflow can be useful to another type of tasks, namely
tasks that need to be done to the end.
VII. C ONCLUSIONS & F UTURE W ORK

Fig. 7. Gesture ”Phone call” and Vizzy looking down.

The intent of this work is to equip Vizzy with capabilities
of HRI to operate in real world environments. Three different
environments were set: clinics, retirement homes and disabled
people’s houses.
The work developed consists of analysis of the current
state of the art of SARs and public interactions. The gathered
literature provided useful knowledge that was applied and shall
be applied in the work that will follow.
The study of the state of the art allowed to understand
what kind of characteristics should a robot have to operate
in environments like the ones mentioned above. With that in
mind, a model was proposed for the Vizzy functioning in each
of the sets.
Finally, implementation work was started which has resulted
in a system with several states and transitions triggered by
detected gestures of a user. This system should be an example
for what can be done in the future. The implementation is
also flexible enough to constitute a skeleton for the modules
to come. The next step should be to improve the integration
of the ”yes” and ”no” movements with the gazing ones
and implement them together in the real robot. It would be
also interesting to enlarge the spectrum of controlled robot
movements, by the means of integrating the already existing
ROS packages in the state machine. Taking advantage of
the rest of Vizzy’s sensors (besides the 3D camera) would
also constitute a step further in the direction of the proposed
modules.
A missing part of this work was the design of an exercise
for real people to put to test the implementation done so far.

Fig. 8. Gesture ”Go out” and Vizzy looking right.

Fig. 9. Gesture ”Pay attention” and Vizzy looking up.

The ActionClients for the gazing states were implemented
in a way that they don’t wait to get the result from the ActionServer - they simply send the goal and exit. Complementarily,
the ActionServer can be preempted - whenever it receives
a goal, it starts processing it and forgets the goal it was
processing. This workflow makes the interaction with Vizzy
dynamic and human like, since each detected gesture triggers
the corresponding robot movement immediately. On the other
hand, the ”yes” and ”no” movements were achieved using a
4 Vizzy
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