
Abstract — Delay Tolerant Networks are characterized by not 
having permanent end-to-end connections and therefore having 
long and variable delays, high error rates and intermittent 
connectivity.  To send a message from one point to another, it can 
take minutes, weeks or even months. The scope of this master’s 
thesis was to develop a new routing protocol based in social aspects 
for those types of scenarios. The developed protocol was called 
FinalComm. This protocol permits nodes to build a view of the 
existing communities in a network. With the communities’ 
information, nodes are able to relay messages after computing if 
the neighbour will most probably first meet the destination or any 
other node from the destination’s community. To evaluate the 
performance of this protocol, The ONE Simulator was used. Two 
different scenarios were analysed and the FinalComm’s 
performance was also compared with four other routing protocols 
in the same scenario’s conditions. In the end, the FinalComm 
protocol was able to achieve a high delivery rate and an extremely 
low overhead. The results for both metrics were always higher and 
lower, respectively, than other tested protocols. To do this, 
multiple FinalComm’s runs had to be done, since this protocol has 
a parameter that should be tuned for each tested scenario, the 
commfamiliar threshold. In order to give more robustness to 
FinalComm, a dynamic tuning parameter approach was also 
developed. This approach allows FinalComm to automatically 
adapt to a new scenario, by changing the commfamiliar threshold 
itself. The results showed that the delivery rate is also high but the 
overhead increased. However, this dynamic approach is the best 
way to deploy this protocol in a new scenario. 
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I.  INTRODUCTION 

It all started in the middle of the last century when the Soviet Union 
started to invest in a plan for launching the first artificial satellite to 
space. On October 1975, they actually were able to successfully launch 
a satellite to space, called Sputnik 1. After that, the United States of 
America (USA) decided that they should also start to compete with the 
Soviet Union in order to be a global power in this area. The result was 
the creation of the Advanced Research Projects Agency (ARPA), 
which today is known as Defense Advanced Research Projects Agency 
(DARPA) [1].  After some time, this governmental agency started to 
fund multiple companies, like the National Aeronautics and Space 
Administration (NASA), which was already researching areas related 
to the space, in order to develop an Interplanetary Internet (IPN). An 
architecture for an IPN started to be developed, but early on it was 
detected that the existing technology needed to be modified in order to 
support the space’s obstacles, namely the high propagation delays, 
packet corruption and frequent disconnections [1]. Researchers rapidly 
understood that the algorithms and the protocols used for terrestrial 
communications could not be the same ones used for space 
communications [2]. In the beginning of 21th century some of the ideas 
of IPN started to be applied to terrestrial communications and the term 
Delay-Tolerant Network (DTN) started to be used. As the challenges 
were huge, this research area attracted a lot of people. Everything had 
to be rethought to support the obstacles of a DTN and also to support 
a heterogeneity of resources, from powerful computers till tiny sensors 
[2]. The majority of obstacles associated with DTNs were already 

researched in other areas, but there was one obstacle that changed 
everything, which was the fact that end-to-end connectivity was 
uncertain. After multiple conferences and papers, nowadays there are 
multiple organizations focused in pushing forward this research area. 
Some of them are still focused on developing space communications 
but others only work with scenarios where there are few 
communications infrastructures and end-to-end connectivity does not 
exist all the time, which are the case of some developing countries. 
Taking the example of a least developed country (LDC), deploying a 
DTN can bring huge advantages. Let us think in the people that have 
least resources. It is possible that those people live in poorer areas 
where there are no communications infrastructures or the few ones that 
exist are so expensive that they cannot afford it. In those cases, people 
by having a simple device like a smartphone, in which they just have 
to invest one single time and the cost is smaller than an annual 
subscription for Internet access, they can have access to emails, for 
example, if there is a DTN deployed. It is obvious that they do not 
receive emails instantly, but at least they are able to have access to 
more information without spending a huge amount of money. 
Although in developed countries there are multiple efficient 
communications infrastructures, DTNs can also have a useful role in 
those countries. Even developed countries have remote areas, where 
typically the population does not have many resources. Or imagine for 
example a catastrophe in a developed country that brings 
communications down. It is important to have a backup system for 
some services, which could be a DTN. To sum, DTNs can be used in 
multiple scenarios through a fast and cheap deployment when 
comparing with more complex communications infrastructures. 
Another topic that permits DTNs to be essential in this technologic 
world is the fact that the number of devices capable of being connected 
to a network is increasing at a fast pace. Internet of Things (IoT) is a 
reality. 
Through the last paragraphs it was shown how important DTNs can be 
in multiples scenarios, but it also important that they are deployed in 
an efficient way, and by that it is meant that the algorithms developed 
are able to increase the number of packets that reach a destination in 
an intermittent end-to-end connection consuming the least number of 
resources possible, like energy and memory from devices.  
The scope of this work is to provide a new routing protocol for DTNs. 
It is also intended that this protocol should take into consideration 
some sort of relationship between nodes when it is deciding if a 
message should be sent from one point to another. Because of that, the 
developed routing protocol will fit in the category of social-based 
routing protocols. 
The paper is organized as follows. Section II contains the essential 
aspects of DTNs as well as information about the existing simulators 
to test protocols. Section III contains the concept behind the 
FinalComm protocol, its architecture, a dynamic parameter tuning 
approach and also how it is going to be tested and evaluated. In Section 
IV it is possible to see how different protocols performed under two 
different scenarios. Finally, conclusions drawn from this work are 
present in Section IV, along with a few remarks on future work.  

II. DELAY TOLERANT NETWORKS 

DTNs, also known as Disruption Tolerant Networks, Intermittently 
Connected Networks or Opportunistic Networks, are similar to fully 
connected Computer Networks in a way that both are represented by 
nodes and those nodes can interact between them.   
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DTNs are characterized by not having permanent end-to-end 
connections and therefore they have long and variable delays, high 
error rates, and intermittent connectivity.  To send a message from one 
point to another, it can take minutes, weeks or even months. At each 
time frame, the connections, or opportunities, that one node has to 
transmit a message may be different due to mobility of nodes. There is 
a dynamic topology and may be required for some intermediate nodes, 
which are part of the topology, to store messages, carry them and when 
adequate forward them to a next hop or destination if it is the case. This 
represents the concept of store-carry-and-forward  [3]. Bearing this in 
mind, it is understandable why classical routing protocols for Mobile 
Ad-Hoc Networks (MANETs) are not suitable for DTNs [4]. 

A. Routing Protocols 

It is possible to summarize proposed protocols for DTNs in two big 
groups, Traditional and Social-based. The first category includes all 
protocols that do not consider relationship among nodes while the 
second includes protocols that try to explore those aspects assuming 
that nodes tend to have mobility patterns that are not random, but based 

on social factors. 

1) Traditional Protocols 

The most direct and easy approach is to spread the message through all 
nodes until the destination is found, as it is defined by the Epidemic 
Protocol [5]. The basis of this protocol is diffusion. At a given time 
frame, each node that has a message to be delivered will replicate it to 
every available neighbour that is in its range if they do not have yet a 
replica. It will only stop when the destination is found or when the 
message reaches a predefined maximum hop count. The results show 
that delivery success ratio is high but the cost and the buffer space used 
by each node is also high.  
The Spray and Wait protocol [6] is another one that has also a direct 
approach. As the name itself suggests there are two different phases, 
the Spray phase and the Wait phase. If a node wants to send a message 
to a certain destination, the first thing to do is to spray that message to 
a number of other nodes. To do that there are two options, source spray 
and binary spray. In the first one, the source creates N replicas of the 
original message and sends them to N different nodes. In the second 
one, the source keeps N/2 replicas and distributes the remaining ones 
to the first encountered node. In the next step, the node that received 
N/2 replicas keeps N/4 replicas and sends the rest to the first 
encountered node. And so on until each node has only one copy that it 
keeps waiting to meet the destination. In terms of performance, and 
according to [7], is better than Epidemic in all aspects.  
The PRoPHET protocol [8], is a slightly complex protocol as it 
calculates the delivery probabilities of nodes. That probability is based 
on the total number of encounters and the age of that encounters. If an 
encountered node has a higher delivery probability than the node that 
carries the message, a replica of that message will be sent to the 
encountered node.  
Besides Epidemic, Spray and Wait and PRoPHET there are more 
proposed protocols in the literature, like Direct Delivery (DD) [9] First 
Contact (FC) [10], MaxProp [11] among others. 

2) Social-Based Protocols 

The protocols described in the previous section can already be used on 
a DTN. However, they will consume too much resources and they will 
not be appropriate for the majority of scenarios. 
The available social-based protocols explore diverse social properties 
and usually they combine at least two of them to decide where to 
forward the messages. Based on some surveys [3], [4], [12], [13] it is 
possible to enumerate at least five important social properties that 
protocols are based on, Community, Centrality, Similarity, Friendship 
and Selfishness. 
One of the most important properties is Community. When analysing 
social relationships between nodes, adding them to one or more 
communities is a good way of summarizing their interests. It is proven 
that a member of a community will most likely interact with members 
from that community than with strangers. 

Another important property is Centrality, which represents a measure 
of how important a node is in a topology. That importance can be 
categorized in three different groups, degree centrality, betweenness 
centrality and closeness centrality. The first, and the simplest, refers to 
the number of links a node has and it can be calculated locally. Usually, 
nodes with the highest number of links are the ones other nodes want 
to deliver messages to. Due to their high number of connections, it is 
most likely the messages will reach the destination faster. The second, 
refers to the number of shortest paths from other nodes to the 
destination that crosses the node in inspection. In the last type, the 
centrality of a node is calculated by inversing the average shortest 
distance from it to all other nodes. 
In terms of Similarity, this property describes how close nodes are 
from each other. It allows to estimate the probability of a node to 
encounter another in the future based on the number of common 
neighbours between them, the number of shared interests or the 
number of shared locations. 
Friendship represents if two nodes are friends or not. In DTNs, for a 
friendship relation between two nodes to exist, they have “to know” 
each other for a long time and maintain regular contact, which is 
translated into tracking the contact history or common interests 
announced by each node. Based on sociology context, nodes that are 
friends, share some interests, and therefore they will interact more 
often when comparing with strangers. 
The last property is Selfishness. Basically, protocols that have 
introduced selfishness are able to control selfish behaviours of nodes. 
In DTNs, as said before, the global concept of sending and receiving 
messages is store-carry-and-forward. Therefore, nodes will follow 
that global concept for messages for which the destination is not them. 
Similarly, to what happens with humans, a node may not have nothing 
to win if, for example, the node who it is sending the message to is a 
stranger or if that action will consume too much resources from him. 
That node can become selfish and decide to not cooperate in the global 
objective of DTN routing. The majority of algorithms used in protocols 
consider that nodes are willing to cooperate. Related to this topic there 
are different approaches. One tries to create mechanisms that 
incentivize nodes to cooperate (e.g. reputation rank). Others explore 
selfishness to select the types of messages that are sent (e.g. the most 
similar data of node’s common interests are sent to friends while the 
rest of messages are sent to strangers) and reduce the number of copies 
of those messages on the network.  
Table 1 shows a list of some protocols that use the properties described 
in the last paragraphs. This table is based on [4], [14], but dLife [15], 
dLifeComm [15] and SCORP [16] protocols were added. 
 

Table 1 - List of some social-based routing protocols and its properties. 

 Properties 

Routing 
Protocol 

Comm-
unity 

Cen-
trality 

Simi-
larity 

Friend-
ship 

Selfishness 

BubbleRap 
[17] 

YES YES    

dLife [15]    YES  

dLifeComm 
[15] 

YES   YES  

SCORP [16]    YES  

SMART [18]     YES 

SSAR [19]     YES 

SimBet [20]  YES YES   

Friendship 
Based 

Routing [21] 
YES   YES  

Label [22] YES     

 



B. Applications 

One application of DTNs is tracking wild animals. There is a well-
known project within this research community that is the ZebraNet 
[23], started in 2004. In this project, the main practical objective is to 
provide biology researchers with information about Zebra’s mobility 
pattern in Kenya, Africa. To do that, engineers developed a system 
composed by tracking collars and base stations. Each Zebra carries a 
collar, which is composed by a Global Positioning System (GPS), a 
memory, a wireless transceiver and also a small Central Processing 
Unit (CPU). Collars use GPS to store periodically information about 
the location of Zebras. Base stations are deployed in cars, and used by 
researchers from time to time, to gather data from Zebras. Most 
probably, only some Zebras will pass within the range of those base 
stations. That way, store-carry-and-forward should be used to achieve 
the objective. Every time a collar has the chance to forward local stored 
information to another one it will do it. Somewhere in time, that 
information will reach a base station. This follows an epidemic 
approach, where there is no criteria in forwarding messages. Similar to 
this project there is one intended to be used with whales, the Shared 
Wireless Infostation Model (SWIM) [24]. Instead of collars and 
mobile stations deployed when necessary, radio tags and mobile 
stations floating in water are used. In both cases collars and radio tags 
represent what is described in the previous sections as nodes. 
DTNs can also be used for military purposes, like in Airborne 
Networks (AN), which are defined as “an infrastructure that provides 
communication transport services through at least one node that is on 
a platform capable of flight”, according to [25].  There are several 
possible topologies for an AN, in which communications are made via 
air-to-air or air-to-ground. The purpose of an AN is to provide tactical 
information in a war zone. Infrastructure will forward messages 
between each other if they are within a certain range. It is possible to 
apply this concept to a scenario where multiple terrestrial brigades are 
deployed apart from each other and traditional communication systems 
between them fail, DTNs can save the day. If an airplane passes first 
near the first brigade and after some time near the second, that aerial 
infrastructure can represent an intermediate node, and messages will 
reach the destination within some delay. 

C. Simulators 

In the literature is possible to find various simulators for DTNs, like 
the OMNeT++ [26], the ns Simulator, both versions ns-2 [27] and ns-
3 [28], and The Opportunistic Networking Environment (ONE) 
Simulator [29]. They are all discrete event simulators and open-source, 
which is ideal for research.  
In this work, The ONE Simulator will be used as it is the only one that 
was created just for the purpose of DTNs. The number of default 
modules and user’s contributions compared to other simulators are 
superior. The other simulators permit to test DTNs but they were not 
initially designed for it.  
The ONE simulator is an agent-based discrete event simulator. In it the 
agents are called nodes and they are capable of simulating the store-
carry-and-forward concept. Nodes have a set of capabilities (radio 
interface, storage, movement, energy consumption), which can be 
configurable: some through parametrization and others through 
modules. When downloaded the simulator will have a pre-defined 
number of modules, which can also be modified. To modify them or 
add new modules it is needed some programming knowledge. 
Everything within this simulator is written in Java.  
The principal functions of this simulator are the modelling of node 
movement, inter-node contacts, routing and message handling for 
simulation. Lower layers of communication are not fully modelled and 
thus wireless link characteristics are simpler. Two nodes can 
communicate if they are within a certain radio range and that 
communication will follow a pre-defined data rate. At the end of each 
simulation, there is a report to be further analysed in order to produce 
results. Although some minor modifications can be done in all four 
categories, the focus of this thesis will be the routing category. Figure 
1 shows a simple overview of this simulator.  
 

 
 

Figure 1 – Overview of the One Simulator (based on [39]). 

The ONE already comes with a framework that permits users to create 
their own models and also with an interface to load external models 
from other sources. Programs like TRANSIMS [30] or BonnMotion 
[31] can generate models. It is also possible to use GPS traces available 
at CRAWDAD [32]. There are several models available. In this work  

the Shortest Path Map-Based Movement (SPMBM) and the Working 
Day Movement Model (WDM) were the most important models used. 
In the SPMBM model nodes moves in a random way on pre-defined 
paths on the map. A path to a destination is select having into account 
a shortest path algorithm, Dijkstra. It is also possible to restrict zones 
of the map to a group of nodes, which introduces a more realistic 
approach, and add Points of Interest (POI). The WDM considers three 
phases during a working day, sleeping, working and going out with 
friends after work. To each one, a different model is applied. This 
model also introduces the possibility of a node to travel alone or in 
groups and can have into account communities and social ties.  
Event Generators represent how messages are generated in the 
simulator. In the ONE, there are two possibilities, one to be the 
simulator itself to generate messages and other to load an external 
event file.  
Routing corresponds to the way messages will be forwarded until a 
message reaches a destination. By default, the simulator comes with a 
bunch of traditional protocols already implemented, which are 
Epidemic, Spray and Wait, PRoPHET, DD, FC and MaxProp. New 
routing modules should be created to include different protocols and 
they have to be prepared to receive messages and know how to handle 
them. In terms of social-based protocols there is no protocol already 
implemented by default. However, there are some user’s contributions. 
It is possible to find dLife, dLifeComm and SCORP on the simulator’s 
official page and also BubbleRap through a search engine. 
Finally, Visualization and Results permits to visualize results through 
reports that are generated using the report module. There are several 
types of reports by default, but it is possible to create new ones with 
the information that the user wants. 
In terms of simulation, when it comes to start one, the user has two 
different options, select the Graphical User Interface (GUI) or the 
batch mode, which can be both run from a shell or from an integrated 
development environment (IDE), like Eclipse [33].  
Besides the overview presented, there a lot of other features not 
explored in this document. Those features are described and analysed 
in [29]. 

III. FINALCOMM PROTOCOL 

FinalComm is a social-based routing protocol for DTNs. The name 
refers to the main mechanism that is implemented, which is giving 
more information about the existing communities to nodes. In terms of 
properties, this protocol uses two of them, Community and 
Similarity. To develop the FinalComm protocol, the starting point was 
the BubbleRap protocol, mainly due to the drawback related to the 
global centralities of the nodes.  
The main idea behind this approach is that nodes should have a bigger 
vision of the network, even though that vision could not always be the 
most updated one. In the case of FinalComm, having a bigger vision 
of the network means that nodes have to store other’s nodes 
communities. It is also intended to change the way nodes are part of a 
community. In the proposed protocol, node B belongs to node’s A 



community if the total contact time between A and B is superior or 
equal to a threshold (commfamiliar), having in mind all the contact 
time with all other nodes in the network that A has had. 
With this implementation, it is expected that nodes will be more 
efficient when forwarding messages by having into account the 
community of the node that should receive a certain message. It is also 
expected that the number of successful delivered messages (3) and 
overhead (4) should increase and decrease, respectively. In the next 
section, this protocol is further detailed. 
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A. The Protocol 

As said before, the starting point is the BubbleRap protocol, but in 
terms of implementation is was followed what was already done by PJ 
Dillon [34], from the University of Pittsburgh. His contribution was 
really important, as he developed a community module on top of the 
default version of The ONE Simulator that can be found at the official 
website [35]. 
This section presents the four most important algorithms related to the 
FinalComm protocol in the following order: 

 Algorithm 1 – shouldSendMessageToHost; 

 Algorithm 2 – shouldDeleteSentMessage; 

 Algorithm 3 – newConnection; 

 Algorithm 4 – connectionLost. 

Algorithms 1 and 2 represent the core of the FinalComm protocol 
while algorithms 3 and 4 are part of the process of creating and 
updating communities, which are then used by the protocol. All of 
them should be seen from a single node’s perspective. Besides, it is 
also important to refer these algorithms assume that nodes are fully 
cooperative. 
Algorithm 1, called when two nodes meet, is responsible for checking 
if the messages that are stored in node’s buffers should be sent to the 
other node. Imagine this example where node A meets node B and has 
messages in his buffer. For every message m, node A uses the 
Algorithm 1 to make a decision in terms of forwarding. The first thing 
that node A does is to check if node B is destination of m. If so, he 
forwards m to B but if not A will continue the checking steps. This first 
check is the same that is done in BubbleRap [34], dLife [35] and 
dLifeComm [35] protocols. Then, node A checks whether B has 
already m in his buffer. If node B has m on its buffer, A does not send 
m to B. Otherwise, A continues the checking. This part of the algorithm 
was extracted from the dLife [35] and dLifeComm [35] protocols. 
After this, A checks whether just one of them belongs to the same 
community as the destination node of m. If it is B, A sends m to him, 
but if it is A he keeps m in its buffer. Again, this is extracted from the 
BubbleRap [34] protocol. If both A and B belong to the same 
community as the destination node of m, the number of times that each 
one has met with the destination is computed by using a function called 
MeetingsWithDestination. Node A only forwards m to B if he has 
encountered the destination more times. If both A and B belong to 
different communities and neither of those communities is the same as 
the community of the destination node of m, it is computed the number 
of times that each node has met nodes from the destination’s 
community. Node A only forwards m to B, if A has met that 
community less times. All of this is different from other protocols and 
it is considered the core of the FinalComm protocol. At the end, there 
is a mechanism that was extracted from BubbleRap [34] protocol. In 
it, it is computed the global centrality (degree) of nodes by using the 
function ComputeGlobalCentrality. After that computation, node A 
replicates m to B if B has higher global centrality than him. Otherwise, 
A decides to just keep m in its buffer. However, this piece of code is 
only used if both nodes belong to different communities, not the same 

as the destination node’s community, and at least one of the nodes does 
not have any contacts with other nodes in his history. This mechanism 
will only be used at the beginning of the simulations and not many 
times during that initial period. 
After a node deciding that he should send a message to another node, 
he has to check if that exact message needs to be deleted or not from 
his buffer. To do that, the FinalComm protocol uses a different 
mechanism than the BubbleRap protocol. That mechanism is shown in 
Algorithm 2. In the BubbleRap protocol, a node will delete a message 
from his buffer if that message was delivered to another node that 
belongs to the same community as the destination node of message m 
or the destination itself. In the FinalComm protocol, a node will only 
delete a message from its buffer if that message has been relayed by 
any of the mechanisms referred in Algorithm 1 except when it is 
relayed by using the global centrality feature. In this case, the node will 
never delete a message from its buffer. This mechanism is important 
to be referred because it is responsible in part for the overhead. 
On the other hand, a message will also be deleted from a buffer if it 
reaches the Time-to-Live (TTL) established or if a new message 
arrives and the buffer is full. In this last case, the older messages 
present in the buffer are dropped until there is enough room for the new 
one. These two mechanisms are not unique to the FinalComm protocol. 
They are used by every protocol tested in The ONE simulator.   
Besides algorithms 1 and 2, the FinalComm protocol is also composed 
by other algorithms, which are almost the same ones that can be found 
in the implementation of the BubbleRap protocol. 
Algorithms 3 and 4, which are part of the community mechanism, were 
implemented without having a technical starting point. In fact, the 
starting point was a drawback that was found during the first 
simulations of the BubbleRap protocol for this work. The BubbleRap 
protocol uses the k-clique algorithm [36] to create communities. 
However, neither [17] nor PJ Dillon’s implementation [34] considers 
the dynamics of a community in terms of a node no longer being part 
of one community. The same happens with dLifeComm’s 
implementation [35] as it uses the same community algorithm 
implementation as the BubbleRap protocol. In order to better describe 
what happens in real life, a different, but simpler, mechanism to build 
communities and keep them updated was implemented. When two 
nodes meet, before starting to exchange messages between them based 
on the idea behind the FinalComm protocol, it is important to do some 
checks and also share information about known communities. 
Therefore, in Algorithm 3 nodes A and B start by checking if each node 
that belongs to their community should stay in it based on the 
commfamiliar threshold and by using the function 
PercentageOfContactTimeWithHost. If it happens that a node does not 
meet this threshold criteria, node A/B removes that node from his 
community. After that, a node does a similar check in order to decide 
if the other node that he is meeting should be part of his community. 
To do it, node A/B uses again the function 
PercentageOfContactTimeWihHost and compares the result with the 
commfamiliar threshold. Node A only adds B if that result is superior 
or equal to the threshold and the same happens with B in terms of A. 
Finally, nodes change their network’s view and the most recent data 
will be kept by each one on their storage community. To see who has 
the most recent view of a community that already registered on at least 
one of the storages of nodes A and B, a function called 
CommunityLastRegistryTime is used for each known community. 
Older data is deleted. After some time, a connection between two 
nodes will be lost. When that happens, it is necessary to update some 
information about each node’s perspective of his community, which is 
done by using Algorithm 4. The process is identical to what happens 
with Algorithm 3 when a percentage value is calculated using the 
function PercentageOfContactTimeWithHost. In this algorithm, node 
A checks whether B should be added to his community or if B should 
stay as part of his community. In the community mechanism that was 
presented it can happen that node A sees node B as part of his 
community, but node B does not, due to having different contacts with 
other nodes. Their total contact time with nodes will be different. 
However, this can describe what happens on some social online 
networks nowadays. For example, in Facebook [37] one person can be 



followed by another, without adding or also following her back, and 
still be able interact with each other. To sum, there is no problem in 
having this approach in this community mechanism. 
The Figure 2 presents a block diagram that explains how nodes decide 
whether to forward or not the messages and also which messages 
should be replicated or just transferred.  
 

 
 

Figure 2 – FinalComm protocol’s block diagram. 

B. A dynamic parameter tuning approach 

Protocols like BubbleRap, dLifeComm and also FinalComm have 
some parameters, related to the way cluster or communities are built, 
that need to be tuned in order to achieve the best performance possible. 
However, it is only possible to detect the best values for those 
parameters if multiple simulations are done, which is not practical. 
Besides, even when that threshold is found, all the nodes will be using 
that value with no exception. What if that value is not the most 
adequate one for every node? In order to understand if there is the 
possibility to create a dynamic mechanism to adjust the commfamiliar 
parameter in the FinalComm protocol, minor changes will be done to 
the algorithm that is responsible for creating communities in it.  
In this new approach, nodes will start by having the commfamiliar 
threshold set to a certain value that works well. Then, the objective is 
to give nodes a chance to regularly change this threshold after a period 
of time. Two different periods of update time are going to be used, half 
a day and a day. In practice, when the update time comes, a node will 
check how many nodes it actually has on its community and also how 
many other nodes it knows that exist on the network. Then, with that 
information, it computes a percentage value: 
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If the value is inferior to a certain percentage, the threshold should be 
increased in order to add more nodes to its community. If the value is 
superior to a certain percentage, the number of nodes in its community 
should decrease and therefore the threshold will be raised. The ranges 
of percentages that will be tested to decide if there is any change will 
be 15%-20%, 20%-25%, 25%-30%, 30%-35% and also 35%-40%. 
When the threshold is being updated, if its value is inferior to 2%, the 
increments and the decrements will be 0.10%. Otherwise, 1.00% will 
be used. The commfamiliar threshold can never take values inferior to 
0.1% and superior to 100%. Besides, everything that was described on 
the previous section remains the same.  

IV. ANALYSIS OF RESULTS 

To evaluate the performance of the FinalComm protocol, The ONE 
simulator was used. In this simulator, different scenarios were chosen 
in order to get a better perception about how this protocol can be 
efficiently deployed. An analysis of how the commfamiliar threshold 
influences the protocol will also be presented. However, this is not 
enough as its performance can only be considered good or bad in a 
certain scenario if there is something to be compared. To take 
conclusions about the performance of the FinalComm protocol, other 
protocols will also be tested under the same scenario conditions. The 
protocols chosen are: Epidemic  [5], BubbleRap [17], dLifeComm [15] 
and also dLife [15]. The dynamic parameter tuning approach will be 
also tested with the objective of understanding if nodes that are using 
the FinalComm protocol benefit from having different values for the 
commfamiliar threshold and from updating that threshold 
automatically. This approach will be also called dynamic mechanism. 
In this work the parameters that are going to be evaluated are the 
delivery rate (3), the overhead created (4), the average latency of 
messages, which corresponds to the average time that a message takes 
from the node that creates it to its destination node, and the average 
number of hops that a message needs to take before reaching the 
destination. In protocols that uses the community property to relay 
messages, it will be also analysed the number of communities and the 
average number of nodes per community at the end of a simulation. A 
warmup time of one day is considered too. The warmup time 
corresponds to a simulation interval, from the beginning of the 
simulation, in which statistics, like delivery rate, overhead, among 
others, will not be taken into account. This particular warmup time of 
one day was chosen to analyse if protocols that uses the community 
property and protocols that are based on daily routines can benefit from 
it. It is expected that one day will be enough to ensure that communities 
are already created and daily routines are detected. 
The first scenario represents the downtown area of Helsinki, Finland, 
while the second represents the midtown area of Manhattan, United 
States of America (USA). 

A. Scenario 1 – Helsinki, Finland 

1) Settings 

To simulate the downtown area of Helsinki a map was imported to the 
ONE Simulator. In that particular map, it is possible to distinguish 
what are the roads, the main roads and the pedestrian paths in this city.  
On top of the map, six different groups of nodes were created, 
representing pedestrians, cars and trams, with a total number of nodes 
of 126. Table 2 describes how nodes are distributed per group, what 
are their speeds, what is the dimension of node’s buffer and also how 
many communications interfaces are used per group. In terms of the 
speed, it is possible to see that there is a range for them, which could 
imply that from simulation to simulation the results could differ. In 
fact, nodes will select a value between those limits, but as those values 
are calculated in the same way from simulation to simulation, the 
results will be similar. The buffer size represents the space available at 
a node to store information, in this case just messages. In terms of the 
buffer, it is important to refer that every time a message arrives at a 
node and there is no more space available, the node will search for the 
oldest messages in the buffer and simply remove them until there is 
enough space for the incoming one. In this scenario, the trams are the 



groups which by far have the better storage capacity, ten times superior 
to cars and pedestrians’ storage capacity. In terms of interfaces, all the 
groups use a Bluetooth interface to communicate, with a constant 
speed of 250 Kbps and a communication range of 10 meters, which are 
typical values for an interface like this. In the case of group 4 there is 
also another interface deployed, a high speed interface, representing a 
Wi-Fi interface, with a constant speed of 10 Mbps and a 
communication range of 10 meters. The value of the Wi-Fi’s speed is 
limited to 10 Mbps as in a real scenario, nodes would be sharing 
resources and it could not happen that all Wi-Fi router’s resources were 
allocated to a single node. On the other hand, establishing a 
communication range of 10 meters to this interface does not seem 
adequate, as, for example, the signal of a traditional 2.4 GHz access 
point (AP) can reach up to 100 meters outdoors. However, being close 
to an AP ensures that the user has a higher throughput and 10 Mbps 
cannot be reached when a user is 100 meters away from an AP. On the 
other hand, as this simulator does not have into account attenuations 
from, for example, buildings that separate different roads, limiting this 
range was the best way found to be as realistic as possible. Regarding 
this, it is also important to say that the simulator is prepared to analyse 
a single connection between nodes at a time, meaning if a node 
encounters two other nodes, the simulator will first analyse one and 
then the other, not the two at the same time. Finally, it was established 
that every message on a node’s buffer would have 300 minutes to live, 
which corresponds to approximately 18 000 seconds. 
 

Table 2 - Node’s settings description for Scenario 1. 

Group #Nodes 
Speed 
[m/s] 

Buffer 
Size 

[MB] 
Interfaces 

TTL 
[min] 

1: Pedestrians (p) 40 
0.5 to 

1.5 
5 1 

300 

2: Cars (c) 40 
2.7 to 
13.9 

5 1 

3: Pedestrians (w) 40 
0.5 to 

1.5 
5 1 

4: Trams (tA) 2 
7.0 to 
10.0 

50 2 

5: Trams (tB) 2 
7.0 to 
10.0 

50 1 

6: Trams (tC) 2 
7.0 to 
10.0 

50 1 

 
In this particular scenario, nodes have different types of routes, which 
are assigned by group. Those routes follow a particular movement 
model and destinations are selected based on a predefined seed, which 
means that is possible to maintain the same pattern on node’s 
movement from simulation to simulation if the seed is the same. 
Groups 1, 2 and 3 use the SPMBM model. From all of these groups, 
nodes from group 2 were the only ones restricted to use a certain set of 
paths, namely road paths, due to the fact that they were introduced in 
this simulation to represent cars. On the other hand, the pedestrians 
from groups 1 and 3 were able to navigate in the entire simulated map, 
considering that there are paths only accessible by pedestrian and every 
car path has a sidewalk. In terms of the groups 4, 5 and 6, the nodes 
used the RMBM model. In this case, each group had different routes, 
corresponding to two trams’ routes. Nodes from this group were 
restricted to use only these routes to circulate. 
To generate messages during this simulation’s scenario, the Message 
Event Generator that the simulator provides was used. In this scenario, 
every 60 seconds a new message with a size of 200 kB is created, 
starting at the beginning of the simulation. The simulator randomly 
chooses the source and destination of messages, contemplating all 126 
nodes. Within this scenario, 16 666 messages were created in total. 
In order to gather more consistent results every time a protocol is tested 
for a set of conditions, four simulations with different seeds were run. 
In this way, it is possible to present an average value with a confidence 
interval associated. In all cases, a 95% confidence interval is used. 
Finally, this scenario’s settings were put into simulation during 
1 000 000 seconds, which corresponds approximately to eleven days 

and a half. For every protocol, the influence of a warmup time, which 
corresponds to one day is also contemplated.  

2) Results 

In the following tables, Table 3, Table 4, Table 5, Table 6 and Table 8, 
the best cases’ results for the Epidemic, the BubbleRap, the 
dLifeComm, the FinalComm and the dLife protocols are shown, 
respectively. Protocols that have parameters to be tuned were also 
tested for other values, but those results are not shown in this paper. 
For the BubbleRap and the dLifeComm protocols, the k parameter was 
tested by ranging its value from 2 to 6 and establishing the familiar 
threshold parameter at 700 first. The protocol was not tested for k = 1, 
as it was known that this would represent that every node would 
become part of other node’s community after a single meeting between 
them. At the end of a simulation, we would have a single community, 
containing all the simulated nodes. On the other hand, the values 
superior to 6 were not tested, as k = 3 or k = 4 typically result in a better 
protocol performance. The familiar threshold stayed at 700 for the 
analysis of the k parameter as it was known that for that threshold the 
distribution of nodes per community described better the reality. After 
finding the best k parameter for this scenario it was time to study the 
influence of the familiar threshold, which varied from 50 to 1300 
seconds. Values inferior to 50 and superior to 1300 seconds were 
excluded as it was known from an initial phase, in which this protocol 
was tested without saving the results, that those values would result in 
an average number of nodes per community that do not represent well 
communities after a certain simulation time, mainly due to the k-clique 
algorithm, which does nothing to remove nodes from communities. For 
this particular simulation time, values too low would mean that nodes 
after meeting one time would be part of the same community and 
values too high would mean that nodes do not know any other nodes 
in their communities. 
In a scenario where the movement patterns were not chosen to 
represent a daily routine, the FinalComm protocol was able to deliver 
more messages than the others protocols tested. In fact, the difference 
is significant. The FinalComm protocol was able to deliver 13% more 
messages than the dLife protocol, which is the protocol that comes 
second in terms of performance. The reason why dLife and 
dLifeComm protocols did not perform that good when comparing with 
the FinalComm protocol may have been the fact that the movement 
patterns were not representing daily routines. In this way, this scenario 
1 is not the ideal one for those two protocols. When comparing with 
the protocol with lowest delivery rate, the BubbleRap protocol, the 
difference is even more significant.  In that case, the FinalComm 
protocol is able to deliver 28% more messages. 
In terms of overhead, the FinalComm protocol surprisingly performed 
much better than the other protocols. It only needed on average 
approximately 5 replicas of a message to achieve a high delivery rate, 
while the BubbleRap protocol, which comes second, needed almost 60 
replicas. There is also a huge difference between the BubbleRap 
protocol and the dLifeComm protocol in terms of overhead. Both 
protocols use the same algorithm to build communities and this 
algorithm can be in part responsible for the overhead. Aside the way 
protocols decide how to forward messages, the way they decide how 
to delete a message sent can also influence significantly the overhead. 
Overall, FinalComm tends to be very precise in the way it deletes 
messages and the way all algorithms work together within FinalComm 
allows achieving a high delivery rate with a small overhead. Besides, 
it is important to refer that the Epidemic protocol behaved according 
with what was expected, it showed a huge overhead after eleven days 
of simulations. This reinforces what was said about the precision of 
deleting messages as the Epidemic protocol replicates messages 
without proper intelligence. 
It is possible to spot another interesting fact that also supports what 
was written in the last paragraph, even though it is not easy to see this 
on the tables presented at first sight. Except for the case of the 
Epidemic protocol, the order in which protocols are placed in terms of 
how high the average latency is, corresponds to the inverse order of 
how low the overheads are, even though this relation is not 
proportional. The conclusion is that for achieving a low overhead, the 



messages may have to spend more time at node’s buffer or, by other 
words, the protocols should have mechanisms to ensure the node that 
receives a message will be a better relay node than the one which is 
sending the message and if that happens the messages can be deleted 
more times from buffers. 
Another fact from these tables is that for a high delivery rate comes a 
higher number of hop counts. At first sight, more hop counts could lead 
to more overhead, but as said in the last paragraph the algorithms used 
by the protocol to relay and delete messages have to ensure that it does 
not happen. The conclusion is that more hops can lead to a better 
delivery rate, but to have more hops the overhead should be controlled. 
Otherwise, more overhead will lead to less space in buffers and more 
removed messages, which affects the delivery rate. 
In terms of communities, Table 7 shows the number of detected 
communities and the average number of nodes per community at the 
end of simulations for the best cases of three different protocols, the 
BubbleRap, the dLifeComm and the FinalComm. From that table, it is 
possible to see that in BubbleRap there are a lot of communities, but 
each one has almost on average 1 node, while in the dLifeComm the 
opposite happens. Both cases explain why the k-clique algorithm 
should have a feature to remove nodes from communities. Depending 
on the k parameter and familiar threshold values it can happen that only 
exists one community with all the nodes or as many communities as 
nodes composed by a single node each. In FinalComm, which uses a 
different algorithm to build communities, every node has a unique 
community with a lot of nodes.  
Only related to the FinalComm protocol, and using all the other cases 
that are not shown in Table 6, it was a fact that by increasing the 
commfamiliar threshold, the delivery rate tends to decrease for values 
superior to 0.8%. From 0.1% to 0.8%, the results are quite similar in 
terms of delivery rate, overhead, average latency and average hop 
count, even though there are significant differences in the number of 
different communities and the average number of nodes per those 
communities at the end of the simulations. It was also possible to 
conclude that communities with more than approximately 38 nodes at 
the end of the simulations, considering the lower and higher bounds of 
the confidence intervals for the cases in which the commfamiliar 
threshold takes the values 0.8% and 0.9%, respectively, will lead to a 
better protocol’s performance. Taking into account that this scenario 
just considers 126 nodes, a community should be composed by at least 
30% of existing nodes in order to be possible for the FinalComm 
protocol to achieve its best performance. 
In terms of a warmup time of one day, the results are not shown in this 
paper, as it was not possible to obtain a case in which the tested 
protocols would benefit from it. This means that communities are 
formed very fast and the protocols can still work with partially formed 
communities so the use of a warmup time is not observable in the 
results.  
Finally, to test the dynamic mechanism a commfamiliar threshold 
value of 0.50% was considered for the starting point. The best case 
result is shown in Table 9. That case was detected when the update 
time took the value of 43200 seconds and when the nodes were trying 
to populate their communities with 35 to 40% of all existing nodes, 
even though it is not possible to see the other results in this paper. In 
this case, the dynamic mechanism was able to achieve a delivery rate 
of 84.15% with an overhead of 10.37. This mechanism was able to 
deliver an identical number of messages compared to the best case of 
the FinalComm protocol without this mechanism. However, the 
overhead increased approximately 100%. The explanation for that is 
linked with this constant changing in the commfamiliar threshold 
values, which introduced one more hop in the average hop count value. 
Overall, the mechanism performed well in this Scenario.  
 
 

Table 3 - Epidemic Protocol under Scenario 1. 

Delivery Rate [%] Overhead 
Average 

Latency [s] 
Average Hop 

Count 

64.78 ± 0.35 290.74 ± 2.04 3016.05 ± 35.77 4.19 ± 0.03 

 

Table 4 – Best case of BubbleRap Protocol under Scenario 1. 

k 
Familiar 
threshold 

[s] 

Delivery 
Rate [%] 

Overhead 
Average 

Latency [s] 

Average 
Hop 

Count 

3 1300 60.66 ± 0.69 
56.55 ± 

1.04 
5730.30 ± 

39.52 
1.41 ± 
0.01 

 
Table 5 - Best case of dLifeComm Protocol under Scenario 1. 

k 
Familiar 
threshold 

[s] 

Delivery 
Rate [%] 

Overhead 
Average 

Latency [s] 

Average 
Hop 

Count 

2 50 71.57 ± 0.15 
145.26 ± 

3.86 
3172.68 ± 

78.20 
3.11± 
0.05 

 
Table 6 - Best case of FinalComm Protocol under Scenario 1. 

Commfamiliar 
threshold [%] 

Delivery 
Rate [%] 

Overhead 
Average 

Latency [s] 
Average 

Hop Count 

0.60 
84.27 ± 

0.42 
4.95 ± 
0.03 

6054.07 ± 
59.90 

4.17 ± 0.05 

 
Table 7 – Community results related to the best protocol’s cases. 

Protocol 
Number of Communities 

at the end 
Average Nodes per 

Community at the end 

BubbleRap 115.00 ± 2.77 1.22 ± 0.56 

dLifeComm 1.00 ± 0.00 126.00 ± 0.00 

FinalComm 126.00 ± 0.65 105.20 ± 18.37 

 
Table 8 - dLife Protocol under Scenario 1. 

Delivery Rate [%] Overhead 
Average 

Latency [s] 
Average Hop 

Count 

71.68 ± 0.37 142.90 ± 3.27 3193.94 ± 89.42 3.09 ± 0.05 

 
Table 9 – Best case of FinalComm’s dynamic mechanism under Scenario 1. 

Update 
Time 

[s] 

Percentage 
Interval 

[%] 

Delivery 
Rate 
[%] 

Overhead 
Average 
Latency 

[s] 

Average 
Hop 

Count 

43200 35 - 40 84.15 10.37 6276.58 5.53 

 

B. Scenario 2 – Manhattan, USA 

1) Settings 

To simulate the midtown area of Manhattan, a map was also imported 
to the ONE Simulator. On top of the map, two different groups of 
nodes were created, representing buses and pedestrians, with a total 
number of nodes of 170.  Table 10 describes how nodes are distributed 
per group, what are their speeds, what is the dimension of node’s buffer 
and also how many communications interfaces are used per group. 
Similar to what happened for Scenario 1, there is a range for node’s 
speed which is calculated in the same way from simulation to 
simulation and nodes will follow the same sequence of speeds. The 
buffer size in Scenario 2 remains the same as for Scenario 1. In terms 
of interfaces, all the nodes use the same Bluetooth interface as seen in 
the last scenario and there are no cases in which a second interface is 
deployed. Finally, it was established that every message on a node’s 
buffer would have 1433 minutes to live, which corresponds to 
approximately one day. 
 
 



Table 10 - Node’s settings description for Scenario 2. 

Group # Nodes 
Speed 
[m/s] 

Buffer 
Size 

[MB] 
Interfaces 

TTL 
[min] 

1: Buses (b) 20 
7.0 to 
10.0 

5 1 
1433 

2: Pedestrians (P) 150 
0.8 to 

1.4 
5 1 

 
In this scenario, nodes had different types of routes, which were 
assigned by group. Group 1 used the RMBM model so that a bus could 
only use certain paths in order to better describe a bus movement. On 
the other hand, Group 2 used a more complex and realistic model, the 
WDM model. When using a WDM model for a group of nodes it is also 
necessary to establish some other parameters at the settings file. For 
this particular type of group, nodes were associated with a work day 
length of 28 800 seconds and a probability of going shopping / going 
to a meeting spot after work of 50%, in which they are able to spend 
between 3 600 and 7 200 seconds. 10 offices were considered in the 
map, randomly positioned, and the 150 nodes from Group 2 were 
associated to one of those buildings. In terms of meeting spots, 20 
places were considered, which were again randomly positioned. The 
nodes were also associated with home coordinates by the simulator at 
the beginning of simulations. In this way, nodes’ movement was able 
to represent the time spent at home, the travel to the office building, 
the eventual going to a meeting spot and the way back home, 
representing a daily routine. These parameters are the ones with most 
influence in a simulation of this type.  
To generate messages during this simulation’s scenario, the Message 
Event Generator was used, the same used in Scenario 1. Basically, no 
changes were made and the interval between messages and their size 
were the same. The total number of generated messages was 16 666. 
Once again, in order to gather more consistent results every time a 
protocol is tested for a set of conditions, four simulations with four 
different seeds ran. In all cases, a 95% confidence interval is presented. 
Finally, this scenario’s settings were put into simulation during 1 000 
000 seconds, which corresponds to eleven days and a half.  The 
influence of a warmup time of one day was also considered. 

2) Results 

In the following tables, Table 11, Table 12, Table 13, Table 14 and 
Table 16 , the best cases’ results for the Epidemic, the BubbleRap, the 
dLifeComm, the FinalComm and the dLife protocols are shown, 
respectively. In this scenario, the procedures to reach the best 
protocol’s cases were the same as for Scenario 1. However, there were 
slight changes in the values that the familiar threshold took. This time, 
the familiar threshold parameter ranged from 50 to 3200 and followed 
a doubling sequence. 
In a scenario where the movement patterns were chosen to represent a 
daily routine, the FinalComm protocol was able to deliver more 
messages than the others protocols tested. A surprising fact was that 
the FinalComm protocol delivered more messages than the dLife and 
the dLifeComm protocols, which were created to take into account 
daily routines. The FinalComm protocol was able to deliver 
approximately 23% more messages than the dLifeComm protocol, 
which was the protocol that comes second in terms of delivery rate. 
When analyzing the results from Scenario 1, it was said that the 
FinalComm protocol might have performed better that the dLife and 
dLifeComm protocols because the nodes did not have a movement 
model to represent daily routines. These results go against that 
affirmation. With or without daily routines, the proposed protocol in 
this work seems to perform better than the other tested protocols. 
In terms of overhead, the FinalComm protocol performed much better 
than the other protocols. It only needed on average approximately 9 
replicas of a message to achieve the delivery rate mentioned above, 
while the dLife protocol, which comes second, needed almost 79 
replicas. All of these values are referred to the cases in which no 
warmup time was considered. The dLifeComm comes in third place 
with an overhead really close to the dLife protocol. Then, there is also 
a huge difference between the BubbleRap protocol and the 

dLifeComm protocol in terms of overhead, twice the value. In the last 
place with a huge overhead comes the Epidemic protocol as it was 
expected. This protocol created an overhead of 667.15. 
It is also possible to see that for the highest delivery rate comes a low 
overhead. Even though the results are not proportional, the order in 
which protocols come in terms of better delivery rate is approximately 
the inverse order in how high the overhead is. 
Another interesting fact is that the highest delivery rate achieved had 
the highest average latency and the highest average hop count 
associated, excluding the case of the Epidemic protocol. In the 
FinalComm protocol the messages took more time at a node’s buffer 
and also crossed more nodes on average. By having a good mechanism 
to control the overhead, crossing more nodes does not necessarily bring 
the delivery rate down. The Epidemic protocol is the best example to 
show how important is the way overhead is controlled. 
In terms of communities, Table 15 shows the number of detected 
communities and the average number of nodes per communities at the 
end of simulations for the best cases of three different protocols, the 
BubbleRap, the dLifeComm and the FinalComm. From that table, it is 
possible to see that for the best cases of the BubbleRap and the 
FinalComm protocol, every node had its unique community and the 
average number of nodes per community was 51.89 and 34.98, 
respectively. However, the confidence interval related to the average 
number of nodes per community in the BubbleRap protocol seems to 
indicate that there are some communities with a very low number of 
nodes and others with a lot of nodes in them. In the dLifeComm 
protocol there was only an average number of 41.50 communities and 
each one had almost all the existing nodes in this scenario. 
Only related to the FinalComm protocol, and using all the other cases 
that are not shown in Table 14, it was possible to spot that increasing 
the commfamiliar threshold would lead to a lower delivery rate. It is 
also interesting to see that a high delivery rate is associated with a high 
average latency and also a high average hop count. The conclusion is 
that if there is the possibility to control the overhead somehow, the 
protocol performs better if the number of nodes messages cross is not 
low. Besides, nodes seem to better deliver messages when each node’s 
community is unique. In the best case reached, the average nodes per 
community detected at the end of simulation was close to 35, which 
corresponds approximately to 21% of all nodes. Lastly, in this scenario 
where nodes tend to spend the majority of time with a particular set of 
nodes, nodes that are met less regularly will be easily considered as 
“strangers”. Even with a commfamiliar threshold equal to 0.1%, nodes 
are mainly forwarding messages through other nodes that are met in 
offices or near home. 
Again, in terms of a warmup time of one day, the results are not shown 
in this paper, as it was not possible to obtain a case in which the tested 
protocols would benefit from it. 
To test the dynamic mechanism, a commfamiliar threshold value of 
0.50% was again considered for the starting point. The best case result 
is shown in Table 17. That case was detected when the update time 
took the value of 43200 seconds and when the nodes were trying to 
populate their communities with 35 to 40% of all existing nodes, even 
though it is not possible to see the other results in this paper. In this 
case, the dynamic mechanism was able to achieve a delivery rate of 
55.54% with an overhead of 11.33. When comparing the FinalComm 
protocol with and without this mechanism, it is possible to see that the 
delivery rates and overhead are similar.  
Overall, all the protocols did not perform well in Scenario 2, as the 
delivery rate is too low for a real situation. Approximately only half of 
the messages were delivered in the best case detected. A way to 
improve all the delivery rates for protocols that can control well the 
overhead could be to increase both messages’ TTL and nodes’ buffer. 
 

Table 11 - Epidemic Protocol under Scenario 2. 

Delivery Rate 
[%] 

Overhead Average Latency [s] 
Average 

Hop Count 

31.23 ± 1.01 667.15 ± 33.24 33940.34 ± 496.11 9.45 ± 0.33 

 



Table 12 - Best case of BubbleRap Protocol under Scenario 2. 

k 
Familiar 
threshold 

[s] 

Delivery 
Rate [%] 

Overhead 
Average 

Latency [s] 

Average 
Hop 

Count 

6 3200 33.02 ± 1.17 
178.48 ± 

11.77 
35464.67 ± 

673.30 
3.37 ± 
0.03 

 
Table 13 - Best case of dLifeComm Protocol under Scenario 2. 

k 
Familiar 
threshold 

[s] 

Delivery 
Rate [%] 

Overhead 
Average 

Latency [s] 

Average 
Hop 

Count 

2 50 42.61 ± 1.83 
89.66 ± 
18.59 

34079.98 ± 
402.51 

3.95 ± 
0.06 

 
Table 14 - Best case of FinalComm Protocol under Scenario 2. 

Commfamiliar 
threshold [%] 

Delivery 
Rate [%] 

Overhead 
Average 

Latency [s] 
Average 

Hop Count 

0.10 
55.54 ± 

3.44 
9.44 ± 
0.37 

39060.82 ± 
440.42 

4.77 ± 0.03 

 
Table 15 - Community results related to the best protocol’s cases. 

Protocol 
Number of Communities 

at the end 
Average Nodes per 

Community at the end 

BubbleRap 170.00 ± 0.00 51.89 ± 50.29 

dLifeComm 41.50 ± 20.63 162.10 ± 21.02 

FinalComm 170.00 ± 0.00 34.98 ± 18.55 

 
Table 16 – dLife Protocol under Scenario 2. 

Delivery Rate 
[%] 

Overhead Average Latency [s] 
Average 

Hop Count 

41.75 ± 1.69 78.73 ± 20.62 33660.28 ± 120.54 3.62 ± 0.09 

 
Table 17 - Best case of FinalComm’s dynamic mechanism under Scenario 2. 

Update 
Time 

[s] 

Percentage 
Interval 

[%] 

Delivery 
Rate 
[%] 

Overhead 
Average 
Latency 

[s] 

Average 
Hop 

Count 

43200 35 – 40 55.54 11.33 39264.21 4.97 

 

V. CONCLUSIONS 

The FinalComm protocol showed a good performance in both 
scenarios analysed when compared with the other tested protocols. It 
was always the protocol with better delivery rates and lower overhead, 
even in a scenario in which nodes had a daily routine’s movement. The 
dLife and the dLifeComm protocols were able to take into account 
those daily routines in order to better deliver messages but the 
FinalComm protocol performed better. As said before, the FinalComm 
protocol has a parameter, the commfamiliar threshold, that needs to be 
tuned for each scenario in order to find the best protocol’s 
performance. That parameter differed from Scenario 1 to Scenario 2. 
However, the range in which the best results were gathered is 
practically the same, 0,1% to 1.0%, even though results close to 1.0% 
started to show some degradation in the delivery rate. Another 
important conclusion about the delivery rate is that increasing the 
commfamiliar threshold led to a degradation in the delivery rate, 
mainly due to the number of nodes per community starting to decrease 
as well. 
In the FinalComm protocol, a node will better deliver messages when 
communities are not small. In Scenario 1, in which the communities 
showed more than approximately 38 nodes at the end of the 
simulations with eleven days resulted in a better protocol’s 
performance. As that scenario had 126 nodes, the conclusion is that 

nodes should have a community composed by at least 30% of existing 
nodes in order to achieve the best performance possible. In Scenario 2, 
a scenario with daily routines, the conclusions are slightly different. To 
achieve the best performance possible, nodes should have at least 7% 
of existing nodes in their communities. In fact, when reducing the 
number of nodes per community, nodes start to be more rigorous in 
relaying messages and those messages will stay more time with them. 
In that way, if nodes do not meet the destination or a node really close 
to that destination, messages will not be delivered and the performance 
will decrease.  
Another interesting conclusion is that for a high delivery rate, there is 
a high average latency and also a high average hop count. However, if 
the overhead is not properly controlled, as it happens with the 
Epidemic protocol, the average latency and hop counts can be high, 
but the delivery rate is extremely low. The main conclusion is that 
overhead has to be properly controlled and if it is, the cases which 
resulted in a good delivery rate have a high average latency and high 
average hop count associated. This also shows that nodes have to be 
very precise when relaying messages. 
In terms of the dynamic mechanism, the results show that this 
mechanism was able to achieve similar results when compared to the 
best cases without the mechanism. However, the overhead increased 
significantly, but it is the price to pay. The dynamic mechanism 
performed better when the update time was adjusted every half a day 
with percentage interval of 35% to 40%, which corresponds to the 
fraction of total nodes a community should be populated with. It is also 
important to say that node’s commfamiliar threshold only converged 
to its final value after some days. Overall, the dynamic mechanism was 
a good approach and it showed that nodes do not have to share the 
same value for the commfamiliar threshold in order to achieve a good 
protocol performance. 
In terms of warmup time, all the results did not get better by having a 
warmup time of one day. None of the tested protocols, not even the 
ones that use communities, showed an increased performance for that. 
The conclusion is that communities are formed very fast and protocols 
can efficiently relay messages even with partly formed communities. 
Finally, a word about the way communities were built should also be 
addressed as some protocols used different algorithms to build 
communities. The BubbleRap and the dLifeComm protocols used the 
k-clique algorithm and the FinalComm protocol a different one. Even 
though a direct comparison between those two algorithms was not 
done, the k-clique algorithm was not representing well the dynamics 
behind communities because nodes were never removed from 
communities. In this way, the algorithm used by the FinalComm 
protocol is more accurate in terms of representing the reality.   
Besides, it is important to take into account that, despite the effort to 
recreate real scenarios in the simulator, the world is far too complex, 
and many simplifications had to be introduced. Despite those 
simplifications, the obtained results provided some insights on how 
protocols really work. 
As suggestions for future work regarding the topic, it might be 
interesting to start with an extensive analysis of the dynamic 
mechanism for the FinalComm protocol by testing it with multiple 
other time periods and percentage intervals in several other scenarios. 
It could be also interesting to analyse the influence of the load, number 
of nodes, in the presented scenarios. Besides, a dynamic approach for 
the BubbleRap protocol and the dLifeComm protocol could also be 
implemented after adding to the k-clique algorithm the possibility to 
remove nodes from communities. A direct analysis comparison 
between the algorithms used in this master’s thesis to build 
communities can also be interesting. In this way, both protocols would 
be able to adapt to the scenarios by finding the best conjugation of 
parameters. Finally, the FinalComm protocol can also be evaluated 
under other scenarios, namely scenarios based on real traces. 
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