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Abstract—Open Information Extraction (OpenIE) is the task
of finding a structured representation for the relations and
assertions present in natural language text, without using a
predefined categorization of the relationship types that are to
be extracted. OpenIE tools exploit word tokens, together with
syntactic and/or semantic information from sentences, to search
for relations in them. Applying OpenIE methods to dialogue
transcriptions, a specific kind of text that is less structured and
consistent than formal text, results in a decrease in performance.
To address this issue we first present a comparative study between
four OpenIE systems, namely ReVerb, OLLIE, Stanford OIE,
and OpenIE4, intended to analyze and justify the difference in
results; second we implement an application that, used together
with the aforementioned Open IE tools, increases precision by 11
percentage points (pps), recall by up to 12 pps, and F1-score by 11
pps for the best obtained results, which improved the quality of
extractions. Our system pre-processes dialogue text before being
extracted, by simplifying and dividing the sentences using several
natural language processing techniques.

Index Terms—Open Information extraction, Stanford OpenIE,
OpenIE 4, OLLIE, ReVerb, Dialogue

I. INTRODUCTION

Open Information Extraction (Open IE) is the task of finding
a structured representation for the relations and assertions
present in natural language text, without using a predefined
categorization of the relations that are to be extracted.

Open IE has several purposes, e.g., to extract factual infor-
mation from a given source [1], [2], or to acquire common
sense knowledge [3].

The existing tools show good results when applied to
grammatically well-formed text, such as news articles, or an
article in Wikipedia. However, when faced with less structured
text, such as dialogue transcriptions, the results decrease.
The quality of the grammatical structure of dialogue texts
varies significantly, and it is usually prone to interruptions,
repetitions and mid-sentence corrections, noise, errors, and
other problems.

For this reason, the range of usefulness of such tools
is limited, as dialogue is a kind of natural language that
is present everywhere. On a daily basis, it is the favored
format for people to communicate with each other. Hence,
the information present in dialogues of all kinds can have
significant importance for several types of applications, such as
extracting information from dialogues in surveillance systems,
and automatic relevant information retention for debates.

The current Open IE tools are not prepared to extract useful
information from a dialogue. Therefore, the motivation of the
study presented in this dissertation is to try to improve the
way that Open IE applications process human dialogue.

In this project, we will start by studying some of the current
Open IE tools, specifically ReVerb [4], OLLIE [5], OpenIE 4
[6] and the Stanford Open IE system (Stanford OIE) [7], and
how they process dialogue in comparison to a more structured
text. Considering that each of them uses a different approach,
the objective is to try to understand which one shows the best
results to the different kinds of dialogues and its problems.

Secondly, and without changing the algorithms of those
tools, different processing techniques will be applied to the
texts in sequential layers, to try to improve the quality of
the data, and the subsequent quality and amount of extracted
relations.

The three main objectives of this thesis are:
1) To provide a comparative study of four Open IE tools

applied to dialogue;
2) To implement a system that improves the quality of

relations extracted from dialogue transcriptions, used in
conjunction with Open IE tools;

3) To propose an improved format for the structure of the
information extracted

II. BACKGROUND AND RELATED WORK

A. Open Information Extraction

Open Information Extraction (Open IE) is the task of
automatically extracting structured information from text. A
relation phrase is a sentence expressing a relation between
two arguments. For example, in the sentence “The dinosaurs
became extinct.“ the first argument is The dinosaurs and the
second is extinct, while the relation phrase is became.

Open IE differs from normal IE by being domain inde-
pendent. This means that the theme of the text is not known
in advance. In traditional IE systems, the extractions have a
very specific target. These systems use human-made extraction
rules, or rules learned by domain-specific supervised methods.
Open IE is instead based on creating the extraction rules
automatically, and making them independent from the context
or domain. An Open IE system takes as input a corpus of raw
text, ideally makes a single pass over it, and outputs a set of
extracted relations [2], [8].



B. Natural Language Processing
Natural Language Processing (NLP) is the field concerned

with the interaction between humans and computers at the
level of human language. Open IE is a subtask from this
field, so it takes advantage of several of its procedures.
The following subsections will introduce the most important
techniques used by Open IE tools, and by this work.

1) Tokenisation: Tokenisation is the task of segmenting text
into parts, such as words, sentences, or groups in between. The
process of tokenisation is dependent of the text’s language.
Usually, punctuation has to be taken into account, and more
than often the segmentation rules are dependent on the context
(for instance, apostrophes are used with more than one pur-
pose). Tokenisation can be achieved using regular expressions,
which are robust although somewhat strict, or through machine
learning methods, which are more general [9].

2) Part-of-speech Tagging: Part-of-Speech (POS) tagging
is the process of assigning a part-of-speech category to each
token in a corpus. Parts-of-speech are classes of words, based
of their function in a text, and based on the similarities in
their behaviour. For instance, in a simple tagset with 12 classes
(i.e. a closed group of possible tags), tokens can be classified
as nouns, verbs, adjectives, adverbs, pronouns, determinants
or articles, prepositions, numerals, conjunctions, particles and
punctuation marks, as described in [10].

3) Noun Phrase Chunking: Chunking, often referenced to
as shallow parsing, is the technique used to segment and label
the tokens of a sentence into its subconstituents, such as the
noun or verb phrases.

Chunking a sentence requires for tokens to first be POS
tagged, due to the fact that the POS labels are going to be used
in patterns for recognizing phrases. Usually, a text chunking
process starts by tokenising the sentence, then it tags it with
a POS tagset, and finally chunks it.

4) Dependency Parsing: Dependency parsing is a method
for deconstructing sentences into a graph of dependencies
between words, based on a dependency grammar. Dependency
grammars are a form of syntactic representation, i.e. a set of
rules and criteria that define binary relations between two
words, in the form of dependencies. Dependency relations
have a head and a dependent, which means that there is always
a word that has a dependency to another, and this relation
is asymmetric. These relations are achieved by an operation
that takes the POS tags from the two words and returns a
more elaborate arrangement of both. The resultant relation is
then labelled by a tag that defines it, and imposes linguistic
restrictions on the linked words [11].

There are two main classes of methods to parse a sentence:
grammar-driven and data-driven. In both of them, the input is
always a sentence and the output is a dependency graph [12].

5) Semantic Role Labeling: The semantic analysis of text
refers to the characterization of events that answer questions
like who did what to whom, where, when and how. Semantic
Role Labelling (SRL) is the task of identifying the relations of
a target verb to its corresponding participants, i.e., for every
verb there is a pre-specified list of possible semantic roles, and

the task of SRL tries to assign each role to some noun-phrase
element in the sentence [13].

A semantic role is a class in linguistic theory, and the con-
stituents of each class vary according to the author. Roles can
go from extremely specific and verb-dependent, to extremely
general. For instance, in a more specific definition, the verb
attack can have the semantic roles of the attacker and the
victim, and the verb operate can have the roles of doctor and
patient, while in a more general definition both verbs have
instead the roles of agent and patient [14].

C. Stanford CoreNLP

Stanford CoreNLP is a suite of several natural language
processing and analysis tools [15]. Among others, it has an
annotator for each of the concepts described above. It works
as an integrated framework. For any desired process, it receives
an input text and uses any annotators necessary, layer by layer,
to generate the output. For instance, to use the dependency
parser, it calls the annotator tokenize, to divide the text into
tokens, followed by the annotator ssplit, that will split the
sentence into chunks, and the annotator pos, responsible for
applying POS tags, and finally executes the dependency parse
annotator.

D. Open Information Extraction Tools

1) ReVerb: ReVerb [4] is an extractor that treats relations’
extraction as a constraint satisfaction problem. Previous extrac-
tors were based on classifiers, and produced two frequent types
of errors, namely incoherent extractions and uninformative
extractions.

To resolve those errors, ReVerb imposes two constraints.
The first, a syntactic constraint, defines a regular expression
pattern of POS tags. Any potential relation must be in the
form of that pattern. This method may sometimes extract
overly specific relations, that may not be useful. To solve this
problem, ReVerb uses a second lexical constraint to evaluate
if an extracted relation is capable of being used with other
arguments (this is based on the intuition that a valid relation
can take several distinct arguments in a large corpus). To do
this, a dictionary is constructed in an offline step, with a big
set of possible relation phrases. The relation being evaluated
is then matched against the dictionary and is only extracted if
it exists in there.

To extract relations, ReVerb first POS tags and NP chunks
the corpus being evaluated. Then, it uses the above constraints
to find and validate relation phrases. If two relations are
contiguous, they are merged. Then, it searches for the rela-
tion’s arguments. It is necessary to find the left and the right
arguments, and the boundaries to each. ReVerb uses heuristics
to determine them, based on their POS tags. If a valid relation
and both arguments are found, the system returns an extraction.
In a final step, ReVerb uses a confidence function, based on
a logistic regression learner, to attribute a confidence to the
extraction.



2) OLLIE: OLLIE [5] is an evolution of ReVerb, address-
ing its main flaw, which is the fact the system can only detect
relations mediated by verb patterns. OLLIE also recognizes
that some relations aren’t always factual (e.g., I think that
Portugal is a Spanish City) but instead based on beliefs,
hypothetical context, etc.

To solve these limitations, OLLIE expands the syntactic
scope of possible relation phrases, to cover a much larger
number of relation expressions. It changes the Open IE rep-
resentation to allow additional context information, such as
clausal modifiers.

OLLIE’s algorithm is divided into a learning phase and
an extraction phase. To learn which relation patterns are
used, OLLIE bootstrapps a large quantity of seed tuples from
ReVerb, under the assumption that almost all relations can
be expressed in a verb like way. Then, OLLIE uses the
seed tuples to learn patterns using dependency parsing, which
often appears in a verb mediated form. It then learns open
pattern templates - a mapping from a dependency path to
an open extraction, identifying both the arguments and the
exact ReVerb-style relation phrase. These patterns are ranked
in frequency. When the time comes to extract relations, OLLIE
simply builds a dependency parse for the sentence and expands
the nodes as far as possible to match the patterns learned
before. In the extraction process, there is an additional step
that analyzes the context of the relations, to solve the problem
of non-factual relations. OLLIE uses the dependency parse
structure to analyze key nodes. Words like believe, imagine or
if are flagged and analyzed and, if it is the case, OLLIE marks
them with a clausal modifier to turn the sentence factual.

3) OpenIE 4: The last iteration of the KnowItAll Project
(where ReVerb and OLLIE belong to) is OpenIE 4 [6]. The
biggest change introduced by this system was to break the
old model of binary relations, enabling an n-ary extraction
from a sentence. N-ary extractions can have 1 or more second
arguments. For instance the sentence “The U.S. president
Barack Obama gave his speech on Tuesday to thousands of
people” can be converted to the extractions (Barack Obama,
gave, [his speech, on Tuesday, to thousands of people]).

OpenIE 4 works by using two different main components:
SRLIE and RelNoun. The first component, SRLIE, is the
part responsible for identifying n-ary extractions. It builds
extractions using Semantic Role Labelling frames. To do this,
it processes each sentence through a dependency parser. Then,
it takes the resultant dependency graph and feeds it to a SRL
system to produce the SRL frames. Finally, these frames go
through SRLIE to produce n-ary extractions. First it applies
some filters heuristically to remove some SRL frames. Then it
determines the argument’s boundaries, and finally constructs
the relation phrases. The second component, RelNoun, is used
to extract relations from noun-phrases, like Queen vocalist
Freddy Mercury. OpenIE 4 also further improves OLLIE’s
clausal modifiers, taking into account conditional sentences,
and checking if a sentence has a negative or positive assertion.

4) Stanford Open Information Extraction: The Stanford
OIE system [7] is the most recent from all the tools analyzed

in this section, published in 2015. This system differs from
the others in its methodology: instead of trying to learn more
complex patterns, and using techniques to recognise each time
more complex relations, the main focus of this system is to
first simplify the sentences, so in the end there is the need
to use just a small amount of patterns to recognize most of
the relations. In a first step, it preprocesses the sentences to
produce smaller, independent and coherent clauses (i.e. can
stand on their own syntactically and semantically), that are
entailed by the main sentence. To accomplish this, the system
traverses a dependency parsing tree, labelling each arc with
one of three possible actions that indicate the steps that must
be taken for the arc and correspondent subtree.

Using this algorithm, the system trains a multinomial lo-
gistic regression classifier using a labeled dataset, and learns
the sequences of actions that produce relations by applying
the algorithm to the dataset and using the extracted relations
that match the labeled relations as positive examples, and
the sequences of actions that correctly do not produce any
relations as negative examples.

In a second step, the system will try to use the produced
clauses (after running the classifier on a corpus to be evaluated)
to generate the smallest possible sentence that is yielded by the
parent sentence and is semantically and syntactically correct.
This is done by checking if certain words induce downward or
upward polarity (words such as all, no, many, etc.). If a word,
like all induces a more general scope for the sentence (e.g. if
All dogs bark., then it is true that All small dogs bark.), then it
is said that the word all induces a downward polarity. If, on the
other hand, a word, like some, induces a more specific scope
(e.g. if Some yellow flowers smell good., then it is possible to
say that Some flowers smell good.), then it is said that the word
some induces a upward polarity. The algorithm searches for
these words and classifies each arc into whether deleting the
child of the arc makes the father more general, more specific,
or neither, and acts accordingly using constraints and heuristics
to short the sentences that are possible to shorten.

Finally, in a third step, the system uses 6 main patterns to
extract relations from the sentences. If it detects a compound
noun (i.e. a noun-phrase that may hold a relation) it uses 8
more patterns to try to extract that relation [7].

III. INTRODUCTORY ANALYSIS

A. Dataset Study

The dataset used to carry out this study is the Switchboard
Dialogue Act Corpus [16]. This dataset contains a collection of
1157 two-sided telephone conversations, among 543 speakers.
The conversations were transcribed and annotated. The doc-
uments have tags that identify speech acts, such as sounds,
disfluencies, and repetitions.

To perform our studies, we chose 8 conversations at random.
Open IE systems usually work at a sentence level, i.e., they
analyze one sentence at a time in search for relations. In
order to comply with that methodology, each file was pre-
processed to remove major annotations, and to be structured by



sentence. This process generated 500 proper sentences. Section
IV explains the pre-processing algorithm in further detail.

We manually labeled the sentences by creating a structure
where, for each sentence, we identified the possible relations,
and for each relation we separately tagged the first argument,
the relation phrase, and the second argument. There were
sentences that did not contained information to produce an
extraction, e.g., “No way, John!”. These sentences were kept,
as they are part of the dataset, and were annotated with no
relations. In this study we also did not consider questions, for
the reason that neither of the four Open IE tools is prepared
to process the grammatical structure of a question. To execute
our tests, we provided the unlabeled set of 500 sentences to
each extractor, and compared the results with the labeled set.

B. Evaluation Method

To properly conduct a comparative experiment between all
four Open IE applications, it is necessary to understand what
kind of information they produce.

For an extraction to be valid, it must have both arguments
of the relation, the relation phrase, and a confidence value.
It is possible, and actually frequent, to have more than one
extraction per sentence, each one with its own confidence
value.

The confidence value is used to attempt to validate the
relation extracted in unsupervised tests. It varies between 0
and 1 and is measured using a classifier. The classifier is
specific to each application and is trained with a set of features
related to the different methods used by them. For instance,
considering that ReVerb is based on syntactic patterns to
recognize relations, it uses features such as the number of
words and existence of specific conjunctions, while Stanford
OIE takes features from the dependency tree it uses to perform
the extraction, such as the label of edges being taken, and POS
tags from edge endpoints.

We classified each relation extracted as correct or incorrect.
A relation is considered correct if it satisfies the following
criteria:

• It must be a valid extraction, according to the definition
presented previously;

• It must be syntactic and semantically correct;
• It must be informative, i.e., it must contain all the

information necessary related to the event extracted; For
example, the extraction (Peter; went; to look) taken from
the sentence “Peter went to look for a house” is not
informative, thus, is classified as incorrect; However, the
extraction (Peter; went to look; for a house) is classified
as correct;

• It must be locally factual, i.e., it must not contradict
or change the information present in the sentence. For
instance, if the sentence “The moon is a star” produces
the extraction (The moon; is; a star), this extraction
is correct, according to the information present in the
sentence. However, the extraction (The earth; was; flat),
taken from the sentence “Ancient cultures believed that

the earth was flat”, is not correct, since that is not the
information stated in the sentence.

If an extraction does not comply with all the above criteria,
then it is classified as incorrect. There may be several correct
extractions for the same relation, differing only on one or two
words. We also counted the number of possible relations to
which no correct extraction was produced.

For a classification task such as this, there are four kinds of
possible results:

• True Positives (TP): extractions that were classified as
correct.

• True Negatives (TN): absence of extractions when there
is none expected. We do not count those results here.

• False Positives (FP): extractions that were classified as
incorrect.

• False Negatives (FN): sentences where there should have
been at least an extraction, but there was none.

By using these values, we computed the metrics of preci-
sion, recall, and F1-score. Precision is the percentage of ex-
tractions that were classified as correct, from all the extractions
obtained, i.e., Precision = TP/(TP + FP ). Recall is the
percentage of correct extractions obtained from the universe
of all possible correct extractions in the dataset, i.e., Recall =
TP/(TP +FN). F1-score is a weighted average of precision
and recall, that measures an overall score of the system, i.e.,
F1 = 2 ∗ (Precision ∗Recall)/(Precision+Recall).

The confidence value can be used in unsupervised tests to
self-validate an extraction. It is possible to establish a division
point by defining a threshold, e.g., we can predict that all
extractions with confidence above 0.5 are correct, whether it
is true or not. And by varying this threshold, it is possible
to increase one of the metrics in detriment of the other, e.g.,
by lowering the threshold, we can increase recall at the cost
of lower precision. To measure this trade-off, we will plot a
Precision-Recall curve. The curve is computed by providing
the confidence value and the binary classification of each
extraction. With this curve plotted, we can calculate the Area
Under the Curve (AUC) [17], which measures the space in the
graph below the curve. The AUC varies between 0 and 1. An
higher AUC denotes a better trade-off.

1) Open IE - A Comparative Study: ReVerb and OLLIE
were evaluated by human annotators. ReVerb took extractions
from a set of 500 sentences, and OLLIE used a set of 300
sentences. For both cases, two human annotators classified
each extraction as correct or incorrect, and the final evaluations
were taken from the extractions they agreed upon. ReVerb
reported a precision of 0.75, yet no value for recall. OLLIE
reported a precision of 0.75, and a recall of 0.5.

Stanford OIE and OpenIE 4 participated in the Text Anal-
ysis Conference: Knowledge Base Population (TAC KBP)
Slot Filling Challenge 20131, which offers, among other
challenges, a task to fill a predefined schema of relations,
extracted from a large dataset. The relations are evaluated

1http://tac.nist.gov/2013/KBP/



based on a set of query entities. OLLIE, the state-of-the-
art system at that time, was also used in the challenge, for
comparison. The results from the TAC KBP Challenge are
presented in Table I [6], [7].

Precision Recall
OLLIE 0.577 0.118

Stanford OIE 0.586 0.186
OpenIE 4 0.698 0.114

TABLE I: Precision and Recall values reported at the TAC
KBP Slot Filling Challenge 2013.

From these results, we can observe that OpenIE 4 is
currently the system with higher precision, while Stanford OIE
displays the higher recall.

2) Benchmarks: The conditions and the dataset used in the
TAC KBP challenge are different from our dataset, and from
the extractions of dialogue transcriptions that we intend to
study. As a consequence, the results shown in table I are not
comparable to our evaluation method, and should be used only
as an extrinsic reference. Therefore, it is necessary to calculate
a ground truth, i.e., a baseline of results obtained by applying
the four extractors to our dataset, before conducting further
studies.

Table II shows the precision, recall, and F1-score obtained
with the first tests, along with the number of extractions. If
we take into account the results previously reported, both
precision and recall denote a low score overall.

Extractions Precision Recall F1-score
ReVerb 760 0.36 0.12 0.18
OLLIE 1030 0.37 0.17 0.23

Stanford OIE 1415 0.27 0.24 0.25
OpenIE 4 1123 0.42 0.15 0.22

TABLE II: Initial results obtained when testing the four
extractors with raw dialogue.

ReVerb is the system with less extractions, and the lowest
recall and F1-score. OpenIE 4 has the highest precision, yet
it shows the second lowest value for recall and F1-score.
OLLIE shows balanced results, compared with the other tools.
Stanford OIE has the highest recall, and highest number of
relations extracted, despite showing the lowest precision. We
observed that this larger number of extractions causes Stanford
OIE to have larger percentage of incorrect extractions, thus
lowering the precision. Yet, at the same time, it produces more
correct extractions than the others, increasing the recall.

Figure 1 displays a comparison between the Precision-
Recall curve of the four Open IE systems, together with
the respective AUC. The curves demonstrate the values of
precision and recall for a variation of the threshold associated
with the confidence value. For instance, in OLLIE’s curve
(in red), all the extractions with a confidence value superior
to 0.85 were classified as correct, thus the curve being a
straight line, with precision equal to 1. However, all the other
extractions with lower confidence were considered incorrect,
and thus the recall of 0.1, as only a small percentage of all
the possible extractions was considered correct. By lowering
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ReVerb         - AUC = 0.081
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Fig. 1: Precision-Recall curve for every extractor, along with
the Area Under the Curve (AUC).

progressively the threshold, we can see an improvement of
the recall, in exchange for a decrease in precision. This trade-
off is observed by the position of the curves, with a higher
curve implying a better relation. We quantify the trade-off by
measuring AUC, i.e., the size of the area below the curve.

OpenIE 4 shows the best relation, with an AUC of 0.164.
We can also observe that the decline of the curve is regular,
denoting that there are progressively more incorrect extractions
as the confidence is reduced, instead of a sudden lack of
correct extractions at a tipping point. OLLIE has a flat line
until a confidence value of approximately 0.85, declining
suddenly after that point. ReVerb has a decrease early in the
graphic, showing that a large number of extractions classified
as incorrect had a high confidence value. Stanford OIE has
a local minimum early in the graphic. We observed that
this situation is influenced by Stanford OIE extracting more
sentences than the other three systems, as in this case it was
extracting multiple instances of incorrect relations, with high
confidence.

C. Dataset Problems

An analyses of the sentences that originate incorrect extrac-
tions shows that the size of the sentence is one of the major
problems. Larger sentences originated more incorrect extrac-
tions. Likewise, a large percentage of incorrect extractions
was generated from sentences with a bad structure, or with
noise, e.g., sentences that showed repetitions, interruptions,
changes of topic mid-sentence, and grammatically malformed
sentences, among others. Based on this, we will consider
two types of problems: noise, and size of sentences. 32% of
extractions classified as incorrect had noise related problems,
while 59% were originated from long sentences.

We define Noise as grammatical malformations, or expres-
sions that add no value to the sentence. For instance, a sentence
that has a repetition is grammatically malformed. On the other
hand, in the sentence “We went to the store and stuff”, the
expression and stuff adds no value to the information present
in the sentence. Table III summarizes the most frequent kinds
of noise observed in the extractions with noise related errors.
It is possible to see that repetitions occur frequently, being
present in 43% of those incorrect extractions.



Noise Frequency Example
Repetitions 43% ”and then, then he...”
Meaningless expressions 28% ”and stuff like that”

Interruptions 16% ”By the time we...”
”What about your car?”

Others 13% ”We are, you see, in spite of.”

TABLE III: Frequency of different kinds of noise in the
incorrect extractions with noise related problems.

Relatively to interruptions, we noticed that they are divided
into two cases. The first case is an interruption that consists in
a commentary, or an agreement sound of one speaker, while
the other is talking (e.g., I see, hm-hmm). These interruptions
usually do not shift the theme of the sentences interrupted. The
second kind of interruption consists in a shift of subject. This
distinction is important due to the fact that, while the first case
may provide a complete sentence with sufficient information
for an extraction, the second case has an incomplete sentence,
and it usually will not be possible to retrieve a relation from
that sentence.

We observed that the long sentences that originated incor-
rect extractions were sentences with more than one clause.
Grammatically, those sentences are divided into Compound
Sentences, that have two independent clauses, and Complex
Sentences, having one independent clause, and at least one
dependent.

Compound sentences are connected by a coordinating con-
junction (e.g. and, for, so, yet). Complex sentences are usually
connected by a subordinating conjunction (e.g. when, because,
although, after). Table IV summarizes the most frequent kinds
of subordinations found in the incorrect extractions caused by
long sentences. The subordination type can be recognized by
the conjunction, underlined in the table.

Subordinate Type Frequency
Temporal 39%
Causal 27%
Conditional 9%
Comparative 5%
Others 13%

TABLE IV: Frequency of different kinds of subordinations in
incorrect extractions originated from long sentences.

Compound sentences commonly have two relations in them.
In the example “Peter went to the mall and Maria stayed
home.“, we can extract the relations (Peter; went to; the mall)
and (Maria; stayed; home). Complex sentences mostly only
have one event, and thus one relation. In the example “Peter
went to the mall in the afternoon.”, the relation (Peter; went
to; the mall) is still correct. However, the relation (Peter;
went to; the mall in the afternoon) is also correct, as it
does not contradict any of our criteria. This ambiguity in the
definition of the arguments is one of the causes of errors in
the extractions.

Finally, from the remaining 9% of incorrect extractions,
we observed that a frequent occurrence was related to the
local factual validity, i.e., the extractions where the relation

generated does not correspond to the truth present in the
sentence (as seen in the example “Ancient cultures believed
that the earth was flat”). In this case, the sentence has an
expression that we will call Belief Modifier, that changes the
validity of the event of the sentence. In the previous example,
the belief modifier is “Ancient cultures believed”.

In summarize the problems to be considered are noise,
long sentences, and contracdictions.

D. Strategy Definition

In order to decrease the noise, our strategy will be to remove
the responsible occurrences of repetitions and meaningless
expressions. As for interruptions, we will treat only the first
case, where there is a continuation of the theme in the
sentence after the interruption, and remove the expression in
question. The second case is usually not possible to solve as
the information to complete the interrupted sentence does not
exist. With regards to errors in long sentences, our strategy
will be to simplify those instances.

In the case of compound sentences, we will split both
clauses and create two new subsentences, considering that each
clause is independent, and grammatically correct by itself.

As for complex sentences, we will isolate the main event
of the sentence, and retrieve the complementary information
given by the dependent clauses. Nonetheless, this information
may be important to the relation, and even necessary to
validate it. Therefore, to keep this information, we will imple-
ment a structure capable of storing both the relation and the
complementary information. The rationale is that by removing
these dependent clauses from the sentences beforehand, the
resultant simplifications will be easier to be processed by the
extractors. We will focus our implementation on the three
most frequent types of clauses observed in the study above,
which are Temporal, Causal, and Conditional. Coincidentally,
this solution is able to take into account the third problem,
corresponding to Belief Modifiers.

IV. IMPLEMENTATION

A. Overview

As studied in the previous section, the major problems
observed in our dialogue dataset are noise, sentence length,
and contradictions between the relations and the sentences.
In section III-D we defined that the strategy to solve these
problems is to remove the noise; to simplify the sentences;
and to store complementary information into an organized
structure. As such, our system is divided into the following
five modules:

• Pre-Processor: tasked with adapting the dataset to com-
ply with the input requisites of the system;

• Sentence Cleaner: used to clean the input data from
noise and irrelevant information;

• Sentence Divider: concerned about dividing sentences
into subsentences, and simplifying the sentences retriev-
ing complementary information;



• Relation Extractor: responsible for setting and calling
the four extractors used in the final step of the pipeline;

• Output Structure Organizer: whose task is to store the
information generated in the output to a XML structure.

The system will work as follows: a pre-processed file will
be provided to the software. The data will pass through
the modules sequentially, first cleaning the sentence, then
dividing and simplifying it, and finally extracting its relations.
The output organizer will work in parallel, structuring the
information as it is processed. The output data is the XML
structure produced by the Output Organizer.

1) Input Requisites: Every software analyzed operates at a
sentence level, which means that all of the four Open IE tools
will extract relations for one sentence at a time. Therefore, for
data to be accepted by this system, each input file must have
a single sentence by line. The subsequent description of the
system will be done at a sentence level.

Switchboard is an annotated transcription of dialogues,
which means that it is labeled with meta-information, used
to indicate details such as utterance indexes, or existent
disfluencies. These labels are not necessary for our application,
hence they were removed.

The next step is to normalize the sentences, by capitalizing
every first word, and adding a full stop where there is a lack of
final punctuation. This step is important in that some extractors
use these tokens to aid the recognition process. Nevertheless,
we only execute this step here in tests that do not use the
Sentence Cleaner module. Otherwise, we only normalize the
sentences after the Sentence Cleaner, for the reason that the
lack of final punctuation is crucial in recognizing interruptions.

2) Output: In order to store the complementary information
that will be retrieved from the sentences, before the extraction,
we created a XML structure.

This structure consists of an XML file produced for every
file evaluated, for each tool used. Each XML file will have a
list of sentence. The sentence stated is the original, taken
from the pre-processed file. After a sentence goes through
each module, every sub-sentence created is inserted into a
simplification element, and if there are any secondary
elements retrieved, they are inserted in the respective entries.
The four possible elements are: TC for Temporal Context; BM
for Belief Modifier; DC for Direct Consequence; and CC for
Condition. Later, for each extraction found, an extraction
element is created, containing the three elements of a relation,
arg1, rel, and arg2, as well as the confidence value
obtained by the tool, and a binary classification value, used for
evaluation. It is possible for a simplification to not have any ex-
tractions, in which case no extraction element is created.
If a sentence has no simplifications, a simplification
element is created with the text being equal to the sentence.

B. Sentence Cleaner

Sentence Cleaner is the module responsible for removing
the noise. We identified noise as repetitions, meaningless
expressions, and interruptions.

Repetitions are removed with a regular expression. If the
module identifies two equal words, one after the other, with a
possible punctuation signal in between, it removes one of the
occurrences.

Meaningless expressions are identified, and consequently
removed, by using a dictionary. We manually compiled this
dictionary using every meaningless expression found in the
dataset, together with possible variations. This dictionary con-
tains expressions such as “and everything“, “or something”,
and “that’s good“.

Interruptions are recognized by the absence of final punc-
tuation in a sentence. We restate that there are two kinds
of interruptions: the case where the theme of the sentence
is not shifted, as when an agreement sound is made; and
the case where the theme shifts and the sentence becomes
incomplete. We only act upon the first case. To identify the
correct cases, the module searches for lines that do not end
with any final punctuation. Then, it evaluates the next sentence.
If this sentence has a size equal to, or smaller than three words,
the sentence is removed, and the interrupted sentence is joined
to the next sentence in line. If the number of words is greater
than three, we consider that the interruption may have enough
information to be considered a second case, and we ignore
that sentence.

The last step in this module is to normalize the sentences,
with a process similar to the one described in IV-A1. The
objective is to capitalize every sentence, add a final punctua-
tion where there is none, and to correct errors that may have
been created with the removal of content, such as consecutive
commas.

C. Sentence Divider

In section III-D, we defined two objectives for simplify-
ing phrases: dividing compound sentences into subsentences;
and extracting complementary information from dependent
clauses, in complex sentences.

Compound sentences have two independent clauses, and
are connected by a coordinating conjunction, e.g., “Joseph
was christian and Patricia was buddhist”. Part of the division
algorithm is based on [18].

The complementary information sentences to be extracted
from complex sentences are: Temporal Context, Conditions,
Cause, and Belief Modifiers.

To help identify these speech components, we use the Stan-
ford CoreNLP software [15], specifically the POS tagger and
the dependency parser. Thus, before executing the next steps,
the Stanford Dependency Parser is used in each sentence,
producing the necessary POS tags and dependencies.

Using the cleaned sentences generated in the previous mod-
ule, each sentence goes through each step. First, the algorithm
tries to divide the sentence. Each obtained subsentence is
provided back to the first step, until it is not possible to divide
the sentences anymore. Afterward, the algorithm searches for
the complementary information, reducing each subsentence to
its main components.



1) Coordinate Sentences: Coordinate sentences are recog-
nizable by a coordinating conjunction connecting both clauses.
The dependency parser labels this conjunction with the POS
tag CC, and labels the dependency as CONJ. However, a
coordinating conjunction is present in other syntactic elements,
like enumerations (e.g. “John went to the store to buy oranges
and bananas”).

To divide only the correct sentences, the algorithm searches
the tree for a CONJ dependency. If the dependent is not a verb,
the algorithm ignores the dependency and keeps searching
for another CONJ. If the dependent is a verb, the algorithm
checks first if the length of the possible subsentence is larger
than one word, otherwise it will not be a valid sentence. If
the length is larger than one, the algorithm generates both
subsentences, dividing at the <CC> node (and removing it
from each sentence, adding to the external structure). Finally,
the algorithm checks for the existence of a subject in the
second subsentence, labeled by NSUBJ. If there is not one,
the NSUBJ from the main sentence is used.

2) Causal Sentences: Causal sentences are identified by a
set of causal conjunctions, such as because, so that, in order
to, and variations of those. We compiled all the causal conjunc-
tions in a dictionary. The algorithm uses a regular expression
to search for the causal conjunctions in the sentence. If the
conjunction is found in the middle of the sentence, the clause
starting at that conjunction is extracted and added to the XML
structure with the tag of <DC>, for direct consequence. If
the conjunction is found in the beginning of the sentence,
the algorithm searches for a comma, to be able to limit
both clauses. If it finds a comma, retrieves the clause from
the conjunction to the comma. Otherwise, the clause is not
retrieved.

3) Temporal Context: The search for a temporal context is
done in two steps, considering that it may exist under different
forms.

The first step is to use the dependency tree for the sentence.
The dependency parser labels possible temporal clauses with
ADVCL, however this label is used for any kind of clause
modifier. To account for this, the algorithm verifies if the
dependency is connected to a set of temporal conjunctions
(i.e., when, after, until, before, since, while, once), that were
compiled in a dictionary. If the dependent is a temporal
conjunction, the subtree with the temporal clause is retrieved
and added to the XML structure with the tag <TC>, for
temporal context.

Nevertheless, the group of temporal references that is not
mediated by a temporal conjunction, is not recognized as a
temporal clause by the parser. To find those references, we use
a dictionary in conjunction with regular expressions, that take
into account different kinds of time references (e.g. three years
ago, last saturday, tomorrow at noon, now, everyday, about a
week). The algorithm uses different combinations of patterns,
such as a proposition followed by a day of the week, or a
number followed by a time quantity. If any time expression is
found, it is extracted from the sentence, and again added to the
XML structure. It is possible to have several time expressions

for the same sentence.
4) Condition: A condition is defined by the existence of

an if word, followed by a dependent clause. To retrieve the
conditional clause, the dependency tree is used to properly
identify the limits of the condition. The algorithm will search
the tree for a MARK dependency, and check if the dependent
word is if, due to the same reasons expressed in the previous
step, as the MARK label is used to identify several types of
finite subordinate clauses, and not only conditional clauses.
If a condition is found, it is extracted from the sentence and
added to the structure under the tag <CC>.

5) Belief Modifier: Finally, the last step searches for belief
modifiers. again using a library in association with a regular
expression. The algorithm searches for a pattern that matches a
pronoun (e.g., he, they) followed by a conjugation of a specific
verb, taken from a dictionary. The dictionary was compiled by
finding all the occurrences of a belief modifier in the dataset,
and retrieving the verb and its conjugations. It has verbs such
as think, know, say, find, and decide. It is likely that these verbs
are used in other cases besides belief modifiers, therefore the
algorithm applies restrictions to the search. Among others, the
modifier must be in the beginning of the sentence, and there
must be at least another verb present.

D. Relations Extractor

The last module in our system is responsible for extracting
the relations. After each going through the previous steps,
the application will prepare every subsentence generated (or
just the original sentence, if it was not simplified) and in-
sert them into each of the OpenIE tools, ReVerb, OLLIE,
OpenIE4, and Stanford OIE. Each application is configured
to generate as many extractions as it can find for a given
sentence, along with the confidence value. The extraction is
retrieved with the form confidence - (argument 1;
relation phrase; argument 2). For each obtained
extraction, an <extraction> element is inserted in the
XML structure along with its confidence value, and every
element of the extraction populates its respective field in
the structure as well. Later, for evaluation purposes, every
extraction is manually classified as 1 if correct, or 0 if
incorrect, according to the criteria defined in Section III-B.

V. EVALUATION

A. Results

This section presents the results obtained after processing
the set of 500 sentences with our system. Table V compares the
total number of extractions, the precision, recall, and F1-score
of every extractor when running on our dataset, compared to
the values obtained in the ground truth.

An initial observation denotes that, first, the number of
extractions decreased, and second, the values improved in
every extractor. We justify the first observation by the fact that
the extractors are processing smaller quantities of information
in each sentence. In section III we concluded that the extractors
produced more errors with longer sentences, and more noise.
Our application focused on simplifying the data, by preserving



Extractions Precision Recall F1-score
Before After Before After Before After Before After

ReVerb 760 545 0.36 0.38 0.12 0.18 0.18 0.24
OLLIE 1030 805 0.37 0.44 0.17 0.25 0.23 0.32

Stanford OIE 1415 1261 0.27 0.39 0.24 0.35 0.25 0.37
OpenIE4 1190 975 0.42 0.51 0.15 0.26 0.22 0.34

TABLE V: Number of extractions, precision, recall, and F1-score obtained for the ground truth, and for processed dialogue.
The best result in each section is marked in bold.
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Fig. 2: Comparisons between the Precision-Recall curves of each extractor, measured for the ground truth (blue), and text
processed by our application (red).

the essential information to relation, and storing complemen-
tary information outside the sentence. It follows directly that
there is less information to extract relations from, which
amounts for less extractions. In our case, that consequence
may be positive, if the majority of the extractions removed
was incorrect. The second observation supports that idea, as
every extractor improved its results.

ReVerb demonstrated the smaller progress, with an increase
of 0.02 in precision, 0.06 in recall, and 0.06 in F1-score.
The heuristics used by ReVerb (described in section II-D) are
limited to a pattern, which restraints the range of possible
relations it can extract. It was possible to observe that reducing
noise and complexity had an impact, but it was small compared
with the other three tools.

OLLIE exhibits an improvement of 0.07 in precision, 0.08
in recall, and 0.09 in F1-score. OLLIE reveals balanced results
overall, with the second best precision and a recall and F1-
scores close to OpeIE 4. OLLIE is also based on patterns,
although they are learnt instead of defined manually. Our
study showed that noise and complexity interfere with the
recognition of those patterns. Nevertheless, as they are learnt,
it is possible that, if OLLIE is trained with a bootstrap of
seeds from dialogue text, OLLIE can adapt to better recognize
dialogue patterns.

Stanford OIE denotes an increase in precision of 0.12
points, 0.11 in recall, and 0.12 in F1-score. Despite recall
been high in the ground truth, comparatively with the other
extractors, it still improved significantly. As for precision, in
our baseline we observed that, by being the tool that generates
more extractions, it consequently produced a large number of
incorrect extractions, having the lowest precision of the four.
By using our system, Stanford OIE increased its precision to
0.39, which was an increase of 44%. Stanford OIE searches
for extractions by applying its own method of simplification,

attempting to divide the sentences until it recognizes a relation.
The sentence simplification is a process prone to errors. This
study showed that a focus on reducing noise and complexity
can have a denotative impact on such a process.

OpenIE4 shows a growth of 0.09 points in precision, 0.11 in
recall, and 0.12 in F1-score. It is the extractor with the highest
precision, 0.51. OpenIE 4 main innovation was the extraction
of n-ary relations. The extractor works with the opposite
idea of Staford OIE, as it uses semantic role labeling (SRL)
to retrieve as much information as possible, using concepts
similar to ours (e.g. time context), instead of simplifying.
Our application is not entirely complementary to this process,
as it replaces parts of OpenIE 4 functions. This situation
was observed in its extractions, as most relations followed
the traditional format, and there was only a small number
of n-ary extractions. Nevertheless, the use of SRL to extract
relations proves to be effective, comparatively with the other
extractors, and the reduction of noise and complexity in the
input sentences are able to improve that process.

Figure 2 shows the differences between precision-recall
curves between the ground truth results, and the results gener-
ated by applying our system. Every extractor shows overall
improvements. ReVerb has the smaller change, increasing
only the number of correct extractions for the top values of
confidence. OLLIE demonstrates a larger improvement relative
to precision, specially with medium values of confidence (in
the range of 0.4 to 0.7). Stanford OIE reduces the local
minimum visible in the ground truth and has a smoother curve,
improving the precision for medium values of confidence.
OpenIE4 shows the best results, confirmed by its AUC, and
presents an increase at all levels of confidence.



B. Discussion

Comparatively with our benchmark, our system improved
every result for each extractor. The first conclusion is that
the problems identified, namely the noise, and the size of
sentences, have a real impact on the identification of relations,
and imply that extended studies on these topics may improve
further the results.

As for the comparative study, ReVerb proved to be weaker
than the other three extractors, not justifying added efforts in
its improvement.

OLLIE was not the best extractor in neither metric, but
demonstrated comparatively balanced results. Due to its learn-
ing component, it is possible that if OLLIE is trained with a
bootstrap of relation seeds taken from dialogue transcriptions,
its results can improve significantly.

Stanford OIE and OpenIE presented the best result in recall
and precision, respectively. Stanford OIE having the best F1-
score. Although their results are low if compared to the
reported results in structured text, they showed a significant
improvement from the ground truth.

As a final conclusion, with this study we demonstrated
that it is possible to improve the extraction of relations from
dialogue transcriptions, and we recommend further studies in
this field, specially using the extractors Stanford OIE and
OpenIE 4

VI. CONCLUSIONS

Open Information Extraction is becoming an important pro-
cess in the retrieval of information and human text processing.
Therefore, it is important to extend the scope of such tools to
spoken dialogue transcriptions.

As far as we know, our work provides one of the first
studies of the application of OpenIE to dialogues texts. We
were able to understand the limitations of OpenIE tools
applied to this type of text, and provided a first attempt at a
framework capable of resolving the problems that jeopardize
the generation of good results. By removing noise from text,
decreasing the size of sentences by dividing them, and by
identifying complementary information to the relation, that
can be stored outside the sentence, we were able to improve
precision, recall, and F1-score comparatively to our ground
truth. Despite that these results are not yet ready to be useful
in real world applications, the improvements demonstrate that
there is potential in pursuing further studies on this topic.

We hope that this work provides a reference study to the
application of Open IE to spoken dialogue transcriptions.

A. Contributions

The contributions of this document are:
• A comparative and detailed study of four Open IE tools,

namely ReVerb, OLLIE, Stanford OIE and OpenIE 4,
when applied to dialogue text;

• An application to be used together with an OpenIE tool,
that shows an improvement in precision of 11 percentage
points (pps), recall by up to 12 pps, and F1-score by

11 pps for the best obtained results, which improved the
quality of extractions;

• A definition of a structure in order to improve the
extraction paradigm, capable of storing complementary
information to the relation.
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