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Abstract. This paper presents an experimental study on the subject of profiling political actors through
textual transcriptions of their parliamentary interventions. Supervised learning techniques were used to
learn models, which attempt to classify Portuguese politicians according to their gender, their age group,
or their political affiliation and orientation. Experiments were made using different types of classification
models, using state-of-the-art feature weighting schemes, using stylometric features from state-of-the-art
approaches for author profiling, and using features derived from distributional word clustering or from
concise semantic analysis. Experiments with the group Lasso regularization technique for logistic regression
models were also performed. The experiments showed that language usage is indeed indicative of a person’s
characteristics and ideology.
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1 Introduction

Text conveys information about what is explicitly written in it. However, there is also the possibility of extracting
meta information from text, about the person who authored a particular utterance. In this study, I classified
textual transcriptions of interventions in the Portuguese Parliament according to the speaker’s gender, age
group and party affiliation. The objective of these classification tasks was to explore if the language used by the
members of the Portuguese Parliament was indicative of their characteristics and ideology.

The textual documents used in this study were textual representations of parliamentary interventions (i.e.,
stenographic transcriptions), aggregated on a daily basis and associated to the Parliament member or to the
member of government that made the intervention (i.e., for different days in which the Portuguese parliament
was in session, and for each political actor that intervened in that day’s session, the textual transcriptions of
all their interventions during that day were gathered).

This study leveraged machine learning methods from the current state-of-the-art, implemented in open source
Python machine learning libraries such as scikit-learn1 or ParsimonY2. The ParsimonY library, in particular,
enabled us to experiment with the Group Lasso regularization technique for Logistic Regression classifiers.

Through this work I attempted to prove, with the usage of linear classifiers, that it is possible to classify
members of the Portuguese parliament and the Portuguese government according to their personal traits, namely
their gender, age group, political affiliation and political orientation. Given that these classification models are
highly effective, I argue that language usage is indeed highly indicative of the characteristics and ideology of
Portuguese politicians.

Technical novelties introduced in this work, in relation to most previous work in this area, included, (i)
experimenting with novel feature weighting schemes such as ∆-TF-IDF or ∆-BM25, (ii) experimenting with
features derived from distributional word similarities (i.e., Brown clusters) and from concise semantic analysis,
(iii) experimenting with stylometric features used in state-of-the-art approaches for author profiling from textual
contents, and (iv) experimenting with the group Lasso regularization technique for Logistic Regression models.

The rest of this paper is organized as follows: Section 2 presents previous work that focuses on the clas-
sification of utterances in parliaments, to extract the speaker’s traits. Section 3 presents the techniques used
for implementing the various considered experiments. Section 4 presents the experimental evaluation of the
proposed approaches. Section 5 summarizes the main conclusions of this work and gives thoughts into what
could be experimented in the future.

2 Related Work

In this Section, two previous studies that focus on the task of classifying parliament interventions are presented.

1 http://scikit-learn.org/
2 https://github.com/neurospin/pylearn-parsimony/



2.1 Automatic Prediction of Gender, Political Affiliation, and Age in Swedish Politicians from
the Wording of their Speeches

Dahllöf [2012] attempted to classify a politician’s speech according to its author’s age, gender and political
affiliation. Each of these domains was modeled as a binary classification problem. In addition to trying to classify
interventions according to these three basic distinctions, the author also attempted to classify interventions
according to specific cohorts of politicians, e.g., gender classification applied to the cohort of left-wing politicians.
The dataset used by the author contained all the speeches held in the Swedish parliament for seven annual
sessions, from 2003/2004 to 2009/2010.

Two classification methodologies were used to tackle this problem. The first was text-level classification, in
which a single speech from its author is classified. The second was author-level classification, in which author-
level predictions are made, based on the output of a text-level classifier for several texts belonging to this single
author. To compute author-level predictions, two approaches were studied. The first was based on majority
voting, which counted each text-level prediction by the SVM as a yes or no vote, and selected the majority for
the predictions. The second was based on the signal of the mean value of the decision function values assigned
by the SVM classifier to the texts.

In general, better results were achieved with the second method for computing author-level predictions.

2.2 Analysing Transcripts of Utterances in the Polish Parliament to Predict the Speaker’s
Background

In the study by Przyby la and Teisseyre [2014], the goal was to predict the background of a speaker from the Polish
parliament. The background consists of the following attributes: gender, education, party affiliation and birth
year. This study attempted to go further than the study by Dahllöf [2012], by not limiting the classification
scope to binary domains. The authors of this study decided to use different machine learning techniques to
predict the four attributes of the speaker’s background. Linear regression was used to find the speaker’s birth
year and classification was used for the gender, party affiliation and education tasks.

The data used in the study is composed of stenographic transcripts from the Polish parliament from six terms,
ranging from the years 1991 to 2011. Features experimented with were of two types: word-based and text-based
features. To test the models, five-fold cross validation was used, with feature selection being performed in every
fold. Performance, for the classification task, was mainly checked with the classification accuracy rate. The
method chosen as baseline was a naive classifier, that assigns all observations to the majority class. Two other
measures were used, namely precision and recall. For the regression task, the measure of performance was the
root of the mean squared error. The baseline used for the regression task was the mean of the birth years.

For every task, better results than the baselines were always obtained. The authors argue that the influence
of the speaker’s background, over their speeches, is strong enough in these formal domains.

3 Profiling Politicians from their Speeches

3.1 The Considered Classification Models

Many types of classification models could have been used for the text classification tasks considered in my work.
The Logistic Regression classifier was the main chosen approach, although I also repeat an experiment with
MIRA classifiers. Logistic Regression classifiers are a well-known approach for addressing binary classification
problems, in which a binary target value is expected to be a linear combination of the input variables. Formally,
if ŷ refers to the predicted values, then the model performs classifications according to Equation 1.

ŷ(x) = sign(b+ w1x1 + · · ·+ wpxp) (1)

The vector w =< w1, . . . , wp > are the model parameters (i.e. the weights associated to the features that
are considered for the model), and b is typically referred to as the intercept term or bias. Because the Logistic
Regression classifier does not support multiclass classification in its basic form, one can employ the one-vs-all
scheme to do multiclass classification with it. As shown by Rifkin and Klautau [2004], employing the one-vs-
all scheme should achieve results as accurate as a native multiclass classifier. However, techniques for directly
learning multinomial logistic regression classifiers do exist. The one-vs-all strategy involves training one classifier
per class in the domain, with the samples belonging to that class as positive samples and all the other samples as
negatives. When making predictions with the one-vs-all scheme, the label for which the corresponding classifier
reports the highest confidence score is the label that is output. In the experiments, I used the implementations
from the scikit-learn3 Python package, for both the Logistic Regression classifier and the one-vs-all scheme.

3 http://scikit-learn.org/
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Given a set of training examples {(x1, y1), . . . , (xn, yn)}, where xi ∈ Rn are the feature vectors and where
yi ∈ {−1, 1} is the class associated with each instance, the goal when learning linear classifiers, such as logistic
regression models, is to infer the model parameters w ∈ Rn and the intercept term b ∈ R which will then be
used for making predictions through Equation 1, where the sign of ŷ(x) will predict the class of x in a binary
problem. A common choice to find the model parameters involves minimizing the regularized training error,
given by Equation 2

E(w, b) =

n∑
i=1

L(yi, f(xi)) + αR(w) (2)

In the formula, L is a loss function that measures model misfit, and R is a regularization term that penalizes
model complexity by shrinking model parameters towards the zero vector, and α > 0 is a non-negative hyper-
parameter. Different choices for L entail different classifiers, and, in the case of Logistic Regression, we have L
as shown in Equation 3.

L =

m∑
i=1

log(1 + exp(−yiwTxi + b)) (3)

The regularization term, R(w) can also take various forms. Two very commonly used forms are the L1 (i.e.,
lasso) and L2 (i.e., ridge) regularization terms. L1 is the sum of the weights, whereas L2 is the sum of the square
of the weights.

RL1(w) =

n∑
i=1

|wi| (4)

RL2(w) =

n∑
i=1

w2
i (5)

Besides the L1 and L2 regularization thecniques, other schemes have also been proposed. The work by Yo-
gatama and Smith [2014] relies on the intuition that the key for correctly estimating a document’s target value
may lie in a handful of the document’s sentences. The overlapping group Lasso technique was considered to
address this issue. The overlapping group Lasso regularization strategy is another method for computing the
regularization term. Unlike the non-overlapping group lasso technique, it allows the presence of a variable in
multiple groups.

RGL(w) =

G∑
g=1

RL2(wg) (6)

In Equation 6, G is a set of groups for the features and wg is a vector of the features present in the group
g. For the experiments, a group for every sentence in the dataset was formed. The members of the group were
the tokens composing the sentence. The models used in the experiments relied on the implementation of logistic
regression provided in scikit-learn. In the case of the group Lasso regularization scheme, the implementation
provided in the ParsimonY4 package was used.

3.2 Representing Utterances for Classification

For text classification tasks one has to have a huge set of documents to use for the training and testing of the
models. For the documents to be able to be used by the models, they have to be represented appropriately.
The way they are represented is through vectors of features, where the features can be any characteristic or
information related to the document. In this section, I will go through the different types of features leveraged
in the context of my work.

3.2.1 Word Unigrams with Different Feature Weighting Schemes
The features corresponding to individual lowercased words occurring in the documents were first considered.
The ∆-tf-idf and ∆-BM25 are two state-of-the-art feature weighting techniques that were experimented with in
my work. They are interesting techniques to use because they take into consideration the class of the documents
in which the terms appear, to calculate their weight. This means that the features are weighed in regards to
how biased they are to one of two classes (i.e., positive and negative), instead of simply weighing the parameters
depending on in how many documents they appear.

4 https://github.com/neurospin/pylearn-parsimony/
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Because both these techniques only work on binary classification domains, my methodology had to be
adapted to accommodate them. This was done through the use of the one-vs-all classification technique, which
was previously explained in Section 3.1. By using the one-vs-all technique, a multiclass classification problem
is transformed into many binary classification problem (as many problems as there are possible classifications).
Using this approach, it is possible to leverage the ∆-tf-idf and ∆-BM25 feature weighting techniques, computing
different representations for each binary classification task.

3.2.2 Features Based on Stylometric Markers
A number of basic stylometric features were considered for the experiments. These were based on word length
(frequency of words with length higher than n, with n varying between 1 and 20), document size (how many
words and characters were in the document), the types to tokens ratio (the types are the number of different
words used in the document and the tokens are the number of words used in the document), the hapax legonema
count (the number of words in the document that appear in less than 3 documents from the training dataset), the
top 20 frequency count (frequency counts for the top-20 most frequent tokens in the corpus) and the punctuation
frequency. Features based on parts of speech tags were also considered. These features were constructed by
tagging the tokens in respect to their part of speech (e.g., noun, verb, etc.) and then analysing their distribution
in the document.

To be able to tag the tokens in a document, a bi-gram part of speech tagger was used. Bi-grams are pairs of
words made from adjacent words in a text document. The tagger’s model was trained using a set of previously
tagged training documents, where the probabilities of the bi-grams are calculated during the training phase.
To tackle the occurrence of unseen bi-grams during the training phase, a uni-gram tagger can also be trained
and the bi-gram tagger will fallback to it whenever it sees an unseen bi-gram. The implementation used for
the n-gram model for part of speech tagging is provided in the Natural Language Toolkit (NLTK5). A tagger
based on this model chooses the token’s tag based on the token and the preceding n tokens’ tags. In practice,
the model is stored as a table, where the key is a tuple made of the preceding n tokens’ tags and the target
token. The value for the entry is the tag for the target token. To train such a model, a tagged corpus is used,
in which the value for each entry in the table is the most frequent tag for that key in the training corpus. The
tags considered for the tagger were the following: pronoun, conjunction, verb, adverb, determiner, adjective,
preposition, number, propper noun, punctuation, noun, interjection. The tagger was trained using the Floresta
corpus, that is available from within NLTK. The corpus default tags were converted to a smaller set to be
used in my work, inspired on the universal POS tagset [Petrov et al., 2011]. To calculate the POS distribution
features of a document, the document must first be tagged. After tagging the document, the occurrence of each
tag is found and it is divided by the document length, which obtains the distribution of that POS.

The usage of these features attempts to find a pattern within each author’s style, and with it better classi-
fication results should be achieved.

3.2.3 Features Based on Word Clustering
Word clustering aims to address the problem of data sparsity, by providing a lower dimensional representation
for the word vocabulary. One approach, proposed by Brown et al. [1992], induces generalized representations
for the individual words occurring in a given corpus. Brown’s algorithm is essentially a hierarchical clustering
procedure that groups words with common characteristics, in order to maximize the mutual information of word
bi-grams occurring in a large corpus. The input for the algorithm is a large representative corpus, which can be
seen as a sequence of words w1, ..., wn, and the output is a binary tree, in which the leaves of the tree are the
words. The clustering procedure is related to a language model based on bi-grams and classes.

P(wN
1 |C) =

N∏
i=1

P(C(wi)|C(wi−1))× P(wi|C(wi)) (7)

In Equation 7, P(c|c′) corresponds to the transition probability for a class c given its predecessor class c′,
and P(w|c) is the emission probability for the word w in a particular class c. The probabilities can be estimated
by counting the relative frequencies of unigrams and bi-grams. To determine the optimal classes C for a given
number of classes M , we can adopt a maximum likelihood approach in order to find C = argmaxC P(WN

1 |C).
Brown et al. [1992] showed that the best possible clustering is that which results form maximizing the mutual
information between adjacent clusters, given by Equation 8.

∑
c,c′

P(c, c′)× log

(
P(c, c′)

P(c)× P(c′)

)
(8)

5 http://www.nltk.org/
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The language model can thus be estimated with basis on an agglomerative clustering procedure, capable of
producing an hierarchical structure over the context distributions for each word token. The algorithm starts
with a set of leaf nodes, one for each of the word classes (i.e., initially, we have one cluster for each individual
word from the vocabulary). Next, we iteratively select pairs of clusters to merge, greedily optimizing a clustering
quality criteria based on the mutual information between adjacent clusters. Each word is, thus, initially assigned
to its own cluster, and the algorithm merges pairs of clusters so as to induce the minimal reduction on the mutual
information, stopping when the number of clusters is reduced to the predefined number |C|.

To create the generalized representation of words used in some experiments, an open source implementation6

of Brown’s clustering algorithm was used, following the description given by Turian et al. [2010], together with
a large collection of texts written in Portuguese. This Portuguese corpus corresponds to a set of sentences that
combines the data from the CINTIL7 corpus of modern Portuguese [Barreto et al., 2006], together with a large
set of news articles published in the online version of the Público newspaper, over a period of 10 years. One
thousand word clusters were induced from this document collection.

To weight the features based on word clusters, the tokens present in the text are converted to their cluster’s
representation. Then, the process continues as if the tokens were normal text.

3.2.4 Features Based on Concise Semantic Analysis
Similarly to word clusters, Concise Semantic Analysis (CSA), a technique proposed by Li et al. [2011], implicitly
addresses problems related to the high dimensionality and sparseness of typical representations for text, while
incorporating document-term and term-class relationships into a compact representation. The CSA representa-
tions for the documents in a given collection are built in a two stage process, in which representations for the
terms in the vocabulary are built first, in the space of concepts, and then documents are represented in the
space of concepts. In the first stage, the weight wij of term ti in class cj is measured, according to Equation 9.

wij =
∑

k∈Dcj

log2

(
1 +

TFik

len(k)

)
(9)

In Equation 9, Dcj is the set of all the documents belonging to class cj . After computing wij , the normalization
in Equation 10 is performed to obtain the normalized weight nwij for each term ti in class cj .

nwij =
wij∑

c∈C
wic ×

∑
t∈T

tt∈T
(10)

In Equation 10, C is the set of classes that are considered for the classification problem, and T is the set of all
terms in the training data. A term is then represented as a vector with dimensionality equal to the number of
classes, where each component is the normalized weight of a class. In the second stage, documents are represented
in much the same way. The weight vectors wvect for each term t that is part of the document d are used and
to make an average of them, in order to obtain a document representation, as seen in Equation 11.

dcsa =
∑
t∈d

(
TFt,d

len(d)
×wvect

)
(11)

4 Evaluation

4.1 Experimental Methodology

The objective of this work is exploring the task of profiling members of the Portuguese government and members
of the Assembly of the Republic, by classifying textual transcripts of their daily parliamentary interventions.
These political actors intervene in the Portuguese Parliament, which consists of a single chamber known as the
Assembly of the Republic, that possesses political, legislative and supervisory competences. The requirement
to become a member of the Assembly of the Republic is to be a Portuguese citizen over 18 years of age, but
there are some exceptions for some positions. Members of the Assembly of the Republic are elected from lists
that parties put forward in each constituency. In the legislatures considered in this work, six different parties
were represented in the Portuguese Parliament, namely the Social Democratic Party (PSD), the People’s Party
(CDS-PP), the Socialist Party (PS), the Communist Party (PCP), the Left Bloc (BE) and The Greens (PEV).
Following the parliamentary elections, members of the parliament are selected by converting votes into seats
using a proportional representation system. The government is then formed in light of the attained result. In
the Portuguese system, each member of the Portuguese Parliament represents the whole country and not just

6 https://github.com/percyliang/brown-cluster
7 http://cintil.ul.pt/pt/cintilfeatures.html
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the citizens from the constituency from which he was elected. After the elections, each member has a term of
office lasting four years, which corresponds to the regular duration of one legislature.

Using text classification methods, four profiling tasks were considered. These were (i) inferring the gender
(i.e., male of female), (ii) inferring the age group (i.e., 18–33 years, 34–45 years, 46–64 years or 65–74 years),
inferring political affiliations (i.e., assigning individual transcriptions to one of the six parties with members in
the Parliament) and (iv) inferring political orientation and ideology (i.e., left-wing or right-wing, with basis on
party membership).

The data used in the experiments was gathered in the context of demo.cratica8, a project that aims to
facilitate access to this information. The authors behind demo.cratica released a JSON dataset9 composed of
transcriptions for all of the parliamentary interventions from a few months of the 12th legislature. Further work
was made over that dataset10 using adapted versions of the tools released by the demo.cratica project, and a
complete JSON dataset for the parliamentary interventions of the 12th legislature exists, which is the one I
used for the experiments. For this work, daily aggregates (from 902 days of parliamentary sessions) of these
transcriptions were created. The daily interventions of each member were aggregated and had their information
associated to it, namely the gender, age group, political affiliation and orientation. Tables 1 and 2, as well as
the charts shown in Figure 1, present a detailed statistical characterization for the dataset that was used in the
experiments.

Characteristic Value

Number of documents 22,908
Number of politicians 188
Number of tokens 13,132,548
Average number of tokens per document 573
Years for the interventions 2011-2015

Table 1: Overall statistical characterization for the dataset of parliament transcriptions.

Characteristic Gender Age Group Affiliation Orientation

Number of class labels 2 4 6 2
Average documents per class 11454 5727 3818 11454
St.Dev. documents per class 8084 4317 1570 5018

Table 2: Task-specific characteristics for the dataset of parliament transcriptions.

To make the most of the dataset in consideration for the tasks, and because the dataset is relatively small, the
experiments leveraged a technique known as k-fold cross-validation. In my experiments 10-fold cross-validation
was used. Stratified folds were used, meaning that the distribution percentage of the classes in the original
dataset was maintained in every fold. In each step of the cross-validation, 9 folds were used for training the
classifier and 1 fold was used to test it. By going through the 10 training and testing steps, it was possible
to use the full dataset for testing purposes, as opposed to just using one section of it for testing and the rest
for training. With the results obtained through the experiments, various measures were calculated to evaluate
them. These were the precision, recall, F1 score and the accuracy of the classifier.

As mentioned in the previous section, a number of basic stylometric features were considered. They were
based on word length (frequency of words with length higher than n, with n varying between 1 and 20), document
size (how many words and characters were in the document), the types to tokens ratio (the types are the number
of different words used in the document and the tokens are the number of words used in the document), the
hapax legonema count (the number of words in the document that appear in less than 3 documents from the
training dataset), the top 20 frequency count (frequency counts for the top-20 most frequent tokens in the
corpus) and the punctuation frequency.

The part of speech distribution features were computed with the help of a part of speech tagger for Por-
tuguese. The tagger was trained with the Floresta corpus, made available in NLTK11.

8 http://demo.cratica.org/
9 https://github.com/transparenciahackday/dar-json

10 https://github.com/bgmartins/scripts-parlamento/
11 http://www.nltk.org/
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Fig. 1: Percentage of documents in each class, in the four separate tasks that were considered.

4.2 Experimental Results

The first experiments only considered the terms in each transcription as features. Table 3 shows the results
obtained through logistic regression and MIRA classifiers, for all the term weighting schemes considered in
this work. The values shown in bold highlight the term weighting schemes that performed the best for the
corresponding task.

Logistic Regression MIRA
Gender Age Group Affiliation Orientation Gender Age Group Affiliation Orientation

Binary Weights 0.92 0.84 0.85 0.90 0.86 0.70 0.73 0.82
Term Frequency 0.79 0.59 0.63 0.77 0.84 0.60 0.69 0.82
TF-IDF 0.84 0.69 0.75 0.84 0.92 0.81 0.86 0.90
∆-TF-IDF 0.87 0.69 0.75 0.84 0.93 0.81 0.86 0.89
∆-BM-25 0.82 0.69 0.75 0.84 0.91 0.81 0.86 0.88

Table 3: Accuracy results obtained with the different term weighting schemes.

The observed results show that, using the logistic regression classifier with binary feature weights outperforms
all the other feature weighting schemes. For the age group task, this representation has an even a greater margin
versus the other weighting methods. When using the MIRA classifier, binary weights still perform well, but more
sophisticated feature weighting techniques outperform it.

As for comparing both classifiers, MIRA outperforms the logistic regression classifiers in all the tasks, except
for the gender assignment task, where the logistic regression outperforms it when using binary weights.

Following these tests, I looked into analysing the importance of the features (i.e. the most important terms)
in terms of their contribution to predicting the target classification in the different tasks. Because the training
approach for the classifier was based on cross-validation, the presented weights for the most important features
was calculated through the average weight of all the trained classifiers. Figure 2 shows the most important
features for the gender and political orientation classification tasks, while using binary features within a logistic
regression classifier.

As expected, terms such as ”obrigado” and ”obrigada” (i.e., common words associated to a specific gender)
help tremendously in distinguishing between the male and female gender. Terms regarding family are also shown
to favour the female gender class. For the male gender, terms related to the banking system and the retired are
more prevalent. For characterizing the left-wing, terms that reflect the hardship the country is going through in

7



Fig. 2: Top terms for the binary tasks according to Logistic Regression weights.

this period are prevalent, such as ”corte” and ”desempregados”. The left cohort also uses the terms ”maioria”
and ”direita” frequently to refer to the opposition that is in the government. The right-wing, on the other
hand, uses many terms that reflect the country’s situation of having to pay its debt to foreign entities, such as
”esforço”, ”despesa”, ”dinheiro”, ”buraco” and ”calote”. It is very easy, just by looking at these few terms, to
see the discourse the government used during this period, by trying to show that the debt was huge and the
country had to go through a huge effort to pay its debts and not default on its payments. The term ”reformas”
is also present, which shows how much the government had to debate and push the reforms implemented during
this period.

Besides using the textual contents directly as features, models that leveraged on richer sets of features also
tested, namely (i) using textual terms together with the corresponding word clusters, (ii) using the stylometric
features that were previously mentioned, and (iii) using representations based on the CSA method.

Table 4 shows the obtained results for the gender classification task. The results show that the MIRA classifier
achieves better results on most tests when compared to the logistic regression classifier, except for tests where

8



Logistic Regression MIRA
Accuracy Precision Recall F1 Accuracy Precision Recall F1

Tokens 0.82 0.83 0.82 0.79 0.91 0.91 0.91 0.79
+CSA 0.84 0.84 0.84 0.82 0.92 0.92 0.92 0.82
+Basic stylometric 0.81 0.80 0.81 0.77 0.61 0.65 0.61 0.77
+POS stylometric 0.84 0.85 0.84 0.82 0.91 0.91 0.91 0.82
+Word clusters 0.84 0.85 0.84 0.82 0.92 0.92 0.92 0.82
All 0.81 0.80 0.81 0.78 0.59 0.65 0.59 0.78

Table 4: Results when assigning gender with different sets of features.

stylometric features are leveraged. When considering the logistic regression classifier, slight performance gains
can be seen when using extra features for representing the documents.

Logistic Regression MIRA
Accuracy Precision Recall F1 Accuracy Precision Recall F1

Tokens 0.69 0.70 0.69 0.67 0.81 0.81 0.81 0.81
+CSA 0.69 0.70 0.69 0.67 0.81 0.81 0.81 0.81
+Basic stylometric 0.60 0.62 0.60 0.57 0.36 0.38 0.36 0.36
+POS stylometric 0.69 0.70 0.69 0.67 0.80 0.80 0.80 0.80
+Word clusters 0.69 0.70 0.69 0.67 0.81 0.81 0.81 0.81
All 0.59 0.61 0.59 0.57 0.36 0.38 0.36 0.36

Table 5: Results when assigning the age group with different sets of features.

Table 5 shows the obtained results for the age group classification task. Again, the results show that the
MIRA classifier achieves better results on most tests when compared to the logistic regression classifier, except
for tests where stylometric features are leveraged. For both classifiers, it can be seen that they perform similarly
with all the different set of features, except when using basic stylometric features, where the results drop for
both logistic regression and MIRA.

Logistic Regression MIRA
Accuracy Precision Recall F1 Accuracy Precision Recall F1

Tokens 0.75 0.76 0.75 0.75 0.86 0.86 0.86 0.86
+CSA 0.75 0.76 0.75 0.75 0.86 0.86 0.86 0.86
+Basic stylometric 0.62 0.63 0.62 0.62 0.25 0.24 0.25 0.22
+POS stylometric 0.75 0.76 0.75 0.75 0.85 0.85 0.85 0.85
+Word clusters 0.75 0.76 0.75 0.75 0.86 0.86 0.86 0.86
All 0.61 0.62 0.61 0.60 0.25 0.24 0.25 0.22

Table 6: Results when assigning party affiliation with different sets of features.

Table 6 shows the obtained results for the party affiliation classification task. Again, the results show that
the MIRA classifier achieves better results on most tests when compared to the logistic regression classifier,
except for tests where stylometric features are leveraged. For both classifiers, it can be seen again that they
perform similarly with all the different set of features, except when using basic stylometric features, where the
results drop for logistic regression and sharply drop for MIRA.

Table 7 shows the obtained results for the political orientation classification task. Similarly to the previous
tests, the results show that the MIRA classifier achieves better results on most tests when compared to the
logistic regression classifier, except for tests where stylometric features are leveraged. For both classifiers, it
can be seen again that they perform similarly with all the different set of features, except when using basic
stylometric features, where the results drop for both logistic regression and MIRA.

Finally, Table 8 aggregates the best results for each task seen in the previous tables. It can be seen that
the tasks for age group attribution and party affiliation are the most challenging for both classifiers. One of
the reasons for this increased difficulty is the number of possible classes in both tasks. The MIRA classifier
outperformed the logistic regression classifier for all the tasks and all the feature sets except when using the
basic stylometric features, where the logistic regression classifier performed better.
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Logistic Regression MIRA
Accuracy Precision Recall F1 Accuracy Precision Recall F1

Tokens 0.84 0.83 0.84 0.83 0.88 0.87 0.88 0.87
+CSA 0.84 0.83 0.84 0.83 0.90 0.90 0.90 0.90
+Basic stylometric 0.77 0.77 0.77 0.77 0.53 0.57 0.53 0.54
+POS stylometric 0.84 0.83 0.84 0.83 0.90 0.90 0.90 0.90
+Word clusters 0.84 0.83 0.84 0.83 0.90 0.90 0.90 0.90
All 0.76 0.76 0.76 0.75 0.52 0.57 0.52 0.54

Table 7: Results when assigning political orientation with different sets of features.

Logistic Regression MIRA
Accuracy Precision Recall F1 Accuracy Precision Recall F1

Gender 0.84 0.85 0.84 0.82 0.92 0.92 0.92 0.82
Age Group 0.69 0.70 0.69 0.67 0.81 0.81 0.81 0.81
Affiliation 0.75 0.76 0.75 0.75 0.86 0.86 0.86 0.86
Orientation 0.84 0.83 0.84 0.83 0.90 0.90 0.90 0.90

Table 8: Overview on the best results for the different profiling tasks.

After these experiments, I decided to experiment with the usage of the Logistic Regression classifier featuring
the group Lasso regularization technique, while using tf-idf to weight the features. In these experiments, I
assigned a group to each sentence of the dataset, where each term present in the sentence would be a member of
the group. These groups provide a relation between terms which appear in the same sentences and, as such, the
model could provide better results, as show in the experiments by Yogatama and Smith [2014] which leveraged
the intuition that only a subset of a document’s sentences are relevant to its classification. Terms were the only
features used in the experiments featuring group Lasso regularization.

Regular Logistic Regression Group Lasso
Accuracy Precision Recall F1 Accuracy Precision Recall F1

Gender 0.84 0.85 0.84 0.82 0.94 0.94 0.94 0.94
Age Group 0.69 0.70 0.69 0.67 0.87 0.87 0.87 0.87
Affiliation 0.75 0.76 0.75 0.75 0.87 0.88 0.87 0.87
Orientation 0.84 0.83 0.84 0.83 0.92 0.92 0.92 0.92

Table 9: Logistic Regression results with and without Group Lasso Regularization

The hyper-parameters for the classifier featuring group Lasso were found through manual experimentation.
The values settled on were 1e−10 for the L2 regression coefficient, 1.5e−10 for the L1 regression coefficient and
5e−10 for the group Lasso coefficient. The achieved results can be seen in Table 9, where a comparison is made
against the logistic regression classifier without group Lasso regularization.

For all the tasks, the achieved results show that using the group Lasso regularization technique improves the
classifier’s performance. This could mean that terms used in the same sentences do have a connection to each
other and leveraging on that connection helps to achieve better results. The results obtained in this experiment
also outperform the results that were achieved with the MIRA classification model.

4.3 Overview

From the experimental outcomes, when only using the terms as features for the documents, it can be concluded
that the MIRA classifier is the better approach for the considered tasks, since it performed better than the
logistic regression classifier with all but the binary term weighting scheme.

The experiments leveraging on richer sets of features did not show that the richer sets of features improved
the performance of the classifiers, except for the gender assignment task using the logistic regression classifier,
where a slight improvement could be seen. Across all the tasks, a performance decrease could also be seen when
leveraging the basic stylometric features.

The best results were seen when leveraging the logistic regression with the group Lasso regularization
technique, since it outperformed both the MIRA classifier and the logistic regression classifier.
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Out of the four tasks considered in this work, the one which performed best was the gender assignment task,
closely followed by the political orientation task. The age group assignment task performed the worst of the
four tasks.

5 Conclusions

This paper presented an experimental study on the subject of profiling Portuguese political actors through
textual transcriptions of their parliament interventions. The objective was to profile the politicians according
four specific traits, namely: their gender; their age group; their political orientation; their party affiliation.

These tasks were addressed through logistic regression classifiers with and without the group Lasso regular-
ization technique, and also through the MIRA classifier. Both classifiers were tested using various state-of-the-art
feature weighting schemes (e.g. ∆-TF-IDF and ∆-BM25) while leveraging on different sets of features, such as
features derived from distributional word clustering, from concise semantic analysis, or various stylometric fea-
tures. Through the experiments, it was possible to confirm that language usage is indeed highly indicative of a
politician’s characteristics and ideology. The results showed that the MIRA classifier consistently outperformed
the logistic regression classifier, except when leveraging the basic stylometric features. It was also possible to see
that using the group Lasso regularization technique consistently improves the results for the logistic regression
classifier.

The main contributions that constitute the outcome from this research are the following. Previous work
in the area of profiling political actors did not consider the Portuguese language, whereas this work solely
considered it. Positive results were achieved, with experiments showing that it is possible to classify Portuguese
texts in this domain. A novel regularization technique was experimented with, namely the group Lasso, for the
logistic regression classifier. Results showed that leveraging the group Lasso regularization technique improved
the outcomes in all the tests in a significant manner. A wide range of features and feature weighting schemes
were also experimented with and results were compared. Results showed that features besides word unigrams
did not greatly impact the test outcomes, except when leveraging the basic stylometric features, where results
deteriorated significantly.

After finishing this work, I feel that the group Lasso regularization technique is worth further exploration and
think it would be interesting to experiment with different strategies for creating the groups, for example creating
groups that link terms referring to similar concepts. Having experimented with document representations using
Brown clusters, experimenting with other representations for textual contents could also be interesting for
future work in this domain. Mikolov et al. [2013] proposed word embeddings, which are representations based
on distributional similarity. Lebanon et al. [2007] proposed textual representations capturing sequential cohesion
within the documents, based on differential geometry. Zhu [2013] proposed representations based on a branch
of topological data analysis known as persistent homology. These different document representation techniques
could provide interesting improvements to the classification tasks tackled in my work. Besides profiling political
actors, with basis on their parliamentary interventions, it would also be interesting to consider similar tasks,
with basis on media interventions made by politicians.
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