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Abstract—The applications of robotics in social and rehabilitation environments are a current trend in research. Robot
companions must be able to detect people around them, collect data regarding a person’s well-being, and perform social
interaction. These tasks require the correct positioning of the
system relatively to the patient. In this work, we wish to provide
to a mobile robot (Vizzy) the capabilities to be aware of people
surrounding it and to position itself correctly or follow a target
person. We try to achieve these objectives developing a modular
set of ROS nodes that implement state-of-the-art pedestrian detection algorithms (Aggregate Channel Features), perform motion
estimation of people using Multiple Model Adaptive Estimation
coupled with multi-person tracking with re-identification, and
navigation planning in both known and unknown environments.
When using the system mentioned before, the robot can provide
valid tracking results and follow people around, while actively
avoiding obstacles. We obtained reliable results in simulation and
tested the system in real world scenarios where the robot was
shown able to achieve the objectives as long as good illumination
was provided. The results indicate that the developed system
provides a reliable base for human-robot interaction.
Index Terms—Social robots, Mobile robotics, Human Awareness, Multiple Model Adaptive Estimation

I. I NTRODUCTION
Human-Robot Interaction (HRI) is a trending topic in research, having applications in a wide range of areas, like
gaming, social robotics [1], [2], [3], and rehabilitation [4],
[5], [6]. An example is the use of a robotic companion to
provide assistance, monitoring, and feedback to the elderly or
people with disabilities. Building such a system is the objective
of the Augmented Human Assistance (AHA) project, having
application in nursing homes, for example. When performing
such tasks, the robot must be aware of people around it and
move accordingly to these people states, given their reduced
mobility.
This thesis’ main objective is to contribute with the necessary perceptual and action skills for human-robot interaction.
In our work, this corresponds to having a semi-humanoid robot
platform approaching and following people around.
Keeping that in mind, to achieve the final objective
described above, we wish to achieve the following subobjectives:
1) By making use of cameras as the main sensor, the
robot should detect persons in the image by classifying
regions of it as “person” or “not a person.” Techniques
from computer vision and machine learning will help
to accomplish this objective. Then, the identity of each
person detected in the image must be kept over time.
2) The robot should track the individuals in the image using
the positive image region detections (i.e. person) as

observations. When tracking a specific person we need
to maintain the image regions in the field of view to keep
the person visible. Techniques from computer vision and
filtering will help to accomplish this objective. Then, the
robot should be able to execute motion actions such as
pointing its head and/or mobile base platform towards
the target.
3) Using the tracker information and a target person to be
followed, the robot should be able to navigate in a planar
ground environment. The robot should avoid obstacles,
command the mobile platform and move its head to go
along with the selected person. Techniques from control
systems and mobile robotics will help to accomplish this
goal.
Our main contribution is a framework that combines pedestrian detection, appearance based multi-person tracking, and
motion estimation. A state-of-the-art real-time pedestrian detection algorithm using the ACF [7] framework has been
implemented in C++ to make it applicable to robotic platforms.
Multi-person tracking methods and motion estimation using
Multiple Model Adaptive Estimation (MMAE) [8] were also
implemented in C++.
For the robot movement, we make use of available global
planner, and obstacle avoidance algorithms along with our
developed system mentioned before. For local planning, a
simple algorithm was implemented. All the code is available
in Vislab’s Github repository 1 .
II. P EDESTRIAN DETECTION AND TRACKING
A. Approach and architecture

Fig. 1: General approach
Our approach on achieving the detection, tracking and
following consists is the implementation of several blocks,
1 https://github.com/vislab-tecnico-lisboa/HumanAwareness
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each one responsible for a step. Our approach is summarised in
Fig. 1. A general overview of the architecture of the developed
system running on a humanoid robot is show in Figure 2.
We start by detecting people in a stream of images. To
accomplish that we use a pedestrian detector. Besides the
bounding boxes of each detection, we also extract a color
histogram for each full body detection which is a composition
of color histograms of multiple parts of a detection.
The information extracted is then processed by the next
block. From bounding boxes, we compute the world coordinates and the height of each person which allows us to filter
out detections that do not make sense.
Having the coordinates, we perform multi-person tracking
using the Hungarian Algorithm and estimate the motion of
each person using MMAE. The information regarding the
position and height will then be used to maintain a target
individual in the field of view of the robot (by moving the
head and eyes) and to follow or go along with the person by
moving the base.

this new set. We perform this step until we obtain desirable
results.
2) Detection phase: The first step to compute the Channel
Pyramid consists in obtaining the image scales at beginning
of an octave2 from the original image by resampling them.
Then we compute the channels for each octave of the pyramid
directly from the resampled images.
The Pyramid has 8 scales per octave evenly spaced in
log-space. Channels for each of the 7 intermediate scales
are computed from the channels computed above, resampling
directly the channels and using the power law of Eq. 1 instead
of resampling the original image and computing the channels.
R(C, s) represents the resampling of channel C by s, Cs the
channel of the resampled image and λΩ is a pre-computed
scalar associated with each channel. More information is
shown in [7].
Cs ≈ R(C, s)s−λΩ

(1)

After this step, we use a fixed size sliding window across
each scale of the pyramid. The input vector of the boosted
classifier is obtained from the concatenation of features, but
this time, only the region corresponding to the actual position
of the window is considered. The classifier will then evaluate
if that input vector corresponds to a detection or not. If it
does, that window position and size on the original image is
computed and saved as a bounding box. Finally, non-maximum
suppression is applied to avoid multiple detections only a few
pixels apart that correspond to the same person.
C. Data association via Re-ID

Fig. 2: General overview of our architecture

1) Color features descriptor: We get our color features
descriptor by first applying several masks to the person image,
each one corresponding to a part of that person (Fig. 3).

B. Pedestrian detection
We have adapted to our problem the baseline detector
proposed in [7] that uses ACFs. Classification is performed
using boosted decision trees.
1) Training phase: The training phase consists in obtaining
a boosted tree that accurately models the data we are trying
to detect. The training phase is composed by several steps,
starting by data acquisition, labeling and collection of positive
and negative examples from labeled data. To extract features,
we need to define a fixed window. Our implementation uses a
window of 52x128, where approximately the central 40x100
pixels are occupied by the pedestrian. Given this fixed size
image window, features are obtained by computing the image
channels (LUV channels, Gradient Magnitude channel, and
six HOG channels) and consequently their ACFs, and then
concatenating the computed channel features into a vector.
ACFs are obtained dividing the image channels into blocks
of pixels (in this case 4x4 blocks) whose values are the sum
of the pixels in each block. Using those features, we train the
classifier using the Adaboost algorithm. After learning from a
set of examples, the detector is tested on a test set and false
positives are harvested. Then, those false positives are merged
with the previous training set to obtain a new classifier from

Fig. 3: Part masks on a detection
For each part, we compute a Black-Value-Tint (BVT) histogram which consists in: a Hue-Saturation (HS) histogram, a
histogram for value and a count for black pixels. Note that
both HS and Value histograms do not count black pixels.
The HS histogram is reshaped into a 1D histogram (Tint) and
concatenated with the value histogram and black count.
The final descriptor for a person is the BVT histogram
resulting from the concatenation of the histograms from each
2 An

octave is the set of scales up to half of the initial scale.
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part. The Hue-Saturation-Value (HSV) colorspace was introduced in 1978, and more information regarding this colorspace
is shown in [9].
2) Histogram comparison and data association: For histogram comparison several metrics can be used, like the Chisquare and Bhattacharyya. We choose the Bhattacharyya distance since it has been proved to have advantageous properties
over the Chi-squared statistic [10] additionally to being simple
and fast to compute.
Based on this comparison metrics we associate the most
recent detections with the ones saved (and filtered) in our
trackers using the Hungarian Algorithm [11].
D. Multiple Model Adaptive Estimation
A moving target’s motion is seldom well modelled by
just one simple motion model, specially when the target can
achieve several distinct states. Therefore, at each moment, one
of the possible models that describe the system could yield the
most correct estimate, so it would be helpful to analyse each
of the models estimates and be able to choose what model
better describes the system state and each time.
A scheme that makes this possible using multiple Kalman
Filters is the Multiple Model Adaptive Estimation (MMAE)
[8].
Consider a discrete time state space model of a LTI system:
x(k) = Φx(k − 1) + Γu(k − 1) + w(k − 1)

(3)

where
• H is the transformation matrix that maps the state vector
parameters into the measurement domain
• v(k) is the vector containing the measurement noise,
assumed drawn from a multivariate Gaussian distribution
with covariance matrix R(k).
With the above model of the system we can define the usual
Kalman Filter equations for the Predict (4) and Update (5)
steps as:
(
x̂(k|k − 1) = Φx + Γu(k)
P(k|k − 1) = ΦP(k − 1|k − 1)ΦT + Q(k)

r(k) = z(k) − Hx̂(k)

(6)

The residue covariance matrix can be extracted from the
Kalman Filter equations and is defined as:
A(k) = HP(k|k − 1)HT + R

(7)

It as been show that if the Kalman Filter model matches the
true model, then the residue covariance has zero mean and the
covariance matrix A is precomputable [12].
Having all these statistics we can compute the conditional
density function of the measurement z(k) for the mth Kalman
Filter of the bank, where Z(k − 1) is the set of past measures
as:
1

fz(k)|h,Z(k−1) (zk |hm , Zk−1 ) = βm e− 2 qm (k)

(4)



(
x̂(k|k) = x̂(k|k − 1) + K(k) z(k) − Hx̂(k|k − 1)
P(k|k) = P(k|k − 1) − K(k)HP(k|k − 1)
(5)

(8)

where hm denotes the hypotheses corresponding to model
m, βm is defined as:
βm =

1
n

1

(2π) 2 |Am | 2

(9)

and the scalar likelihood qm is defined as:
qm (k) = rTm (k)A−1
m rm (k)

(2)

where
• Φ is the state transition matrix
• Γ is the control input matrix
• w(k) is the vector containing process noise, assumed
to be drawn from a zero mean multivariate Gaussian
distribution with covariance matrix Q(k).
and the measurement z(k), given by:
z(k) = Hx(k) + Vv(k)

The MMAE framework uses a bank of Kalman Filter as
follows. First we define the Kalman Filter residue as:

(10)

Having a bank of parallel Kalman Filters we wish to
combine their estimates to obtain a better overall estimate.
Thus, using the previous equation we wish to compute the
probability of each one of the filters being the most correct
one. This translates into the following conditional probability:
pm (k) = P {h = hm |z(k) = z}

(11)

This probability can be computed by [13], [14]:
fz(k)|h,Z(k−1) (zk |hm , Zk−1 )pm (k − 1)
pm (k) = PM
(12)
j=1 fz(k)|h,Z(k−1) (zk |hj , Zk−1 )pj (k − 1)
The final globally estimated state vector xM M AE is simply
a linear combination of the states of each filter weighted by
its probability:
xM M AE (k) =

M
X

pj (k)xj (k)

(13)

j=1

E. Tracker implementation
1) Tracklets: To perform multiple person tracking, we
maintain tracklets (Fig. 4). that are data structures responsible
for storing the information regarding the state of a person, and
the description in order to perform the association with newer
detections. They contain an Id, a bank of Kalman Filters (constant position, constant velocity and constant acceleration), a
constant model Kalman Filter for the height and store a BVT
histogram Ctrack (k).
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To obtain both px and py we just have to divide the resulting
vector by its third element (that corresponds to λ0 ), px and py
being the first and second elements of the resulting vector,
respectively.
3) Height computation and rejection: From the camera
model we get the following expression for the height of the
person:
xh
xh
xh
P2,1 − P1,1 ) + py ( P2,2 − P1,2 ) + P2,4 − P1,4
yh
yh
yh
(18)
where Pi,j is the the coefficient from the row i and column
j of the camera matrix P, px and py are the center bottom
coordinates of the bounding box, and xh and yh are the
coordinates of the center top of the bounding box. Having
the height of each detection we can set a range of acceptable
heights and reject the detections that make no sense for the
application.
4) Association and model update: Using both filtered detections and tracklets we can build a cost matrix which
represents a complete bipartite graph, with nodes that represent
the detections fully connected to nodes tha represent the
tracklets. Each edge between a detection i and a tracklet j
represents the cost cij of the association. Our objective is to
assign each detection to each tracklet in order to have the
minimum overall cost and can be formulated as the following
optimization problem:
Pn Pm
min
i=i
j=1 cij xij

h = px (
Fig. 4: Tracklets composing our tracking system
After data association as described in II-E4 any detection
not associated with a tracklet will create a new tracklet if its
distance to the other tracklets is bigger than a set value, thus
avoiding detection that bypassed non-maximum surpression
from creating new tracklets.
Each tracklet has noDetection counter that increases its
value each time no association is made to the tracklet and
resets after an association is made. The noDetection counter
will destroy the tracklet after reaching a set value.
Although in the literature each model is completely independent from the others, we noticed that overriding the states of
each model with the globally estimated state resulting from the
MMAE algorithm yielded better results, therefore we decided
to use this modification in our implementation. We call these
modification MMAE with fused states. Given the predicted
states x̂(k|k − 1) of each Kalman Filter and their previous
probabilities p(k − 1) after the prediction step we can get a
prediction of the MMAE with M models as:
xpred
XM M AE

=

M
X

pj (k − 1)xj (k|k − 1)

(14)

j=1

After the update as described in Subsection II-D we get the
globally estimated state vector xM M AE .
2) 3D position estimate from monocular images: Since
people will usually stand on the floor and the robot will operate
indoors, where the floor surface is flat, we can assume that
a person is always standing on the pz = 0 plane on world
coordinates. This assumption provides a sufficient constraint
that allows us to extract the world coordinates of a person feet.
We will represent each i − th column of the camera matrix
P as πi . With this constraint the transformation of that point
from the image plane to the world (and vice-versa) becomes
a simple homography, that we can estimate setting pz = 0:




x

 px
λ  y  = π1 π2 π4  py 
(15)
1
1




x
px
λ  y  = H  py 
(16)
1
1
Inverting the homography, we get:




x
px
H−1  y  = λ0  py 
1
1

(17)

xij

s.t.

xij ∈ {0, 1}
n
X
xij =
i=1
m
X

xij

=

1

(19)

1

j=1

where n is the number of detections, m is the number of
tracklets, xij represent the association between detection i and
tracklet j, being 0 if both are not associated and 1 if both are
associated.
To solve this problem we use the Hungarian Algorithm.
The cost function we are going to use is the Bhattacharya
distance between the Color histogram Ctrack (k − 1) on the
tracklet and the histogram of each detection Cdetection (k).
To enhance the association we perform some teaks. First
we perform the Predict step on all of the Kalman filters in
the bank of each tracklet and get the predicted weighted state
vector xpred
M M AE . If a detection is outside a set range (1.5 meters
on our experiments) from the tracklet predicted position we
set the cost of the association to 1000 since it’s highly unlikely
that between two frames a person moved that distance with a
high framerate of usually more than 10 fps even if there have
been misdetections meanwhile. We also set the cost to 1000
if the Bhattacharya distance is bigger than a threshold (0.7 in
our experiments).
We then perform the Hungarian Algorithm and if any
association between a tracklet and a detection has a cost of
1000 or a detection hasn’t been associated with any tracklet
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we consider it a new detection and create a new tracklet for
it.
After an association the tracklet is updated with the BVT
histogram of the detection Cdetection (k) as:
Ctrack (k) = αCtrack (k − 1) + βCdetection (k)

(20)

where α and β are manually tuned.
Finally each tracklet is updated with with the associated
detections, performing the update step on the height Kalman
Filter, and on the MMAE filter bank.
The MMAE update is made as described in Subsection II-D,
but the state of each filter j in the bank of Kalman Filters is
overridden by the globally estimated state xM M AE :
x̂(k|k) = xM M AE

and grasping, and Pedestrian detection, tracking and following
(with this work). Currently Vizzy has been chosen as a test
platform for the CMU-Portugal project AHA 4 .

(21)

5) Gazing: To keep track of a target person even when the
robot’s base has to perform maneuvers to avoid obstacles we
update the fixation point 3 of our robot to the center of the
bounding box of a tracked person. This way we should be able
to get good detections of that person except if the person is to
close to fully appear in the image, or too far to be detected.
To avoid problems arising from a fixation point that the
robot can’t achieve we set a limit to the range of possible
fixation points.
6) Kalman filtering initialization: Kalman filter initialization is made as follows.
For the height, we initialize the state with the value we
first measure. The error variance P is initialized with a high
value (100). The tuning of the variance of the process noise
Q and the variance of the measurement noise R is made
my hand, making sure the process noise is lower than the
measurement noise, since we want the height estimations to
be smooth over time, to avoid performing saccades. Similarly
for the height estimation, we initialize the state variables of
the position with the measured position and the remaining
state variables with 0. The error covariance matrix P is also
initialized with a high value. We have estimated the statistics
regarding the discretization error that originates from the
sliding window approach and the multiscale evaluation using
pyramids. Having this approximation for the variance of the
measurement noise we can compute the measurement noise
covariance matrix and tune it from there. The process noise
covariance matrix Q is then the only one that needs to be
completely manually tuned.
III. E XPERIMENTAL S ETUP
A. Who is Vizzy?
The target platform for our work is the humanoid robot
on wheels: Vizzy [15]. Vizzy is a 1 meter tall robot on
wheels with an humanoid upper body with cameras in the
eyes, capable of a human-like range of motions. Current skills
include: Navigation on known environments, Ball tracking
3 ”the

Fig. 5: Vizzy grasping a ball

point in the visual field that is fixated by the two eyes in normal
vision and for each eye is the point that directly stimulates the fovea of the
retina” http://www.merriam-webster.com/medical/fixation%20point

B. Application scenario
The application scenario of our work consists in an environment with people naturally walking around the robot and
interacting with it. With full body detections and multiple
person tracking framework, the robot should be aware of
the persons around it and follow a person upon receiving
a stimulus. Head and Shoulders detections might provide
insightful information to allow further interaction if the person
is too close.
We might have a known environment (and a map) or an
unknown environment.
For each of these situations we have a different approach.
For the first scenario one can use a global planner along with
Adaptive Monte-Carlo localization, updating the desired pose
of the robot as soon as global planner is ready for another
action.
For the second scenario we use odometry information (fused
from wheels, IMU, laser) to estimate the robot pose relative to
the fixed odometry frame and perform the estimations of each
of the tracklets in this frame, keeping their models simple,
besides the movement of the robot. Then we use a simple
controller to follow a desired position in combination with an
obstacle avoidance module.
C. Software Overview
The general overview of the used software is shown in Fig.
6. We have developed 3 ROS nodes: Detector node, Tracker
node and Follower node. The Detector node is responsible to
get detections and their BVT histograms, the Tracker node
is responsible for the tracking, general processing of the
detections and interaction with Rviz and the Follower node is
responsible for the following of a target. These are the main
nodes of our solution. They require images from a camera node
and tf 5 information. Navigation is managed by either ROS’s
Move base package or ROS’s Nav2D Operator, depending on
which navigation approach we want to use. Gazing is managed
4 http://aha.isr.tecnico.ulisboa.pt/
5 tf is a package that lets the user keep track of multiple coordinate frames
over time. tf maintains the relationship between coordinate frames in a tree
structure buffered in time, and lets the user transform points, vectors, etc
between any two coordinate frames at any desired point in time.
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Fig. 6: General overview of the software. White circles represent the implemented nodes, orange represent nodes provided
by ROS packages, yellow represent nodes developed in Vislab
and the green one represents a piece of software that uses
YARP with the ROS-YARP bridges.
by both Gaze client and iKinGazeControl. Appart from Rviz6 ,
which runs remotely on a computer/laptop, all the remaining
nodes run locally in Vizzy.
This modular approach makes it easy to reuse the developed
nodes for different purposes.
1) Detector node: The detector node receives a stream of
images from the left eye camera of the robot and outputs
the bounding boxes and their BVT histograms. This node
corresponds implements the ”Detection” block shown in Fig.
2. To process this images we implemented the pedestrian
detector described in Subsection II-B. The Channel Features
Pyramid is computed once per image and the Pedestrian
detector is applied to whole image. After getting the detections
we compute the BVT histogram for each pedestrian detection
and publish them.
2) Tracker node: The Tracker node corresponds to the
”Process and Track” block shown on Fig. 2. Given the
detections and histograms published by the detector node,
the tracker node will estimate the position of each detection,
associate the detections with each tracklet (each one of the
structures tracking a specific person), update the models and
estimate the position of each tracklet. This node will publish
a set of interactive markers for visualization and interaction
on Rviz, representing the estimated position of each tracklet.
For visualization purposes it will also make a reprojection
of bounding boxes of each tracklet based on the estimated
position and estimated height of a person. One can click on
the interactive markers to choose the person to follow or
deselect a chosen person. When a tracklet is selected as the
target, the bounding box as well as the interactive marker will
turn red. The head and shoulders boxes are not reprojected
in the image since we don’t estimate their position for now.
We also represent in real time the probability associated with
each model of the Kalman Filter Bank for each tracklet. This
probabilities are represented as bars inside each bounding box
(Fig. 7).

Fig. 7: Example image of the Rviz screen. On the left we
see the published image stream on the /image out tracker
topic for visualization. The red box represents the person
being followed. Two models are being used at the moment,
the constant position: represented by the orange bar, and the
constant velocity represented by the blue bar. On the right side
we see the interactive markers in the 3D world.
If a person is selected the tracker node will send a fixation
point goal using ROS actionlib 7 targeting half of the height
of the person for the Gaze control, keeping the target centered
in the image, and advertise a point containing the 3D position
of the target person for the Follower node to process. Since
the fixation point is set via a ROS action, feedback will be
provided regarding the state of the action, which allows us
to wait for the saccades to finish in order to avoid detections
coming from blurred images, temporally blinding the system,
a similar process to the one that occurs in biological systems
[16] [17] (saccadic masking).
3) Follower node: The Follower node implements the
”Planning and Following” block from Fig. 2. It receives the
person position and also the tf’s and outputs either the robots
desired pose for the move base node to process, or the velocity
commands for the nav2d operator node to process, depending
on the approach. With this information, this node is responsible
for moving the robot to an appropriate position for interaction
with the target. This node can execute two approaches as
mentioned earlier
D. Known Environment Planning
1) Global planner: This approach uses a Global planner with elastic bands [18] framework. This framework
is implemented by the move robot package using the
eband local planner8 plugin. We update the desired pose of
the robot certain intervals of time.
2) Desired position and orientation: We wish to position
our robot at a defined distance ddesired from the person and
facing that person. In order to make computations easier we
will perform them on the base footprint frame that is located
in the base of the robot and then, transform the obtained goal
and orientation back to the world frame.
We choose the point that is at distance ddesired from the
person in the line segment that connects the person position
to the robot position. The desired orientation will be the one
that as the robot point towards the person in that line segment.
This point and orientation are computed at a fixed frame rate.
7 http://wiki.ros.org/actionlib
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visualization tool for ROS. http://wiki.ros.org/rviz

8 http://wiki.ros.org/eband

local planner
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First we obtain the transformation matrix [19] [20] from the
world to the robot base frame, Trobot
world through the tf library
[21], and transform our target’s position:

the angular velocity control activated. We implement this as a
state machine with three states. The state transition conditions
have deadzones to avoid jerking (see Fig. 8).

world
probot = Trobot
world p

IV. R ESULTS

(22)

Now it’s time to obtain the desired position in the actual
robot frame, probot
desired . For that, we do the following:


(|probot | − ddesired )cos(φ)
 robot | − ddesired )sin(φ))
probot
(23)
desired = (|p
0

A. Simulation Experiments
We now present some simulation results.

Having the target position we need the orientation. The
desired orientation is simply a rotation of φ around the z r
axis which is given by the following rotation matrix:


cos(φ) −sin(φ) 0
Rz (φ) = sin(φ) cos(φ) 0
(24)
0
0
1
E. Unknown Environment Planning
This alternative way of controlling the robot uses a simple
proportional controller for the linear and angular velocity of
the base. In order to avoid obstacles, the both velocities are
analysed by ROS’s nav2d operator 9 .

Fig. 8: State Machine used when using the Unknown Environment approach. ρ is the distance to the target person and
φ is the orientation error.
1) Base control: Given the person position pdesired , we
can define the simple control law:
(
v = Kv ρ
(25)
ω = Kω φ
where v is the linear velocity of the robot in the world frame, ρ
is the distance to the desired person, ω is the angular velocity
and φ is the error in orientation. Kv and Kω are adjustable
gains. Both v and ω have an upper bound to avoid excessive
velocities, and cut values below which the command is cut to
0 to avoid jerking.
If the robot is farther away than the desirable distance
ddesired then Kv > 0 otherwise we set Kv = 0 leaving only
9 The operator is a lightweight, purely reactive obstacle-avoidance module
for mobile robots moving in a planar environment. The operator node works
by evaluating a set of predefined motion primitives based on a local costmap
and a desired direction. The best evaluated motion command will be send to
the mobile base. http://wiki.ros.org/nav2d operator?distro=indigo

Fig. 9: Two people with different outfits being tracked
In Fig. 9 we show that the tracking system is able to
keep track of two simulated persons with different outfits.
However, Fig. 10 shows us that with equal outfits id switches
start occurring as soon as a detection of a person enters the
validity zone of the other. This result shows us that besides
the association being based on appearance, the exploitation
of the position of the person using the validity zone is able
to keep tracklets from changing id’s as long as the persons
are sufficiently far away from each other. However when two
persons dressed the same way are too close to each other, this
appearance based association is not reliable.
Regarding the following of people, Fig. 11 and Fig. 12
show us that both following using Known and Unknown Environment approaches are able to accurately follow a moving
simulated person.
B. Experiments in the real world
Along this work, several real world experiments were made
using the real Vizzy. Those experiments happened in different
scenarios: inside the laboratory, on IST’s Civil Engineering
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Fig. 12: Following a person without obstacles along the way
with the unknown environment planner
Fig. 10: Twins with the same outfit being tracked

Fig. 11: Following a person without obstacles along the way
with the global planner
building, on IST’s Central building (during MECANIST 10
and JEEC 11 , in Pavilhão do Conhecimento, in Pavilhão de
Portugal (during RockIN 12 and in Fundação Portuguesa das
Comunicaçães. During the events, Vizzy was able to gaze at
people or follow them around using the concepts on this work.
The selection of a person to be followed was made either
manually using the Rviz tool or randomly letting Vizzy choose
the target to follow, much to the amusement of the visitors (and
staff) of the expositions.
2
σv
cp
0.1

2
σv
cv
0.1

2
σw
cp
0.01

2
σw
cv
0.01

P0
50

TABLE I: Kalman Filters parameters for simulation in Gazebo
and in the Real robot (same values)

Fig. 13: Vizzy following a person during JEECs
Several videos were made on these occasions and some are
available online 13 14 15 16 17 .
Some examples of real world experiments are shown in Fig.
13 - 17.
V. C ONCLUSIONS
In this work, we were able to implement and integrate
on a real robot the capabilities of detecting people, tracking
multiple persons, estimate their motion and follow or approach
a person.
Appearance-based tracking using colour histograms of various parts proved to be a robust way of dealing with the tracking
of individuals with similar appearances. As we noticed in our
experiments as long as people have at least one of the parts
with a different colour, the system will be able to distinguish
them.
13 https://youtu.be/L6bilpwjEf8
14 https://youtu.be/u3uHgEtl2tw

10 http://www.mecanist.com/

15 https://youtu.be/nzqr0lA4V2I

11 http://jeec.tecnico.pt/jeec16/

16 https://youtu.be/UBGWTkCPwFs

12 http://rockinrobotchallenge.eu/

17 http://tinyurl.com/zwj8jys
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Fig. 16: Vizzy following a student while she is walking on
IST’s North Tower seventh floor

Fig. 14: Tracking in the real robot. Each bar represents the
likelihood of a detection (green bounding box) to belong to a
tracklet.

Fig. 17: Vizzy gazing at a person during MecanIST.

Fig. 15: Vizzy following a pacient while he does some
exercises

Using multiple models to estimate people’s motion produces
smooth and accurate estimates of their trajectories, even when
they change their status, thus being a successful approach on
motion estimation of individuals.
When following a target, the use of the gaze control maintains the person of interest in the image, allowing the robot to
keep track of them. Since this operation causes motion blur
during saccades, unreliable detections might appear, a problem
that is prevented using saccadic masking. Since saccades are

relatively fast, we do not lose too much information while
discarding these images, successfully solving the problem.
We tested out our framework on multiple occasions during
expositions were the robot was able to approach and follow
people around. The existent global navigation solutions, as
well as the implemented local navigation algorithm, were
sufficient to follow and approach people in these scenarios.
The robot had good reception by the persons it followed,
suggesting that our system might be a good base for HRI.
VI. F UTURE WORK
Although the present detector achieves reasonable results,
it might be interesting to try out deep neural networks for the
detection phase in our framework. These, however, require the
use of a Graphics Processing Unit (GPU) to run in real-time.
We also propose to speed up detection using spatial information stored in our tracklets. Knowing their predicted
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position, the full computation of channel features for the
whole image at all scales is no longer needed, avoiding the
computational burden of searching for people in the entire
image. The exhausting search would still be performed at a
lower rate to detect new people.
Improving bounding box localization would improve motion estimation at some scales since it would decrease the
quantization noise.
Given the fact that both base and gaze control are independent of each other, we propose the development of a joint
controller of the base and head/eyes, making control smoother
and without oscillations.
As as final note, clicking on the target person on RVIZ is
currently used only due to its simplicity. The selection of the
target should be made using a stimulus detected by the robot
itself, make use of a waving detector [22], for example.
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