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Although there are several factors that may influence the price of a financial asset, the main
purpose of a trader is not to know its real price but rather to predict future prices or trends, in
order to generate returns from the invested capital. The main purpose of this project was the study
and development of a computer model of intra-day trading, that is, a computer algorithm that
places buy and sell orders throughout the day. The study was done with 5 years of historical data
for several assets to simulate each market. A condition was found on some days that causes the
model to under perform, so was designed a combination of a trading model, optimized by a genetic
algorithm, on top of which will be implemented a filter consisting on the forecasted range of variation
of the price of the future day, and that was done using Boosted Decision Trees. The results were
positive but revealed that there is no single, uniform solution for all the financial assets: some had
very good results, others had poor results, but the overall performance, when considering a portfolio
with all the assets studied, was positive both for the trading and the forecasting component. This
is a very interesting result for further studies.

I.

INTRODUCTION

The forecasting of the future prices of financial assets,
using computer algorithms, is a widely discussed topic
since the 80’s due to technological developments. Not
only the historical data of prices started to become more
easily accessible to statistical studies, but also the increase in the computational power began to justify its
implementation. Any entity that can predict with some
accuracy these price fluctuations may generate a huge return on the invested capital. It is also an area of study
addressed by various scientific areas and it is considered
one of today’s biggest challenges in the area of finance.
The stock prices are affected by numerous factors
which can be quite diverse such as the economic situation of the company (and the country in which it is
located), news, political events, natural disasters, speculation (psychology), etc. Moreover it is also necessary to
take into account that the evolution of technology and
the digitalization of information allows for orders to be
placed in the markets almost immediately, causing very
fast variations of prices (high volatility), this makes the
forecasting task even more difficult.
All this complexity leads some authors to question
whether it is really possible to predict the future movements of asset prices under the assumption of the Efficient Market Hypothesis (EMH) [6][16][20]. It is a very
controversial issue. It is widely accepted that there are
factors that influence human (and investing) decisionmaking and even though part of the market movement
is completely random, you can find patterns and exploit
market inefficiencies in certain situations.

1.

Evidences against EMH

In the early twenty-first century, the efficient market
hypothesis became not so dominant and universal, leading many economists and mathematicians to demonstrate
that the price of a financial asset is at least partially predictable based on the study of past patterns and fundamental analysis of the value of an asset, allowing in
theory to get returns from the market. There are other
situations that this model can not explain [3], for example:
Short-term momentum:
Lo and Mackinlay in 1999 [1] found that the shortterm correlation in the price movement of a financial asset is not zero, there are certain situations
where occur trends, as if there was a momentum in
the price, leading the authors to reject the hypothesis where the price follows a random walk. Lo,
Mamaysky and Wang [2] also verified that some
techniques used in technical analysis known as the
existence of “resistances” or the formation of “head
and shoulders” have indeed some ability to forecast
future prices.
These findings are also supported by economists
and psychologists working in the field of behavioral economics and can be explained with feedback
mechanisms in psychology. When a trader sees the
price of an asset rising, he can be influenced to enter the market to try to monetize this rise, causing
the price to rise even further, thereby enhancing
the effect of a “snowball” - also known as “momentum”. Another explanation commonly accepted is
that investors do not react immediately when new
information comes, causing there an extended time
period in which the price is getting adjusted to new
information, ascending or descending gradually un-
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til it reaches a new equilibrium, causing the positive
correlation observed by Lo and Mackinlay [1]. Regardless of the reason, this is a verified inefficiency
of markets.
Bubbles:
Shiller [23] describes the growth of the stock market in the US in the late 90’s as a psychological contagion (another example of positive feedback described above), causing the prices in the
market to become overvalued. This phenomenon,
known as the dotcom bubble, does transpire the
difficulty in obtaining the real value of a financial
asset. This difficulty leads investors to estimate
the current price of an asset based on the price of
previous days or by comparison with other similar assets in some way (considering these benchmarks are correct). However, for various reasons,
sometimes investors start to question the veracity
of these benchmarks, which leads to high instability
in the markets until a new point of equilibrium is
eventually reached. The new point of equilibrium
supposedly reflects a more accurate market value,
and most of the times its significantly below the initial value. This is when the “bubble bursts”. In the
case of the dotcom bubble, the burst represented a
draw-down of approximately 78% of the NASDAQ
index [15].

successive generations will improve their unique characteristics (performance) according to the principle of natural selection.
In 1999 Allen and Karjalainen [8] used a GA to identify technical patterns that would enable the prediction of the S&P500 index from 1928 to 1995. However,
they could not achieve better results than a simple “buy
and hold” strategy1 . More recently many studies have
been done using genetic algorithms with better results
[5][7][9], including strategies that outperform the market
[12][18][19].
B.

Boosted Decision Trees

Boosted Decision Trees are actually a combination of
two models of supervised learning, widely used in classifying problems (but also used in regressive problems),
the Decision Trees and the Boosting method.
1.

Decision Trees

Decision Trees, in the context of machine Learning, is
an algorithm based on a set of rules used for separating successive sets of data (or events) and classify them
into classes. This algorithm, as the name suggests, has
a structure similar to a tree, where can be identified the
following parts:
Nodes - with the separation conditions;

II.

MACHINE LEARNING

Branches - with the conditional attribute values;
The process of forecasting the financial market is a
very complex task that involves many difficulties: the
noise inherent to the financial time series, the large number of variables that can influence the prices, or even the
random walk nature of the markets. It is thus quite difficult to recognize patterns with statistical significance.
The use of artificial intelligence algorithms is very useful,
namely algorithms that can “learn” these patterns or find,
out of a series of known standards, which are the best
combinations of parameters that will result in a better
predictive performance. In this work two types of algorithms were used: Genetic Algorithms and Boosted Decision Trees. Both these models belong to the class of supervised learning algorithms, where the goal is to search
for the best solution that results from a combination of
parameters in a hyperspace of assumptions/parameters
[4]. They use labeled data in order to learn (in the training period), and then in the future they try to predict
those labels.

A.

Genetic Algorithms

The main idea of the genetic algorithms (GA) is to create a computer algorithm that uses knowledge from the
area of biology, namely the concepts of natural selection
and evolution of species. These algorithms try to simulate the process of evolution of a population, where the

Leaves - which produces the classification of inputs.
The decision trees are widely used as the base estimators2 for the boosting algorithm due to its simplicity,
robustness and speed [11][14][24].
2.

Boosting

The boosting algorithm belongs to the class of ensemble methods. These methods use multiple estimators in
order to obtain a better forecasting performance than any
of the estimators by itself [11]. These type of methods
take advantage of the forecasting ability that each of the
estimators has (in the various sub-spaces of solutions),
combining all the hypotheses into a single hypothesis that
supposedly will have greater accuracy and will be more
robust.
The concept of boosting raises the question whether it
would be possible or not to transform a weak estimator
into a strong estimator [17]. In a problem of binary classification a weak estimator is one that has only slightly
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When an investor buys a financial asset and waits a long period
of time, ignoring short-term price fluctuations.
The term estimator in the field of artificial intelligence refers to
an algorithm or model used to make a prediction.
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better accuracy than a random choice, with a correct
classification rate close to 50%. On the other hand, a
strong estimator is the one with an almost perfect predictive power, around 99%. Schapire and Freund [21] [26]
proved that using this concept of boosting it was possible
to iteratively improve a weak base learner, transforming
it into a strong one. These authors summarize the basic
idea of boosting as “garnering wisdom from a council of
fools” [22], where the fools are the weak estimators. It is
important to understand that the successive application
of the base (weak) estimator will not bring any improvement on the single application of it. What the boosting
algorithm does in its successive iterations, is to assign
different weights to the observations, based on the performance of the base estimator prediction, where observations with greater weight are the observations where the
performance was not so good. By assigning increasing
weights with “difficulty”, the algorithm will focus more
on the hard cases, improving its accuracy for future iterations. In each iteration m = 1, ..., mmax , the vector
W m = (w1m , ..., wnm ) contains the weights wi for each observation, according to the success obtained in previous
iterations. Finally, the results of all the iterations are
combined to form a more accurate estimator, assigning
higher weights to the best solutions. The final result is
a majority vote, weighted according to the achieved success.
There are several boosting algorithms where the
weights are calculated differently. The initial boosting algorithm, AdaBoost, is known to lead to over-fitting problems because it assigns very high weights to the wrong
observations [10]. Thus, the gradient boosting algorithm
was chosen instead.

III.

the computational model, two sets of dummy data were
created. These sets of data follow a stochastic process,
known as a Brownian motion. A simple brownian motion (SBM) is a stochastic process where the following
conditions are satisfied:
• Is continuous;
• Each new observation is independent and identically distributed (IID);
• Follows a distribution Wt ∼ N (0, 1), where Wt is
a Wiener process, which can be approximated to a
normal distribution, N , with mean 0 and standard
deviation 1.
A stochastic process St is a Geometric Brownian Motion
(GBM) if:
dSt = µSt dt + σSt dWt ,

where µ and σ are constants representing, the drift and
the market volatility. This process has the solution:



σ2
St1 = S0 exp µ −
t + σWt ,
(2)
2
where S0 is an arbitrary initial value. For the simple
brownian motion, removing the drift term, µ, we get:

 
σt
(3)
St0 = S0 exp σ − + Wt .
2
To obtain data equivalent to the actual stock data, the
following was taken into account:
• σ = 1.4 × 10−2 : to get an intra-day volatility between 1% and 5% of the opening price;
• µ = 8 × 10−4 : to get an average return (5 years)
close to the average return of the top 3 assets in
the data set ≈ 170%;

FINANCIAL DATA

The simulations obtained in this work were performed
using historical data with the format: [Date; Time; Price;
Volume]. We had access to 5 years of data for the period
between 01/10/2010 and 01/10/2015, for the following
stocks:

(1)

• Volume: Follows a normal distribution such that
V ol = 1500 × |(N (1, 1)|.
In the following sections, the SBM was referred to as
Brown0 and the GBM as Brown1.

ALV - Autoliv
IV.

ASML
BAYN - Bayer AG
DAI - Daimler AG
INGA - ING Group
RDSA - Royal Dutch Shell
SIE - Siemens
UNA - Unilever
A question that naturally arises when studying the financial markets, is whether there are really patterns in
price movements, or if instead they are all derived from
a set of random interactions between all the market participants. To answer this question, and also to validate

INTRA-DAY TRADING MODEL

The main purpose of the trading model implemented
in this paper is to take advantage of the intra-day volatility of the stocks, based on the indicator AT R (Average
True Range) [13]. The basic idea is that the intra-day
price range (amplitude) has some regularity, so it is assumed that every day this range will be fulfilled. It is also
assumed that each day has at least one intra-day trend
that can be explored.
In this model there are four types of orders:
• Trigger - Triggers the buy signals (long3 or short4 );

3
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Orders where it is expected an ascending price.
Orders where it is expected a descending price.
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• Close Profit - Sell the stock with profit;
• Stop Loss - Sell the stock with a loss (limit possible
higher losses);
• End of Day (EoD) - Closing order at the end of the
trading day, if the price does not reach the Close
Profit or Stop Loss).
The analytical formulation of this model is presented in
the confidential appendix, although it is mostly based on
exploring the average true range indicator, AT R, which
is an exponential moving average of the daily amplitude
of the price oscillations.
Apart from the specific orders, and for practical reasons, the model also has a time gap, called tmin , where
the first minutes of the trading day are ignored and the
model will not place any orders, even if the price reaches
T rigger. After this minimum time, long orders are accepted when Pi−1 < T riggerL ≤ Pi and short orders
when Pi ≤ T riggerS < Pi−1 . This was defined this way
because at the opening of the market and for a subsequent short time period, the market has a volatility much
higher than the rest of the day. For the same reason, was
also introduced in the model a maximum time, tmax , to
close the orders at the end of the day, anticipating the
EoD order. For a matter of convenience, sometimes in
this paper the names CloseP rof it and StopLoss were
abbreviated to CP and SL.

between 01/10/2010 and 01/04/2014 (which will be later
used as the training period for the GA). This was done
for all the listed stocks together with the brownian motions. The obtained results are presented in the table I.
Because the initial results are not very good and because
the model is quite complex (it requires a great deal of
computational power), a simplified version of this model
was designed - named Model 0 - which got the results
presented on the table II in the appendix A. The graphical comparison between these models is shown on figure
2 for the RDSA stock.
The overall result in the 3.5 years of the simulation is
quite negative for both of the simulations with almost all
the assets presenting a negative return (only INGA and
DAI got a positive return with Model 0), which resulted
in both a negative total average return and average risk
indicator. It is interesting to note that there were placed
almost as many long orders as short ones, and that the
results for the brownian motions were not very different
from the real assets, with the values getting quite close
to the average.
Because neither of the models could get positive results and because the overall performance is quite similar, Model 0 was adopted for the rest of the project due
to the lighter computational power required allowing for
an 80% reduction in the simulation time5 .
1.

A.

Evaluation of results

To evaluate the results, it is important to consider the
total return for the period under study, however, if we
only take into account the total return, we do not know
what is the risk we are taking. For a practical implementation of this model, it is very important to control the
magnitude of losses, as we intend to generate the most
returns with the least possible risk. The used risk measure was the Risk Multiple, R, which basically measures
what is the return of a transaction in relation to what is
risked (Value At Risk), such that:
Return %
,
V AR
|T rigger − StopLoss|
V AR = 100 ×
.
T rigger
R=

(4)

B.

A major assumption in the construction of this model
is the fact that the intra-day amplitude is relatively constant and approximately equal to the average of the previous n days (T R ≈ AT Rn ). To better understand the
validity of this assumption, a study was made to understand the relation between the daily range T R and the
model results, as shown on figure 1.
In an elementary approach, it makes sense to say
that, even if the price of trigger is not a good indicator of future price trends (50% ascent/descent probability), if the intra-day trends meet or exceed the average,
T R ≥ AT Rn , the model will have positive results, simply
because we defined |CloseP rof it| > |StopLoss|.
The plot on figure 1 had the following results6 :
• T R < AT R20 : 484 trades, 22% positive with R̄ =
−0.39 and a total return of -38%;

(5)

It should be noted that the plots presented in this work
have together the market and model returns, however
this is shown this way only for illustrative purposes and
should not be understood as a comparison between the
model returns and the market returns, since that is not
the purpose of this model nor this work. The goal is just
to design a model with a positive return (as constant as
possible), in which risks are minimum.
Initial results

In this section we present the results of the intra-day
performance of the initial trading model in the period

Influence of T R in the results

• T R ≥ AT R20 : 335 trades, 44% positive with R̄ =
0.32 and a total return of 16%;
These results are very interesting because they validate
one of the basic assumptions behind the model, since
there is a big difference in performance between days
where T R < AT R20 and those where T R ≥ AT R20 .

5

6

The runtime of the simulations went from about 3 minutes to less
than 1 minute, depending on the asset (some are more volatile
which means a greater number of price entries per day).
The results were presented for RDSA but were similar for all the
other assets.

5

10

• tmin : used to prevent the model from placing orders
close to the opening of the market (to = 8am). It
can take the values in the range: to ≤ tmin ≤ to +
120, with 10 min intervals.

TR=ATR
R>0
R<0
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• tlimit : since the purpose of the model is to take
advantage of an intra-day trend, it makes sense that
the orders are placed earlier in the day. So, the ideal
time to buy is between tmin and tlimit , where tlimit
takes values in: tmin + 20 ≤ tlimit ≤ tmin + 240,
with 20 min gaps;

TR(%)
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Figure 1: RDSA model performance - T R vs. AT R
study.
These results show that, if it was possible to filter (remove) the days where T R < AT R20 , it would be possible
to build a trading model with much better results.
C.

Optimizing the model

From the preliminary results obtained in the previous
section, presented on table II, it is a fact that the performance of the trading model is not satisfactory. There
may be several reasons for this to happen:
I. The combination of parameters in Model 0 is not
effective;

• tmax : to anticipate the EoD orders from the end
of the trading day, where tf = 4:30pm. It can take
values from: tf − 180 ≤ tmax ≤ tf , also with 20
min intervals.
The previous variables control the ideal time-frame for
the model to place the orders, but the orders also have
free parameters that should be tuned:
• AT Rp : to control the amplitude of T rigger. This
parameter can take the following values: 0.2 ≤
AT Rp ≤ 0.5, with 0.01 intervals;
• Closep : to control the amplitude of CloseP rof it.
This parameter can take the following values: 0.1 ≤
Closep ≤ 0.8 − AT Rp , with 0.01 intervals;
• Stopp : to control the amplitude of StopLoss. This
parameter can take the following values: 0.1 ≤
Stopp ≤ Closep , with 0.01 intervals;
• AT Rn : to choose the best number of days n used to
compute the average AT R. The chosen interval was
AT R5 ≤ AT Rn ≤ AT R30 , with 5 days intervals.
2.

II. There are specific situations where the model does
not work;
III. The assumption behind T rigger is not appropriate;
IV. There is no intra-day trend defined as the market
presents a stochastic motion.
The implemented machine learning component (GA
with BDT) was specially designed to solve problems I.
and II.. The problem III. would involve the construction of a new trading model, and IV. would prohibit any
attempt to generate income from the market.
The GA, run separately for each asset, started with
an initial population of 200 individuals, with a training
period of 7 semesters (01/10/2010 - 01/04/2014), followed by a testing period of 3 semesters (01/04/2014 01/10/2015). Each individual had its genome separated
in two parts, each one was tailor-made to solve the previous problems.
1.

Genome I

This part of the genome focused on finding the best
combination of free parameters of the intra-day trading
model, namely:

Genome II

This part of the genome is closely related to the BDT
and its prediction task. The goal is to identify situations where the model does not work in order to filter
those days and improve the overall trading performance.
For this task will be used a combination of well known
technical indicators [13], namely EMA, SMA, RSI, MFI,
MACD, Bollinger Bands and also the following inputs:
• Opengap : difference between the open price compared to the previous close price;
• σAT R : standard deviation of the last n values of
AT Rn ;
•

T R−1
Open :

previous day True Range compared to the
opening price;

• σT R−1 : standard deviation of the last n values of
T R;
•

T R−1
AT R :

previous day True Range compared to the
average;

• ∆T R: variation of T R, between “yesterday” and
the day before (we still do not know “today’s”
value);
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• ∆AT R: variation of AT R.
Based on the conclusions of the section IV B 1 (study of
AT R and T R), since it was found that the performance of
the trading model is affected by days whose price amplitude was inferior to the average of the preceding n days,
a binary classification model was designed such that:
• T R0 ≥ AT Rn − σAT R −→ y = 1;
• T R0 < AT Rn − σAT R −→ y = −1;
where T R0 is the future day price range, AT Rn is the
average of the n days before, σAT R its standard deviation and y the classification variable. From the results on
IV B 1 there are more observations when T R0 < AT Rn ,
so the term σAT R was introduced because of the unbalanced observations that occur on each class, which would
induce a problem known as accuracy paradox.
The genome II also includes a set of parameters for
the optimization of the structure of the Boosted Decision
Trees:
Decision Trees
• Tree Depth: to control the number of nodes in the
Trees. When the trees have a great depth (grow
too big) they have greater over-fitting problems and
take longer to fit [25]. This parameter can take
values from 2 ≤ Depth ≤ 6;
• Leaf Samples: to control the number of samples in
the leafs. Usually known as pruning 7 , this variable
controls the minimum number of samples that each
leaf must have for a proper classification. The interval for this parameter search was 5 ≤ Samples
≤ 40;
Boosting

Evolution

On every iteration of the GA, each individual performs
differently, dependent upon its parameters. In order for
the population to evolve, the following fitness functions
were taken into account:


σ(Rets )
F itness1 = Rets × exp −
,
(6)
100
Rets =

7
X
Rets
s=1

7

,

F itness2 = score × exp (−σ(score)) ,
score =

7
X
s=1

scores
,
7

F itness = F itness1 × F itness2 ,

(7)
(8)
(9)
(10)

where Rets is the total return obtained in a semester,
score is the average accuracy obtained by the BDT,
σ(Rets ) and σ(score) the standard deviations in all the 7
semesters of the training period. The exponential terms
were introduced in the equations in an attempt to increase the fitness of more robust and constant models
and reduce over-fitting problems, since higher standard
deviations will lead to a reduction in fitness. In another
attempt to reduce over-fitting problems, the BDT score
was obtained with the method of k-fold cross validation,
where each semester is a different fold (7-fold), the final
score is then an average of all the results.
Using equation 10, the following operations were then
made to evolve the population and create the next generation:

• Learning rate, ρ: this variable controls the weights
in the badly classified samples. This parameter can
take the values: 0.1 ≤ ρ ≤ 1.5;

• Selection: the individual with the highest fitness
goes to the next generation unchanged;

• Number of estimators, nest : corresponds to the
number of estimators used to fit the boosting algorithm and also the number of iterations since every
new estimator that is fitted is a new iteration. The
number of estimators can be 20 ≤ nest ≤ 200;

• Crossover: two types of crossover were used:

Since the main focus of this part of the genome is
on finding the best inputs for the BDT and not the
BDT themselves, in the training phase of the GA standard values for these parameters were used: Depth = 3,
Samples = 5, ρ = 0.1 and nest = 100. Then, on the last
generation of the GA, a grid search was made to ensure
the best combination of these BDT parameters.
In an attempt to reduce noise and increase the quality
of the BDT predictions, before all these features were
given to the BDT, a feature selection was made using a
combination of decision trees (forest). The features that,
on average, got the higher results were then used as an
input to the BDT.
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3.

This technique allows to remove nodes and leafs that are not
very relevant.

1. Best F itness1 (genome I) with the best
F itness2 (genome II);
2. 50% from individual with the best F itness
with 50% from 2nd best;
• Mutation: the technique used was one-bit mutation, where the genome of the individual with the
best fitness is then changed, each part separately,
creating a new individual each time a part of the
genome is changed. This results in 29 new individuals.
All the other individuals were deleted.
As a stopping criteria we had a hard-coded limit of
150 generations or a constant F itness for more than 40
generations. Since the fitness appeared to become stable around 130 generations (iterations), these values were
chosen as a good trade-of between the time needed for the
simulations to run and the minimum number of iterations
needed to achieve stable solutions.
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V.

RESULTS AND CONCLUSIONS

The final results are shown on the tables and figures
on the appendixes B (for the training period) and C (for
the testing period). In the testing period was also made
a comparison between the results of the trading model
with and without the BDT filter, to check if the BDT
prediction really improved the results.
As it is possible to note from table III, the GA was able
to find a trading model with a combination of parameters
(for all the assets) that generates positive returns in the
training period. It is very interesting to note that the
starting point for each of the models were the results on
table II in appendix A, which had a total average return
of -11.5% and an average risk multiple R̄ = −0.06. Then,
after the application of the GA, was achieved for the same
period and portfolio a total average return of almost 30%
and an average risk multiple R̄ = 0.06.
Analyzing the RDSA results, there is a great difference
in the performance of the model between figures 2 (b) and
3. On the former, the model had an average negative performance throughout the whole training period, resulting
in a total return of -21% and R̄ = −0.1. On the latter
there were positive and negative periods but the overall
performance was positive since the model achieved a total
return of 24% and R̄ = 0.06. The difference is obvious,
although we must be careful when analyzing these results
because they can be just a symptom of overfitting, since
the models were trained in this exact period.
The average BDT score on the training period for all
the stocks was 62% with a 95% confidence interval (CI)
of 3%, which means that was achieved a predictive performance 12% better than a random choice (coin flip).
For the brownian motions the result was different since
the average accuracy was only 53% but with a 95% CI
of 10%, which means that the BDT could not find a successful estimator, what was expected due to the random
nature of these processes.
When we analyze the testing period on table IV, even
the results without the BDT prediction were positive,
since the total average return was 10.2% and the average risk multiple was, R̄ = 0.07. If we do not take into
account the brownian motions the results get even better with a total average return of 11.5% and R̄ = 0.09.
Although the brownian motion results were below average, there is no clear explanation to why they remained
positive in this testing period, only by sheer luck this
could happen and the only way to verify that the results
will converge to what we expect is to create new sets of
dummy data and repeat the GA process.
The results related with the BDT prediction were interesting to analyze because every asset, except the brownian motions, had an accuracy above 50%, with an average of 61% (which lies within the CI obtained in the
training period), which means that the BDT was able
to predict the next day amplitude, although with a significant error. Unlike the previous results for the trading performance, these results for the brownian motions
were just as expected, since it is impossible to predict a
random phenomena the accuracy for these observations
should be close to 50% (binary classification problem).

The goal of the BDT prediction was to improve the
results of the trading model optimized by the GA, which
was verified since both the ratio of positive trades and
the R̄ improved when comparing columns 0 and 1 from
the table IV. It is not important that the total average
return has not improved since the model with the BDT
filter placed less orders. For example, when we analyze
figure 4 the purpose of the BDT becomes clear: produce
a more homogeneous and robust model, with constant
performance (by filtering the “bad” days). Although the
total return was inferior with the model using the BDT,
we can see that the return/risk ratio was improved, R̄ =
0.16 → 0.19, which is what we are looking for.
From the final results, we can conclude that it was possible to build, based on the assumptions of Model 0, a
trading model (genome I) with a filter (genome II) which
produced positive results for both the training phase and
the testing phase. When analyzing each asset in detail,
it still remains without explanation why the quality of
the optimized model was not homogeneous and consistent among all the assets, as some had substantially better results than others (see ALV vs. SIE on table IV),
even with the BDT filter. However, the important thing
to retain is that if we built a portfolio consisting of all
the assets studied, the result would have been positive.
The idea of the application of a filter with the BDT to
forecast the future price amplitude has been validated:
the average results in the testing phase were improved
when comparing the models with and without filter, since
both the average risk multiple and percentage of positive
trades have been improved.
Although the BDT forecasts are promising, their error
is still large, close to 40%, so there is still work that can
be done in order to improve this number, either by trying
different inputs on the BDT or by trying other types of
supervised learning models, eg. Support Vector Machines
(SVM).
It is also important to note that, although the results
are “positive”, this does not imply that they are profitable
because the transaction costs were not taken into account
during this project, and the obtained average return is
on the threshold of costs, which could derail its practical
application.
We are confident that the results of this work are an
interesting starting point for further studies. Since the
performance of the model is on the threshold of costs,
before thinking of a practical application of this model
in a real life situation, we must first look for new sources
of information to increase the edge of the model and the
number of positive trades. This could be achieved, for example, by introducing macroeconomic data (fundamental analysis) to predict a long-term trend that maybe will
have influence on smaller intra-day trends. It can also be
studied if there is any correlation between the different
assets, including new technical indicators for this task or
other statistical analyses of market patterns. Anyway,
since we are trying to explore an intra-day trend, it may
not be possible to improve the model without more information about the direction of the trend. This would lead
to a more robust and “informed” trigger order, and in
consequence a better overall performance of the model.
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Appendix A: Model selection

Orders
# % Pos.
ALV
838 35.08
ASML
836 37.44
BAYN
825 34.18
DAI
834 35.61
INGA
828 41.79
RDSA
831 34.90
828 35.02
SIE
UNA
813 35.30
Brown0
888 35.47
Brown1
889 36.56
Average -/Brown 828 35.77
Total average 838 35.81
Asset

Trigger
L S
438 400
387 439
418 407
418 416
391 437
407 424
442 386
426 387
455 433
467 422
410 417
419 418

CP
1 2
40 3
67 3
36 6
37 4
44 2
47 5
34 5
75 6
37 3
42 3
47 5
46 4

SL
EoD R̄ Return (%)
1 2
125 706 4 -0.04
-6.26
175 649 9 -0.02
-5.48
154 663 2 -0.06
-10.44
122 703 5 -0.02
-12.66
119 700 7 0.06
22.41
203 618 5 -0.10
-16.98
160 661 2 -0.07
-14.87
213 588 6 -0.05
-12.80
107 778 0 -0.05
-13.30
109 777 0 -0.04
-11.55
161 658 5 -0.04
-8.44
152 678 4 -0.04
-9.10

Table I: Initial model results.
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Orders
# % Pos.
ALV
823 30.50
ASML
807 34.57
BAYN
813 30.50
DAI
815 36.07
INGA
812 36.08
819 31.50
RDSA
SIE
815 30.06
UNA
814 32.56
Brown0
886 33.86
Brown1
887 33.48
Average -/Brown 814 32.33
Total average 826 32.55
Asset

Trigger
L S
428 395
400 407
414 399
404 411
389 423
401 418
434 381
434 380
448 438
464 423
407 407
415 411

CP SL EoD
242
262
241
281
275
249
233
255
300
296
251
259

563
523
561
515
515
554
561
542
586
588
545
552

18
22
11
19
22
16
21
17
0
3
18
15

R̄

Return (%)

-0.13
-0.02
-0.12
0.05
0.04
-0.10
-0.13
-0.06
-0.01
-0.02
-0.07
-0.06

-18.70
-7.09
-27.64
12.87
17.26
-21.36
-29.28
-13.00
-2.71
-5.59
-12.95
-11.48

Table II: Simplified model results.
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(a) Initial model

(b) Simplified model

Figure 2: RDSA - Initial vs. simplified model.

Appendix B: Training phase

Asset
ALV
ASML
BAYN
DAI
INGA
RDSA
SIE
UNA
Brown0
Brown1
Average -/Brown
Total average

R̄ Ret. (%) Pos Trades (%) # Trades BDT score 95% CI
0.03 39.2
50.8
770
0.61
0.03
0.03
4.9
46.1
477
0.65
0.02
0.02 19.0
50.8
661
0.63
0.01
0.08 26.6
48.1
616
0.61
0.04
0.21 91.2
45.6
536
0.60
0.03
0.06 24.3
49.1
699
0.61
0.01
0.03
7.2
44.9
439
0.69
0.03
0.04 20.8
48.5
520
0.59
0.06
0.03 15.6
46.3
838
0.56
0.12
0.09 19.7
49.7
453
0.49
0.07
0.06 29.9
48.3
0.62
0.03
0.06 27.2
48.1
0.60
0.04

Table III: GA results - training period.
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Figure 3: RDSA - Results on the training period.

Appendix C: Testing phase

Asset

R̄

0
ALV
0.04
ASML
0.03
BAYN
0.11
DAI
0.07
0.13
INGA
RDSA
0.16
0.15
SIE
UNA
0.00
Brown0
0.01
Brown1
0.06
Average -/Brown 0.09
Total average 0.07

1
-0.02
0.15
0.11
0.07
0.16
0.19
0.56
0.02
0.07
-0.02
0.13
0.11

Ret. (%)
0
1
9.4 0.1
1.3 9.4
18.5 9.5
7.8 4.2
16.6 8.3
26.5 13.5
5.6 8.9
-0.8 5.7
3.5 14.0
8.6 -1.7
11.5 7.4
10.2 9.1

Pos Trades (%)
0
1
52.1
47.8
45.3
51.9
54.7
53.8
47.3
47.9
43.7
45.4
55.7
55.8
49.3
66.7
47.3
47.7
44.5
47.0
48.7
45.3
49.9
51.5
49.1
50.0

# Trades
BDT score
0
1
323 134
0.60
217 54
0.62
299 145
0.61
261 117
0.59
231 119
0.63
291 147
0.57
167 66
0.63
225 86
0.59
356 273
0.50
186 106
0.52
0.61
0.59

Table IV: GA results - testing period. Model without BDT (0) and with the BDT filter (1).
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Figure 4: RDSA - Results on the testing period.

