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Abstract

In this work, we identify a novel set of conditions that
ensure convergence with probability 1 of Q-learning with
linear function approximation, by proposing a two time-
scale variation thereof. In the faster time scale, the algo-
rithm features an update similar to that of DQN, where the
impact of bootstrapping is attenuated by using a Q-value
estimate akin to that of the target network in DQN. The
slower time-scale, in its turn, can be seen as a modified
target network update. We establish the convergence of
our algorithm, provide an error bound and discuss our re-
sults in light of existing convergence results on reinforce-
ment learning with function approximation. Finally, we il-
lustrate the convergent behavior of our method in domains
where standard Q-learning has previously been shown to
diverge.

1 Introduction

In this work, we investigate the convergence of re-
inforcement learning with function approximation
in control settings. Specifically, we analyze the con-
vergence of Q-learning when combined with linear
function approximation. Several well-known counter-
examples exist in the literature that showcase the
divergence of this algorithm when used with even

such a relatively “benign” form of function ap-
proximation [Baird1995, Boyan and Moore1995,
Tsitsiklis and Van Roy1996b]. The divergent be-
havior has been blamed on the so-called “deadly
triad” [Sutton and Barto2018, van Hasselt et al.2018]—
function approximation, bootstrapping and off-policy
learning. Bootstrapping means that successive estimates
for the Q-function are built on previous estimates;
over-estimation errors for action values thus critically
propagate across iterations [van Hasselt2010]. Off-policy
means that the policy used to sample the environment
differs from that which the algorithm is evaluating.

The few results that establish the conver-
gence of Q-learning with function approxima-
tion either restrict the approximation architec-
ture, eventually minimizing the impact of over-
estimation errors [Szepesvári and Smart2004,
Tsitsiklis and Van Roy1996b] or require a very re-
strictive coupling between the approximation architecture
and the sampling distribution which, in practice, occurs
only when the sampling policy is very close to the
optimal policy, rendering Q-learning almost on-policy
[Melo, Meyn, and Ribeiro2008]. Other convergence
results for RL with function approximation propose
algorithms in which at least one of the elements in the
“deadly triad” is not present. For example, in the work of
[Maei et al.2010a], the authors propose a novel algorithm
that converges with arbitrary function approximation, but
is restricted to on-policy sampling.

Our work is motivated by the success of DQN
[Mnih et al.2015]. In the aforementioned work, in order
to circumvent (or, at least, mitigate) the negative impact
of bootstrapping and off-policy sampling, the authors ex-
plore two important ideas:
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• The use of experience replay, in which the samples
used for learning are drawn from a so-called replay
buffer, thus minimizing the high correlation between
samples observed in trajectory-based learning and
enabling the use of supervised learning techniques
that assume sample independence;

• The use of a target network to compute the target
value for the updates. In the original version, the
target network is updated only rarely, by copying
the values of the original network, although poste-
rior implementations have adopted Polyak updates,
in this sense bringing DQN closer to a two time-scale
update scheme.

Building on these ideas, we propose a two time-scale vari-
ation of Q-learning with linear function approximation.
Our proposed algorithm keeps two sets of parameters.

• The first set of parameters, corresponding to the
“main” iteration, follows a faster time-scale and uses
a DQN-like update, where the targets are built from
the second set of parameters—thus minimizing the
impact of bootstrapping.

• The second set of parameters, corresponding to the
“target network”, proceeds at a slower time-scale—
in a sense mimicking the slower updates of a target
network. However, unlike DQN, the second set of
parameters does not directly copy the “main” but, in-
stead, a transformed version thereof, reminiscent of
the preconditioning process discussed in a previous
work [Achiam, Knight, and Abbeel2019].

We contribute with a convergence analysis of the result-
ing algorithm, showing convergence with probability 1
with much less stringent assumptions than previous works
[Melo, Meyn, and Ribeiro2008, e.g.,] and provide an in-
terpretation and error bounds for the resulting limit point.

Notation:

We denote random variables (r.v.s) using upright letters,
as in x or a, and instances of r.v.s as slanted letters, as
in x or a. We use uppercase letters to denote functions,
as in V or Q, and calligraphic letters to denote sets, as
in X or A. Vectors are represented as bold lowercase let-
ters. For example, c denotes a random vector and c an

instance thereof. Matrices are represented using bold up-
percase letters, as in Q. We write Ex∼p [f(x)] or simply
Ep [f(x)] to denote the expectation of f when the r.v. x
follows distribution p.

2 Background

A Markov decision problem (MDP) is a tuple
(X ,A, {Pa} , R, γ), where X is the (countable) state
space, A is the finite action space, Pa is the transition
probability matrix associated with action a ∈ A, with
component xy given by

[Pa]xy
def
= P [xt+1 = y | xt = x, at = a] .

The random variable (r.v.) xt denotes the state of the MDP
at time step t; similarly, the r.v. at denotes the action of
the agent at time step t. We generally write P(y | x, a) to
denote [Pa]xy .

The function R : X × A → R is the expected re-
ward for performing action a in state x. We write rt to
denote the reward at time step t. It is a r.v. with expected
value R(xt, at) and we assume throughout that |rt| < ρ
for some value ρ > 0. Finally, γ is a discount factor taking
values in [0, 1).

Solving an MDP consists in finding a policy (i.e., a de-
cision rule) that yields the maximal total discounted re-
ward. A policy is a (possibly stochastic) mapping π :
X → A, where π(x) is the (possibly random) action se-
lected by π at state x. The total discounted reward associ-
ated with a policy π is

V π(x) = Eπ

[ ∞∑
t=0

γtrt | x0 = x

]

= Eπ

[ ∞∑
t=0

γtR(xt, at) | x0 = x

]
.

We refer to V π as the value function associated with pol-
icy π. The optimal policy π∗ is such that V π

∗
(x) ≥

V π(x) for any other policy π. We write V ∗ to compactly
denote V π

∗
and refer to V ∗ as the optimal value function.
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The optimal value function verifies the recursive relation

V ∗(x) = max
a∈A

R(x, a) + γ
∑
y∈X

P(y | x, a)V ∗(y)

 ,
(1)

where the quantity in square brackets is known as the op-
timal action-value for the state-action pair (x, a), and is
denoted as Q∗(x, a). Since V ∗(x) = maxa∈AQ

∗(x, a),
it holds that Q∗ verifies

Q∗(x, a) =

= R(x, a) + γ
∑
y∈X

P(y | x, a) max
a′∈A

Q∗(y, a′). (2)

V ∗ and Q∗ can be computed, respectively, from (1)
and (2) using dynamic programming. Alternatively, if
{Pa, a ∈ A} and R are unknown, they can be computed
using stochastic approximation.

In this work, we are particularly interested
in the stochastic approximation approach to the
computation of Q∗, an algorithm known as Q-
learning. Given a sequence of observed tuples
{(x0, a0, r0, y0), (x1, a1, r1, y1), . . . , (xt, at, rt, yt), . . .},
obtained by running some learning policy in the MDP,
Q-learning proceeds by performing, at each time step t,
the update

Qt+1(xt, at) = Qt(xt, at) + αtδt,

where δt is the temporal difference at time step t, given by

δt = rt + γ max
a′∈A

Qt(yt, a
′)−Qt(xt, at).

Convergence of Q-learning can then be established using
standard stochastic approximation arguments.

Two-time-scale stochastic approximation

Let us recall the notion of convergence with probability
1 (w.p.1). We say a sequence of wt converges w.p.1 to a
limit w∗ if P [limt→∞wt = w∗] = 1.

We provide here a well-established convergence re-
sult that we use to establish our main results. The re-
sult is taken from a work on stochastic approximation

[Borkar2008, Chapter 6] and is used two establish con-
vergence of two time-scale algorithms. Let

ut+1 = ut + αt
(
F (ut,vt) + mt+1

)
(3a)

vt+1 = vt + βt(G(ut,vt) + nt+1), (3b)

denote two coupled iterations of a stochastic approxima-
tion algorithm, where ut ∈ Rp and vt ∈ Rq for all t. We
consider the following assumptions:

(A) F : Rp × Rq → Rp and G : Rp × Rq → Rq are
both Lipschitz continuous functions;

(B) The step size sequences {αt, t ∈ N} and
{βt, t ∈ N}, are such that

∞∑
t=0

αt =∞
∞∑
t=0

α2
t <∞,

∞∑
t=0

βt =∞
∞∑
t=0

β2
t <∞,

and αt = o(βt).

(C) {mt, t ∈ N} and {nt, t ∈ N} are two martingale
difference sequences w.r.t. the σ-algebra Ft gener-
ated by {(uτ ,vτ ,mτ ,nτ ), τ = 0, . . . , t}. Further-
more, there exist constants cm, cn such that for all
t ≥ 0

E
[
‖mt+1‖2 |Ft

]
≤ cm(1 + ‖ut‖2 + ‖vt‖2),

E
[
‖nt+1‖2 |Ft

]
≤ cn(1 + ‖ut‖2 + ‖vt‖2).

We then have the following result [Borkar2008, Chap-
ter 6].

Theorem 1. Assume that, for every u ∈ Rp, the ordinary
differential equation (o.d.e.)

v̇t = G(u,vt)

has a unique, globally asymptotically stable equilibrium
λ(u), where λ : Rp → Rq is Lipschitz continuous. Fur-
ther assume that the o.d.e.

u̇t = F
(
ut,λ(ut)

)
has a unique, globally asymptotically stable equilibrium
u∗ ∈ Rp. Then, under Assumptions (A) through (C), the
coupled iterations (3) converge w.p.1 to (u∗,λ(u∗)) as
long as supt ‖ut‖ <∞ and supt ‖vt‖ <∞ w.p.1.
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3 Q-learning with linear function
approximation

We now address the problem of reinforcement learn-
ing with function approximation, where the optimal Q-
function, Q∗, cannot be represented exactly and, there-
fore, some form of approximation must be used.

Let us consider a linearly parameterized family of func-
tions Q =

{
Qw,w ∈ RK

}
, with Qw : X × A → R.

We take the family Q to be the linear span of a set
{φ1, . . . , φK} of basis functions, where φk : X×A → R.
The extension ofQ-learning to accommodate for one such
representation takes the general form

wt+1 = wt + αt∇wQwt
(xt, at)δt (4)

= wt + αtφ(xt, at)δt, (5)

where, now,

δt = rt + γ max
a′∈A

Qwt(yt, a
′)−Qwt(xt, at).

The update (4) can be seen as a single-sample stochastic
gradient update over the error E = E

[
δ2
t

]
.

Unfortunately, it is a well known phenomenon that hav-
ing the target value, R(xt, at) + γmaxa′∈AQwt

(yt, a),
built from the outputQwt

of the learning algorithm (boot-
strapping) may cause the resulting algorithm to diverge.

The recently proposed DQN architecture
[Mnih et al.2015] seeks to alleviate the potential
negative impact of bootstrapping by using a target
network to construct the value of the target above. Such
target network is updated infrequently; the targets used
to train DQN are, therefore, mostly static. Building on
that idea, we contribute a novel method which can be
seen as implementing a two time-scale equivalent to the
target network in DQN. We analyze the convergence of
our proposed algorithm when used with linear function
approximators, and contribute with:

• A novel proof of convergence of Q-learning with
linear function approximation that requires signifi-
cantly less stringent conditions that those currently
available in the literature;

• A better understanding of the theoretical underpin-
nings for the use of the target network in DQN.

We designate our method as coupled Q-learning, as it
consists of the two coupled updates

ut+1 ← ut + αt
(
φ(xt, at)Qvt(xt, at)− ut

)
, (6a)

vt+1 ← vt + βtφ(xt, at)δt, (6b)

where we now use the temporal difference

δt = rt + γ max
a′∈A

Qut(yt, a
′)−Qvt(xt, at)

and αt = o(βt). In (6), Qu plays the role of target net-
work and Qv implements the role of the “main” network,
implementing the same Q-learning update used in DQN.
The update (6a) takes place at a slower time scale than the
update (6b), emulating the infrequent updates in the target
network of DQN [Mnih et al.2015]. Finally, we do not di-
rectly copy the values of the “main” network, but instead
match the projection of the output along the feature space,
a process that resembles the “pre-conditioning” step pro-
posed by [Achiam, Knight, and Abbeel2019].

4 Convergence of coupled Q-
learning with linear function
approximation

We now analyse the convergence of our proposed algo-
rithm. We are given a set of basis functions {φ1, . . . , φK},
where φk : X × A → R for k = 1, . . . ,K. The func-
tion Q∗ is then approximated by a function Qw ∈ Q =
{φTw,w ∈ RK}, where

φ =
[
φ1 . . . φK

]T
.

We establish the convergence of our algorithm under
the following assumptions.

(I) For all t, (xt, at) is independent of the previous
history of the process and follows a fixed distribu-
tion µ. The distribution µ is such that µ(x, a) >
0 for all (x, a) ∈ X × A. Moreover, yt is dis-
tributed according to P(· | xt, at), and rt is such that
E [rt | xt, at] = R(xt, at).

(II) The matrix Eµ
[
φ(xt, at)φ

T (xt, at)
]

is non-singular
and ‖φ(x, a)‖2 ≤ 1, for all pairs (x, a) ∈ X ×A.
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(III) The step size sequences {αt, t ∈ N} and
{βt, t ∈ N}, verify the standard conditions

∞∑
t=0

αt =∞,
∞∑
t=0

α2
t <∞,

∞∑
t=0

βt =∞,
∞∑
t=0

β2
t <∞.

Additionally, αt = o(βt).

Our main result follows.

Theorem 2. Under Assumptions (I) through (III), the
coupled Q-learning algorithm defined by the updates (6)
converges w.p.1.

Before moving to the proof of Theorem 2, let us con-
sider the implications of Assumptions (I) through (III).
Assumption (I) indicates that the tuples (xt, at, rt, yt)
used to perform the updates are mutually independent—
which can be implemented, for example, through a
replay buffer similar to what is done in many cur-
rent deep RL approaches. Several previous works
have considered the distribution µ to be the sta-
tionary distribution for the Markov chain induced
by the sampling policy [Melo, Meyn, and Ribeiro2008,
Szepesvári and Smart2004], which typically requires the
sampling policy to induce an ergodic Markov chain. In
this sense, Assumption (I) is less restrictive, as it makes
no particular assumption on the sampling policy except
that all actions are selected with positive probability.

Assumption (II) requires ‖φ(x, a)‖2 ≤ 1 for all
(x, a) ∈ X × A. This is a relatively straightforward
condition to ensure by a simple scaling of the features
φ1, . . . , φK . Assumption (II) also requires that the matrix

Σµ = Eµ
[
φ(xt, at)φ

T (xt, at)
]

is non-singular, a condition which is tantamount to the
linear independence requirement found in previous works
[Tsitsiklis and Van Roy1996a]. Assumption (II) is, there-
fore, significantly weaker than those imposed, for exam-
ple, in previous works [Melo, Meyn, and Ribeiro2008],
which seldom (if ever) hold in practice.

Assumption (III) is standard for two time-scale algo-
rithms, and aims directly for Theorem 1.

We finish by contrasting our imposed conditions with
the ones of Greedy-GQ [Maei et al.2010b]. Even though
they both consist in two time-scale algorithms and the
assumptions on the features and sampling resemble, the
construction process is essentially different. In addition,
Greedy-GQ is a gradient algorithm seeking to optimize a
non-convex objective function. It may, as such, converge
to local minima depending on the initial estimate.

Proof. We establish Theorem 2 by directly applying The-
orem 1. To do so, we must only show that our algorithm
satisfies all condition in Theorem 1. We present only the
main steps of the proof, and omit the details.

We start by defining the functions F,G : RK ×RK →
RK as

F (ut,vt)
def
= Eµ

[
φ(xt, at)φ

T (xt, at)
]
vt − ut,

G(ut,vt)
def
= Eµ [φ(xt, at)δt | ut,vt] .

Using F and G above, we can rewrite the updates (6) to
take the same form as (3), where

mt+1 =
(
φ(xt, at)φ

T (xt, at)−

− Eµ
[
φ(xt, at)φ

T (xt, at)
] )
vt,

nt+1 = φ(xt, at)δt − Eµ [φ(xt, at)δt | Ft] .

Both F and G are Lipschitz continuous, as required by
Assumption (A). Moreover, considering the σ-algebra

Ft = σ({(uτ+1,vτ+1, xτ , aτ , yτ , rτ ), τ = 0, . . . , t− 1}),

we can show that

E
[
‖mt+1‖2 | Ft

]
≤ cm(1 + ‖ut‖2 + ‖vt‖2),

E
[
‖nt+1‖2 | Ft

]
≤ cn(1 + ‖ut‖2 + ‖vt‖2),

for some constants cm, cn > 0, in accordance with As-
sumption (C). Therefore, it remains only to show that the
o.d.e. associated with both ut and vt verify the condi-
tions of Theorem 1 and that the iterates ut and vt remain
bounded.

In analyzing two time-scale algorithms we follow the
standard notion that, since αt � βt, the updates to vt
proceeds at a “faster” timescale than those to ut. Thus,
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when viewed from the faster time-scale, ut appears to be
quasi-static. In fact, the update for ut takes the general
form ut+1 = ut + βt∆ut, where

∆ut
def
=

αt
βt

(
φ(xt, at)φ

T (xt, at)vt − ut
)
→ 0

as long as vt and ut remain bounded. With this in mind,
for a fixed u ∈ RK , we have the o.d.e.

v̇t = G(u,vt),

which has a unique globally asymptotically stable equi-
librium

v∗ = λ(u)

= Σ−1
µ Eµ

[
φ(xt, at)

(
rt + γ max

a′∈A
φT (yt, a

′)u
)
| u
]
.

The global asymptotic stability of v∗ can be established
by a Lyapunov argument, using the Lyapunov function
L(v) = 1

2 ‖v − v
∗‖2. Additionally, λ(u) can also be

shown to be Lipschitz continuous. Finally, defining

G∞(v)
def
= lim

c→∞

G(u, cv)

c

= −Σµv,

we can show that the origin is an asymptotically stable
equilibrium for the o.d.e.

v̇t = G∞(vt)

which, from Theorem 2.1 of [Borkar and Meyn2000],
leads to the conclusion that supt ‖vt‖ <∞.

Conversely, when viewed from the slower time-scale,
vt appears to have already reached its equilibrium point.
With this in mind, we have the o.d.e.

u̇t = F (ut,λ(ut)),

which also has a unique globally asymptotically stable
equilibrium

u∗ = Eµ
[
φ(xt, at)

(
rt + γ max

a′∈A
φT (yt, a

′)u∗
)
| u∗

]
.

(7)
The existence of the fixed point in (7) can be established
from the Banach fixed-point theorem, since the right-hand

side is a contraction in u; that u∗ is globally asymptoti-
cally stable can again be established by a Lyapunov argu-
ment, using the function L(u) = 1

2 ‖u− u
∗‖2. Finally,

we define

F∞(u)
def
= lim

c→∞

F (cu,λ(cu))

c

= Eµ
[
φ(xt, at)γ max

a′∈A
φT (xt, a

′)u | u
]
− u.

We can show that the origin is an asymptotically stable
equilibrium for the o.d.e.

u̇t = F∞(ut),

from where we repeat our previous argument to conclude
that supt ‖ut‖ < ∞. Since all conditions of Theorem 1
have been verified, the conclusion follows.

While Theorem 2 establishes the convergence of our
algorithm w.p.1, it says nothing about the corresponding
limit point. We address this issue in what follows.

We consider the infinity norm in the space of bounded
real-valued functions defined on X × A and, given two
functions f, g : X ×A → R,

〈f, g〉 = Eµ [f(x, a)g(x, a)] .

The limit point usually regarded with linear function ap-
proximations is the fixed point

Q̂(x, a) = (ProjΦHQ̂)(x, a)

def
= φT (x, a)Σ−1

µ 〈φ,HQ̂〉,

where ProjΦ is the orthogonal projection into the span of
{φk} and H is the Bellman operator. It is, for example, the
limit point considered to build the error in the Greedy-GQ
algorithm. In our case we have, instead,

Qu(x, a) = φT (x, a)〈φ,HQu〉.

The difference is the normalizing term Σ−1
µ . Therefore,

Qu is the fixed point of the combined operator obtained
from an "un-normalized" orthogonal projection and the
Bellman operator. The two coincide when Σµ = I (a case
not within our assumptions).

Taking this discussion one step further, and keeping the
parallel between our approach and DQN architecture, it
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is also interesting to analyze Qv , which in DQN corre-
sponds to the actual output. We have

Qv(x, a) = (ProjΦHφ
T 〈φ, Qv〉)(x, a).

This fixed point is harder to describe geometrically and
interpret. Moreover, reasonable error bounds for Qv are
also harder to derive. In any case, both Qu and Qv intro-
duce some dependence on the scale of the features.

The next result establishes a bound on the approxima-
tion error obtained with Qu.

Theorem 3. Under the conditions of Theorem 2, the se-
quence {ut} generated by the coupled iterations in (6)
converges to a limit u∗ such that

‖Q∗ −Qu∗‖∞ ≤
1

1− γ

∥∥∥Q∗ − φ> 〈φ, Q∗〉∥∥∥
∞
. (8)

Proof. We have that

‖Q∗ −Qu∗‖∞ ≤
∥∥∥Q∗ − φ> 〈φ, Q∗〉∥∥∥

∞
+

+
∥∥∥φ> 〈φ, Q∗〉 −Qu∗∥∥∥

∞
.

Let us consider the second term on the right-hand side.
Since Q∗ is the fixed-point of the Bellman operator and
u∗ verifies (7), we get∥∥∥φ> 〈φ, Q∗〉 −Qu∗∥∥∥

∞
= γ sup

x′,b
|φ>(x′, b)·

·Eµ
[
φ(x, a)

(
max
a′∈A

φ>(y, a′)u∗ −max
a′∈A

Q∗(y, a′)
)
| u∗

]
|,

which, by means of the Cauchy-Schwarz and Jensen in-
equalities, leads to∥∥∥φ> 〈φ, Q∗〉 −Qu∗∥∥∥

∞
≤ γ sup

x′,b
‖φ(x′, b)‖2 ·

·Eµ
[
‖φ(x, a)‖2 max

a′∈A

∣∣∣φ>(y, a′)u∗ −Q∗(y, a′)
∣∣∣ | u∗] .

Since, by assumption, ‖φ(x, a)‖ ≤ 1 for all (x, a) ∈ X ×
A, we get∥∥∥φ> 〈φ, Q∗〉 −Qu∗∥∥∥

∞
≤

≤ γEµ
[
max
a′∈A

∣∣∣φ>(y, a′)u∗ −Q∗(y, a′)
∣∣∣] .

Fom the last inequality, we can also write∥∥∥φ> 〈φ, Q∗〉 −Qu∗∥∥∥
∞
≤ γ sup

x,a

∣∣∣φ>(x, a)u∗ −Q∗(x, a)
∣∣∣

= γ ‖Q∗ −Qu∗‖∞ .

Putting everything together, we finally get

‖Q∗ −Qu∗‖∞ ≤
∥∥∥Q∗ − φ> 〈φ, Q∗〉∥∥∥

∞
+

+ γ ‖Q∗ −Qu∗‖∞

which, solving for ‖Q∗ −Qu∗‖∞, yields the desired re-
sult.

5 Experimental results
We evaluated the performance of our algorithm on two
problems known to cause divergence when solved using
Q-learning with linear function approximation. The first
was a Markov Chain [Tsitsiklis and Van Roy1996b] and
the second was a Markov Decision Problem [Baird1995,
Errata]. We also tested it on the Mountain Car problem
[Moore1990]. Every test was run for 1000 episodes and
averaged over 100 runs, with a discount of γ = 0.99.

In the most simple example
[Tsitsiklis and Van Roy1996b, Figure 2] there are
only two states and one action, and the reward is always
zero. We would expect with the use of a simple architec-
ture such as this one, Q-learning would converge to Q∗

with weight 0.
We scaled the feature by a factor of 1

2 , set the initial
weight as 1, and randomly initialized every episode with
equal probability for each state. Each episode consisted
of a transition and the update. On every episode, the ab-
solute value of the weight was computed. The parame-
ters were kept constant: α = 0.05 for Q-learning and
α = 0.005, β = 0.05 for coupled Q-learning. Figure 1(a)
shows Q-learning caused the weight to diverge, in con-
trast with the newly proposed coupled Q-learning algo-
rithm. Regarding coupledQ-learning, all plots correspond
to the vector from the fast update.

The MDP [Baird1995] consists of six states and two ac-
tions: the solid and the dotted action. State six is absorbing
for the solid action, and the dotted action uniformly tran-
sitions the agent to any of the first five states. Both actions,
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(a) (b)

Figure 1: Comparison of our approach against stan-
dard Q-learning.(a) Results on the example of
[Tsitsiklis and Van Roy1996b]. (b) Results on the
example of [Baird1995, Errata].

on any state, incur zero reward, and thusQ∗(x, a) = 0 for
all (x, a).

We used the same features as those described
in the original work [Baird1995], but scaled by a
factor of 1√

5
. The learning parameters were kept

constant: α = 0.01 for the original algorithm
α = 0.001, β = 0.01 for the proposed variant. On
each episode, the norm of the weights and the Q-values
were computed. To initiate each run, we set the vectors as
(0.5, 0.25, 0.25, 0.25, 0.25, 0.25, 1, 0.1, 0.1, 0.1, 0.1, 0.1)T

for both the algorithms and randomly initialized the tra-
jectory in any of the six states with equal probability.
The dotted action and the solid action were then chosen
with probability 5

6 and 1
6 , respectively, on every episode.

Figure 1(b) shows that the original Q-learning caused the
weight vector and the Q-values to diverge monotonically,
whereas coupled Q-learning lead them to converge to the
correct solution.

The mountain car is a more realistic and complex con-
trol problem. We used the version of it defined on Ope-
nAI Gym: the car is randomly placed in the middle of two
hills, and on each time step it can either accelerate left, do
nothing, or accelerate right. In this environment, gravity
is stronger than the engine, and therefore some strategy
must be found to climb the hill. Every time step results in
a −1 reward, except when the car reaches the goal.

The basis functions were discretized bidimensional
gaussians, each of them with mean in the center of each
of the squares on a 10 × 10 grid over the state space,
with standard deviation of 0.9 and 0.07 on the position
and velocity dimensions, respectively, and then scaled so

that ‖φ‖1 = 1. Three such functions in each state were
then associated with the three possible actions, for a total
dimension of 300 features. The learning parameters used
were the same as in the previous example. Each episode
ended when the car successfully climbed the hill or 200
transitions were made. An ε- greedy policy was used to
learn, with ε = 0.3. Even though during learning the car
never climbed the hill, Figure 2 shows what appears to
be a divergent behaviour of the weights computed by the
original algorithm and a convergent one with respect to
coupled Q-learning.

Figure 2: Results on the Mountain Car.

6 Conclusions

By proposing a two-time-scale variant of Q-learning able
to combine linear function approximation and off-policy
sampling of trajectories, and establishing its convergence
under light conditions, we revived the discussion of con-
vergence for this broadly employed algorithm and intro-
duced a theoretical foundation regarding the use of DQN.
We validated the effectiveness of the construction on clas-
sical examples where Q-learning in its standard configu-
ration fails. Efforts can still be done towards the improve-
ment of performance through the tuning of learning rates,
the interpretation of the limit solutions that arise and an
analysis of the algorithm’s complexity.
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