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Resumo 
 

Prever os retornos do mercado de ações é um tema importante no Mundo Financeiro. É 

essencial definir qual a percentagem do capital do investidor que é distribuída para cada empresa 

da sua Carteira de Investimentos e escolher o melhor momento para comprar ou vender ações, 

a fim de evitar perdas desnecessárias. Esta dissertação utiliza o algoritmo Neuroevolução de 

Topologias de Aumento (NEAT) para resolver os problemas anteriormente descritos. 

O algoritmo NEAT é usado para resolver Problemas de Otimização com Restrições utilizando 

Funções de Penalidade, com o intuito de otimizar diferentes Métricas de Desempenho, obtendo 
o Sinal de Alocação de Capital que determina qual a percentagem do capital que é alocada para 

cada empresa no início de cada mês. Para obter o Sinal de Negociação – que representa os 

sinais diários de compra e venda – os dados dos indicadores técnicos, preços diários e de volume 

são transformados usando o método de Análise de Componentes Principais (PCA) para reduzir 

a dimensão do input que é introduzido no algoritmo NEAT. Uma função de fitness, que combina 

a Taxa de Retorno (ROR) com a média dos lucros diários durante a fase de teste do algoritmo, 

é implementada para avaliar o desempenho de cada genoma na população. 
A simulação é feita com dados diários reais durante o ano de 2018. Três casos de estudo 

diferentes foram analisados para garantir a robustez do sistema: diferentes abordagens de Stop-

Loss, diferentes combinações de dados através de métodos estatísticos e diferentes Métricas de 

Desempenho otimizadas pelo NEAT. A partir da combinação destes estudos, foi encontrada uma 

solução que superou a estratégia buy and hold do índice S&P500, atingindo uma taxa de retorno 

final de 45,25% e um desvio padrão dos retornos da Carteira de Investimentos de 0,0790. Ficou 

provado que, apesar do crash no mercado, a solução do sistema garantiu ganhos estáveis 

durante todo o ano. 
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Abstract 
 

Predicting stock market returns is an important topic in the financial world. It’s crucial to define 

which percentage of the investor’s capital is allocated to each company in the Portfolio and 

choose the best timing to buy or sell stocks in order to avoid unnecessary losses. This thesis uses 

the NeuroEvolution of Augmenting Topologies (NEAT) algorithm to solve the described problems.  

The NEAT algorithm is used to solve Constraint Optimization Problems with Penalty Functions, 

in order to optimize different Performance Metrics, obtaining the Capital Allocation Signal that 

determines which percentage of the capital is allocated to each company at the beginning of every 
month. To obtain the Trading Signal - that represent daily buy and sell signals - technical 

indicators, daily prices and volume data are transformed using the Principal Component Analysis 

(PCA) method to reduce the number of features that are loaded to the NEAT algorithm. A fitness 

function that combines the Rate of Return (ROR) with the mean of the daily profits during the 

testing phase of the algorithm is implemented to evaluate the performance of every genome in 

the population. 

The simulation is tested with real daily data during the year of 2018. Three different case studies 
where tested to ensure the robustness of the system: different Stop-Loss approaches, different 

statistical methods to combine data and different optimized Performance Metrics. From the 

combination of these studies, a solution was found that outperformed the buy and hold strategy 

of the S&P500 index, achieving a final rate of return of 45.25% and a standard deviation of the 

portfolio returns of 0,0790. It was proved that despite a market crash, the system’s solution can 

guarantee steady earnings throughout all year.  
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1 Introduction 
In the last decades, stock trading experienced a fast development due to its integral role in the 

modern business world. Stock markets provide increase capital investment that allows for 

research and development in the capital structure. This increase in capital allows for more 

economic growth due to labour efficiency and the increase of produced goods. Thus, the stock 

market behaviour can be used as a trustworthy indicator of national economic performance. 

Reliable trading algorithms are reshaping the way trading is done all over the world. Investors 
can obtain greater efficiency in the financial markets by basing their actions on a pre-described 

or self-described set of rules tested on historical data. Algorithmic trading eliminates human 

emotions and improve investors’ decisions when testing some of their investment choices. 

Advances in computer power gave machine learning based model’s capacity to analyse, at high 

speed, large amounts of data and improve themselves while doing it. 

In this thesis, the Neuro Evolution of Augmented Topologies (NEAT) algorithm, in combination 

with other machine learning tools, shows the efficiency of a trading algorithm using real world 
data to simulate a one-year investment. 

 

1.1 Motivation 
Many traders use financial instruments to profit while trading in the stock market without the use 

of machine learning techniques. Determine entry and exit points in the market along with the 

development of a balanced portfolio are goals that can be achieved using the NEAT algorithm. 
The adverse environments of the stock market are a challenge for the developers of machine 

learning tools that try to battle this problem. The NEAT algorithm applied to the dynamic and 

uncertain market should outperformed buy and hold strategies and provide financial gain to the 

investor. 

 

1.2 Objectives 
The aim of this thesis is to apply machine learning and data mining techniques to generate a 

portfolio with a trading signal capable of investing in the stock market. The tools applied to the 

implemented system try to predict trends and find patterns in the transformed PCA data using the 

NEAT algorithm. When developing the portfolio, the main goal is to maximize the returns and 

minimize the associated risk using portfolio optimization techniques, that derives from the Mean 

Variance Model, with different performance metrics. 

 

1.3 Outline 
This section describes the main structure of this thesis: 

• Chapter 2: a theoretical description is given regarding the financial market, the technical 

indicators, principal component analysis, NeuroEvolution and portfolio optimization. 
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• Chapter 3: describes the implementation of the system and all its components. 

• Chapter 4: presents the obtained results and the correspondent evaluation metrics. 

• Chapter 5: the most important results and conclusions are summarized and indications 
of future work will be given. 

 

1.4 Main Contributions 
The main contributions of this thesis are: 

• Solving optimization problems using NEAT and penalty functions. 

• Combining Modern Portfolio Theory and Technical Analysis with NEAT to simulate an 
investment. 

• Using the performance of the algorithm during training phase to combine different 

outcomes in order to acquire a robust final result. 

 

  



 

3 

2 Related Work 
This chapter presents a theoretical overview of the market and its different indicators, the main 

component analysis technique, the implemented neuroevolutionary algorithm and different 

portfolio optimization methods. 

2.1 Market Analysis 
The stock market is a public market where buyers and sellers can exchange stocks, which 

represent ownership claims on businesses. Stock selection is a very difficult task because of the 

huge number of stocks available for purchase and the high number of parameters that will 

influence that decision. To invest in this market, it’s important to understand what type of 

investment one is looking for. It is important to know how the tools of the decision-making process 

work and evaluate the risks versus the rewards of the investment. Fundamental Analysis and 

Technical Analysis are the major tools of this process. With this analysis, it is possible, to a certain 
extent, to predict the future direction of the stock market prices. This price is the value of a stock 

at a given point in time at which buyers and sellers agree to trade in the market. 

Investors purchase securities, that are stocks, shares, bonds, or other certificates that they can 

buy in order to earn regular interest from them or to sell them later for a profit. They adopt three 

positions in the market: Long, when the investor buys securities and expect the price of their 

valuables to rise, Short, when the investor sells borrowed shares expecting the stock value to fall, 

and Neutral, when the investor stays out of the market. 

Beyond the technological sector, Artificial Intelligence is creating a big impact on many sectors 
of the economy. The use of AI algorithms has proven to be a beneficial way to trade in the stock 

market. The rising number of tools to forecast future stock prices is leading to an increasing 

number of different approaches, using different market indicators and creating more and more 

accurate methods. 

 

2.1.1 Fundamental Analysis 
Fundamental Analysis is a method of evaluating the economy, the industry and the market, in 

order to predict the stock’s company ‘true value’. Analysing the overall economy conditions, the 

industry scenario and the fundamentals of a company, helps reveal the real current value of the 

company and find companies that are worth more than other investors estimate. 
Fundamental Analysis uses business results information that are publicly available and tries to 

discover similarities between these results and the stock price. To make this analysis, it’s 

necessary to find everything related to the economic well-being of a company, from a company’s 

market share to the quality of its management. After this study, the ‘true value’ of a company is 

found and the current market price of that company will gravitate towards that fair value. The 

investor decides whether to buy the security or not, based on that estimated value. 

Fundamental Analysis is good to select securities in which to invest, but not so good to 

determine the timing of buying and selling. 
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A more detailed description of this analysis can be found in [1]. 

 

2.1.2 Technical Analysis 
Technical Analysis uses trend and price patterns to predict stock prices. Technical analysts 

discard the fundamental factors and focus on the stock price where, they believe, all the factors 

influencing the demand and supply for a given market is reflected, with the exception of shocking 

news and natural disasters.  

This analysis is based upon three presuppositions: “Market action discounts everything”, which 
means that every factor that makes the stock price move was already priced into the stock; “Prices 

move in trends”, this refers to the directional trend of the stock price (up, down or neutral), 

discarding its unpredictability ; “History tends to repeat itself”, meaning that investors collective 

tend to repeat the same behaviour when facing the same market scenario. 

Some traders analyse both technical and fundamental features to trade using the most rational 

approach to buy and sell stocks. 

Nowadays, Technical Analysis uses hundreds of technical indicators to measure and interpret 

market behaviour. These tools are mathematical calculations used to measure a high number of 
factors that influence the market and predict price trends of a security. 

Technical Indicators can be categorized into two types: 

• Overlays – Indicators that use the same scale as prices and are plotted on top of the price 

chart. 

• Oscillators – Indicators that show how rapidly the price of a given asset is moving in a 
particular direction. They are usually plotted above or below the price chart. 

Analysts develop a huge number of indicators to predict market movement. They can be divided 

into four groups of indicators: Trend, Momentum, Volume and Volatility. 

 

2.1.2.1 Indicators: Trend 
Trend indicators attempt to identify and provide an objective measure of the direction of the trend 

by smoothing out the surrounding noise of the price action. 
 

Moving Average (SMA and EMA) 
The Moving Average (MA) is a tool that creates an updated average price for a set time period 

of past prices. This tool helps smoothing out the price action and is used as a trend following 

indicator. 

The MA is calculated by choosing a number of periods, adding the closing price for those periods 

and dividing the resulting number by the number of periods. Each MA value is connected by a 

continuous line and every time a period closes, the MA is updated with a new value, that's why it 
is called a moving average. As a general rule, if the price is above the moving average line, the 

trend is up. If the price is below a moving average, the trend is down. 
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There are two types of moving averages commonly used by traders: the Simple Moving Average 

(SMA) and the Exponential Moving Average (EMA). 

The SMA is computed by calculating the average price of a stock over a specific number of time 

periods as demonstrated in Equation (2.1), where 𝑐 is the current day and 𝑛 is the number of time 

periods. 

 𝑆𝑀𝐴1 = 	
∑ 𝐶𝑙𝑜𝑠𝑒:;
:<;=1

𝑛  (2.1) 

 

EMA is a weighted moving average that reduces lag by placing higher weight on the most recent 

data points. Equation (2.2) presents the EMA calculation, where 𝑐 is the current day, 𝑛 is the 

number of time periods and 𝑝𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐸𝑀𝐴1 is the previous period’s 𝐸𝑀𝐴 value. The first value of 

the 𝐸𝑀𝐴 is the 𝑆𝑀𝐴 value of the same day. 

 
𝐸𝑀𝐴1 = 𝑚 ∗	(𝐶𝑙𝑜𝑠𝑒; − 𝑝𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐸𝑀𝐴1) +	𝑝𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐸𝑀𝐴1 

𝑤𝑖𝑡ℎ	𝑚 =	
2

𝑛 + 1 
(2.2) 

 

Figure 2.1 represents the price chart with the correspondent SMA and EMA between 2018-01-
02 and 2019-01-01 of the company Align Technology, Inc.. The Moving Averages on the chart 

smooth out short-term fluctuations and highlight the direction of the price trend. 

 
Figure 2.1 – 50-day SMA and 50-day EMA applied to the Align Technology, Inc. close prices. 
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Moving Average Convergence Divergence (MACD) 
MACD is one of the most popular indicators among analyst and traders. MACD shows the 

relationship between two moving averages. This tool highlights the momentum and trend direction 

of the stock. There are three components to this indicator: the 𝑀𝐴𝐶𝐷	𝐿𝑖𝑛𝑒, the 𝑆𝑖𝑔𝑛𝑎𝑙	𝐿𝑖𝑛𝑒 and 

the 𝑀𝐴𝐶𝐷	𝐻𝑖𝑠𝑡𝑜𝑔𝑟𝑎𝑚. The  𝑀𝐴𝐶𝐷	𝐿𝑖𝑛𝑒 is, by default, the difference between the 12-day EMA 

and the 26-day EMA (Equation (2.3.1)). The 𝑆𝑖𝑔𝑛𝑎𝑙	𝐿𝑖𝑛𝑒 is the 9-day EMA of the 𝑀𝐴𝐶𝐷	𝐿𝑖𝑛𝑒 

(Equation (2.3.2)). Finally, the 𝑀𝐴𝐶𝐷	𝐻𝑖𝑠𝑡𝑜𝑔𝑟𝑎𝑚 represents the difference between the two 

previously mentioned lines (Equation (2.3.3)). 

 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 = 𝐸𝑀𝐴RS −	𝐸𝑀𝐴ST (2.3.1) 

 𝑆𝑖𝑔𝑛𝑎𝑙𝐿𝑖𝑛𝑒 = 𝐸𝑀𝐴U(𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒) (2.3.2) 

 𝑀𝐴𝐶𝐷𝐻𝑖𝑠𝑡𝑜𝑔𝑟𝑎𝑚 = 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 − 𝑆𝑖𝑔𝑛𝑎𝑙𝐿𝑖𝑛𝑒 (2.3.3) 

After plotting these signals, traders usually interpret the result based on these four methods: 

• Center Line – The 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 fluctuates around 0. Normally, when the 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 crosses 

over the zero, the trend direction changes and could be accelerating. 

• Crossovers – This happens when the 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 crosses the 𝑆𝑖𝑔𝑛𝑎𝑙𝐿𝑖𝑛𝑒 (zero on the 

𝑀𝐴𝐶𝐷𝐻𝑖𝑠𝑡𝑜𝑔𝑟𝑎𝑚). If 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 crosses above the 𝑆𝑖𝑔𝑛𝑎𝑙𝐿𝑖𝑛𝑒 it suggests the trend has 

turned up. Otherwise, if the 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 crosses below the 𝑆𝑖𝑔𝑛𝑎𝑙𝐿𝑖𝑛𝑒 it suggests the trend 

has turned down. 

• Divergence – When the 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 diverges from the price action it can signal an end to 
the trend. 

• Dramatic Rise – When the 𝑀𝐴𝐶𝐷𝐿𝑖𝑛𝑒 rises dramatically it is a signal that the security is 

overbought and will soon return to normal levels. 

This indicator can be observed in Figure 2.2 where the MACD is represented below the price 

chart of Amazon.com, Inc.. 
 

Percentage Price Oscillator (PPO) 
PPO measures the difference between two moving averages as a percentage of the larger 

moving average. The methods to interpret this indicator are very similar to the MACD methods 

because both indicators are identical. Like the MACD, the PPO uses the 12-day EMA and the 26-

day EMA and is calculated as presented in Equation (2.4). 

 𝑃𝑃𝑂 =
𝐸𝑀𝐴RS −	𝐸𝑀𝐴ST

𝐸𝑀𝐴ST
	∗ 	100 (2.4) 

When the PPO rises above the zero line it means the 12-day EMA is bigger than the 26-day 

EMA, signalling a potential trend shift to the upside. When the PPO falls below zero it means the 

12-day EMA has fallen below the 26-day EMA, and the trend may be reversing to the downside. 
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Figure 2.2 – MACD applied to the Amazon close prices. 

 

Parabolic Stop and Reverse (PSAR) 
The PSAR indicator is a valuable tool to determine when a recent directional price evolution is 

likely to end and a new one is likely to begin.  It is plotted on a chart as series of dots positioned 

above or below the price. A dot placed below the price is considered to be a bullish signal and a 

dot placed above the price is deemed to be a bearish signal. PSAR follows the price as the trend 

extends over time. The PSAR indicator is iteratively calculated for each new period. 

 𝑃𝑆𝐴𝑅1 = 𝑃𝑆𝐴𝑅1=R + 	𝛼	(𝐸𝑃1=R − 𝑃𝑆𝐴𝑅1=R) (2.5) 

In Equation (2.5), 𝑃𝑆𝐴𝑅1 and 𝑃𝑆𝐴𝑅1=R represents today’s and yesterday’s PSAR values, 

respectively. 𝐸𝑃1=R is the previous extreme point (EP) during the last uptrend or downtrend. The 

𝛼 value, which represents the acceleration factor, is positive on a rising trend (𝛼) and negative in 

a falling trend (−𝛼). The value of this parameter is, by default, of 0.02, increasing by 0.02 each 

time a new 𝐸𝑃 is reached, with a maximum of 0.20. For stocks trading, it is preferable to set the 

acceleration factor to 0.01, in order to be less sensitive to local decreases. 

 

Average Directional Index (ADX) 
The ADX indicator is used to determine the strength of a trend, not its actual direction. ADX is 

a combination of two other indicators, the positive directional indicator (+𝐷𝐼) and negative 

directional indicator (−𝐷𝐼). ADX value range is between 0 and 100. If the value is below 20, the 

trend is weak. Values above 40 indicate a strong trend. 
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To compute the ADX it’s necessary to estimate the Directional Movement (+𝐷𝑀 and −𝐷𝑀) to 

determine the positive and negative directional indicators (+𝐷𝐼,−𝐷𝐼). With these two values, the 

ADX can be calculated. This process is expressed in the Equations (2.6). 

 𝑈𝑝𝑀𝑜𝑣𝑒 = 𝐻𝑖𝑔ℎ − 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐻𝑖𝑔ℎ (2.6.1) 

 𝐷𝑜𝑤𝑛𝑀𝑜𝑣𝑒 = 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐿𝑜𝑤 − 𝐿𝑜𝑤 (2.6.2) 

 +𝐷𝑀 = \𝑈𝑝𝑀𝑜𝑣𝑒, 𝑖𝑓				𝑈𝑝𝑀𝑜𝑣𝑒 > 𝐷𝑜𝑤𝑛𝑀𝑜𝑣𝑒	𝑎𝑛𝑑		𝑈𝑝𝑀𝑜𝑣𝑒 > 0
0,																							𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒																																																																	  (2.6.3) 

 −𝐷𝑀 = \𝐷𝑜𝑤𝑛𝑀𝑜𝑣𝑒, 𝑖𝑓			𝐷𝑜𝑤𝑛𝑀𝑜𝑣𝑒 > 𝑈𝑝𝑀𝑜𝑣𝑒	𝑎𝑛𝑑		𝐷𝑜𝑤𝑛𝑀𝑜𝑣𝑒 > 0
0,																													𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒																																																																							  (2.6.4) 

 +𝐷𝐼 = 	100 ∗ 𝐸𝑀𝐴`
+𝐷𝑀
𝐴𝑇𝑅

b (2.6.5) 

 −𝐷𝐼 = 	100 ∗ 𝐸𝑀𝐴`
−𝐷𝑀
𝐴𝑇𝑅

b (2.6.6) 

 𝐴𝐷𝑋 = 	100 ∗ 𝐸𝑀𝐴`d
(+𝐷𝐼) − (−𝐷𝐼)
(+𝐷𝐼) + (−𝐷𝐼)

db (2.6.7) 

 
Figure 2.3 – ADX applied to the Apple close prices. 

 

Commodity Channel Index (CCI) 
The CCI indicator is used to identify new or cyclical trends and warn about extreme conditions 

on the market. It measures the current price level relative to an average price level over a given 

period of time. This tool helps identifying overbought and oversold levels. If the CCI value is high, 

prices are above their average. If the CCI value is low, prices are below their average. 

 𝐶𝐶𝐼 =
1

0.015 ∗
𝑝e −	𝑆𝑀𝐴Sf(𝑝e)

𝜎(𝑝e)
 (2.7) 
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𝑤𝑖𝑡ℎ					𝑝e =
𝑝h + 𝑝i + 𝑝;

3  

Equation (2.7) calculates the CCI indicator where 𝑝e is the typical price, 𝑆𝑀𝐴Sf(𝑝e) is the 20-

period Simple Moving Average of the typical price, 𝜎 is the absolute mean deviation and 1 0.015k  

is a scaling constant to ensure that approximately 70 to 80 percent of CCI values would fall 

between -100 and +100. 

 

2.1.2.2 Indicators: Volatility 
Volatility represents the changes on a price of a given security over a selected period of time. If 

the price moves rapidly and erratically over time, the volatility is high. Otherwise, if the price of  a 

security has a relatively stable price and moves slowly, it has low volatility. 

Volatility indicators are used to identify trading opportunities and quantify the risk of a security 
over a specific time period. 

 

Average True Range (ATR) 
ATR is one of the most popular indicators that measures volatility. This indicator was developed 

by J. Welles Wilder and is easy to interpret. The higher the ATR value, the higher the level of 

volatility. 

To calculate ATR, it’s necessary to obtain the True Range values (𝑇𝑅) of the specified time 

period. The ATR is a moving average, generally 14 days, of the True Ranges. These calculations 

are presented in Equations (2.8). The arithmetic mean formula is used to calculate the first ATR 

value. 

 𝑇𝑅 = 𝑚𝑎𝑥{𝐻𝑖𝑔ℎ − 𝐿𝑜𝑤, |𝐻𝑖𝑔ℎ − 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐶𝑙𝑜𝑠𝑒|, |𝐿𝑜𝑤 − 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐶𝑙𝑜𝑠𝑒|} (2.8.1) 

 𝐴𝑇𝑅 =	
𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐴𝑇𝑅 ∗ 	13 + 𝑇𝑅

14  (2.8.2) 

Figure 2.4 shows a price chart of the company NVIDIA Corporation and the variation of the ATR 

value. It’s visible that the ATR value is higher when the price changes rapidly and lower when the 

price is moving sideways. 
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Figure 2.4 - ATR applied to the Nvidia Corporation close prices. 

 

Bollinger Bands 
The Bollinger Bands indicator is used to identify trend's direction, spot potential reversals and 

monitor volatility. This volatility bands are placed above and below a moving average. This 

indicator consists of a middle band, generally a 20-day Simple Moving Average (𝑆𝑀𝐴Sf), an upper 

band that is, usually, a 20-day standard deviation (𝜎Sf) two times above the middle band, and a 

Lower Band that is a 20-day standard deviation two times below the middle band. Equations (2.9) 

present the calculations previously explained and Figure 2.5 is a graphic representation of this 

indicator in the company Microsoft Corporation. 

 𝑀𝑖𝑑𝑑𝑙𝑒𝐵𝑎𝑛𝑑 = 	𝑆𝑀𝐴Sf (2.9.1) 

 𝑈𝑝𝑝𝑒𝑟𝐵𝑎𝑛𝑑 = 𝑆𝑀𝐴Sf + 2 ∗	𝜎Sf (2.9.2) 

 𝐿𝑜𝑤𝑒𝑟𝐵𝑎𝑛𝑑 = 𝑆𝑀𝐴Sf − 2 ∗	𝜎Sf (2.9.3) 

 
 

2.1.2.3 Indicators: Momentum 
Momentum is the rate of the rise or fall in price. Momentum indicators employ various formulas 

to measure speed or velocity of price changes. They are useful to quantify strength or weakness 

in a security price. Historically, these indicators are more relevant during rising markets than 

during falling markets due to the fact that markets rise more often than they fall. 
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Figure 2.5 - Bollinger bands (lower, middle and upper) applied to the Microsoft Corporation 

close prices. 

 
Rate of Change (ROC) 

The ROC indicator is a momentum oscillator that measures the percentage change of the price 

between the current price and the price a certain number of periods ago. This tool can be used 

to confirm price moves, detect divergences or even determining overbought and oversold 

conditions. 

 𝑅𝑂𝐶 =	
𝐶𝑙𝑜𝑠𝑒 − 𝐶𝑙𝑜𝑠𝑒1

𝐶𝑙𝑜𝑠𝑒1
∗ 	100 (2.10) 

The calculation of this indicator is presented in Equation (2.10), where	𝐶𝑙𝑜𝑠𝑒1 is the close price 

𝑛 periods ago. Usually 𝑛 is 14 but this value is adjusted to the traders’ preference. The calculated 

value fluctuates above and below a zero line. Usually, 30 indicate overbought conditions and −30 

indicate oversold conditions. 

 

Relative Strength Index (RSI) 
The RSI is one of the most popular and useful momentum oscillator indicators. This tool 

determines overbought or oversold conditions. RSI is used to measure the speed and change of 

price movements. This indicator analyses recent security gains with respect to its own price 

history. RSI value range is between 0 and 100. If this value is above 75, the stock is considered 
overbought, otherwise it’s considered oversold. Equations (2.11) present the calculation of the 

RSI indicator. 
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 𝐴𝑣𝑒𝑟𝑎𝑔𝑒𝐺𝑎𝑖𝑛 =
𝑆𝑢𝑚	𝑜𝑓	𝑔𝑎𝑖𝑛𝑠	𝑜𝑣𝑒𝑟	𝑡ℎ𝑒	𝑝𝑎𝑠𝑡	𝑛	𝑝𝑒𝑟𝑖𝑜𝑑𝑠

𝑛  (2.11.1) 

 𝐴𝑣𝑒𝑟𝑎𝑔𝑒𝐿𝑜𝑠𝑠 =
𝑆𝑢𝑚	𝑜𝑓	𝑙𝑜𝑠𝑠𝑒𝑠	𝑜𝑣𝑒𝑟	𝑡ℎ𝑒	𝑝𝑎𝑠𝑡	𝑛	𝑝𝑒𝑟𝑖𝑜𝑑𝑠

𝑛  (2.11.2) 

 
𝑅𝑆𝐼 = 100 −

100
1 − 𝑅𝑆 

𝑤𝑖𝑡ℎ	𝑅𝑆 = 	
𝐴𝑣𝑒𝑟𝑎𝑔𝑒𝐺𝑎𝑖𝑛
𝐴𝑣𝑒𝑟𝑎𝑔𝑒𝐿𝑜𝑠𝑠 

(2.11.3) 

The developer of this indicator, J. Welles Wilder, recommended a smoothing period of 14 (𝑛 =

14). RSI can also be used to identify uptrend and downtrend markets. Values above 50 denote 

an uptrend and values below 50 indicate a downtrend. 

Figure 2.6 presents the RSI line below the Centene Corp close prices chart. 

 

 
Figure 2.6 - RSI applied to the Centene Corp close prices. 

 

Stochastic  
Just like the RSI indicator, the Stochastic is a momentum oscillator indicator. This indicator helps 

identify overbought/oversold levels in the market and predicts turning points in price movement. 

It’s bounded by the number 0 and 100. If the value is below 20, the price is near its low for the 

given time period. If it’s above 80, the price is near its high. Crossing the value 50 can be 

considered as a buying/selling signal. By default, the 14 period is used to compute the Stochastic 

%𝐾. With this tool, is possible to calculate a 3-period moving average of the Stochastic %𝐾, the 

Stochastic %𝐷. The crossing of these two indicators generates transaction signals. Equations 

(2.12) demonstrate the calculation of these two methods. 
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 %𝐾 =
𝐶𝑙𝑜𝑠𝑒 − 𝐿𝑜𝑤𝑒𝑠𝑡𝐿𝑜𝑤

𝐻𝑖𝑔ℎ𝑒𝑠𝑡𝐻𝑖𝑔ℎ − 𝐿𝑜𝑤𝑒𝑠𝑡𝐿𝑜𝑤 ∗ 100 (2.12.1) 

 %𝐷 =	𝑆𝑀𝐴s(%𝐾) (2.12.2) 

 
Williams %R 

Williams %R, developed by Larry Williams, is a momentum indicator that identifies overbought 

and oversold levels. Also referred to as %R, this indicator, returns the level of the close price 

relative to the highest high for the look-back period. Usually, the look-back is 14 periods. It’s 

bounded between 0 and -100. Readings above -20 indicate an overbought security and values 

below -80 imply an oversold security. Equation (2.13) presents the calculation of this indicator. 

 

 %𝑅 =	
𝐻𝑖𝑔ℎ𝑒𝑠𝑡𝐻𝑖𝑔ℎ − 𝐶𝑙𝑜𝑠𝑒

𝐻𝑖𝑔ℎ𝑒𝑠𝑡𝐻𝑖𝑔ℎ − 𝐿𝑜𝑤𝑒𝑠𝑡𝐿𝑜𝑤 ∗ (−100) (2.13) 

 

2.1.2.4 Indicators: Volume 
Volume based indicators are used to spot volume changes in the market and confirm the strength 

of trends. Volume is the quantity of shares or contracts traded in a security for a set period of 

time. The volume traded during a strong price movement on the market gives more meaning to 

that movement. The higher the volume during the price move, the more significant the move. 

 

Money Flow Index (MFI) 
The MFI is an oscillator indicator that measures buying and selling pressure using both price 

and volume. Also known as volume-weighted RSI, this indicator, measures the flow of money into 

and out of a security over a given period of time. The calculation of this indicator is similar to the 

RSI calculation. In this case, both price and volume are incorporated in the mathematical 

formulation. The accumulated positive and negative Money Flow is calculated to create a Money 

Flow Ratio that is then normalised into the MFI indicator. Equations (2.14) present the described 

formulas. 

 𝑇𝑦𝑝𝑖𝑐𝑎𝑙𝑃𝑟𝑖𝑐𝑒 =
𝐻𝑖𝑔ℎ + 𝐿𝑜𝑤 + 𝐶𝑙𝑜𝑠𝑒

3  (2.14.1) 

 𝑀𝑜𝑛𝑒𝑤𝐹𝑙𝑜𝑤 = 𝑇𝑦𝑝𝑖𝑐𝑎𝑙𝑃𝑟𝑖𝑐𝑒 ∗ 𝑉𝑜𝑙𝑢𝑚𝑒 (2.14.2) 

 𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤𝑅𝑎𝑡𝑖𝑜 = 	
𝑛	𝑝𝑒𝑟𝑖𝑜𝑑	𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤
𝑛	𝑝𝑒𝑟𝑖𝑜𝑑	𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤 (2.14.3) 

 𝑀𝐹𝐼 = 	100 −
100

1 +𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤𝑅𝑎𝑡𝑖𝑜 (2.14.4) 

 

The 14-day period is usually the number of periods the indicator is set to. This indicator is 

bounded between 0 and 100. Values above 80 identify overbought levels and below 20 identify 

oversold levels. Failure swings at 80 or 20 generally imply price reversals. 
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On Balance Volume (OBV) 
OBV is a cumulative indicator, that adds volume on up days and subtracts volume on down 

days thus, measuring positive and negative volume flow. This indicator is usually used to confirm 

price movements. Normally, rapidly increasing volume is associated with a upward price 

movement, and vice versa. Equation (2.15) presents the OBV calculation. 

 𝑂𝐵𝑉 = x
𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝑂𝐵𝑉 + 𝑉𝑜𝑙𝑢𝑚𝑒,											𝑖𝑓		𝐶𝑙𝑜𝑠𝑒 > 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐶𝑙𝑜𝑠𝑒	
𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝑂𝐵𝑉 − 𝑉𝑜𝑙𝑢𝑚𝑒,											𝑖𝑓	𝐶𝑙𝑜𝑠𝑒 < 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐶𝑙𝑜𝑠𝑒		
𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝑂𝐵𝑉,																																𝑖𝑓	𝐶𝑙𝑜𝑠𝑒 = 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐶𝑙𝑜𝑠𝑒		

 (2.15) 

 
Chaikin Oscillator 

The Chaikin Oscillator or Volume Accumulation Oscillator measures the Accumulation 

Distribution Line (ADL) of the difference between two moving averages. This indicator is used to 

confirm price movement or divergences in price movement. The values of this indicator fluctuate 

around 0. Positive values indicate buying pressure and negative values indicate selling pressure. 

Equations (2.16) present the calculation of this tool. 

 𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤𝑀𝑢𝑙𝑡𝑖𝑝𝑙𝑖𝑒𝑟 =
(𝐶𝑙𝑜𝑠𝑒 − 𝐿𝑜𝑤) −	(𝐻𝑖𝑔ℎ − 𝐶𝑙𝑜𝑠𝑒)

𝐻𝑖𝑔ℎ − 𝐿𝑜𝑤  (2.16.1) 

 𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤𝑉𝑜𝑙𝑢𝑚𝑒 = 𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤𝑀𝑢𝑙𝑡𝑖𝑝𝑙𝑖𝑒𝑟 ∗ 𝑉𝑜𝑙𝑢𝑚𝑒 (2.16.2) 

 𝐴𝐷𝐿 = 𝑃𝑟𝑒𝑣𝑖𝑜𝑢𝑠𝐴𝐷𝐿 +𝑀𝑜𝑛𝑒𝑦𝐹𝑙𝑜𝑤𝑉𝑜𝑙𝑢𝑚𝑒 (2.16.3) 

 𝐶ℎ𝑎𝑖𝑘𝑖𝑛 = 𝐸𝑀𝐴s(𝐴𝐷𝐿) − 𝐸𝑀𝐴Rf(𝐴𝐷𝐿) (2.16.4) 

 
Figure 2.7 - Chaikin Oscillator applied to the Facebook Inc. close prices. 
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2.2 Principal Component Analysis 
Principal Component Analysis (PCA), introduced by Karl Pearson in 1901 [2], is one of the most 

popular techniques for dimensionality reduction. In machine learning problems, the high number 

of variables in a set can be reduced to a small set that still contains most of the information of the 

larger set. The majority of the variables (or features), in the larger set, are correlated, and hence 

redundant. This mathematical procedure transforms that set into a smaller group of uncorrelated 

variables called principal components. 

PCA is a great tool to implement in a learning algorithm, reduces the curse of dimensionality, 

decreases the computational cost and removes noise from data, which can improve significantly 
the performance of the program, making the dataset easier to work with and the results easier to 

understand. The dimension reduction is achieved by identifying the principal directions, called 

principal components, in which the data varies. 

To perform this algorithm the data has to be normalized, so each attribute falls within the same 

range. The mean of each dimension is subtracted from the data of that dimension.  This way, the 

mean of the data set is zero. The next step is to calculate the covariance matrix. This step aims 

to obtain the eigenvalues and eigenvectors, which represents the principal components [3]. 

 V	Σ = 	λ	V (2.17) 

In Equation (2.17), Σ represents the covariance matrix of the multidimensional normalized data, 

𝜆 and 𝑉 are the eigenvalues and eigenvectors of the covariance matrix. 

The next step is to order the eigenvectors by eigenvalues from the highest to the lowest, in other 

words, the eigenvectors are ordered by significance. The eigenvector with higher eigenvalue is 

the first principal component and it has the maximum variance [4]. Next, to reduce dimensionality, 

the eigenvectors with lower eigenvalues are rejected, this way, the percentage of information lost 

is minimal. This step creates a matrix of vectors that represent a 𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑉𝑒𝑐𝑡𝑜𝑟. 

 
Figure 2.8 – Plot of 2D data and its principal components. 
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Finally, Equation (2.18) is used to derive 𝑁𝑒𝑤𝐷𝑎𝑡𝑎 from the original dataset using the 

𝑅𝑜𝑤𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑉𝑒𝑐𝑡𝑜𝑟 - which is the 𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑉𝑒𝑐𝑡𝑜𝑟 transposed - and 𝑅𝑜𝑤𝑍𝑒𝑟𝑜𝑀𝑒𝑎𝑛𝐷𝑎𝑡𝑎 – which 

is the mean-adjusted data transposed. 

 𝑁𝑒𝑤𝐷𝑎𝑡𝑎 = 	𝑅𝑜𝑤𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑉𝑒𝑐𝑡𝑜𝑟	 × 	𝑅𝑜𝑤𝑍𝑒𝑟𝑜𝑀𝑒𝑎𝑛𝐷𝑎𝑡𝑎 (2.18) 

This new data is the original data solely in terms of the eigenvectors we chose.  

PCA reduces the amount of data that is fed to the Neural Network, this way the computational 

cost is lower, and the risk of overfitting is reduced. This technique applied to Neural Networks can 

significantly enhance the prediction of stock prices as can be found in several studies [5] [6] [7]. 
 

2.3 Machine Learning 
Machine Learning is an application of Artificial Intelligence where the experience of the past is 

used to teach and improve the knowledge of the created system. The wide adoption and powerful 

applications of Machine Learning in Finance is due to historical, clean and structured data 
available in this field.  

Stock prices are very dynamic and susceptible to quick changes as a result of the nature of the 

financial domain and a combination of known parameters (Previous Days Closing Price, Volume, 

etc.) and unknown factors (Rumours, Elections, Trends, etc.). Patterns in this enormous amount 

of constantly changing data create a challenging task for traders. Their expertise is being 

overtaken by accurate predicting algorithms that usually result in higher profits [8]. 

Machine learning is evolving and its effectiveness in all sort of fields, including trading, is going 

to increase. 
 

2.3.1 Artificial Neural Network 
Artificial Neural Network (ANN) is a machine learning algorithm, introduced by McCulloch and 

Pitts [9], intended to simulate the behaviour of biological systems identical to the human brain. 

ANNs process information and learn from observational data that is fed to the network when it’s 

learning/training. After this process the network can be tested, with a dataset that is independent 

of the training dataset, to obtain meaningful results that can even predict a future outcome. This 

model has numerous application such as Image Recognition, Chatbots, Natural Language 

Processing, Route Planning, Stock Market Prediction, and so forth. 

A typical ANN is composed of nodes (or neurons), that are connected by arcs, and form a 
complex network, passing information among themselves. Each arc has a weight associated with 

the connection between the nodes, that is adjusted in the training phase. These connections are 

made between layers of nodes. Usually, ANNs have three types of layers: input, hidden and 

output layers. Each one containing the corresponding input, hidden and output neurons.  

Input neurons receive the input, output neurons return the predicted result and hidden neurons 

process the information in order to model complex functions. Some neurons have an activation 

function that is used to bound the output neurons (such as, the sigmoid function). The activation 
function does the non-linear transformation to the input making it capable to learn and perform 



 

17 

more complicated tasks [10]. Each neuron has a bias value that allows more variation of weights 

to be learned, increasing the flexibility and performance of the system to fit the data.  

The neuron multiplies each of its inputs by a weight. Then, it adds the multiplications and passes 

the sum to an activation function [11] 

. 

 
Figure 2.9 – ANN with one hidden layer. 

 

 𝑓(𝐱, 𝐰) = 	𝜑(𝐱 ∙ 𝐰) = 𝜑��(𝑥: ∙ 𝑤:)
1

:<R

+ 𝑏� 
 

(2.19) 

 
The calculated output is given by Equation (2.19), where x and w are the input vector and the 

weight vector, respectively. 𝜑 is the activation function and n is the number of inputs received by 

the neuron. 

The two main categories of network architectures are Feedforward Neural Networks, and 

Recurrent Neural Networks. In the first one, the connections between the nodes do not form a 

circle, in other words, the information travels forward in the network (from the input to the output 
nodes, passing through the hidden nodes). Recurrent Neural Networks add feedback from the 

outputs towards the inputs of the neurons throughout the network [12]. 

ANNs capability of predicting the future can be used to develop models that are applicable to 

the financial markets such as the stock exchange. Using feedforward networks with error 

backpropagation, these models can predict stock price values, following the trend of the actual 

prices on the respective dates [13]. 

 

2.3.1.1 Backpropagation 
Backpropagation algorithm is one of the most used and popular technique to optimize the 

feedforward neural network training. This method is used to adjust the weights of the arcs that 

are randomly initialized in order to minimize a cost function that measures the difference between 

the desire output and the output of the network. The training set is repeatedly presented to the 

network and the weight values are adjusted until the overall error is below a predetermined 
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tolerance [14]. The number of times the algorithm reads the entire training set (epoch) can also 

be used as a termination criterion. 

 DW =	−η	 ∙ 	
𝜕𝐸
𝜕𝑊 (2.20) 

Neural Networks use gradient descent optimization on the weights. Equation (2.20) shows how 
backpropagation is used to calculate the derivative of the cost function with respect to each weight 

�	��
��
	� in order to change the weights by an amount DW. Each derivative is multiplied by a small 

value called learning rate (h). This value doesn’t let the weights vary too much in each iteration 

and prevents the cost function to increase/diverge. 

Backpropagation algorithm is one of the reasons ANNs became so popular [15]. Despite its 

efficiency, this method can be very sensitive to noisy data and it has very slow convergence. 

 

2.3.2 Genetic Algorithm 
Genetic Algorithm (GA) is a heuristic optimization method based on the genetic processes of 

biological organisms. This algorithm, developed extensively by Holland [16], mimics the process 

of natural selection presented by Darwin in his book, The Origin of Species (1859). GA simulates 
natural systems where individuals compete among themselves and try to adapt to the created 

environment. The most successful individuals dominate and transfer their genetic information to 

the next generation (‘survival of the fittest’). This way, throughout generations, the species 

becomes more suited to the environment. 

 
Figure 2.10 – GA genetic encoding. 

As illustrated in Figure 2.10, GAs work with a population of potential solutions (chromosomes), 

each one containing a set of parameters to optimize - genes. The genetic structure of these genes 

is called the genotype and the expression of the genotype is called the phenotype. The fitness of 

an individual depends on the performance of the phenotype [17]. 
GAs are an iterative process that optimizes chromosomes of the population over generations 

with the intention of finding an optimal solution. The initial population is randomly created and 

subject to the following steps: Evaluation, Termination Check, Selection, Crossover and Mutation. 
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Figure 2.11 – GA evolutionary scheme. 

 

In the Evaluation step, the fitness value of each chromosome is calculated. The higher the 

fitness value, the higher the quality of the solution. If the termination criterium is validated, the 

algorithm has ended, otherwise, the next step is Selection. The Selection step selects the 

chromosomes with high fitness value to recombine in the next stage. The selected parents form 
new offspring (children), in the Crossover step. The purpose of this step is to generate a better 

set of solutions to the desired task. In the Mutation phase, one or more gene values in a 

chromosome are changed, this way, the genetic diversity in the population throughout 

generations is maintained. After Mutation the Evaluation and Termination check are repeated. If 

the termination condition is verified, the best solution in the current population is returned, 

otherwise, the steps are repeated with the new created population until the termination criterion 

is validated. 
In stock market and other financial fields, this method can be used to find and optimize decision-

making rules. GAs can pick a different kind of investment strategies by getting feedback about 

the created rules [18]. Finding the better parameter value combination in an existing trading rule 

is also one of the uses of this algorithm [19]. 

Despite its robustness, Genetic Algorithm, combined with other machine learning techniques, 

can significantly improve its efficiency in the financial market [20] [21] [22]. 

 

2.3.3 NeuroEvolution 
NeuroEvolution seeks to develop the means of evolving neural networks through evolutionary 

algorithms, mimicking the evolution of a biological nervous system. NeuroEvolution makes it 
possible to find a neural network that performs tasks with very poor feedback. With evolutionary 

algorithms to train neural networks, the problems of getting stuck at a local minimum and slow 

convergence are diminished. 

ANNs are usually paired with genetic algorithms in order to find the optimal parameter set to 

train a neural network. Unlike evolutionary algorithms, backpropagation methods have a long 

training time and get stuck in local optima. As many studies can show, GAs improve the 

performance of ANN models and can overcome the obstacles of backpropagation methods [20] 

[23][24][25][26]. 
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Usually, neuroevolutionary algorithms follow these steps to evolve and converge: 

1. Generate a random population of individuals. Each encoded individual in the population 

(genotype) is decoded into the corresponding neural network (phenotype). 

2. Evaluate all neural networks after the environment is applied and assign a fitness value 

to each genotype in the population. Conclude algorithm if termination criterium is 

validated.  
3. Create new generation through the application of the selection, mutation and crossover 

operands to the population. 

 
 

Figure 2.12 – NeuroEvolution schema. 

Figure 2.12 illustrates the usual loop for evolutionary algorithms. This process trains neural 

networks by choosing the ones that perform better in the selected environment instead of 

updating weights according to a learning rule. 

There are two main types of neuroevolutionary algorithms, Conventional NeuroEvolution (CNE) 

and Topology and Weight Evolving Artificial Neural Network (TWEANNs). The first one only 

evolves the weights of the neural network and the TWEANNs evolve both weighs and topology 
of the neural network. 

In Conventional NeuroEvolution, the number of hidden nodes is chosen and fixed. The 

recombination can be done by swapping parts of the weight vector and mutation is done by adding 

a mutation probability to each weight, this way, every weight has a small chance of changing 

between generations. This method can be used to determine an optimal solution for many 

problems [27][28], but often had a big chance of premature convergence. 

In 1992, Dasgupta and Mcgregor, tried to evolve neural network topology next to the connection 
weights. In 2002, Stanley and Miikkulainen, indicated that the topology of a neural network also 
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affects its functionality [29]. Usually, a fixed topology is chosen by the researcher, he tries several 

ones and chooses the one with best performance. This procedure is far from finding the optimal 

topology for the problem. TWEANNs are a solution for this issue, neural networks evolve their 

topologies alongside their weights to accomplish a better performance finding an optimal solution. 

 

2.3.3.1 Competing Conventions Problem 
The Competing Conventions Problem, also known as the Permutations Problem is one of the 

main problems for NeuroEvolution. Conventions Problem means having the same solution to a 

weight optimization problem with a neural network for genomes with different encoding. 

 
Figure 2.13 – Example of a competing conventions problem. 

Figure 2.13 represents an example of two neural networks that order their hidden nodes 

differently in their genomes, [A, B, C] and [C, B, A]. Crossing both neural networks can result in 

[C, B, C] or [A, B, A]. This offspring representation has lost one third of the information that both 
of the parents had, therefore they are not good candidate solutions. For this reason, bad solutions 

like this increase the computation time unnecessarily. 

 

2.3.3.2 Topological Innovation Problem 
Another crucial problem for neuroevolutionary algorithms is the problem associated with the 

addition of a new structure to a network, the topological innovation problem. Neural networks with 

larger structures optimize slower than smaller neural networks. Additionally, when a new 

connection is added to a network the fitness value will initially decrease before the connection 
weight is optimized. The newly augmented structure is less likely to survive more than one 

generation due to the decrease in the fitness value. 

The problem of protecting innovation is addressed in the NeuroEvolution of Augmenting 

Topologies (NEAT) algorithm by Stanley [30]. Speciating the population is presented as a solution 

for this problem. 
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2.3.4 NeuroEvolution of Augmenting Topologies 
NeuroEvolution of Augmenting Topologies was invented by Ken Stanley in 2002 [29]. NEAT tries 

to find a way to balance the fitness of evolved solutions and the diversity between them, altering 

both weighting parameters and structures of neural networks. This algorithm is based on three 

essential techniques: tracking genes with history markers, speciation and complexifying. 

NEAT has proven to solve a variety of complex problems in different areas like physics [31], 
biology [32], image recognition [33], gaming [34] and others. In the financial field, João Nadkarni 

[35] shows that evolving neural networks through this algorithm makes them adapt their topology 

to a specific market resulting in a good prediction tool that can be applied to the financial markets. 

Other finance applications of NEAT can be found in [36] and [37]. 

 

2.3.4.1 Genetic Encoding 

 
Figure 2.14 – NEAT genetic encoding. 

NEAT’s genetic encoding scheme (Figure 2.14) is a description of the neural network architecture. 

It’s divided by two categories: node genes and connection genes. Node genes refers to a list of 

all the nodes in the network categorized by type (input, hidden or output). Connection genes refers 

to a list of all the connections in the network where the in-node, the out-node, the weight of the 

connection, whether the connection is enable or disable (enable bit) and an innovation number to 
keep track the origin of the gene, are specified. 

 

2.3.4.2 Mutation 
Mutation in NEAT changes the connection weights and the network structures. The mutation rate 

defines the probability of each connection being perturbed or not at each generation. 

There are two types of mutation in NEAT. The add connection mutation, where a new 

connection gene is added to the genome connecting two previously unconnected genes. The add 
node mutation, where a connection is split and replaced by two new connections and a new node 

between them. The connection leading out the new node has the weight of the old connection 
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and the connection leading into the new node has a weight of one. Thus, the initial effect of 

mutation is minimized. 

 
Figure 2.15 – Example of NEAT’s mutation operand. 

 

2.3.4.3 Historical Markings 
Historical markers provide the ancestral information of the gene. Genes with the same historical 

origin must represent the same structure (despite different connection weights). A global 

innovation number is assigned to new genes created through structural mutation. Innovation 
numbers never change and act as historical marking throughout the evolution process. 

 

2.3.4.4 Crossover 
The crossover process in NEAT is possibly due to the creation of innovation number. These 

historical markings make it possible to know which genes match up with which. Genes that have 

the same innovation number in both parents are matching genes. If a gene in one parent doesn’t 

match any gene in the other, it is either a disjoint or an excess gene. Disjoint genes have an 

innovation number that falls within the range of the innovation numbers of the other parent, excess 
genes fall outside that range. 

The parent genomes are selected based on their fitness score. Matching genes are chosen 

randomly from both parents and all excess and disjoint genes are always included in the offspring. 

The more fit parent provides all non-matching genes to the offspring. If both parents have the 

same fitness value these genes are also chose randomly. 
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Figure 2.16 – Example of NEAT’s crossover operand. 

Historical markings address the competing conventions problem, allowing genomes that 

represent different topologies to perform crossover and generate undamaged offspring. 

 

2.3.4.5 Speciation 
Speciation is the division of the population into species with similar topologies. This technique 

helps mitigate the topological innovation problem. Neural networks within the same species are 

protected in a new niche where they have time to optimize their structure while competing with 

each other. 
Compatibility distance is measure by the number of different non-matching genes (excess and 

disjoint) between a pair of genomes. Less disjoint genomes share more evolutionary history 

therefore they are more compatible. Equation (2.21) presents the calculation of the compatibility 

distance (𝛿), this measure is a simple linear combination of excess (𝐸) and disjoint (𝐷) genes, as 

well as the average weight differences of all matching genes (𝑊� ). 

 𝛿 = 	
𝑐R𝐸
𝑁 +

𝑐S𝐷
𝑁 + 𝑐s𝑊�  (2.21) 

The coefficients 𝑐R, 𝑐S and 𝑐s are used to adjust the importance of each factor and 𝑁 is the 

number of genes in the larger genome. The distance measure helps place genomes into species 

using a compatibility threshold 𝛿e. A new species is created every time a genome is not compatible 

with any existing species. 
NEAT uses fitness sharing as a reproduction mechanism, where species in the same niche 

share the same fitness function. The adjusted fitness (𝑓′:) for genome 𝑖 is calculated according to 

its distance (𝛿) from every other genome 𝑗 in the population. 
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 𝑓′: = 	
𝑓:

∑ 𝑠ℎ(𝛿(𝑖, 𝑗))1
�<R

 (2.22) 

The sharing function 𝑠ℎ is set to 1 if genome 𝑗 is in the same species as 𝑖, otherwise is set to 0. 

Thus, ∑ 𝑠ℎ(𝛿(𝑖, 𝑗))1
�<R  is the total number of organisms in the same species as 𝑖. This method 

helps protecting topological innovation, allowing members within the same species to compete 

with each other without taking over the entire population every time their organisms perform well. 

 

2.3.4.6 Complexification 
TWEANN systems typically start with an initial population of neural networks with different 
topologies in order to introduce diversity in the population. Opposing this method, NEAT initializes 

its population with a uniform network topology, all inputs are directly connected to the outputs 

without any hidden nodes. Since the population starts minimally, performance is improved since 

the solution is initially searched in a low dimensional space. Structural mutations introduce new 

structures in the population, high fitness genomes with new topologies survive the evolutionary 

process and mature through generations. 
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2.4 Portfolio Optimization 
Investors need tools to decide which assets to buy and to allocate a specified capital over a 

number of available assets. Portfolio Optimization helps investors delineate strategies according 

to their objectives. Usually the goal is to maximize portfolio returns and minimize portfolio risk. 

Since these two targets are connected, investors need to balance the contradiction between 

them. Each investor has a different optimal portfolio according to his preference risk and return 

[38] [39] . 

2.4.1 Markowitz Modern Portfolio Theory 
Markowitz Modern Portfolio Theory (MMPT) was introduced by Harry Markowitz in 1952 in the 

article “Portfolio Selection” [40] and later developed in the book “Portfolio Selection: Efficient 

Diversification of Investments” [41]. Before the publication of these articles, investors identified 
securities with potentially high returns and low risk. After this assessment, the selected assets 

were included in the investment portfolio.  

Markowitz presents a different approach to this problem by looking at the total risk and return of 

the portfolio. The diversification of the portfolio is essential to reduce the overall risk since the 

higher number of assets result in a larger number of covariances between those assets. This risk 

is considered to be the standard deviation of the expected return and the correlation coefficient 

of the proportion of securities in the portfolio. The expected return of the portfolio is a linear 

combination of the expected return on assets included in it [42]. 
Mathematically, the MMPT leads to an optimization problem with linear constraints, the Mean 

Variance Model [43]. The parameters needed to solve this problem were mentioned earlier and 

are explained below. 

Rate of Return 
Rate of return (ROR) is the ratio of the return of money gain or loss on an investment over a 

specified time period. The money invested may be referred to as an asset, capital, principal, or 

the cost basis of the investment. 

The standard formula for calculating the rate of return, 𝑟e , between time 𝑡 and 𝑡 − 1 on 

investments in asset is presented in Equation (2.23). 

 𝑟e =
𝑃e − 𝑃e=R
𝑃e=R

 (2.23) 

𝑃e  and 𝑃e=R are the prices of the stock at time 𝑡 and 𝑡 − 1, respectively. 

Expected Return 
The expected return 𝜇: is the expected return on the asset 𝑖 and is calculated by Equation (2.24). 

 𝜇: = 𝐸(𝑟:) =
∑ 𝑟e:�
e<R

𝑚  (2.24) 

𝑟e: is the ROR on asset 𝑖 and 𝑚 is the number of time periods chosen. 

Applying matrix notation, the 𝑛 × 1 vector of portfolio expected return is given by: 
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 𝝁 =	�

𝜇R
𝜇S
⋮
𝜇1

� (2.25) 

Where 𝑛 is the number of available assets. 

Variance and Standard Deviation 
Variance, 𝜎:S, is a measurement of spread between numbers in a data set. Equation (2.26.1) 

computes the variance on asset 𝑖. 

 𝜎:S = 𝑉𝑎𝑟(𝑟:) =
∑ (𝑟e: − 𝜇:)S�
e<R

𝑚 − 1  (2.26.1) 

 𝜎: = �𝜎:S = 	�𝑉𝑎𝑟(𝑟:) (2.26.2) 

The standard deviation, 	𝜎:, is often used by investors as a measure of risk of their assets 

(Equation (2.26.2)). This parameter measures the volatility of the asset returns, the more a stock’s 

returns vary from the stock’s average, the higher the risk of buying that stock. 

Covariance 
Covariance is a statistical measure of the degree to which the returns of two assets move in 

relation to each other. A positive covariance means that asset returns move together, while a 

negative covariance means they move in an opposite direction. 

When working with multiple assets, dimensions of risk are organized in the return covariance 

matrix, Ω1×1, where 𝑛 is the number of available assets. The diagonal of this matrix shows the 

variances of each correspondent asset and the remaining elements represent the covariance 

between all pairs of assets. 

 Ω1×1 = �

𝜎RS
𝜎SR

𝜎RS
𝜎SS

⋯
⋯

𝜎R1
𝜎S1

⋮
𝜎1R

⋮
𝜎1S

⋱
⋯

⋮
𝜎1S
� = 	𝚺 (2.27.1) 

 𝑤ℎ𝑒𝑟𝑒										𝜎:� = 𝐶𝑜𝑣(𝑟:, 𝑟�) = 	
∑ (𝑟e: − 𝜇:)(𝑟e

� − 𝜇�)�
e<R

𝑛 − 1  (2.27.2) 

 

2.4.1.1 Mean-Variance Model 
Harry Markowitz developed a portfolio optimization formulation with the mean-variance analysis 

framework. The mean-variance trade-off dictates that higher levels of risk are associated with 

increased returns [38]. This model aims to minimize the portfolio variance, 𝜎¢,£S , for a selected 

expected portfolio return,	𝜇¢, by changing the values of 𝒘, the weight matrix. This matrix contains 

the percentage of capital that is assigned to each asset (Equation (2.28)). 

 𝒘 =	�

𝑤R
𝑤S
⋮
𝑤1

� (2.28) 

The mathematical formulation of this model can be stated as follows with matrix algebra 

(Equations (2.29)): 
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       min        𝜎¢,£S = 𝒘¥	𝚺	𝒘 (2.29.1) 

  s.t.         𝒘¥𝝁 = 	𝜇¢ (2.29.2) 

             𝒘¥𝟏 = 1 (2.29.3) 

                 𝟎 < 𝒘 < 𝟏 (2.29.4) 
The first condition refers to the return constraint. The condition that all portfolio weights sum to 

one is given by Equation (2.29.3), assuring that the available capital is fully invested. Equation 

(2.29.4) presents the long-only constraint. 

Figure 2.17 presents the different expected returns and risk for each portfolio. The efficient 

frontier represents the portfolios with higher expected returns for a given level of risk. 

 
Figure 2.17 – Efficient Frontier (Source: Silva, Neves, & Horta, 2014). 

2.4.2 Performance Metrics Models 
When measuring how good an investment was, investors cannot only consider the total returns 

provided by the portfolio, or compare those returns to a benchmark, they have to consider the 
risk taken during their investment. Performance Metrics or Risk-adjusted performance measures 

assume that investors are risk averse and want to maximize their returns as much as possible. 

The purpose of using Performance Metrics is to determine the fractions 𝑤: of the budget to be 

invested in each selected asset and evaluate the overall investment. Each metric corresponds to 

a different optimization problem and the major ones are explained next. These models are an 

extension on the Mean Variance Model. 

A more detailed description of various Performance Metrics can be found in [45][46]. 
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2.4.2.1 Volatility-Based Metrics 
Usually, investors rely on volatility to assess portfolio performances. These metrics tend to be 

intuitive but difficult to interpret. Most of them are based on historical data and rely on the 

assumption that returns are normally distributed. 

Variance 
The first optimization model is a simple version of the mean-variance model explained before. 

The objective is to minimize the volatility of the overall portfolio without establishing an expected 

portfolio return. In other words, find a portfolio that offers the least risk possible. 

The optimization model can be described as follows: 

       min        𝜎¢,£S = 𝒘¥	𝚺	𝒘 (2.30.1) 

  s.t.         𝒘¥𝟏 = 1 (2.30.2) 

                   𝟎 < 𝒘 < 𝟏 (2.30.3) 
Sharpe Ratio 

The Sharpe Ratio was developed by William Sharpe in 1966 and suggests that the performance 

of a portfolio can be analysed by the ratio of returns to standard deviation (Equation (2.31)). 

 𝑆ℎ𝑎𝑟𝑝𝑒	𝑅𝑎𝑡𝑖𝑜 = 	
𝑅¢ − 𝑅¨
𝜎¢

 (2.31) 

𝑅¢ is the average rate of return of the portfolio, 𝑅¨ is the best available rate of return of a risk-

free security (i.e. T-bills) and 𝜎¢ is the standard deviation of the portfolio returns. 

The adapted optimization problem has the following form: 
       max        	

©ª=«¬

�ª,®¯
=

𝒘°𝝁=«¬
�𝒘°	𝚺	𝒘

 (2.32.1) 

  s.t.        𝒘¥𝟏 = 1 (2.32.2) 

                  𝟎 < 𝒘 < 𝟏 (2.32.3) 
Portfolios with higher Sharpe Ratio have a better risk-adjusted performance. This measure 

helps compare portfolios with similar returns, by analysing the same in line with the risk taken 

[47]. 

Treynor Ratio 
The Treynor Ratio, developed by Jack Treynor, is similar to the Sharpe Ratio but uses 𝛽 to 

measure volatility. The beta coefficient is a measure of systematic risk of an individual stock in 

comparison to the unsystematic risk of the market (Equation (2.33)). 

 𝛽 =
𝐶𝑜𝑣(𝑟², 𝑟³)
𝑉𝑎𝑟(𝑟³)

 (2.33) 

Where 𝑟²	is the return of the asset and 𝑟³ is the return of the benchmark. 

 𝑇𝑟𝑒𝑦𝑛𝑜𝑟	𝑅𝑎𝑡𝑖𝑜 = 	
𝑅¢ − 𝑅¨
𝛽¢

 (2.34) 

𝛽¢ is the beta of the portfolio which represents the weighted sum of the individual asset betas, 

according to the proportions of the investments in the portfolio. 𝑅¢ and 𝑅¨ are the average rate of 

return of the portfolio and the risk-free rate, respectively. 
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Applying matrix notation, the 𝑛 × 1 vector, where 𝑛 is the number of assets, of all portfolio betas 

is given by: 

 𝜷 =	�

𝛽R
𝛽S
⋮
𝛽1

� (2.35) 

The adapted optimization problem for this metric is presented next (Equations (2.36)). 

        max        	
©ª=«¬
µª

=
𝒘°𝝁=«¬
𝒘°𝜷

 (2.36.1) 

  s.t.        𝒘¥𝟏 = 1 (2.36.2) 

                   𝟎 < 𝒘 < 𝟏 (2.36.3) 
The Sharpe Ratio and Treynor Ratio are both used to compare portfolio performances. A higher 

Treynor ratio result means a portfolio is a more suitable investment.  

 

2.4.2.2 Higher Moments Indicators 
In the last section we considered that the first moment (mean) and second moment (standard 

deviation) can fully describe the distribution of returns. Returns from investments are not 

distributed normally, the third and fourth moments of a distribution (skewness and kurtosis) are 
required for a more complete description [48]. Usually, investors are interested in high returns 

(high mean), low volatility (low standard deviation), more positive than negative returns (right 

skewed distribution) and less extreme returns (leptokurtic distribution; thin tails). 

 

Sortino Ratio 
The Sortino Ratio, developed by Frank A. Sortino, is a modification of the Sharpe Ratio. It only 

considers the downside deviation of the portfolio, 𝜎¶, when calculating the overall risk. To 

investors, only downside deviation is relevant, standard deviation punishes a manager equally for 

“good” and “bad” risk  [49]. To compute this ratio, it is also necessary to set a target return, 𝑅e, for 

the investment strategy under consideration. This value is used to calculate 𝜎¶ (Equation (2.37)). 

 𝜎¶ = 	·
1
𝑚	
� (	min(	0, 	𝑟: − 𝑅e)	)S

�

:<R
 (2.37) 

𝑚 is the total number of returns and 	𝑟: is the 𝑖eh return. 

The formula for the Sortino Ratio is presented in Equation (2.38). 

 𝑆𝑜𝑟𝑡𝑖𝑛𝑜	𝑅𝑎𝑡𝑖𝑜 = 	
𝑅¢ − 𝑅e
𝜎¶

 (2.38) 

The optimization problem for this metric is computed as follows: 

       max        	©ª=«»
¼,®

= 𝒘°𝝁=«»
𝒘°𝝈𝒅

 (2.39.1) 

  s.t.        𝒘¥𝟏 = 1 (2.39.2) 

                   𝟎 < 𝒘 < 𝟏 (2.39.3) 
Where 𝝈𝒅 is the 𝑛 × 1 vector of the downside standard deviation for all assets in the portfolio. 
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Like most ratios, the higher the Sortino Ratio, the better. Investors would choose a portfolio with 

higher Sortino Ratio because it means that the investment has greater returns per unit of bad risk. 

 

2.4.2.3 Drawdowns Measures 
Drawdowns Measures are alternative risk measures, based on maximum drawdown. Drawdowns 

consist on peak-to-valley declines during a specific period of investment. The maximum 
drawdown is the highest loss from a peak-to-valley over a chosen period. This parameter is very 

sensitive to the length of the sample and the frequency of the measurement interval. Equation 

(2.40) presents the formula for the maximum drawdown calculation. 

 𝑀𝑎𝑥𝑖𝑚𝑢𝑚	𝐷𝑟𝑎𝑤𝑑𝑜𝑤𝑛	(𝑀𝐷𝐷) =
𝑃 − 𝑉
𝑃  (2.40) 

Where 𝑃 is the peak value before the largest drop and 𝑉 is the lowest value before a new high 

is established. 

Calmar Ratio 
The Calmar Ratio, also referred to as the Drawdown Ratio, was developed by Terry W. Young 

in 1991 [50]. It is an important statistic used to measure return vs. drawdown risk. This ratio shares 
the same numerator as the Sharpe Ratio, but the denominator is the maximum drawdown over 

the specified period. 

 𝐶𝑎𝑙𝑚𝑎𝑟	𝑅𝑎𝑡𝑖𝑜 = 	
𝑅¢ − 𝑅¨
𝑀𝐷𝐷  (2.41) 

The adapted optimization problem has the following form: 

        max        	
©ª=«¬
¿ÀÀª

=
𝒘°𝝁=«¬
𝒘°𝑴𝑫𝑫

 (2.42.1) 

  s.t.        𝒘¥𝟏 = 1 (2.42.2) 

                   𝟎 < 𝒘 < 𝟏 (2.42.3) 
𝑀𝐷𝐷¢ is the maximum drawdown of the portfolio and 𝑴𝑫𝑫 is the	𝑛 × 1 vector with all maximum 

drawdown values for each asset in the portfolio. 

 

2.4.3 Penalty Method in Constrained Optimization Problems 
Penalty functions compose a series of unconstrained problems used to replace a constrained 

optimization problem. In the penalty method, penalty functions introduce an artificial penalty each 

time the constraint is violated. This term, multiplied by a constant (penalty parameter), is added 

to the objective function, is nonzero when constraints are violated and zero in the region where 

constraints are not violated (feasible region). The solutions obtained with the new generated 
function converge to the solution of the original constrained problem. The function under 

consideration is transformed as follows: 

 𝐹(�̅�) = \																			𝑓
(�̅�)																													𝑖𝑓				�̅� 	 ∈ 	𝑓𝑒𝑎𝑠𝑖𝑏𝑙𝑒	𝑟𝑒𝑔𝑖𝑜𝑛	

𝑓(�̅�) + 𝑟 ∗ 𝑝𝑒𝑛𝑎𝑙𝑡𝑦(�̅�)														𝑖𝑓			�̅� 	 ∉ 	𝑓𝑒𝑎𝑠𝑖𝑏𝑙𝑒	𝑟𝑒𝑔𝑖𝑜𝑛  (2.43) 

 

The disadvantage of the method is that the penalty parameter (𝑟), used to scale the penalty 

function, is hard to control and can cause numerical instabilities to the solution. An arguable 
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disadvantage of this technique is that the penalty function method only forces the constraints to 

be satisfied approximately but not completely. On the other hand, this method is easy to 

implement and does not require solving a nonlinear system of equations each iteration [51]. 

  



 

33 

3 Implementation 
The system’s architecture used in the investment simulation is described in this chapter. First, the 

main layers of the algorithm are presented. Then each module within these layers is explained in 

a more detailed description. 

 

3.1 System’s Architecture 
This thesis presents a one-year simulation using the NEAT algorithm to monthly distribute the 

available capital to all chosen markets in the portfolio and to identify swings in stocks over 

relatively short timeframes. The system gives a daily prediction of the stock’s direction for each 

market. If the prediction indicates a buy signal, then, all the allocated capital to that market is used 

to buy stocks, otherwise it sells the previously owned stocks. 

The system architecture in Figure 3.1 presents the composition of all modules and layers that 
constitute the algorithm. The four main layers of the algorithm are: Presentation, Data, Optimizer 

and Simulation. 

 
Figure 3.1 – System’s architecture. 

The following steps present a simplified execution of the system: 

1. The user specifies the companies in which he/she wishes to invest, which method is going 

to be used to combine all trading signals resulting from the SwingNeat module, the stop-

loss method used during all simulation, the portfolio optimization technique, the cost 

associated with each transaction and the initial capital of the investment. 

2. Once the parameters have been defined, the system downloads financial data and 

computes technical indicators to all selected markets. 
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3. For each company, all data is normalized, and reduction of dimensionality is applied 

(PCA). 

4. The resulting PCA features are used in the SwingNeat module as input to the neural 

network. This module outputs a csv file with the trading signal for each day of the year. 

5. The PortfolioNeat module uses raw financial data and outputs a csv file with the 

percentages of the available capital that is allocated to each market at the beginning of 
the month (capital allocation signal). 

6. The Trading module is responsible for the simulation of the stock market. It’s used to test 

the results obtained from the previous modules and also to obtain the fitness value for 

each individual in the population during the training phase of the SwingNeat Module. 

7. Finally, at the end of the execution, the system evaluates the performance of the 

simulation in the Evaluation Module and outputs a txt file with the performance results. 

The system was developed in Python programming language and each module is described in 

detail in the next sections. 

3.2 Presentation Layer 
3.2.1 User Interface 
The user interface (UI) is the way through which the user interacts with the system.  

The input() function provided by python3 is used to gather all relevant information given by the 

user. The command-line interface shows informative text about what variables need to be defined 

by the user. 

During both training processes the user can check how the algorithm is performing and, when 
these steps end, csv files are saved in folders within the same directory as the .py executable. 

The csv files resulting from the SwingNeat Module contain the daily trading signal for all 

companies. Different training periods result in different trading signals for the same testing period 

chosen for the simulation (2 of January 2018 to 1 of January 2019). The csv files resulted from 

the PortfolioNeat Module contain the percentage of the available capital that is allocated to each 

company, in the first day of the month. Depending on the optimization technique choose by the 

user, different csv files are created by this module. 

A png file containing a plot showing the returns of the simulation is outputted by the Trading 
Module. Other images can be plotted using python files created to debug the system and make 

comparisons between different approaches of investment. 

Lastly, the Evaluation Module outputs a txt with all the performance metrics described in section 

2.4.2 to evaluate the investment simulation. 

3.3 Data Layer 
3.3.1 GetData Module 
This module is responsible for downloading and arranging all companies’ financial data.  

Three main libraries are used in this module: pandas_datareader, pandas and talib. The first 
one, is responsible for the download of daily raw financial data (Date, High, Low, Open, Close, 

Volume and Adjusted Close). Pandas is an open source library providing high-performance, easy-
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to-use data structures and data analysis tools for the Python programming language. This library 

is used throughout the whole system in order to organize and transfer information between 

modules. The talib library is responsible for the technical indicators’ calculation and uses pandas 

DataFrame structure to display and organize the calculated results. 

 
Figure 3.2 – Example of Data format. 

The downloaded financial data include the following data fields: 

• Date – the date of the record, with the format ‘yyyy-mm-dd’ 

• High – Highest price at which a stock has traded during the trading day 

• Low – Lowest price at which a stock has traded during the trading day 

• Open – Price at which a stock first trades upon the opening of the trading day 

• Close – Price at which a stock ends the trading day 

• Volume – Number of shares traded during the trading day 

• Adjusted Close - Adjusted Close price rectifies the Close price factoring in corporate 

actions such as dividends/distributions, stock splits and rights offerings. 

Technical indicators are tools that investors use to analyse the past and predict future trends 

and patterns. These tools also smooth noisy data and help traders identify trading opportunities 
A set of 26 technical indicators is applied to the raw financial data (Table 3.1). These indicators 

were explained in the previous chapter and are very common in machine learning algorithms 

applied to the stock market. 
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Raw Financial Data Technical Indicators 
High SMA20, SMA50, SMA100 

Low EMA20, EMA50, EMA100 

Open MACD, Signal Line and MACD Histogram 

Volume Momentum 

Adjusted Close PPO 

 PSAR 

 ADX 

 CCI 

 ATR 

 Middle, Upper and Lower Bollinger Bands 

 ROC 

 RSI 

 Stochastic %D and %K 

 Williams %R 

 MFI 

 OBV 

 Chaikin Oscillator 

Table 3.1 – List of all 31 features outputted by the GetData Module. 

The output of this module is a pandas DataFrame, with dimensions (1661, 31), for each 

company. 1661 is the number of trading days between 2012-01-01 to 2019-01-01 (five years to 

train the system and one year to test), without the undefined/unpresentable values derived from 

technical indicators. 

 

3.3.2 Normalization and PCA Modules 
DataFrames originated from the previous module are, if necessary, sliced and diced according to 

the settings defined by the user. Each DataFrame has 31 features and is input separately in the 

Normalization Module in order to apply the PCA technique to every companies’ data separately. 

Neural networks don’t need normalized data to guarantee convergence of weight and biases. 
Normalization is used to change the values of numeric columns in the dataset to a common scale, 

without distorting differences in the ranges of values. 

The Scikit-Learn library for machine learning is used to normalize all features before the PCA 

technique is applied. The MinMaxScaler estimator transforms features by scaling each feature to 

a fixed range [0,1]. 

The system applies normalization to the training data set, finding the maximum and minimum 

value within each feature and using Equation (3.1) to scale all values. The same process is 

repeated for the remaining test data provided from the previous module. 
 

 𝑋1ÇÈ�²i:ÉÊ¶ =
𝑋 −	𝑋�:1
𝑋�²Ë − 𝑋�:1

 (3.1) 
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The PCA module transforms high dimensionality data into a lower dimension data input to the 

SwingNeat Module. 

The covariance matrix and the correspondent eigenvectors and eigenvalues are calculated from 

the normalized training data in order to estimate the orthogonal principal components, as 

mentioned in section 2.2. After fitting the PCA model, eigenvectors are ordered by the amount of 
variance they explain (eigenvalue). The number of features is reduced so that the implemented 

PCA method retains, at least, 95% of the training data set variance. After choosing the principal 

components, normalized training and test data are transformed. Figure 3.3 shows that the first 
five principal components can be used to project all data from the 31 initial features retaining 

95.95% of its original data’s variance, for this particular example. 

 
Figure 3.3 – Cumulative variance captured as a function of the number of principal 

components. 

The reduced data outputted from the PCA is later fed to the SwingNeat Module in order to ease 

the learning process and lower the computational power necessary to train a neural network. 

 

3.4 Optimizer Layer 
This layer uses the python software library MultiNEAT to perform NeuroEvolution based on the 

implementation of the NEAT algorithm. Each module inside this layer has a different input and 

output. The implementation of each module is presented in detail in the next subsections. 

3.4.1 SwingNeat Module 
This module receives, as input, the reduced data from the PCA Module. ANN’s are evolved via 

genetic algorithm in order to find patterns in the training data set and generalize the learned 

information. The number of features originated from the PCA technique is defined as the number 
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of inputs in the ANNs. Each neural network uses the transformed data as input and outputs a 

value between 0 and 1 that indicates which position the system should adopt (Neutral or Long). 

In NEAT the optimal topology of the network is revealed by the GA. The number of hidden layers 

in a neural network is an important factor to its optimization process, thus the initial structure of 

the ANNs is very simple – input nodes connected to the output node – so that they can evolve to 

more complex and adapted topologies. 
Activation functions are an important component of deep learning when studying neural 

networks. They determine the accuracy of the output and the computational efficiency of the deep 

learning model, affecting its convergence speed. Multiple activation functions allow for different 

non-linearities and performances of the neural network. These differences help finding the optimal 

combination of activation functions to solve a specific problem. Recent studies show that hidden 

nodes with different activation functions, outperform ANNs with a single activation function [52] 

[53]. The implemented system allows for three different activation functions – Sigmoid, Rectified 

Linear and Hyperbolic Tangent – for the hidden nodes. Each neuron has the same probability to 
have one of the three functions, when it is added to the network through the evolution process. 

The Sigmoid function is attributed to the output node in order to map any value between ] −

∞,+∞	[	 to the interval [0, 1]. 

 
Figure 3.4 – Activation functions implemented in NEAT. 

ANNs implemented in the system start as feedforward neural networks and can evolve to 

recurrent neural networks if necessary. The mutation operand has a defined probability of 20% 

of adding a connection that forms a direct cycle in the network. 

As mentioned in the previous section, NEAT uses genetic algorithms to evolve the architecture 

and adjust the connection weights of the neural network. To explore the search space, the 
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population size of the GA has to be as big as possible without compromising the computational 

cost of the algorithm. This value was set to 300, through experimental search (multiples of 50 

from 0 to 500). 

Speciation is used in NEAT to maintain population diversity and allow competition between 

networks with identical topologies that optimize similarly. Individuals are divided in species using 

the compatibility distance (𝛿) and the compatibility threshold (𝛿e), explained in the previous 

chapter. The coefficients of Equation (3.2) have the values 𝑐R = 1.0, 𝑐S = 1.0 and 𝑐s = 0.4 defined 

by the original implementation of NEAT in order to emphasize structural differences over 

connection weight differences. 
 

 𝛿 = 	
𝑐R𝐸
𝑁 +

𝑐S𝐷
𝑁 + 𝑐s𝑊�  (3.2) 

 

The compatibility threshold value affects the number and the structure of the individuals inside 

each species. If the number of species is too high, individuals with low performance within the 

same species generate bad offspring unnecessarily. On the other hand, if the number of species 

is low, individuals with distinct topology may compete and originate the topological innovation 

problem. As a consequence, it is important to define the minimum and maximum value of species 

allowed during the optimization process.  

The initial value of the compatibility threshold, 𝛿e, is 3.0 and the correspondent modifier is 0.3 as 

defined in the original NEAT implementation. The compatibility threshold modifier alters the 

compatibility threshold if the number of species at a generation gets higher or lower than the 

defined maximum, 30, or minimum, 5, number of species. The maximum number of generations 

that a species can have without improving its fitness value is set to 15. 

The fitness function measures quantitatively how ‘fit’ a solution is to the given problem. It must 

improve the system to a better performance during the evolution process. Low values should be 
associated to bad solutions and high values to good solutions. The proposed fitness function to 

the problem is present in Equations (3.3). 

 𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡e =
𝑂𝑝𝑒𝑛e − 𝑂𝑝𝑒𝑛e=R − 𝑇𝑟𝑎𝑛𝑠𝑎𝑐𝑡𝑖𝑜𝑛𝐶𝑜𝑠𝑡𝑠

𝑂𝑝𝑒𝑛e=R
∗ 100 (3.3.1)  

𝑃𝑜𝑠𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡e = Ï

2 ∗ 𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡e								𝑖𝑓	𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡e > 0	𝑎𝑛𝑑	𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛e=R = 𝐿𝑜𝑛𝑔	
	

			𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡e											𝑖𝑓	𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡e ≤ 0	𝑎𝑛𝑑	𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛e=R = 𝐿𝑜𝑛𝑔
										0																									𝑖𝑓	𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛e=R = 𝑁𝑒𝑢𝑡𝑟𝑎𝑙																																			

 (3.3.2) 

 𝑀𝑒𝑎𝑛𝑃𝑜𝑠𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡 = 𝑀𝑒𝑎𝑛e	Ñ	(Òe²ÈeÀ²eÊ,			�1¶À²eÊ)(𝑃𝑜𝑠𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡𝑡) (3.3.3) 

 𝑅𝑂𝑅 =
𝐹𝑖𝑛𝑎𝑙𝐶𝑎𝑝𝑖𝑡𝑎𝑙 − 𝐼𝑛𝑖𝑡𝑖𝑎𝑙𝐶𝑎𝑝𝑖𝑡𝑎𝑙

𝐼𝑛𝑖𝑡𝑖𝑎𝑙𝐶𝑎𝑝𝑖𝑡𝑎𝑙  (3.3.4) 
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 𝐹𝑖𝑡𝑛𝑒𝑠𝑠 = (𝑀𝑒𝑎𝑛𝑃𝑜𝑠𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡 + 0.1) + (𝑀𝑒𝑎𝑛𝑃𝑜𝑠𝐷𝑎𝑖𝑙𝑦𝑃𝑟𝑜𝑓𝑖𝑡 + 0.1) ∗ √𝑅𝑂𝑅 (3.3.5) 

In the implemented system, the fitness function of each individual is adjusted depending on the 

total number of genomes in its species. The number of offsprings that each species 𝑘 generates 

is calculated using Equation (3.4). Where 𝑁 is the number of individuals in the species and 𝑗 is a 

member of species 𝑘. 

 𝐴𝑣𝑒𝑟𝑎𝑔𝑒𝐴𝑑𝑗𝑢𝑠𝑡𝑒𝑑𝐹𝑖𝑡𝑛𝑒𝑠𝑠 =
𝑇𝑜𝑡𝑎𝑙𝐴𝑑𝑗𝑢𝑠𝑡𝑒𝑑𝐹𝑖𝑡𝑛𝑒𝑠𝑠

𝑃𝑜𝑝𝑢𝑙𝑎𝑡𝑖𝑜𝑛𝑆𝑖𝑧𝑒 	 (3.4.1) 

 𝑁𝑢𝑚𝑏𝑒𝑟𝑂𝑓𝑓𝑠𝑝𝑟𝑖𝑛𝑔Õ =�
𝐴𝑑𝑗𝑢𝑠𝑡𝑒𝑑𝐹𝑖𝑡𝑛𝑒𝑠𝑠�

𝐴𝑣𝑒𝑟𝑎𝑔𝑒𝐴𝑑𝑗𝑢𝑠𝑡𝑒𝑑𝐹𝑖𝑡𝑛𝑒𝑠𝑠

Ö

�<f
 (3.4.1) 

 

The roulette wheel selection method is used to choose parents that will produce offspring within 
each species. The selection probability of each individual is given by Equation (3.5), where higher 

fitness correlates with higher probability. 𝑓: is the fitness of an individual and the denominator, 

∑ 𝑓�Ö
�<R , represents the sum of the fitness value of all members that belong to the species of 

individual 𝑖. 

 𝑃: =
𝑓:

∑ 𝑓�Ö
�<R

	 (3.5.1) 

Elitism was implemented in the system in order to guarantee that the fitness of the best solution 

doesn’t decrease from one generation to the next. The elite genomes are best in fitness compared 
to other members in the population such that they are maintained in the population after the 

crossover process. The Elitism Rate was set to 1% in order to prevent loses in the diversity of the 

population. If a species has less than 100 individuals, the most fit one is preserved unaltered in 

the next generation. 

The mutation operator is mostly used to provide exploration, breaking one or more individuals 

of a population out of a local minimum/maximum and potentially discover a better search space. 

Candidate solutions generated from the crossover operand have a 20% probability of suffering 
mutation. Offspring can also be generated from mutation. 75% are generated from crossover and 

25% uses mutation to replicate nature’s asexual reproduction. The roulette wheel selection 

method is used to choose what type of mutation is applied to each genome. The add connection 

mutation rate is set to 30% and the add node mutation rate is set to 3%. These values were 

defined in the original NEAT implementation so that links are added significantly more often than 

nodes. The weight mutation operand has a small impact on the performance of the system, 

therefore the value of this type of mutation was set to 80%. Within this probability, 20% of the 

mutations are considered severe and the remaining 80% are less drastic. 
Hypermutation aims at maintaining the diversity of the population throughout the evolution 

process via adjusting the mutation rates applied to the current population. This technique is 



 

41 

applied to the system when the number of generations without improving the fitness value is 6 

and 8. The adjusts made are as follows: 

• the overall mutation rate increases by 15% 

• the add connection mutation rate increases by 5% 

• the add node mutation rate increases by 5% 

After changing the fitness value of the best genome in the population, the values of the different 

rates are readjusted to their initial value. Hypermutation helps the system to increase its search 

space avoiding stagnation in a local optimum. 

The crossover operand mimics nature’s sexual reproduction process and has a 75% probability 
of generating offspring for the next generation. During this process, the system has two different 

ways to choose the offspring matching genes. As defined in the original NEAT implementation, 

40% of the time, the matching gene is chosen from one of the parents with equal probability, the 

remaining 60%, the offspring inherits an average of the parent’s matching genes. 

Crossover is usually performed between individuals of the same species but there is a 0.1% 

probability of inter-species crossover. This value is set very low due to extreme changes in 

topology that drastically affect the offspring fitness value, shifting the search space region. 

The termination condition is important to decide when the NEAT algorithm will end. Ideally, the 
termination condition is fulfilled when the solution is close to the optimal in order to avoid needless 

computations and insignificant improvements. The termination conditions implemented in the 

system are: 

• Reach 150 generations 

• No improvements in the highest fitness score for 10 generations or the number of 
transactions made with the best candidate using the test data set is below 10 

transactions. 

The second condition forces the system to trade more often in the market while changing the 

topology of the optimal neural network due to hypermutation.  

When one of the termination conditions is triggered, the system outputs the best solution found. 

The resulting neural network outputs a trading signal that is saved in a csv file with the 

corresponding position for each day in the test data set. 

3.4.2 PortfolioNeat Module 
This module uses the NEAT algorithm to allocate a percentage of the total available capital to 

every company at the beginning of each month (weight value). 
The input data of the PortfolioNeat Module is the raw financial data with the daily open price of 

all companies. This information is ‘sliced’ in order to create one DataFrame with the open price 

of the first day of the month, for all companies (Figure 3.5). 
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Figure 3.5 – Price data of all companies. 

 

The previous dataframe is subset for a period of 1 or 2 years until the date in which the available 

capital is distributed. After obtaining the values of the weights for all the companies for that month, 

the dataframe is shifted downwards in order to calculate the weight values for the next month, 
maintaining 1 or 2 years of data when the covariance matrix of these values is calculated. 

Using the pandas.DataFrame.cov() function available in the python library pandas, the 

covariance matrix of the columns of the DataFrame is obtained to use as input to the neural 

network in the NEAT algorithm. This matrix is presented again in Equation (3.6) where 𝑛 is the 

number of companies chosen by the user that corresponds to the number of inputs to the neural 

network. Each line of this matrix is fed to the network and the output is evaluated in order to 

calculate the fitness of each individual in the population. 

 Ω1×1 = �

𝜎RS
𝜎SR

𝜎RS
𝜎SS

⋯
⋯

𝜎R1
𝜎S1

⋮
𝜎1R

⋮
𝜎1S

⋱
⋯

⋮
𝜎1S
� (3.6.1) 

 𝑤ℎ𝑒𝑟𝑒										𝜎:� = 𝐶𝑜𝑣(𝑟:, 𝑟�) = 	
∑ (𝑟e: − 𝜇:)(𝑟e

� − 𝜇�)�
e<R

𝑛 − 1  (3.6.2) 

 

The output of the neural network can be implemented with two different techniques: 

1. There is only one output node. Each output represents the weight assigned to each 

company. 

2. The number of output nodes is equal to the number of companies. The weight value of 
each company corresponds to the average of all values outputted by each one of the 

output nodes.  

Since both methods had similar results, the first method was implemented in the system in order 

to obtain all weight values. These values are then stored in an array (weightsarray). 
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The activation function present in the output node is the sigmoid function. The maximum 

acceptable percentage of the capital that is assigned to a company, in the beginning of the month, 

is 0.15 and the minimum is 0.01. Consequently, the output values are rescaled between 0 and 

0.20 so that the algorithm starts looking for a solution in the infeasible region and tries to penalize 

the fitness function according to the distance to feasibility, for the optimization problem. 

Penalty functions have the advantage of turning constrained problems into unconstrained 
problems by introducing an artificial penalty for violating the constraint. The calculated penalties 

implemented in the system are the following: 

• All portfolio weights sum to one 

• None of the weights can have a value greater than 0.15 

• None of the weights can have a value lower than 0.01 
To make them more severe, the quadratic loss function is applied to all previous penalties. 

Figure 3.6 presents the pseudo-code for the penalty functions implemented in this module. As 

long as the metric performance is being optimized and compensates the penalty value, the 

conditions above don't have to be met completely. 
 

1. SET sumweights TO 0 

2. SET penalty1 TO 0 

3. SET penalty2 TO 0 

4. SET penalty3 TO 0 

5. FOR EACH weight IN weightsarray 

6. SET sumweights TO sumweights+weight 

7. SET penalty2 TO penalty2 + MAXVALUE(0, weight-0.15)*MAXVALUE(0, weight-0.15) 

8. SET penalty3 TO penalty3 + MAXVALUE(0, 0.01-weight)*MAXVALUE(0, 0.01-weight) 

9. ENDFOR 

10. SET penalty1 TO (sumweights-1)*(sumweights-1) 
 

Figure 3.6 – Pseudo-code of the implementation of penalty functions. 

The fitness function implemented in this module depends on the metric that is optimized, and 

its general form is presented in Equation (3.7). 

 𝐹𝑖𝑡𝑛𝑒𝑠𝑠 = 𝑒𝑥𝑐𝑒𝑠𝑠𝑓𝑖𝑡𝑛𝑒𝑠𝑠 +	𝑘R × PM(w)− 𝑘S × (𝑝𝑒𝑛𝑎𝑙𝑡𝑦R + 𝑝𝑒𝑛𝑎𝑙𝑡𝑦S + 𝑝𝑒𝑛𝑎𝑙𝑡𝑦s)	 (3.7) 

PM(w) is the performance metric as a function of the calculated weights, 𝑝𝑒𝑛𝑎𝑙𝑡𝑦R, 𝑝𝑒𝑛𝑎𝑙𝑡𝑦S 

and 𝑝𝑒𝑛𝑎𝑙𝑡𝑦s are the penalty values and 𝑘R and 𝑘S are constants used to balance the magnitude 

of the former values. If the score of the most fit individual is negative, its fitness value is set to 0. 

Every two generations, while this condition is verified, the 𝑒𝑥𝑐𝑒𝑠𝑠𝑓𝑖𝑡𝑛𝑒𝑠𝑠 value is increased by 1. 

Consequently, some individuals start to ‘emerge’ from the population when their fitness value is 

greater than 0. The values of 𝑘R and 𝑘S are presented in Table 3.2 for the different methods 

implemented in the system. 

 



 

44 

 Variance Sharpe Ratio Treynor Ratio Sortino Ratio Calmar Ratio 

𝒌𝟏 −100 10 10 10 10 

𝒌𝟐 20 100 10 10 100 

Table 3.2 – 𝑘R and 𝑘S values for different performance metric models. 

The values assigned to the NEAT parameters are the same as the previous module with the 

exceptions that will be explained next. 
The population size is set to 1000 since this problem requires less computational power to 

calculate the fitness function of each individual. The percentage of offspring generated through 

crossover is 50% and the remaining 50% uses mutation to replicate nature’s asexual 

reproduction. The minimum value of species allowed is 25 and the maximum value is 100. The 

adjustments made to the mutation rates through hypermutation are the same as the previous 

module. This technique is applied to the system when the number of generations without 

improving the fitness value is 2 and 6. All changes made in this module help create more 

individuals with distinct genomes, in order to increase the search space of the algorithm during 
the optimization process. 

The termination conditions implemented are: 

• Reach 300 generations 

• No improvements in the highest fitness score for 10 generations or the fitness value of 
the best candidate in the population is 0. 

The output of this module is a csv file with the capital allocation signal for the first open market 

day of every month. 

 

3.5 Simulation Layer 
3.5.1 Trading Module 
The Trading Module is responsible for the trading simulation in the stock market. It uses csv files 

from previous modules to combine the trading signal with the capital allocation signal. The test 
period of the simulation is one year and the most important variables present in this module are 

explained below: 

• Initial Capital – capital value input by the user to simulate one-year investment. 

• Remaining Capital – capital that is not distributed to any of the selected companies in the 

beginning of the month. 

• Transaction Cost – transaction cost value per stock. 

• Number of Transactions – counter for the number of sell or buy actions performed by the 

system. 

• Stocks Array – two-dimensional array with all Ticker Symbols from the selected 
companies and the correspondent allocated capital for the month. 

• Instant Capital Array – array with the daily combined earnings from all companies during 

the simulation period. 
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• Stop-Loss Array – array indicating the stop-loss and take-profit percentage values. 

• Position Daily Profit Array – array with values calculated from Equation (3.3.2) during 

training phase of the SwingNeat Module. 
The capital allocation signal is represented by a multidimensional array with values between 0 

and 1. The trading signal ranges from 0 to 1 and each value is represented as a daily investment 

action by the system. Both signals interact in the system through the following steps: 

1. In the first open market day of the month, the total capital is distributed to all selected 

companies according to the capital allocation signal. Each value from this signal is 

multiplied by the total available capital and the remaining capital is stored in the 

Remaining Capital variable. The proportion of the capital that is allocated to a specific 

company is saved in the Stocks Array variable alongside the Ticker Symbol of the 
correspondent company. 

2. The trading signal is used to simulate daily investment during one month with the 

assigned capital for each company.  

Values above 0.5 represent a buy signal. If the system is not holding stocks for a 

company, it will use all the available capital for that same company to buy stocks at the 

opening price of the corresponding day. On the other hand, if it already owns assets for 

that market, the signal will make the system hold them.  
Values below 0.5 represent a sell signal. Meaning, if the system is holding stocks of that 

company, it will sell all of them at the opening trading day price. Otherwise, it will stay out 

of the market. 

3. At the beginning of the following month, the system sells all companies’ stocks (if holding 

any) and the collected capital is distributed again according to step 1. 

 

Each transaction (buy or sell) is associated with a transaction cost, defined by the user, to 

simulate a more realistic trading environment. 
This module is also used to obtain the fitness value during the training process in the SwingNeat 

Module. Therefore, the Initial Capital variable is set to 100.000, the Transaction Cost is 0.1% of 

the total value of the transaction and the system only uses the trading signal to simulate the 

investment. 

The output of the Trading Module is the Instant Capital Array in order to measure the 

performance of the system in the Evaluation Module. 

 

3.5.2 Evaluation Module  
This module uses the results obtained during the simulation to evaluate the implemented system. 

The performance metrics calculated were previous explained and are presented in Table 3.3. 
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Performance metrics 
ROR (%) Sortino Ratio 

Max ROR (%) Portfolio Beta 

Expected Return (%) Treynor Ratio 

Standard Deviation Maximum Drawdown (%) 

Sharpe Ratio Calmar Ratio 
Downside Deviation  

Table 3.3 – Performance Metrics. 

This module outputs a txt file with all the metrics in order to evaluate the implemented strategy.  
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4 Results 
This chapter presents the results of the implemented system. In first section, the financial data 

used in the simulation is indicated. Next, the performance metrics explained before are detailed. 

Three case studies are interpreted as well: different stop-loss approaches, different statistical 

methods to combine data and different optimized performance metrics. Lastly, the system solution 

is chosen by combining the results of the various performed studies. When some parameters are 

not being studied in the case studies, stop-loss is not applied, the median is used as a statistical 
method to join the trading signal values and 5% of the available capital is distributed every month 

for each company. 

To allow easy access, Table 4.1 summarize all NEAT parameters described in previous 

sections. 
 SwingNeat PortfolioNeat 

Parameter Values 

Population Size 300 1000 

Recurrent ANN Probability 0.2 

Sigmoid Activation Function Probability 0.34 

TanH Activation Function Probability 0.33 

ReLU Activation Function Probability 0.33 

𝒄𝟏 1.0 

𝒄𝟐 1.0 

𝒄𝟑 0.4 

𝜹𝒕 3.0 

𝜹𝒕 Modifier 0.3 

Min Species 5 25 

Max Species 30 100 

Generations Without Improving Fitness 10 

Elitism Probability 0.01 

Overall Mutation Probability 0.2 

Add Node Mutation Probability 0.03 

Add Connection Mutation Probability 0.3 

Weights Mutation Probability 0.8 

Severe Weight Mutation Probability 0.2 

Soft Weight Mutation Probability 0.8 

Overall Mutation Rate Increase (Hypermutation) 0.15 

Add Node Mutation Probability Increase (Hypermutation) 0.05 

Add Connection Mutation Probability (Hypermutation) 0.05 

Mutate Only Probability 0.25 0.5 

Crossover Probability 0.75 0.5 

Original Matching Gene Probability 0.4 

Average Matching Gene Probability 0.6 

Inter-species crossover probability 0.001 0.01 

Max Generations 150 300 

Max Generations Without Improving Best Fitness 15 10 

Table 4.1 – NEAT parameters. 
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4.1 Financial Data 
To manage and improve the balance between risk and return of investing, it’s important to spread 

the available capital across different investment types and sectors whose prices don’t necessarily 

move in the same direction (diversifying).  

The financial data collected from the Yahoo Finance platform is the raw financial data present 

in Table 3.1 (Date, High, Low, Open, Close, Volume and Adjusted Close). This data was collected 

between the periods of 02-01-2012 to 01-01-2019. The test period is the year 2018 and the train 

period can vary between 4, 5 or 6 years. 

The criteria considered to decide which companies to invest in were: 

• S&P 500 Stocks having the greatest market capitalization in 2017  

• best performing S&P 500 Stocks in 2017 

For each criterion, 10 companies were chosen as can be seen in Table 4.2. 

 

Biggest Market Capitalization Best Performance  
Microsoft (MSFT) NRG Energy (NRG) 

Apple (AAPL) Align Technology (ALGN) 

Amazon (AMZN) Vertex Pharmaceuticals (VRTX) 

Alphabet Inc. (GOOGL) Wynn Resorts (WYNN) 

Berkshire Hathaway (BRK.B) Boeing (BA) 

Facebook Inc. (FB) Micron Technology (MU) 

Johnson & Johnson (JNJ) D. R. Horton (DHI) 

JPMorgan Chase (JPM) Nvidia (NVDA) 

ExxonMobil (XOM) Pulte Home (PHM) 

Wells Fargo (WFC) Centene Corporation (CNC) 

Table 4.2 – Selected Companies. 

Transaction cost was set to 0.02 USD per stock transacted. This value is an average of the cost 

of transaction on all websites visited during the implementation process.  

 

4.2 Performance Metrics 
Portfolio evaluation is one of the most important steps in the portfolio management process. 

Proper performance assessment, attribution, and measurement can enhance the probability of 
success for the entire investment process. A benchmark is a standard that can be used to analyse 

the allocation, risk, and return of a given portfolio. Evaluating a portfolio's performance involves 

comparing it to an appropriate benchmark. The more conscious choice for a benchmark in the 

implemented system is the S&P 500 index, a market-capitalization-weighted index with the 500 

largest companies of the United States of America. 

The performance metrics were explained in previous sections and recapped next: 
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• ROR (%) – the annual income from the investment expressed as a percentage of the 

original investment. 

• Max ROR (%) – maximum ROR value during the annual investment 

• Expected Return – weighted average of the expected return of the portfolio’s components 

• Standard Deviation – variability of the rate of return of a portfolio 

• Sharpe Ratio – shows how much excess return the portfolio is receiving in return for the 
extra volatility endured 

• Downside Deviation – downside risk for returns that fall below a minimum acceptable 

return. The target return is set to 24%. 

• Sortino Ratio – measures performance relatively to the downward deviation 

• Portfolio Beta – measure of the overall systematic risk of a portfolio 

• Treynor Ratio – portfolio performance measure that adjusts for systematic risk 

• Maximum Drawdown (%) – the largest peak-to-trough decline in the value of a portfolio 

• Calmar Ratio – determine return relative to drawdown risk 
 

 
Figure 4.1 – Example file of the Performance Metrics. 

4.3 Case Study I – Stop-Loss 
No trader is immune to losses in the market. It’s important to know when the trade goes against 

the traders’ intended strategy. Stop-loss is a price at which a trade is exited in order to limit one's 

losses. Short-term oscillations in the market can activate the stop-loss, as a result it’s important 

to choose a percentage that allows the stock to fluctuate day to day. 

Trailing stop is a type of stop-loss order. Instead of being fixed when the trade is made, when 
price increases, it drags the trailing stop along with it in order to minimize losses and protect 

profits. Markets don’t always move in perfect flow, sharp moves in price can hit the trailing stop-

loss and then continue moving in the intended direction when the order is already exited. 

The different types of stop-loss strategies applied to the system use some of the technical 

indicators explained in chapter 2: 
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1. Average True Range (ATR) Trailing Stop-Loss Strategy – the ATR value at the time 

of the trade is used to place a stop-loss at: 𝐶𝑢𝑟𝑟𝑒𝑛𝑡𝑃𝑟𝑖𝑐𝑒 − 2 ∗ 𝐴𝑇𝑅, if buying. The stop-

loss value is converted into a percentage in order to, if the price rises, trail the price 

movement. 

 

2. Parabolic Stop and Reverse (PSAR) Stop-Loss Strategy – the assigned stop-loss 

value is the value of the PSAR in the previous day of the trade. If the PSAR value is 

greater than the price, the stop-loss is set to 0. 

 
3. Standard Deviation Stop-Loss Strategy – the standard deviation(volatility) of the 

returns of last 20 days is calculated. If this value is above 2, the stop-loss is set to -5% of 

the current price. Otherwise, the stop-loss value is -2.5% of the price. When the volatility 

is small the stop-loss value has to be closer to the buying price, in order to allow the 

detection of sharp movements in the market. High volatility is associated with a bigger 

range in order to let the prices fluctuate without exiting the position. 

 

Every time the stop-loss is triggered the system doesn’t buy stocks from that company for 1 day, 
even if the trading signal is presenting a buy signal. 

 
No Stop-Loss ATR PSAR 

Standard 
Deviation 

ROR (%) 32.48 31.10 33.01 31.25 

Max ROR (%) 39.42 37.18 36.35 37.77 

Expected Return 0.2925 0.2805 0.2945 0.2818 

Standard Deviation 0.0965 0.0906 0.0858 0.0892 

Sharpe Ratio 2.82 2.88 3.20 2.94 

Downside Deviation 0.0992 0.0930 0.0883 0.0917 

Sortino Ratio 0.5299 0.4354 0.6180 0.4561 

Portfolio Beta 0.6526 0.6000 0.5488 0.5796 

Treynor Ratio 0.4177 0.4342 0.5003 0.4518 

Maximum Drawdown (%) -7.27 -6.78 -6.36 -6.86 

Calmar Ratio 3.75 3.84 4.31 3.82 

Table 4.3 – Results of Case Study I. 

From the results presented in Table 4.3, the following observations can be made: 

• The ROR (%) value of each method is noticeably similar. The biggest gap is of 1.91% 

between the ATR and PSAR methods. 

• The highest Sharpe Ratio obtained in this experience is 3.20 using the PSAR technique 

due to the high Expected Return value and the lowest Standard Deviation. 

• None of the Sortino Ratio values is higher than 1 since the target return present in 
Equation (2.38) is set to 0.24, therefore the difference between the expected return of the 

portfolio and the target return is lower than the downside deviation. 
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• The Treynor and Calmar Ratios have higher values for the PSAR method. 

 

It can be noticed in Figure 4.2 that the obtained values, using the explained methods, do not 

vary in relation to the simulation in which stop-loss was not applied. In addition, at the time of the 
investment, traders must always define the desired stop-loss in order to limit their losses. 

 
Figure 4.2 – Returns obtained by Case Study I. 

4.4 Case Study II – Statistical Techniques 
In this experiment different training data sets are used to obtain the trading signal for the year of 
the simulation (2018). These data sets have three different sizes: four years, five years and six 

years of previous financial data. The reason this simulation is repeated several times with different 

training data sizes is to ensure a good value in the trading signal for each day. 

Averages are good statistical tools for this type of task. They summarise a large amount of data 

into a single value and indicate that there is some variability around this single value within the 

original data. The different statistical tools applied in the system are the following: 

 

1. Arithmetic Mean – this tool is the most widely used and the simplest measurement of 

the average. It’s simply the sum of all 𝑛 numbers in the series divided by the count of that 

numbers. 

 �̅� =
𝑥R + 𝑥S +⋯+ 𝑥1

𝑛  (4.1) 

   

2. Geometric Mean – this mean indicates the central tendency or typical value of a set of 

numbers. It’s calculated using the 𝑛eh root of a product of 𝑛 numbers. 

 𝑥àÊÇ�áááááááá = �𝑥R ∗ 𝑥S ∗ …∗ 𝑥1ã  (4.2) 
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3. Fitness Weighted Mean – this mean is similar to the arithmetic mean, instead of giving 

equal weight to each number in the series, some values contribute more than others to 

the final average, depending on their fitness value during training phase. 

 𝑥¨äe£áááááá =
𝑥R ∗ 𝑤R + 𝑥S ∗ 𝑤R + ⋯+ 𝑥1 ∗ 𝑤1

𝑛  (4.3.1) 

 𝑤1 = 𝑤¨ ∗ (𝑟R − 𝑟S) + 𝑟S (4.3.2) 

 	𝑤¨ =
𝑓1 − 𝑓�:1
𝑓�²Ë − 𝑓�:1

 (4.3.3) 

 

In equation (4.3.2), 𝑟R = 1.1 and 𝑟S = 0.8 .These constants define the highest and lowest value 

attributed to the weights, depending on the fitness value. 

 

4. Median - The median is another way to measure the centre of a numerical data set. It’s 

the point at which there are an equal number of data points whose values lie above and 
below the median value. 

 Arithmetic 
Mean 

Geometric 
Mean 

Fitness 
Weighted Mean 

Median 

ROR (%) 29.73 31.07 31.94 32.48 

Max ROR (%) 35.57 36.66 37.79 39.42 

Expected Return 0.2707 0.2805 0.2875 0.2925 

Standard Deviation 0.0942 0.0896 0.0863 0.0965 

Sharpe Ratio 2.66 2.91 3.10 2.82 

Downside Deviation 0.0967 0.0920 0.0888 0.0992 

Sortino Ratio 0.3174 0.4406 0.5352 0.5299 

Portfolio Beta 0.6402 0.5966 0.5792 0.6526 

Treynor Ratio 0.3916 0.4367 0.4619 0.4177 

Maximum Drawdown (%) -7.33 -6.47 -6.08 -7.27 

Calmar Ratio 3.42 4.03 4.40 3.75 

Table 4.4 - Results of Case Study II. 

From the results presented in Table 4.4, the following observations can be made: 

• The Arithmetic Mean is the least favourable method in this case study. It is surpassed by 

every other statistical technique implemented. 

• The ROR (%) and Max ROR values of the Median method are higher than any other 

methods. Therefore, the Expected Return is also higher. 

• With the exception of the Arithmetic Mean, the Median method is outperformed by the 

remaining methods on the Sharpe, Treynor and Calmar Ratios. 

• The highest value of the Sortino Ratio is obtained using the Fitness Weighted Mean 

method due to its lower Downside Deviation during the simulation. 
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The best technique is the Fitness Weighted Mean approach which presented the best Ratio 

values for this case study. 

 
Figure 4.3 - Returns obtained by Case Study II. 

 

4.5 Case Study III – Performance Metrics Models 
This case study analyses the performance metrics models applied to the system in order to obtain 

the capital allocation signal for each month. 

 

Volatility Based Metrics 
Higher Moments 

Indicator 
Drawdown 
Measure Unsystematic Risk Metric 

Systematic Risk 

Metric 

Variance Sharpe Ratio Treynor Ratio Sortino Ratio Calmar Ratio 

Table 4.5 – Performance Metrics Models. 

The purpose of using performance metrics is to determine the fractions of the budget to be 
invested in each selected asset and evaluate the overall investment. Each metric corresponds to 

a different optimization problem. Table 4.5 summarizes all implemented models. 
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Variance 

Sharpe 
Ratio 

Treynor 
Ratio 

Sortino 
Ratio 

Calmar 
Ratio 

ROR (%) 27.44 37.12 37.60 28.82 31.48 

Max ROR (%) 28.86 43.33 42.05 52.99 42.52 

Expected Return 0.2485 0.3289 0.3338 0.2797 0.2911 

Standard Deviation 0.0679 0.0906 0.0937 0.1482 0.1210 

Sharpe Ratio 3.36 3.41 3.35 1.75 2.24 

Downside Deviation 0.0695 0.0939 0.0968 0.1534 0.1247 

Sortino Ratio 0.1216 0.9468 0.9692 0.2586 0.4101 

Portfolio Beta 0.3913 0.5197 0.5441 0.8727 0.7276 

Treynor Ratio 0.5839 0.5945 0.5767 0.2976 0.3726 

Maximum Drawdown (%) -4.59 -6.35 -5.94 -18.00 -10.71 

Calmar Ratio 4.98 4.86 5.29 1.44 2.53 

Table 4.6 - Results of Case Study III. 

 

From the results presented in Table 4.6, the following observations can be made: 

• Despite the lowest ROR (%) value, the Variance method is the one with least volatility 
during the simulation. As a result, the Sharpe Ratio and Maximum Drawdown (%) values 

beat most of the other implemented methods. The remaining performance metrics 

calculated for this method are worse than the other implemented techniques as a result 

of its low Expected Return. 

• The Sharpe Ratio method, as expected, obtained the best Sharpe Ratio value. 

• The highest ROR (%) value is achieved by the Treynor Ratio technique. This method, 
along with the Sharpe Ratio and Variance methods, hold the top Treynor Ratio’s values 

for this experience. These three approaches also present the topmost Calmar Ratio’s due 

to its low Drawdown value. 

• The Sortino Ratio method achieved the biggest Max ROR (%) value. But, on the other 

hand, it presents the worst drawdown. All ratios calculated for this technique present 
lower values in comparison with the other methods.  

• Calmar Ratio method proved to be incapable of reducing the maximum drawdown of the 

portfolio returns. 

 

The Sortino Ratio method aims to reduce the downside deviation of the portfolio’s returns. This 

was not verified as can be shown in Table 4.6. Figure 4.4 shows that although this technique is 
suitable for bull markets, it’s proven to be inappropriate for bear markets. 

The Variance method is optimal for risk averse investors due to its low volatility, resulting in 

stable and rising earnings. 

Lastly, the Sharpe Ratio presents the most desirable method to use as a result of the metrics 

calculated for its performance. 
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Figure 4.4 – Returns obtained by Case Study III. 

 

4.6 System’s Solution 
Investors use benchmarks to analyse the allocation, risk, and return of a given portfolio. A 
benchmark is a standard that traders use to guarantee the performance of their portfolio. It can 

also be used to construct the portfolio and guide its performance. The benchmark used in this 

experience is the S&P 500 on the grounds that all selected companies belong to that index. 

The S&P 500 combines 500 companies that represent about three-quarters of the stock market 

in terms of market capitalization. As mentioned before, this index is a market cap-weighted index, 

meaning that larger companies, as used in this portfolio, have more influence over the index. 

This section combines all case studies previously analysed and finds the best performing 
version of the system. From 80 combinations simulated, one was distinctively superior than the 

others. The system’s solution combines the Average True Range Trailing Stop-Loss Strategy, the 

Fitness Weighted Mean tool and the Sharpe Ratio Model. 
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 System’s Solution Benchmark (S&P500) 
ROR (%) 45.25 -6.85 

Max ROR (%) 47.57 9.35 

Expected Return 0.3858 -0.0582 

Standard Deviation 0.0790 0.1135 

Sharpe Ratio 4.63 -0.6894 

Downside Deviation 0.0819 0.1165 

Sortino Ratio 1.78 -2.56 

Portfolio Beta 0.4320 0.9931 

Treynor Ratio 0.8469 -0.0788 

Maximum Drawdown (%) -4.61 -19.41 

Calmar Ratio 7.94 -0.4030 

Table 4.7 – System’s Solution and Benchmark results. 

From Table 4.7 and Figure 4.5, the following observations can be made: 

• The System’s Solution metrics are better than any other experience simulated by the 

system 

• The Sortino Ratio of the System’s Solution presents a value greater than 1 thanks to the 
low downside deviation in comparison with the difference between the return of the 

portfolio and the target return, 24% 

• The ratios calculated using the benchmark simulation present negative values due to the 

negative expected return obtained during the year of 2018 

• The movement on the price of the index are related with the movement of the portfolio 

returns. Increments on the S&P 500 result in rising returns on the portfolio. Lighter 

drawdowns in the returns can be observed when the price of the index falls. 

This solution presents a good investment strategy. Even when the market crashes, this method 

can still make profit. 

Figure 4.5 – Returns obtained by the System’s Solution 
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5 Conclusions and Future Work 
This chapter focuses on the main results obtained by the system and proposes some of the follow-

up work to this project. 

5.1 Conclusions 
The implemented system allows the user to simulate different strategies over the one-year trading 
period. The different case studies validate the stability of the system’s performance.  

The Technical Indicators chosen for the system prove to be valuable for assessing the strength 

of the trend and the likely direction of future trends to generate potential buy or sell signals. PCA 

helped reducing the number of features used as input in the SwingNeat Module, preserving the 

essence of the original data and preventing overfitting, allowing for good generalization of the 

found patterns. 

The NEAT algorithm proved to be a robust approach to the problem of trading in the stock 
market. The fitness function applied in the SwingNeat module integrates different evaluation 

metrics that help improve the genome throughout the evolution process. It’s also showed that 

NEAT can solve constrained optimization problems with penalty functions. The optimization 

models in the PortfolioNeat Module resulted in satisfactory performance metrics accordingly with 

the optimized metric, with the exception of the Sortino Ratio and Calmar Ratio models. The 

Sortino Ratio method aims to reduce the downside deviation of the portfolio’s returns. Despite its 

good performance during bull markets, it’s proved to be inappropriate for bear markets. The 

Calmar Ratio method proved to be inefficient when trying to reduce the maximum drawdown of 
the portfolio returns. 

In the stop-loss case study, the different methods presented similar results for the reason that 

the trading signal predicts price falls and exits the market before triggering the stop-loss. 

The best Statistical technique is the Fitness Weighted Mean approach which presented the best 

Ratio values for this case study and also being presented in the system’s solution. 

The system’s solution combines the Average True Range Trailing Stop-Loss Strategy, the 

Fitness Weighted Mean tool and the Sharpe Ratio Model. This model tries to maximize the returns 
of the portfolio by adjusting for its risk. It was proved to be the most consistent method, with steady 

earnings throughout all simulation.  

The results obtained were better than expected: despite a market crash, the system can still 

profit. 

 

5.2 Future Work 
Although the provided analyses and methodologies are quite good and constitute a set of 

powerful tools there are some developments that can still be made. The following improvements 

can be explored: 

• The PCA technique can be applied to the constrained optimization problem to obtain the 

capital allocation signal. 
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• Short selling can be added to the system: individually or with the option of long selling 

simultaneously. 

• Other fitness functions can be tested in the SwingNeat Module to improve the quality of 
the trading signal 

• Different penalty functions like the Augmented Lagrangian method can be applied in the 

PortfolioNeat Module to solve the constrained optimization problems. 
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