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ABSTRACT 

Networks are increasingly complex. Lately, several new 

paradigms have been proposed with the goal of decoupling 

the network management of the physical infrastructure, 

either by segregating the control and data planes (SDN) or 

by virtualizing network functions (NFV). In spite of the 

potential of these paradigms, the complexity of SDN 

controllers programming has led to the increased usage of 

NFV to implement common network services. In this thesis, 

the advantages of a SDN-only solution for the 

implementation of common network services in contrast to 

a NFV solution will be discussed. 
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INTRODUCTION 
In the last few decades, computer systems have experienced 

much innovation such as virtualization, increased 

scalability and storage. However, network management 

systems have mostly kept a traditional approach in spite of 

increasing speed and bandwidth requirements, as well as 

increased complexity and dynamic reconfiguration 

requirements needed to cope with large data centers, large 

scale virtualization and highly variable demands. In fact, 

this traditional approach usually assumes a fixed network 

architecture, where main networks nodes are implemented 

using dedicated hardware using mostly fixed or seldom 

changed configuration profiles. This limited innovation led 

to a more difficult and inflexible management in traditional 

networks that no longer meet recent requirements in 

datacenters and complex service provider networks. Cloud 

Providers provide storage and computing resources 

instantaneously that can scale very fast. Even in large 

corporate and academic networks, conventional network 

managements do not cope with today’s bandwidth, 

virtualization and dynamic reconfiguration requirements. 

Networks on these scenarios have to be easily 

programmable, manageable and monitored to support high 

reactive requirements and scale fast. 

Software Defined Networks (SDN) [1] and Network 

Functions Virtualization (NFV) [2] have been proposed as 

models to solve those problems: SDN introduces a 

centralized controller that can define network policies with 

pre-defined and simple software implemented functions, 

and decouples the system that makes decisions about traffic 

modeling and network services from the forward plane 

devices. NFV introduces the concept of Virtual Function 

Virtualization that consists on a simple network service that 

is not a dedicated hardware but is running virtually and 

centralized on commodity hardware. Despite the fact that 

Software Defined Networks guarantee a global view and 

management of the network, the configuration flexibility is 

closed to the programmability offered by the forward plane, 

mostly provided by the OpenFlow protocol. Therefore, 

modern networks often combine NFV with SDN to support 

complex network services implemented on virtual machines 

with custom software.  

This thesis aims to research the potential of SDN based 

solutions for implementing advanced network services in 

basic switches supporting the OpenFlow protocol, as well 

as provide a working implementation with real world 

scenarios tests and evaluation. 

Motivation 

Networks are increasingly larger in number of devices, 

diff erent services and requirements. Requirements are more 

demanding, and services are more complex and demanding 

as well. Large corporate, Internet Provider and Academic 

networks are an example of networks that must be more 

flexible, reactive and, above all, proactive.  

In order to deal with this increased complexity, two 

paradigms were recently introduced: 

• Software Defined Networks address the problem of 

distributed control plane between nodes, maintaining a 

global and centralized view and control of the network 

topology and state. The network can be managed and 

adapted based on the global state and monitoring and not 

based on the view of a single network node. 

• Network Functions Virtualization addresses the problem 

of volatile network services and requirements with software 

virtualization of network functions that can be running on a 

commodity hardware. These network functions can be 

programmed to react to the always changing needs avoiding 

the need for adapting, configuring or buying new hardware. 

However, some common network services are not available 

as generalized services ready to be used with SDN because 

is not easy to implement these functionalities with the 

standard rules offered by network nodes to the SDN 

controller. Implementing those services with OpenFlow 

rules for each specific network case is a time consuming 



and difficult task. Some network services have NFV 

implementations that run on virtual machines, but this can 

introduce overhead and unnecessary costs because of the 

virtualization support layer. With SDN, these common 

network services can be configured on the SDN controller 

but continue to be running on each network node. In the 

next sub-sections, the proposed strategies to overcome the 

problems of implementing common network services with a 

SDN-only solution will be described in further detail. 

 

STATE OF THE ART 

Software Defined Networks 

The concept of Software Defined Networks (SDN) started 

in the 90s. One of the first experiences in SDN was 

GeoPlex [3]. GeoPlex was a Java based AT&T Labs 

project, in which the main goal was to build a complex and 

heterogeneous internet provider network that would enable 

applications to cooperate in the network management. This 

new paradigm introduced more programmability and 

flexibility. To this end, SDN decouples the control plane 

from the underlying data plane and consolidates the control 

functions into a global software centralized controller. This 

centralized software control plane does not rely on 

hardware fixed functions and is not distributed across 

network nodes like in traditional networks. SDN functions 

can be slower than the traditional hardware implemented 

network functions but introduce a more flexible and 

reactive network management as they can be dynamically 

changed and cooperate with applications in a much better 

way than in a traditional single Switch or Router device. A 

centralized control software plane can dynamically define 

routes based on overall routing optimization because all 

network nodes have forwarding tables and forwarding rules 

programed by itself: this enables a more efficient and global 

optimization of the network. SDN eliminates the need for 

dedicated network devices executing network services like 

DHCP Servers, Firewalls or Intrusion Detection Systems 

because their functionality can be implemented as software 

applications that monitor and modify the network. 

SDN distinguishes from simple automated network 

configuration scripts because it introduces the notion of 

Operating System for Networks [4]. Like a computer 

operating system, the goals of a Software Defined Network 

are managing the network resources and providing an 

abstract view of all network components (with a well-

defined API) to the applications running on top of the SDN 

controller. The control layer is acting as an abstraction layer 

of the network infrastructure for the applications on the 

application layer. This can be compared to what an 

Operating System does on a real computer. The SDN 

controller is software-based and it is often named the 

Network Operating System (NOS). 

As seen before, SDN architecture consists of three planes: 

the data or forwarding plane, the control plane and the 

application plane. In contrast to the conventional networks, 

node devices in the SDN architecture carry only the data 

plane, only responsible for the forwarding operations. The 

devices on this plane receive the data packets and forward 

them based on instructions configured by a centralized SDN 

Controller, which resides on a central server. The 

configured rules in the data plane can include packet fields 

modification, include a packet discard and conditional 

processing. Because of the performed operations, the 

devices on this plane are often called Switches and the 

plane itself is often called forwarding plane. Figure 1 

introduces the three SDN planes. With SDN, the network 

operator interacts in the Management Plane with the 

centralized Control Plane that subsequently communicates 

with all network nodes on the Data Plane. 

 

 

Figure 1: Software Defined Network node planes 

 

Southbound Interface (SBI) 

SDN main goal is to extract the control plane from each 

network device and install it as a centralized service. All 

network nodes must be programmed by this centralized 

control service with the so called SDN southbound 

interface. It allows the use of vendor-agnostic forwarding 

devices in the data plane that communicate using the same 

“language” with the SDN Controller. There are multiple 

protocols that can define this Interface: OpenFlow, 

NETCONF [5] and ForCES protocol [6]. The ForCES 

protocol was never widely adopted but it was the first to be 

introduced on SDN. NETCONF was not introduced for the 

SDN paradigm but it is often extended to fit the needs of 

SDN. OpenFlow is the industry adopted standard for the 

SBI. Most of the current SDN controllers support this 

protocol. OpenFlow protocol [7] is the most notable 



implementation of this API. It was developed by Stanford 

University to make the centralized control service (SDN 

Controller) communicate with all this network components 

in the southbound API. All network devices in the data 

plane must be compatible with OpenFlow protocol so that 

they can be integrated with the SDN controller.  

Most commercial network equipment vendors have 

switches that support OpenFlow API. With SDN, the data 

plane abstraction should allow forwarding behaviors 

desired by an application installed on top of the control 

plane while hiding details of the hardware resources 

presented on the infrastructure. OpenFlow is the main 

implementation of that abstraction equivalent to a device 

driver in an operating system [8].   

In 2011, the ONF founded a consortium composed by 

Deutsche Telekom, Facebook, Google, Microsoft, Verizon, 

and Yahoo, to promote the SDN and OpenFlow adoption. 

OpenFlow is in a continuous update process to support new 

rules with new network protocols specifications and 

features. SDN Controllers often miss the OpenFlow update 

progress and are bundled with older versions of OpenFlow. 

This can demonstrate that the need for the research and 

development of other solutions in this area is more 

important than supporting all protocols or new packet fields 

specifications that are introduced. OpenFlow refers to the 

specifications of the forwarding nodes in the data plane, 

called OpenFlow Switches.  

There is other protocol complementary to OpenFlow for 

performing the initial OpenFlow Switch setup with the IP 

of the SDN Controller as well as other desired parameters. 

This protocol is the OpenFlow Management and 

Configuration Protocol (OF-CONFIG) [9]. The OpenFlow 

Switch will start a connection with the SDN Controller if 

there is a URI in the configuration. The default port for the 

communication between Controller and the OpenFlow 

Switch is 6653. After the connection starts, the SDN 

Controller can start installing new OpenFlow rules in the 

OpenFlow Switch. 

Control Plane 

SDN concept is based on the separation of the control plane 

from the data plane. Network equipment becomes simple 

forwarding devices and the control logic is now 

implemented in a software centralized controller. A 

centralized controller does not mean that the controller 

needs to be running on a single machine: it can be 

distributed across multiple servers for load balancing, 

scalability [10], security or performance issues. A 

centralized controller means that the network control plane 

is logically centralized and can be managed by applications 

in a central way without the need to configure and 

communicate directly with all network switching and 

routing devices. Other requirement for the SDN controller 

is to have knowledge of all network devices and topology. 

The controller abstracts the physical network topology and 

different devices to the applications running on top of it, 

creating different virtual network views depending on the 

applications requests to the Northbound API. Applications 

running on top of the SDN controller are like plugins that 

add functionality to the network and can be used to manage 

and monitor the network: these applications administer the 

SDN controller. 

There are multiple commercial and open source SDN 

controllers available. In this document, only open source 

SDN controllers will be considered because one of the 

goals of this project is to use one of them to test new 

services and functionalities. One of these open source SDN 

controllers is OpenDaylight [11]. OpenDaylight is an open 

source Java based project founded by The Linux 

Foundation in 2013. Many other existing SDN controllers 

were based on OpenDaylight. 

The SDN Controller often resides on a centralized server 

that can introduce a single point of failure. It is essential 

that SDN Controller is distributed across multiple instances. 

All the traffic between the Application Plane and the Data 

Plane is handled by the SDN Controller(s). This can 

introduce a single point of failure: in case of failure in the 

SDN Controller, the OpenFlow Switches do not generate 

the necessary OpenFlow rules on their own to handle 

network changes. This can also be avoided with OpenFlow 

rules with a higher timeout and with OpenFlow rules that 

do not depend on the SDN Controller for every new 

network connection. 

Northbound Interface (NBI) 

SDN Applications are in the top layer of the SDN 

architecture and use the Northbound API of the SDN 

Controller. This Northbound interface can be a REST API 

or a programming language. There is no standard yet 

defined for the Northbound API, but is expected that, in the 

future, a de facto standard will be defined [12] - [13]. To 

introduce the SDN as a Network Operating System, it is 

necessary to define a standard to the Northbound API, 

equivalent to the POSIX API in a computer Operating 

System. In the absence of such standard, each SDN 

controller has today their own Northbound API 

specification.  

Open Network Foundation (ONF) created a Working Group 

in 2013 to develop prototypes for the NBI [14]. The 

normalization of the NBI is essential for community 

building SDN applications that can run on multiple SDN 

Controllers. This Working Group has not released a NBI 

standard specification but it is creating multiple use cases 

with prototypes for analyzing the results with different 

levels of abstraction on the interface. 

 

Network Functions Virtualization 

Current networks need a centralized control plane and also 

need virtualization of network functions because the 

required network services are increasingly volatile. NFV 

implement network functions and services with software 



virtualization running on shared hardware resources 

(commodity hardware like servers, storage or switches). 

This concept introduces the ability for network providers 

and administrators to deploy new network services faster 

and cheaper because the hardware can remain the same for 

new services. Functions like a Firewall, IDS, NAT or 

DHCP server can be decoupled from the traditional 

dedicated hardware and be moved to virtual servers. 

SDN and Network Functions Virtualization (NFV) [15] in 

different domains. NFV is a concept that does not need to 

be coupled with SDN but is an obvious contribution to SDN 

if NFV and SDN are developed together: SDN introduces a 

centralized global control plane in which SDN controller 

can maintain a global view and management of the 

network. On the other hand, NFV can create network 

services from a set of hardware resources installed on an 

infrastructure. A big network would benefit from a 

centralized control with a set of virtual network services 

running on top of virtual resources installed in the 

infrastructure. The Figure 2 and the list below presents the 

NFV architecture layers and each main component 

description. 

 

 

Figure 2: NFV architecture layers 

 

• Virtual Network Functions (VNF) are virtual 

implementations of Network Functions like DHCP servers 

or Firewalls. A complex service can be composed by one or 

more VNFs. 

• Network Function Virtualization Infrastructure is the 

environment where VNFs run, composed by hardware and 

software resources. The hardware is composed of 

computing, storage and network resources. Virtual 

resources are abstractions of this resources. 

• NFV Management module provides the functionality to 

deploy, configure and monitor the VNFs in the 

infrastructure. 

 

PROPOSAL 

The main contribution of this work is the implemented 

algorithms of network services with OpenFlow. For this 

work, the Floodlight was used to implement the network 

services algorithms in Java because it has a good modular 

architecture that facilitates the development of new 

functionality on top of the SDN controller and the module 

development process is well documented in the Floodlight 

official website. The network services will run on the 

Floodlight SDN controller as custom modules that expose a 

service with a REST API that is ready to be configured and 

instantiated multiple times depending on the network 

administrator needs. These modules will interact with 

OpenFlow switches to setup the rules necessary to 

implement the desired network services. Figure 3 presents 

the overall project architecture. 

 

 

Figure 3. Project overall architecture 

 

Modular architecture 

This project is based on multiple modules. Each module 

implements a single network service. Modules are 

independent but can use the internal API exposed by one 

another. For example: the NAT module can use the Routing 

module because packets must be routed through the NAT 

device. Each module can instantiate multiple instances of 

the provided service that are managed by an exposed API 

and can use the built-in modules already provided by the 

Floodlight controller. These built-in SDN controller 

modules are the default and main functionality provided by 

the Floodlight controller and in this project are mostly used 

to dispatch rules to OpenFlow Switches or to get 

information about network topology. 

Different SDN Controllers (other than Floodlight), may 

have different ways and concepts to handle the integration 

between features and network services but these principles 

introduced by Floodlight provide a good environment for 

the development of new modules with new functionality. 

Open SDN Controllers must have an equivalent design for 

allowing developers to extend and add new functionalities: 

the most necessary and critical features may live in the core 

of the SDN Controller with a well-defined API so that other 



features can be implemented using that API. In the next 

sub-sections, some Floodlight modules with functionality 

necessary to the proposed services will be presented. These 

modules may have equivalent implementations on other 

SDN Controllers with an API that offers the same 

functionality with similar design. 

Layer 3 Routing module 

Most network infrastructures need routing at layer 3 of the 

OSI model where packets are sent to a specific next-hop IP 

address, based on the destination IP address. The layer 3 

provides that functionality, transferring network packets 

from a source to a destination host via one or more 

networks. A traditional layer 3 routing device has to 

populate its own Routing Table that contains a list of all 

possible destination IP addresses and its subsequent next-

hop or link to use to forward the packet. Traditional routers 

implement a distance-vector routing protocol to determine 

the best route for data packets based on distance or cost. 

These routers have to exchange packets containing 

information and updates about each other so that they can 

build an internal state containing information about 

neighbors and distances to build Routing Tables and other 

internal structures necessary to the implemented protocols. 

This does not apply to SDN where we can implement the 

layer 3 routing functionality without the need for each 

network forwarding device to collect and maintain 

information about the network. The SDN controller knows 

the network topology and can calculate costs, distances and 

other useful metrics to build the routing service.  

This module will be composed by multiple components 

with well-defined functions. Each component can use the 

SDN Controller core services to dispatch actions or listen to 

subscribed events. The desired OpenFlow rules will be 

installed using the SDN Controller’s OpenFlow provider. 

The OpenFlow connections will be maintained by the SDN 

Controller based on each module requirements. This 

module will also expose a REST API (using the Core REST 

API Service) and a Java API (exposing a new Service to the 

SDN Controller that every module can use). Figure 4 

presents the overall architecture of the Layer 3 Routing 

module and its interaction with the SDN Controller.  

Every SDN Controller must expose a Northbound API for 

allowing network administrators to configure the Software 

Defined Network. Although this Northbound API is not 

normalized, most SDN Controllers implement a REST API 

that offers the ability to configure the SDN services in a 

similar way. In Floodlight, the modules can expose an 

internal Java based API (using the Service nomenclature) 

that can be used by other modules. Other SDN Controllers 

offer this possibility, with other internal API technologies, 

but the concept is mostly the same. The design of this 

internal API is based on the desired network functions and 

not in the SDN Controller or implementation language. 

 

 

Figure 4: Architecture of Layer 3 Routing module 

 

This module also has 2 listeners: one for listening to 

changes on the devices connected to a specific OpenFlow 

Switch and other to listen to OpenFlow messages that arrive 

at the SDN Controller. The OpenFlow dispatcher of this 

module (on the bottom left of the module box in Figure 4) 

is responsible for building the OpenFlow messages that will 

be queued on the SDN Controller to be sent to the 

respective OpenFlow Switch. 

NATBox module 

Every home router device has a Network Address 

Translation service running to remap the home private IP 

address space into the ISP address space by modifying the 

datagram packet headers. The State-of-the-art section of 

this document presented multiple reasons why corporate 

and datacenter networks also have NAT implementations, 

but the main one is to provide a method for multiple hosts 

to use the same public IP. Most traditional network router 

devices implement a NAT service that has a NAT table 

with entries for every connection. These entries represent a 

map between the private IP address space and the public or 

outside IP address of the device running the NAT. To 

implement an equivalent service in SDN, there is no need 

for the devices that are modifying the datagram packet 

headers to have this NAT table and logic. The SDN 

controller maintains a global state of the network and, in 

this case, it can maintain the NAT service state and dispatch 

new rules for OpenFlow switches for every connection. 

Observing the example network of Figure 5, we are going 

to consider that host 1 of the private network (on the left) 

wants to open a TCP connection with the public host (on 

right) and that the private network is not accessible from the 

outside of 192.168.0.0/24 network. If we consider a 



traditional network, the IP address of host 1 needs to be 

translated to an IP address on the 10.0.0.0/24 address space 

by the routing gateway device. These are the steps 

dispatched: 

1. Private host sends an ARP request asking for the MAC 

address of the default gateway. 

2. Default gateway replies to the ARP request with its MAC 

address 

3. Private host sends the data packet to the default gateway 

4. Default gateway (the bottom-left box on Figure 3.3) 

translates the packet source address (from 192.168.1.100 to 

10.0.0.1) and fills a new entry on the NAT table. 

5. The new packet is forwarded until it reaches the 

destination 

6. The public host replies to the packet and that packet 

eventually reaches the device that translated the previously 

sent packet (bottom-left box on Figure 5) 

7. The packet is translated back based on the previously 

filled NAT entry. The destination MAC address field must 

also be changed to match the private host MAC address. 

8. The packet is forwarded back to the private host. 

 

 

Figure 5: Architecture of the NATBox module 

 

The installed OpenFlow rules on the OpenFlow switches 

have to expire and be refreshed based on the existing 

connections that are being handled by the NAT module. A 

higher expiration time can generate errors because of new 

connections being translated with old OpenFlow rules of 

connections that does not exist. A lower expiration time can 

overload the SDN controller because the data packets are 

redirected (like the very first one) to the SDN Controller. 

This NATBox module architecture is composed by multiple 

components that can use the SDN Controller core services 

and other external implemented services to dispatch actions 

or listen to subscribed events. The desired OpenFlow rules 

for each NAT entity running on different OpenFlow 

Switches will be installed using the SDN Controller’s 

OpenFlow provider. This module also exposes a REST API 

(using the Core REST API Service) and an internal Java 

API (exposing a new Service to the SDN Controller that 

every module can use). Figure 5 presents the overall 

architecture of the NATBox module and its interaction with 

the SDN Controller and the previously presented Layer 3 

Routing module.  

This architecture provides a good template for 

implementing these algorithms, with different SDN 

Controllers, that support OpenFlow in the Southbound 

Interface. The main goal of this project is to study the 

advantages of an OpenFlow solution for implementing 

these network services in contrast to a NFV solution, where 

these services would run on commodity virtual machines 

that can introduce overhead. In the next section, the 

implementation details on Floodlight Controller will be 

described so that we can analyze the resulting work on 

Mininet in the Evaluation section. 

 

IMPLEMENTATION 

The implementation work consists on creating new Java 

modules for the Floodlight SDN Controller. These 

developed modules will dispatch OpenFlow rules on the 

OpenFlow Switches connected to the SDN Controller. 

During the development process, these implemented 

OpenFlow rules had to be debugged and tested on small 

network topologies. Mininet was used to emulate a simple 

network topology with a set of OpenFlow Switches that 

connect to the SDN Controller being developed. To connect 

all these elements, Docker was used. Floodlight is a Java 

project and because of that, will run in a Docker container 

with Java tools installed. Mininet will run on another 

container on the same network. OpenFlow switches were 

configured on Mininet to connect to the Floodlight 

container’s IP address. 

Development environment 

The Floodlight project contains multiple Java dependencies 

and modules. The compilation time on a laptop with an 

Intel i5 processor is approximately 5 minutes. This value 

seems small but for making and testing small tweaks on the 

developed modules, this process adds a 5-minute delay until 

the changes are ready to be run. To speed up this process, a 

virtual private server was used with docker-machine 

installed. The project code lives on the laptop but the 

Docker containers are running on the virtual private server. 

A quad-core processor with 16GB of RAM was used to run 

the docker containers with Floodlight and Mininet projects. 

Figure 6 presented the overall Docker setup. 



 

 

Figure 6: Remote docker-machine setup 

 

Layer 3 Routing module 

On a common network without SDN, routers use RIP and 

OSPF protocols to get information about neighbors. Every 

router builds a routing table containing the subsequent 

destination network and the interface that must be used for 

a packet to reach that network. Host computers connected 

to a router, must have an IP address and the default gateway 

configured. With that, packets are sent to the default 

gateway (a router with that IP address) and that router is 

responsible for handling the packet through the correct 

output interface. Hosts use ARP to get the MAC addresses 

of the machines with the desired IP address. For a host to 

send the packet to the default gateway, first needs the MAC 

address of the default gateway. An ARP request packet is 

created and broadcasted to the network. The router receives 

that request and answers with an ARP reply packet 

containing it’s IP address. 

 

NATBox module 

Considering a network with a routing service already 

configured, the NATBox runs transparently on the NAT 

gateway. On a common network without SDN, this gateway 

can be a home router or a hardware dedicated device to 

translate IP addresses. Based on the destination IP address 

of the data packets generated by the private network hosts, 

the NATBox has to fill a NAT Table containing NAT 

Entries. Each NAT entry describes a TCP connection, a 

UDP data flows or a PING packets flow. An entry contains 

the source IP address, the source port, the destination IP 

address and the destination port. If packet flows are from a 

PING, the source and destination port fields do not exist: 

the ICMP identifier is used to distinguish different PING 

requests from the same private network.  

New data packets arriving at the NATBox from the private 

network, do not get matched by any NAT Entry. The 

NATBox needs to create a new entry and choose a random 

port number for the TCP/UDP source port field, for 

identifying that packet that will be translated and send. The 

destination host will reply with data packets to the IP 

address of that NATBox with the destination port 

previously chosen by the NATBox. That port number will 

help NATBox finding the correct NAT entry for translating 

the packet back to the IP address and Destination port of the 

desired host on the private network. For ICMP packets, the 

process is identical but, in this case, the ICMP Identifier 

field is used. Some PING programs do not support this field 

and because of that it is impossible to run a NAT on top of 

this type of packets. For the majority of PING programs, 

that field is support and used by the NATBox to identify the 

different packets. NATBox will choose a new ICMP 

Identifier for packets arriving from the private network and 

save that number to the NAT entry. When the destination 

host replies with an ICMP reply packet, the NATBox will 

identify that packet because the ICMP identifier on the 

packet get matched with one NAT entry. The NATBox can 

translate the packet back to the original ICMP identifier 

present on the NAT entry and send the translated packet 

back to the initial host on the private network. Figure 7 

presents a common NATBox flow when packets from the 

private network arrive. 

 

 

Figure 7: NATBox common flow 

 

The NATBox module will install the necessary OpenFlow 

rules on the OpenFlow Switch that will be emulating a 

NATBox. Those OpenFlow switches must have the Layer 3 

network rules pre-installed so that the packets can be 

forwarded to other networks after the translation process. 

Therefore, the NATBox module implementation depends 

on the Layer 3 Routing module. Every new connection 

from the private network has to be redirected to the 

controller so that the controller can install the necessary 

translation rules to that specific connection on the switch. 

For TCP and UDP packets, the Source Port field is used to 

identify packets from different connections and hosts. The 

NATBox needs to generate a new Source Port number to 

the packet after it leaves the NATBox translated with the 



source IP address already updated with the NATBox public 

IP address. For ICMP packets, the ICMP Identifier field is 

used in a similar way as the Source Port is in UDP/TCP 

packets. For TCP and UDP packets, the translation can be 

made directly on the OpenFlow Switch but for ICMP 

packets, the translation must be made on the Controller. 

Before introducing more implementation details, this 

problem must be discussed so that we can understand this 

workaround. Floodlight ICMP implementation does not 

offer a way to get the ICMP Identifier field. OpenFlow also 

has this problem: in OpenFlow specification 1.5.1, there is 

no ICMP Identifier field available to be matched or 

modified. This problem can be solved on Floodlight, 

contributing to the Java modules that implement the ICMP 

packets encoding and decoding. For this work, the ICMP 

Java class on Floodlight was extended and the 

encoders/decoders methods were modified. The first 32 bits 

from the ICMP packet header were already decoded by the 

Floodlight ICMP Java class. For this thesis, the decoder 

was modified so that the following 16 bits of the ICMP 

header were fetched and then decoded as a short number to 

the ICMP Java class.  

OpenFlow specification cannot be modified on the 

Floodlight source code because the OpenFlow switches will 

not understand the additions that could be made so that the 

ICMP Identifier field was decoded. The NATBox 

implementation with SDN must order all OpenFlow 

switches to redirect ICMP packets to controller so that the 

controller itself can translate them. This problem can be 

solved with an update to the OpenFlow specification but for 

more flexible implementations of services with 

programmable switches, P4 language can be used. With P4, 

there is no need to wait for OpenFlow new specifications or 

to be closed to the parameters that can be matched and 

modified though OpenFlow protocol. P4 offers the 

capability of programing the compatible switches with 

simple programs that can expose a custom API to the SDN 

Controller. Custom matches and actions can be made on 

packet fields without a closed specification or pre-defined 

set of actions. P4 is not widely used but for implementing 

network services within SDN, it can be essential. 

 

EVALUATION 

The project implementation consists on a set of Java 

modules that were integrated in the Floodlight Controller 

source code. The Floodlight is based on Java and it is 

compiled with the help of Apache Ant. Apache Ant is a 

command-line tool for handling the build process of big 

Java projects. The implemented modules have to be tested 

with different network topologies and scenarios. These 

different scenarios were emulated on Mininet. The 

Floodlight has to be connected to the Mininet emulated 

network. To help on the deployment process of the testing 

environment, all necessary components will be dockerized 

and will run on a docker machine that is hosted by a Cloud 

Provider. The project can be tested on a local docker 

machine, but many computational resources are needed to 

run large emulated networks and to build the Floodlight 

controller swiftly. These docker container are instantiated 

with the help of Docker Compose. Docker Compose is a 

tool for handling multi-containers environments by defining 

the required containers configurations in a special YML file 

called docker-compose.yml.  

Network emulation 

To create the necessary network scenarios, there has to be 

created multiple network topologies for installing the SDN 

Controller with the implemented services. Mininet was used 

to emulate these networks because it is a Python network 

emulation tool that provides support for emulating 

OpenFlow switches and Linux hosts in custom defined 

topologies instantiated by Python scripts. Multiple Python 

scripts were used to instantiate different network scenarios 

with different network service configurations. In the next 

sub-section, multiple network topologies (and subsequent 

testing scenarios) are going to be presented. All 

implemented network services are generalized and ready to 

be configured for different networks. Mininet provides a 

Python API to generate the network topology and control 

each network node.  

Observing this Figure 8 as a traditional network, the desired 

scenario includes a NAT service running on a router 

connected to h1 (on the left side of the figure) and another 

NAT service running on the right side of the first NAT (the 

middle network node). The last network device on the left 

will only act as a network router.  

 

 

Figure 8: Simple topology for the Double NAT test 

 

Results 

The following results were captured on the network with a 

Simple Topology with two OpenFlow Switches and hosts. 

The first functional test consists on a simple PING request 

between the hosts of the Simple Topology. The first host 

(h1) is configured on the private network 192.168.1.0/24 

and the second host (h2) is configured on a network 

emulating a public network with the IP address of 



10.0.0.0/24. Two Wireshark probes were placed on the 

links between the first host and the first switch, and 

between the two switches. Observing the Wireshark capture 

results, it was possible to confirm that packets were 

translated correctly, and the packet IP checksum was also 

correct. This test proves that the NATBox module is 

working properly.  

Figure 9 presents the Round-Trip Time (RTT) of a PING 

request by each sequence number. We can observe that 

periodically the RTT is exceptionally high: this represents 

the OpenFlow rules installation on the OpenFlow switches. 

As discussed on the Implementation section, the SDN 

Controller refreshes the OpenFlow rules for the NATBox 

and Layer 3 Routing modules periodically. 

 

 

Figure 9: PING RTT by sequence number on Simple Topology 

 

After the PING request, an iPerf bandwidth test was 

performed for 50 seconds in the same Double NAT 

topology. Figure 10 presents the iPerf test results per 

second. A TCP connection was used for the iPerf test. The 

result was a 50.6 Mbit/s average bandwidth usage during 

the 50 seconds transfer time. The same test was performed 

in the same topology but without the two NATs. The result 

was similar (a 50.5 Mbit/s average bandwidth usage) which 

shows that the NAT service does not reduce the maximum 

bandwidth available. The average bandwidth usage was 

higher on this test comparing to the Layer 3 Routing tests 

because the network topology used on the Layer 3 Routing 

tests was larger. To maintain the same maximum bandwidth 

available in larger emulated network topologies, more 

computational resources are needed. For these tests, the 

same testbed was used for all topologies because the 

evaluation is done by comparing the average bandwidth on 

the same topology with the developed service running or 

without the service running, and not by comparing the 

results from different topologies. 

 

 

Figure 10: Bandwidth per second of an iPerf TCP request on 

Simple Topology 

 

CONCLUSION 

The main goal of this project was to investigate the 

advantages of a SDN-only solution for decoupling multiple 

common network services from the closed and proprietary 

traditional hardware implementations. The implementation 

of these services was very challenging because the 

programmable rules offered by standard OpenFlow nodes 

are only based on network data packets inspection, 

modification and forwarding. The set of common network 

services developed was evaluated comparing to a traditional 

hardware solution. The developed network services can 

reduce the overhead introduced by a NFV solution because 

there is no need to redirect all traffic to the VNF virtual 

machine. The contribution of this thesis is based on a set of 

network services that are seldom implemented in standard 

SDN controller. Therefore, we show that this solution can 

be an alternative to implement some network services 

without the virtualization layer needed by the NFV 

paradigm. 

NFV can introduce a faster deployment of network services 

by using the same physical equipment to run different 

services. The infrastructure that hosts the NFV has to be 

able to provide performance at least as good as what the 

proprietary hardware appliances provide because VNFs can 

consume more CPU resources caused by the virtualization 

layer. In the other hand, SDN introduces more network 

programmability and centralized management by providing 

a centralized Controller that programs all network nodes. 

OpenFlow is the most used protocol for the communication 

between the SDN Controller and the network nodes. 

Implementing common network services within NFV can 

introduce overhead and high resources usage. Implementing 

these services within SDN is challenging and for some 

services can be hard or even impossible, due to the limited 

basic functions implemented in barebone OpenFlow 

Switches.  

This thesis proved that a SDN-only solution for a NAT, 

DHCP Server or a Routing service is possible and can be a 

more efficient solution because there is no need to forward 
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all traffic to the VNF virtual machine. Some network 

services can be impossible to implement using only 

OpenFlow rules because this protocol only provides the 

capability of programming the OpenFlow Switches to 

inspect, modify and forward network packets. These 

complex services can be implemented with NFV in a 

Software Defined Network that has the common network 

services implemented with OpenFlow rules. This solution 

uses the best of the two paradigms to build a more efficient 

and manageable network with faster deployment of new 

requisites and services. P4 language can improve the 

implementation of new network services with SDN by 

providing a more flexible programming of network nodes. 

This can reduce the need for the VNFs to support the 

network services that handle more traffic introducing more 

network efficiency. 
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