
Predict political orientation of Twitter users
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Abstract—Social Network sites like Facebook or Twitter
have been widely adopted by politicians for the disclosure of
personal opinions and for advertising political campaigns with
the objective of increasing the potential electorate. Nowadays
the polls system is not the most reliable source of information
regarding the arrangement of dependable data capable of
allowing the political parties to switch strategies with confident
expectation for better results. This document presents an
algorithmic system capable of realizing a prediction regarding
the political orientation of Twitter users by comparing the text
publicized by each person to those of political parties in attempt
to close this gap of unqualified information. To realize the
prediction of political orientation, a popular group of well known
machine learning algorithms were implemented and orchestrated
together into a single algorithm which correctly classified 92%
of political linked users as left or right wing supporters, and
considered, based on a large sample of Portuguese Twitter users
with unknown political side, that 82% are possibly left wing
oriented.

Keywords: Political orientation; Social Networks; Twitter;
Machine Learning; Text classification.

I. INTRODUCTION

It is known that most people nowadays own a very rich
online background, enabled by the appearance of social net-
works in the end of the 20th century [7], which holds useful
latent information that many third parties would like to make
use of. Twitter, a popular micro-blogging website, is one of
those networks trusted by a vast amount of users (reaching the
300 thousands [25]) that depend on it to share and provide
first person impressions about current events while triggering
discussions. These kinds of social networks, such as Twitter
and Facebook, are known to be used by politicians, who
understood the potential of such websites for the advertising
of political campaigns, an event that is most noticeable during
election period. Political discussions on Twitter have been
studied over the past years with the sole purpose of identifying
ulterior characteristics of people in order to clarify their
political position with higher degree of certainty than the
antique polls methodology. The target of such studies was
not always the same, where some attempted solely to gather
textual properties of individual tweets [2], others endeavored
to boldly predict the results of actual elections [17][26][19].
The techniques used behind the scenes to gather this kind of
information rely heavily on machine learning algorithms which
use the textual content of tweets in order to guess the political
orientation of the corresponding user.

The approach described in this document, motivated by
previous history, was to implement such system in the Por-

tuguese election system making use of social activity infor-
mation from Twitter over the country. The system provides
direct classification output in regard to the political side of a
user given the provided tweets. By considering input from 4
different algorithms it is expected that the system behaves in
a consistent manner, as each algorithm captures data trends
differently, enabling the pursue of the best classification route
through.

Considering the tweets of a group of 42 manually annotated
political individuals with different political affiliations, the
system learns to distinguish the combination of 250 features
that best fit a given political side or group by training upon
the provided dataset.

Each case study differs only in the provisioning of training
data and in the set of selected features. In the first case study
the system is trained according to the distribution of the most
relevant Portuguese political parties achieving training score
of 44% while correctly classifying 92% of the users from
the same political cluster on prediction. The second and third
scenarios aggregate the classification in two major political
sides such as Left and Right each considering a different
method for the selection of features. The first used the set of
features generated from a recent keyword extraction algorithm
achieving a training score of 63% while the other considered
the classic bag of words method achieving a training accuracy
of 67%. Both successfully predicted between 80-90% of the
political users reckoned in the training stage.

II. BACKGROUND

A. Twitter

Twitter is a popular social networking website where users
share short messages, called tweets, to the public. By captivat-
ing around 330 million users worldwide, Twitter is a worthy
experiment subject, especially if the communications of its
users are publicly available with no kind of special restriction.

A Twitter post, known as a tweet, is a stream of data limited
to 140 characters. This limitation on characters imposes the
content of the tweet itself to be more concise and directed,
inciting the user to sometimes make use of a particular textual
feature which is the hashtag. An hashtag is a short token
started by an hashtag(#) sign followed by some short text
compressing a larger one. For example, the hashtag #tbt com-
presses the meaning Throw Back Thursday in just 4 characters.
The developed system does not have special consideration for
hashtags still these can be available as features.

Twitter also allows its users to reference someone in the
content of a tweet, a feature which is called a mention, enabling
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a reference to a specific person by specifying the at(@) sign
followed by a given username as in @donaldtrump. This
functionality in resemblance to the previous is not consciously
explored, being only covered in the generated feature set.

B. Sentiment analysis

Sentiment analysis, also known as opinion mining, is the
process of categorizing textual or verbal input, through the
usage of Natural Language Processing (NLP) techniques, in
order to assess the sentiment underlying such content.

Networks like Twitter and Facebook have been subject
to much research in the field of sentiment analysis. A re-
cent paper disclosed a machine which was more accurate
to predict a person’s personality than a fellow human [27].
An International Personality Item Pool (IPIP) [10] person-
ality questionnaire was provided to a set of Facebook users
where each would describe his/her personality according to
the questionnaire guidelines measuring the traits of openness,
consciousness, extroversion, agreeableness and neuroticism.
The friends of each user who answered the questionnaire, were
asked to provide their opinion in regard to the personality of
his/her friend. The developed model, trained on a set of Face-
book Likes obtained from the initial participants, outscored the
judgments made by the user’s friends correctly guessing the
personality of 56% of the original users in comparison to the
results obtained by the user’s friends judgments of 49%.

In resemblance to the previous study another was carried
which cared for predicting Facebook users personality us-
ing information publicly available from their profile [9]. An
IPIP Five-Factor personality questionnaire was assembled and
shared across users from the Facebook network gathering
input from about 280 users. By answering the questionnaire
users provided access to crucial information such has their
profile details, religion, education and location, activities and
preferences, language features and more. Considering only
170 users from the total, due to information limitations, using
74 distinct features for classification, the regression analy-
sis algorithm, implemented using Waikato Environment for
Knowledge Analysis (WEKA) [11], suffered from an average
error of only 11% in comparison to the actual personality trait
value measured using the IPIP survey.

Another study aimed at classifying latent user attributes
including gender, age, regional origin and political orientation
based on the language provided by a Twitter user considering
his tweets [20]. By teaching the model on a set of manu-
ally annotated users, when considering hashtag information
together with the remaining content of the post, the model
which corresponded to an n-gram system with 1 6 n 6 2,
correctly classified 83% of the users in regard to their political
orientation.

C. Political engagement

Up until recently Facebook has been subject to many studies
of political nature that went interrupted by the latest outbreak
of privacy abuse in regard to the Harvard Analytica case.
Nevertheless, those studies provided critical insight in regard

to the potential of social networks for predicting political
alignment.

A study conducted on Facebook considered the content of
a set of political Facebook pages to train a Support Vector
Machine (SVM) for predicting the political side or faction of
Israeli users achieving scores of over 90% [5] over the same
training group. The model resulting from this research was
also capable of identifying swing voters, which correspond to
people with tendency for alternating political sides.

Another work motivated by the 2010 US election campaign
expenses developed an SVM classifier capable of predicting
the political orientation of Twitter users with 90% accu-
racy [3]. By manually annotating a group of 1000 users as Left
or Right political supporters, the model was able to train using
a stable supervised approach. In a first experiment only textual
content was considered while in the second, merely hashtag
metadata was adopted for training the algorithm. The model
trained on hashtags outperformed the first by 10% reaching
90% in accuracy.

Table I holds all relevant studies inspected throughout the
development of this thesis. The papers disclaimed in the table
were considered the most important and most relatable to this
work.

D. Algorithms

The algorithmic system implemented in this project makes
use of 5 relevant algorithms, 4 of which are used for classifica-
tion and a fifth which is used for textual processing, enabling
the execution of a major political classifier. These algorithms
are briefly described next.

1) RAKE: Extracting keywords is one of the most important
tasks when working with text. Keywords can summarize the
contents of a document allowing readers to quickly judge
its worth, websites such as Google to group similar docu-
ments, and algorithms to reduce the dimensionality of the
problem [13][12][18]. RAKE or Rapid Automatic Keyword
Extraction is a recently developed method used for keyword
extraction released in 2015 [22]. Its working method is based
on the fact that keywords frequently contain multiple words
but rarely contain standard punctuation or stop words or others
with minimal lexical meaning. The algorithm receives as input
a list of language-specific stop words, and a set of phrase
and word delimiters. Upon starting keyword extraction on a
document, RAKE parses its content into a set of candidate
keywords.

Tonight, a Brazilian judge blocked WhatsApp for
more than 100 million people who rely on it in
her country. We hope the Brazilian courts quickly
reverse course. If you’re Brazilian, please make your
voice heard.

The above quote by Mark Zuckerberg is first split into an
array of words specified by word delimiters, then split into
sequences of contiguous words at phrase delimiters and stop
word positions. Words within a sequence are assigned the same
position in the text and together are considered as a candidate
keyword resulting in the following:



Table I: Important studies assessed while developing this thesis.

Ref. Year Objective Platform Training base Methodology Performance

[27] 2014 Compare computer and human
personality judgments Facebook Facebook likes

Lasso linear regression compar-
ing with IPIP questionnaire re-
sults

56% vs 49% accuracy for com-
puter and human respectively

[9] 2011 Predict user personality Facebook Public profile
attributes

Gaussian and Decision Trees re-
gression comparing with IPIP
questionnaire results

Mean absolute error of 11% for
each personality factor in relation
to survey results

[20] 2010 Classify latent user attributes Twitter user tweets socio-linguistic and n-gram fea-
tures SVM classifier

83% accuracy using n-gram
model for political orientation

[5] 2015 Predict political orientation of
users Facebook Political pages Text categorization classifier

(type undisclosed)

90% when classifying political
users; 82% for regular users clas-
sification

[3] 2011 Predict political orientation of
users Twitter Political user

tweets
SVM classifiers based on tweet
textual content and hashtags only

80% score using textual content;
90% accuracy based on hashtag
metadata

Tonight – Brazilian judge blocked Whatsapp – 100
million people – rely – country – Brazilian — please
make – voice heard.

Next the algorithm builds a graph of co-occurrences based
on the extracted candidate set, and assigns to each term a score
defined as the sum of its member word scores. After the candi-
date keywords are scored, the top T scoring candidates (T as
one third of the number of keywords in the graph [22][18]) are
returned as representatives for the document, being Brazillian
the highest scored keyword out of the 5 to be returned. Notice
the existence of candidate keywords comprised of more than
a single word which may as well be returned.

2) Support Vector Machine: The Support Vector Machine
(SVM) is a state of the art supervised learning algorithm devel-
oped for pattern classification [4]. The SVM algorithm solves
an optimization problem which is to plot an hyperplane on
conditions of maximal margin between points in data clusters.
In a 2D space the search for the optimal margin between
clusters is an optimization problem focused on minimizing
in (w, b) the ‖~w‖ , subject to yi(w · xi + b) > 0 for any
i = 1, 2, ..., n where ‖~w‖ is the norm of the hyperplane
and b the bias or intercept of the line as depicted in figure 1.
Solving the equation will return the smallest value for ‖~w‖ .

For a more abstract example of the SVM, consider plotting
on a 2D space a few data points where each one would
represent a person with certain characteristics that would fit
into a specific category known beforehand. After finding the
desired line which maximizes the margin between the clusters
of points, the SVM would be able to receive an unknown
data point representing a person, and assign him or her to one
of the two categories in either side of the hyperplane. The
algorithm considered in this thesis is not limited to a binary
classification, rather it supports categorization in more than 2
classes. In such cases, a One-Versus-All (OVA) SVM approach
is considered, where one SVM is fitted per class being that in
the end the data point is assigned to the label corresponding
to classifier with the highest score.

Figure 1: Projection of vector ~a onto the normal ~w resulting
in ~p.

3) Naive Bayes classifier: The Naive-Bayes classifier is a
technique based on the Bayes Theorem with an assumption of
independence among predictors. The classifier assumes that
the presence of a particular feature in a class is unrelated to
the presence of any other feature. For example, a fruit may
be considered to be an apple if it is red, round and about
two centimeters in radius. Even if these features depend on
each other or upon the existence of other features, all of these
properties independently contribute to the probability that the
fruit in question is an apple and that is why it is known as
Naive.

P (A | B) =
P (B | A)P (A)

P (B)
(1)

Despite the naiveness, the algorithm tends to outperform
more powerful alternatives[21][6]. The applications of the
Naive-Bayes classifier range from making decisions about
treatment processes[14] to the filtering of spam emails[24].

4) K-Nearest Neighbors: The K-Nearest Neighbors (KNN)
is a non-parametric method used for classification and regres-
sion that has been used for estimation and pattern recognition
since 1970[1]. It can be considered as a supervised learning



algorithm as it makes use of previous known data in order
to classify new information. For this work, the KNN will be
used as a mean for classification on which the output of the
classifier will be a class membership. Figure 2 presents an il-
lustrative example of the application of the KNN algorithm on
which it classifies an unknown data point using the neighbors
perspective.

Figure 2: KNN algorithm for classification.

Disregarding the differences between the possible distance
metrics, such as the Manhattan or the Minkowski distances,
the unknown red star in figure 2 may be considered a blue
hexagon when considering K = 3 neighbors or a green square
accounting for K = 5 neighbors.

5) Perceptron: The Single-Layer Perceptron, invented in
1957 at the Cornell Aeronautical Laboratory by Frank Rosen-
blatt [8], is an algorithm used for learning a linear binary
classifier: a function that maps its input x to an output value
f(x) as represented in equation 2.

f(x) =

{
1, w · x+ b > 0

0, otherwise
(2)

The main components and architecture of a Single-Layer
Perceptron, inspired by the information processing of a single
neural cell, are illustrated in figure 3, where the x value
corresponding to each of the features x1 and x2 becomes input
for the Perceptron. The input value 1 is the bias.

The weights, w001, w011 and w021 are values computed
over time while training the model. Each weight starts with a
random value which is adjusted over each training iteration
according to the obtained training error. The weights and
corresponding features are multiplied and summed accordingly
as specified by the weighted sum function that returns a real
number input to the last neuron.

Finally, the output layer neuron computes the result by
converting the input originated from the weighted summation
into the final output value according to the activation function.
This process is named forward pass. The activation function
for the Perceptron is described in equation 2 with the addition

Figure 3: Architecture of a Single-Layer Perceptron.

of the remaining weight-input pairs corresponding to the input
features.

The learning phase of the Perceptron occurs after each
forward pass where each weight is adjusted according to
equation 3.

wnew = wold+α×(outputexpected−outputpredicted)×x (3)

.
If the output is predicted correctly, the weight value will

be kept for the iteration as the result of the procedure α ×
(outputexpected−outputpredicted)×x is equal to zero forcing
wnew = wold. The parameter α is an hyper-parameter called
learning rate which controls the weight adjustment quota.

In contrast to the Single-Layer Perceptron, the Multi-Layer
Perceptron distinguishes itself by allowing the usage of mul-
tiple inner layers, known as hidden layers, and non-linear
activation functions such as the sigmoid in equation 4 or the
ReLu in equation 5.

f(x) =
1

1 + e−x
(4)

f(x) = max(0, x) (5)

The learning process of the Multi-Layer Perceptron is done
by back propagating the errors usually through the Back-
propagation algorithm [15] by means of the gradient descent
optimization used for minimizing the network cost function
typically the Mean-Squared-Error equation [23].

III. SYSTEM ARCHITECTURE

A. Architecture

The system was developed with focus over modularity
allowing an easy exchange of key components and parts which
is the easiest when changing machine learning algorithms that
compose it. Figure 5 illustrates the architecture of the solution
displaying its core components. The interactions between the
components present in figure 5 are explored further in the next
subsections and cover a logic procedure defined in figure 4.



Figure 4: System execution flow.

Figure 5: System architecture.

B. Data Collection

The data collection stage is the first executional step of
the algorithm as depicted in figure 4. This stage covers the
interactions between 3 modules represented in figure 5 which
are the Data Manager, Tweets Storage and the Twitter API
Clients.

The Data Manager receives as input a set of configurations
denominated tweet criteria that hold specific information about
the desired configuration of tweets to extract. The appeal for
tweets is interpreted and can follow two different paths: In case
the requested tweets are already present in the database the
request is directed to the Tweets Storage module returning the
resulting set; If on the other hand the tweets are not yet stored,
the module redirects the request to the Twitter API Clients
component which in turn will return the set after downloading
it from Twitter and storing it in the database. In any case a

resulting set of raw tweets is output to the following stage.

C. Data Pre-Processing

The purpose of the Pre-Processing stage is to trim the set
of raw tweets returning an equally composed result array of
machine readable input as depicted in figure 6. This stage
encompasses several threads of execution each with extreme
importance as it covers the functionalities of data normaliza-
tion, feature generation and dataset creation. The threads
of execution differ in case the returned tweets are to be used
for training, prediction or feature generation. In any case, the
set of tweets needs to be disproved of any stop words and
unwanted matched regular expressions. If the RAKE keyword
extraction method is to be used, then the resulting set of pruned
tweets may contain terms more complex than a single word.

Figure 6: Data Pre-Processing execution flow.

In case the system is directed towards training it is required
the existence of a given feature set. The implemented method
for the consideration of features will return the most common
or most frequent n words present in the sample set of training
tweets. A new set of training tweets is requested afterwards
repeating the execution of the Data Collection procedure which
will be matched against the generated feature set as depicted
in figure 7.

The features vector considers the most common n words
representative of the training data. Given a new set of tweets
designed for training, the algorithm will match the occurrence
of specific terms present in the features vector with terms
present on the training tweet by creating a numerical X dataset
containing the frequency of terms in each input tweet. Being
the procedure oriented towards training, each training tweet
must be priorly labeled as illustrated in the Y dataset of figure



Figure 7: Followed procedure in Data Pre-Processing stage.

7. The prediction scenario is similar to the previous as the
tweets for prediction follow the same execution, manipulated
according to the same feature set as before but without being
assigned a label because theirs is to be predicted with the prior
assumption that the training was already realized.

D. Data Classification

This stage covers the execution of all machine learning al-
gorithms. After receiving a group of machine readable tweets,
the system starts by configuring each subject algorithm either
for training or prediction. The activity realized in this step is
illustrated in figure 8.

Figure 8: Data Classification execution flow.

In case the set of input tweets is directed towards the training
of the algorithms then, assuming the existence of an X and
Y dataset, the Master Algorithm trains all his subjects by
invoking the train method on each. If on the other hand
the frame of the input tweets suggest a prediction scenario
then, assuming the existence of a single dataset X, the Master
Algorithm executes the predict method hoping the return of a
Y dataset containing the classification results.

The output regarding the classification of the input vector
X, in either training or prediction, requires passing through
the Decision Maker filter which resolves the final classification
output. Figure 9 illustrates a scenario on which given the input

Figure 9: Classification scenario for @johndoe’s tweets.

of all Subject Algorithms, the Decision Maker decides in favor
of the average majority selecting the label PSD as final. The
Weighted decision method considers the overall training results
for each Subject Algorithm weighting their input in regard to
their performance.

E. Result Presentation

The final executional stage of the system corresponds to the
presentation of results regarding the overall execution of the
algorithm. A set of statistical data and human readable output
is returned throughout the execution of the system, illustrating
the overall performance.

IV. RESULTS

A. Configuration

In order to contextualize the execution of the system, it is
required to provide set of information which given the imple-
mentation, is done through a configuration file. Information
such as the classification labels, the tweets composition and
the specifications in regard to each Subject Algorithm can be
provided through configuration files.

Table II: Database statistics.

Number of Users Number of tweets

Party Users 42 251222

Regular Users 10584 2050028

Total 10626 2301250

Table II summarizes the statistical details regarding the data
stored in the database. For each case study the generation of
features considered a set of 350 random tweets per political
user and party which resulted in around 13300 tweets parsed
for this purpose. The resulting list of features comprised the



most common 250 words or expressions representing the most
common 250 words or expressions found on the sample subset
of 13300 political linked tweets. For the training of each
subject algorithm, which includes up to 4 machine learning
algorithms, a set of 600 randomly selected tweets per political
user were considered, in resemblance to the feature extraction
step, resulting in 22100 tweets in total used for the training
of each algorithm.

In table III are illustrated the Twitter usernames of all
political related individuals assigned to a given label, which
in the context of this work can be a political party or faction,
or a political wing such as Left and Right. This assignment
is of great interest as it defines the training context for the
Master Algorithm. The system will select the tweets of the
users specified in table III with a predefined class assigned,
and will train upon them so that when the time comes for
executing a prediction the algorithm considers this definition.

The defined Subject Algorithms selected to run in each
case study are an (OVA) Support Vector Machine, a Naive
Bayes classifier, the K-Nearest Neighbors classifier and a
Multi-Layer Perceptron neural network. The SVM as refer-
enced follows the One-Versus-All approach where an SVM
is fitted per class. The Naive Bayes classifier does not own
any special tuning and the KNN algorithm was configured
to consider input about its closest 10 neighbors. Finally,
the neural network was defined with 2 hidden layers with
5 neurons on the first and 3 neurons on the second using
the Limited memory Broyden-Fletcher-Goldfarb-Shanno (L-
BFGS) [16] gradient for weight adjustment.

B. Case Study I

The first case study covers the classification of users in 6
distinct labels corresponding to each major political party in
Portugal as defined in table III. These include the People’s
Party (CDS-PP), Social Democrat Party (PSD), Socialist Party
(PS), Left Block (BE), People Animals Nature (PAN) and
Unitary Democratic Coalition (PCP-PEV).

Table IV displays the cross-validation train-test results for a
80-20% train and test set partition over 5 consequent iterations.

Table IV: Case Study I - Cross-validation train-test results.

Iteration SVM NB KNN MLP

0 .449 .454 .402 .457

1 .376 .465 .416 .47

2 .456 .462 .413 .469

3 .389 .467 .425 .465

4 .457 .458 .414 .464

Avg .425 .46 .41 .47

After training, considering the set of 250 features from
13300 political tweets, the Master Algorithm attempted to pre-
dict the same set of political users using a new set of randomly
generated political tweets, meaning it realized prediction on

the same corpora it realized training with no guarantee over
the selected tweets equality. From the set of 42 political users
the system successfully classified 92% mistaking only 3 users.

C. Case Study II
The second case study covered the classification of users

in two distinct labels, similarly to the last case study, where
each label corresponded to a political wing such as Left and
Right. Table III illustrates the disposition of Twitter usernames
for this case study considering the given labels; For example,
the users with labels CDS-PP and PPD-PSD were aggregated
and considered as Right wingers. The generation of features
for this scenario considered the input of the RAKE keyword
extraction algorithm which allows each feature to contain
textual expressions. From the set of 250 features only 14 were
expressions undoubtedly oriented towards political figures
such as paulo portas, pedro passos coelho, passos coelho,
antonio costa, pedro santana lopes and heloisa apolonia which
make reference to some of nowadays politicians.

Table V: Case Study II - Cross-validation train-test results.

Iteration SVM NB KNN MLP

0 .665 .675 .546 .63

1 .667 .675 .557 .63

2 .675 .682 .552 .63

3 .669 .68 .555 .63

4 .664 .671 .552 .63

Avg .668 .677 .552 .63

The algorithm realized a set of 5 train-test iterations en-
suring cross-validation for the prevention of overfitting. The
results of this procedure are displayed in table V.

After training, the algorithm realized a prediction over the
same set of political users used for training. The results of
the prediction over the same cluster achieved a classification
score of around 78% mistaking the labeling of 9 users based
on a 63% score obtained in training stages.

D. Case Study III
In this case study, similarly to the previous, the algorithms

attempted to classify users as supporters of the Left or Right
wings using a pre-generated set of features which did not
contain any expression returned by the RAKE algorithm.

Table VI: Case Study III - Cross-validation train-test results.

Iteration SVM NB KNN MLP

0 .692 .687 .604 .683

1 .689 .693 .607 .694

2 .68 .686 .61 .69

3 .682 .689 .597 .686

4 .69 .689 .6 .686

Avg .687 .689 .604 .688



Table III: Classes or labels as defined in the configuration files for each case study.

Class or Label Twitter usernames

Right
CDS-PP CDSPP, ribeiroecastro, helderamaralcds, diogo feio, Telmo Correia, CristasAssuncao

PPD-PSD DuarteMarques, ppdpsd, ppimpao, PSantanaLopes, CarlosCoelhoPE, Leitao Amaro, aguiarbranco, passoscoelho, JBacelarGouveia

Left

PS Joaogalamba, tbribeiro, AnaGomesMEP, psocialista, aapbatista, antoniocostampm, JSLisboa, FMedina PCML, pnsantos seap

BE EsquedaNet, catarina mart, mmatias , PedroFgSoares, JoanaMortagua, MRMortagua

PAN Partido PAN, nunoandrebnunes, ftpimentel

PCP-PEV abrildenovo, migueltiago, OsVerdes, AntonioFilipe, PCP Aveiro, CDUPCPPEV, JMRGoncalves1, brunoramosdias, pcp

After realizing the train-test cross validation procedure,
as illustrated in table VI, the Master Algorithm realized a
prediction over the same training corpora, where it correctly
classified around 85% of the political users lapsing only 6 from
42. Table VIII illustrates in detail the classification realized for
this case study, where the second column holds the users who
were classified, the following 5 represent the classifications
made by each Subject Algorithm and the Master Algorithm
and the final column hosts the actual label of the political user.
The final score obtained disregards the users labeled as IND
or Undefined in table VIII which were stored in the database
on error.

The Master Algorithm was then programmed to perform
classification over a set of political unlinked users, which have
unknown political affiliation. These users and corresponding
tweets were fetched from the database and counted 10584
users with a total of 2050028 tweets available for selection
as disclosed in table II. These are contained in the scope of
Portuguese Twitter users.

Table VII: Case Study III - Classification of regular users.

hhhhhhhhhhhPrediction
Label Left Right Total

Absolute 8705 1879 10584

Percentage (%) 82% 18% 100%

For each political unlinked user, the algorithm selected all
their tweets and performed the classification producing the
results displayed in table VII. The algorithm predicted, given
a sample of 10584 Portuguese Twitter users and 2050028
available tweets, that 82% of the users are Left wing oriented
while the remaining are Right wingers, indicating that possibly
the most active Portuguese users on Twitter are leftists.

According to figure 10, it is possible to infer that the
Naive-Bayes classifier and the Multi-Layer Perceptron were
the algorithms most considerate to the Left while the remaining
algorithms, such as the K-Nearest Neighbors and the (OVA)
Support Vector Machine, were most considerate to the Right.

V. CONCLUSIONS AND FUTURE WORK

A. Conclusions

This work gathered a group of popular machine learning
algorithms and confirmed their ability when performing clas-
sification over textual content from tweets. The results returned

Figure 10: Overall prediction grouped by label.

from each case study display the potential of using machine
learning in text classification to obtain perspective in regard
to the political orientation of a person. Using tweets as a
foundation, the algorithms were able to correctly classify users
as supporters of a given political party with a provided degree
of certainty of 92% given an accuracy of 40-50% in training
stages. Considering the binary classification between Left and
Right the algorithm, which did not apply the RAKE keyword
methodology, obtained the best results reaching a 70% accu-
racy score in training and ensuring 85% classification success
considering a political dataset. As illustrated by the results
obtained, the large gap between the training and classification
scores was possibly due to the fact that the classification
resulted from 4 different algorithms, which covered each
other’s mistakes allowing for a higher classification accuracy.

The application of the RAKE algorithm in the Twitter social
networking context did not yield promising results as the
non-usage of such algorithm proved better. The poor training
performance of the system in the first case study denounced
a possible flaw about the dataset which is possibly short on
data.

B. Future Work

Despite a good overall performance from the algorithm,
a considerable number of loopholes were discovered that if



resolved could ensure a more stable and effective execution.
The suggested improvements for such cases are:

• Increase the quality of the manually annotated training
data in regard to political figures.

• Obtain or develop a solid NLP library with considerable
support for the Portuguese lexicon, stemming and string
similarity measures among other techniques.

• Further develop the machine learning algorithms ensuring
capabilities for fine tuning each particular model.

• Establish support for a multi-threaded execution environ-
ment.
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Table VIII: Case Study III - Political users classification.

Index Username SVM NB KNN MLP Final Actual
0 AnaGomesMEP Right Left Right Left Left Left
1 AntonioFilipe Right Left Right Left Left Left
2 CDUPCPPEV Left Left Left Left Left Left
3 CarlosCoelhoPE Right Left Right Right Right Right
4 CristasAssuncao Right Left Left Left Left Right
5 DuarteLevy Left Left Right Left Left IND
6 DuarteMarques Right Left Right Right Right Right
7 LeftNet Right Left Left Left Left Left
8 FMedina PCML Right Left Left Left Left Left
9 JBacelarGouveia Right Right Right Right Right Right
10 JMRGoncalves1 Left Left Left Left Left Left
11 JSLisboa Right Left Left Left Left Left
12 JoanaMortagua Right Left Right Left Left Left
13 Joaogalamba Right Left Right Right Right Left
14 Leitao Amaro Right Right Right Right Right Right
15 MRMortagua Right Left Right Left Left Left
16 OsVerdes Left Left Left Left Left Left
17 PCP Aveiro Left Left Left Left Left Left
18 PSantanaLopes Right Right Right Right Right Right
19 Partido PAN Left Left Left Left Left Left
20 PedroFgSoares Right Left Right Right Right Left
21 Telmo Correia Right Right Right Right Right Right
22 CDSPP Right Right Right Right Right Right
23 pcp Left Left Left Left Left Left
24 aapbatista Right Right Right Right Right Left
25 abrildenovo Right Left Left Left Left Left
26 aguiarbranco Right Right Right Left Right Right
27 antoniocostapm Right Left Left Left Left Left
28 brunoramosdias Right Left Left Left Left Left
29 catarina mart Right Left Left Left Left Left
30 diogo feio Right Right Right Right Right Right
31 ezraklein Left Left Right Left Left IND
32 fteconomics Left Left Right Left Left IND
33 ftpimentel Right Left Left Left Left Left
34 helderamaralcds Right Right Right Right Right Right
35 migueltiago Right Left Left Left Left Left
36 mmatias Left Left Left Left Left Left
37 nunoandrebnunes Right Left Left Left Left Left
38 passoscoelho Right Right Right Left Right Right
39 pnsantos seap Right Left Left Right Right Left
40 ppdpsd Right Right Right Right Right Right
41 ppimpao Right Right Right Right Right Right
42 psocialista Right Left Left Left Left Left
43 ribeiroecastro Right Left Left Right Right Right
44 rortybomb Left Left Right Left Left IND
45 tbribeiro Right Left Right Right Right Left
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