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Abstract—Socially Assistive Robots support the users through
social interaction. The acoustic localization of a speaker is the
tool with which this human-robot interaction is established. For
that, two approaches are presented: (1) a novel one based on
the geometry of the problem and (2) by construction of an
energy map. Both methods output the angle for the position
of the speaker in the frame of the robot and provide it with the
necessary information for it to align itself, establish the intended
connection and begin the interaction. A series of experiments
was conducted to validate the approaches. Compelling results
are obtained for both methods.

I. INTRODUCTION

Socially Assistive Robotics (SAR) are becoming more and
more popular. They can be very useful in many contexts such
as convalescence and rehabilitation for their goal is to support
the human users through social interaction. This interaction
begins when a bridge between the human and the robot is
established, that is, when the robot successfully finds its human
interlocutor.

This scenario can be described as a localization problem
which fundamentally consists on the search for the direction
of the human interactor’s position in the frame of the robot, so
that it can align itself with the partner, establish the intended
connection and begin the interaction.

SAR can address various populations of users ranging in
age, impairment, and need. The present document targets the
growing elderly population which appreciates intuitive and
simple interactive systems. The most common and natural
form of interaction currently employed is the speech and, for
this reason, for this localization problem, an acoustic method
is proposed and two approaches are considered: (1) a new
Geometric algorithm based on the geometry of the problem
and (2) a state of the art Map of Energy, by construction of
an energy map.

To validate the methods, a series of experiments where
conducted in real environments, where the 49 potential users’
voices were recorded from various positions (marked on the
floor) with a circular array of eight digital microphones, as
shown in Figure 1. These recordings were later processed,
using the aforesaid methods, to output the orientations of the
speakers.

The obtained results are promising and thought-provoking.
Specially interesting are the ones obtained with the geometric
approach.

State of the art methods for the localization problem are
summarized in Section II, the approaches used are explained
in Section III, the dataset is detailed in Section IV, and

Fig. 1. The array of microphones. The eight microphones are distributed
equidistantly along a 20 cm diameter circle.

the evaluation procedure and results of the experiments are
described in the Sections V and VI, respectively. Final remarks
and appointments for future work can be found in Section VII.

II. STATE OF THE ART

The growing health crisis affecting the elderly has pushed
researchers to focus on assistance in the home and hospital
environments. Creating close and effective interaction with
a human user to give assistance and achieving measurable
progress is the goal of the Socially Assistive Robots. Tasks
like game-playing, choreographing exercises, and daily life as-
sistance are examples of capabilities of these devices. Speech
is the most natural means of social interaction between people
and is thus convenient for social communication with the
robots [1].

Based on acoustic information, traditional localization meth-
ods, as described in [2], rely on the estimation of Time
Difference of Arrivals (TDOA) between microphone pairs
though Generalized Cross-Correlation (GCC) [3][4]. For larger
microphone arrays, the Steered-Response Power Phase Trans-



form (SRP-PHAT) [5] [6] combines the GCC of multiple
pairs of microphones at the time lags corresponding to their
TDOA’s. This corresponds to build an energy map from which
the location of the speaker can be determined. The SRP-PHAT
is very popular due to its performance in noisy and moderately
reverberant environments. A detailed discussion of the effect
of reverberation on the TDOA performance can be found in [7]
and [8]. SRP-PHAT was develop as a heuristic approach but its
working principle, unknown beforehand, was investigated by
comparison with maximum likelihood frameworks for single
[9] [8] and multiple [10] pairs of microphones.

In newer developments [11], the SRP functionals are ac-
cumulated over the GCC lag space instead of evaluated at
discrete positions of a spatial grid.

The location obtained by SRP-PHAT can be used to enhance
the speaker signal either by using delays and sums [12] or by
using beam forming techniques [13]. An extension of SRP-
PHAT to three dimensions can be found in [14].

Other methods [15] based on measurements of the ratio
between the high and the low band speech energies use SRP-
PHAT to determine not only the speaker location bu also its
head rotation.

III. METHODOLOGIES

The sound waves emitted by an acoustic source take some
time to propagate and reach the microphones. For these
microphones are not aligned with one another, the arrival times
of the sound waves to each of them is different, i.e. there is a
time-shift (delay) between the received signals. These delays
vary with the position of the sound source and therefore are
used to determine it.

The delay between two signals is computed resorting to the
cross-correlation, given in the Equations (1) and (2).

Let x[n] and y[n] = x[n − δ] be two signals as described,
the cross-correlation between these is

rxy[n] = DFT−1

{
X[k] · Y ∗[k]

|X[k]| · |Y [k]|

}
(1)

where X[k] = DFT {x[n]} and Y [k] = DFT {y[n]}. The
delay, δ, is then computed as

δ = arg max
n
{rxy [n]} (2)

With these temporal data, one can proceed to compute the
desired angle of the sound source with one of the following
approaches.

A. Geometric approach

The main goal of the algorithm is to determine the direction
of the received sound by an array of N microphones. The
centroid of this array is determined as

c =

N∑
i=1

mi

N
(3)

where mi correspond to microphone i.
Let v be the vector which applied on the centroid c describes

the direction of the sound source (see Figure 2). The projection

of the position of a microphone mi on v corresponds to the
time difference of arrivals between the centroid c, tc, and this
microphone, tmi , multiplied by the speed of sound, k. That is

mi · v ≈ (tc − tmi) · k (4)

where

tc =

N∑
i=1

tmi

N
(5)

The TDOA is replaced by the delays between the arrival
of the signals as tc − tmi = δci and this can be obtained as
explained in the beginning of the present section.

Fig. 2. Geometric approach illustration.

In the present scenario and for the cases of interest, the
diameter of the array of microphones is much smaller than
the distance from the centroid to the sound source, so the
received acoustic waves can be considered as planar and the
following approximations are valid.

This can be done for every microphone and written in a
system of equations 

m1 · v = δc1 · k
m2 · v = δc2 · k
. . .

(6)

or re-organized in matrix formm1 · v
m2 · v
. . .

 = k ·

 δc1δc2
. . .

 (7)

which is simply
M · v = D (8)

where D = k · ∆. Note that ∆ represents the temporal
information and D represents the spacial information.

This can be faced as a Least Squares (LS) problem for which
the analytical solution is

v = (MT M)−1MT D (9)

After determining and normalizing the vector, i.e. v =
(vx, vy) and ||v|| = 1, one can get the intended direction
(angle, α)

α = arctan

(
vy
vx

)
. (10)



B. Map of energy approach

As an alternative to the geometric approach, an energy map
can be built. Its maximum yields the looked-for sound source
position.

The approach begins by pairing the microphones, P =
[p1, p2, . . .] where each pi = {ma,mb}, as in Figure 3.
Usually, these pairs are chosen to be the further away from
one another.

Fig. 3. Pairs of microphones.

For each of the pairs, pi, a matrix of theoretical delays,
Θi, is build: the space is discretized in cells and for each of
them, the theoretical delays between the microphones of the
pair is calculated, as if the sound source was positioned in that
cell (see Figure 4). That is, for the pair pi = {ma,mb}, the
cell ε contains the delays between arrivals of the sound to the
microphones of the pair

Θi(ε) = ta − tb = δ (11)

The sampled version is then stored. This is done once, at the
beginning.

Fig. 4. Theoretical delay matrices.

When the actual signals are received in the microphones of
the array, the cross correlation between a pair is computed as
described in the Equations 1 and 2, and stored, as illustrated
in Figure 5. This is, again, done per pair of microphones.

Fig. 5. Cross correlation computation.

The map of energy is then obtained by building a matrix
(energy map, E) of the same size as Θi, where to every

entrance, ε, is added the contribution of a pair of microphones,
by indexing the corresponding cross-correlation curve with the
theoretical information

E(ε) =

P∑
i=1

xci [Θi(ε)] (12)

where P corresponds to the number of microphones and xc
represents the cross-correlation (see Eq. 1). Figure 6 illustrates
this procedure.

Fig. 6. Map of energy construction.

IV. DATASET

A series of recordings was conducted in two different
institutions to validate our method. The first institution is
a non-residential adult day-care center, where the users are
stimulated with social and recreational activities to improve
or maintain their physical and cognitive functions. The second
institution is a classic retirement home that mainly differs from
the previous one for being residential and for providing the
users with nursing care. Both institutions are intended for the
elderly and both are in Lisbon, Portugal.

There were 19 participants from the first institution and 30
from the second. The participants can be divided in two major
groups: Seniors and Juniors. The Seniors are the actual users of
the institutions, whose age ranges between 80 and 95 years old
and the Juniors include all the personnel, relatives as well as
the authors of this text, with ages between 23 and 65. In these
groups everyone speaks Portuguese and there are examples for
both genders. Table I sums the information up.

TABLE I
PARTICIPANTS PER GENDER AND AGE GROUP.

Male Female Total
Junior 7 (14.3 %) 10 (20.4 %) 17 (34.7 %)
Senior 10 (20.4 %) 22 (44.9 %) 32 (65.3 %)
Total 17 (34.7 %) 32 (65.3 %) 49 (100.0 %)

The rooms where the recordings were run are wide (approx.
6x7 m) and frequently used for social activities. An array
of eight digital microphones (as shown in the Figure 1)
was placed somewhere in the middle of a room and four
positions were marked on the floor. These positions in relation
to the array of microphones are illustrated in Figure 7 and
summarized in Table II.

Each participant was given a list of sentences and, when
authorized, would read them out loud from the position
marked on the floor in the direction of the recording array
of microphones. The start and finish of the recording was



Fig. 7. Position of the array of microphones and the marked positions in the
room.

TABLE II
POSITIONS OF THE SPEAKERS IN THE FRAME OF THE ARRAY.

Position Distance (m) Orientation (degrees)
1 1.5 0
2 1.5 160
3 3.0 -135
4 3.0 -70

manually done, and the output was an audio file for that
speaker, position and sentence containing the eight-channel
captured signals. Short tracks of the initial and final silence
were recorded as well.

The dataset is divided in two sets, A and B, so that
approximately half of the speakers belong to each. The purpose
is to be able to use half of the speakers data to tune the
algorithms parameters and then validate them with the other
half. The selection of the speakers was random but there was
care so that there was a good balance of the number of juniors
and seniors in each set. A single speaker cannot belong to more
than one set.

V. EVALUATION PROCEDURE

We are interested in evaluating the robustness of the al-
gorithms to new speakers, different from those used for the
tuning. To evaluate this robustness, the algorithms are tuned
using the recording of the set A and their parameters are fixed.
Afterwards, their performance is compared, as they are applied
to the complementary recordings of set B. The reverse is also
done, i.e., training with set B and evaluation with set A.

The robustness to different acoustics conditions of different
rooms is assessed as well. For this, the parameters are tuned
using the recordings of one institution (say I1) and the eval-
uation is performed using the other (I2). As for the previous
case, we also exchange the roles of the institutions. In this
case, there is no need to divide the speakers and all sets (A+B)
will be used for each institution.

A. Algorithm Tuning

Tuning an algorithm means to adjust its parameters so that
the error between the detected angle and the actual angle of the

speaker relative to the microphone array is minimized. Each
algorithm needs the adjustment of two different parameters,
the window size N and the threshold th. We need to find
the combination of both for which the error is the closest as
possible to zero1.

Since we are dealing with a big set with multiple errors, one
per recording, statistical information from that set is used. The
median indicates if the detections on average are pointing to
the right direction, and the standard deviation (std) of the error
indicates if most of them or, by contrary, only a few actually
point there. The lower the variance, the better and the lowest
possible error is in fact given by a combination of low median
and low std.

Another aspect to consider is if the sentences are actually
being detected or not. For instance, for high thresholds there
could be cases where the error is low but only a few or even
one phrase passes through the threshold and contributes to the
result. We aim to get most of the phrases, if possible all of
them, detected. In that regard, the choice of parameters should
take that into account and we have set 80% of detection rate
as a minimum.

B. Algorithm Validation

After tuning, the validation is performed by comparing
the error (median and variance) and the detection rate when
applying the algorithms to the complementary subset. The
algorithm is said to be robust if its performance does not
degrade significantly.

VI. RESULTS

A. Tuning results

In this section, an illustrative example of the tunning process
is shown, for the case of tunning the energy map algorithm,
using institution I2 data. For a summarized, complete review
of all the results, for all tuning cases, please see Table III.

Figure 8 shows box plots of the errors obtained for several
window sizes. A box plot represents the median of the errors
(for all recordings) with a central red line, and the box height
represents the range that contains half of the samples. In this
case, the width of each bos is proportional to the detection
ratio. I visible how the error decreases by increasing the win-
dow size. This is to be expected since the correlation, which
is essential for both algorithms, works better if is uses more
sample points. In most cases the error decreases monotonically
with window size, but this is an atypical case where the error
slightly increases for the largest one (N = 32768). Quite
clearly, for N = 16364 we achieve the median closest to zero
and the lowest error variance, so we can fix that parameter.

Figure 9 show similar box plots but now regarding to the
variation of the threshold th. We can see that both median and
variance of the error decrease up until th = 15 dBFS.

Figure 11 has a more detailed view showing the median
and the standard deviation (std). Notice how lower medians

1Note that we are using absolute errors, so negative and positive errors are
possible. The sign indicates whether the detection is pointing to the left or to
the right of the speaker.



TABLE III
TUNED PARAMETER VALUES AND RESULTS USING THEM.

Tuning

Institution I1+I2 I1 I2
Data subset A B A+B

Algorithm geo srp geo srp geo srp geo srp
N 32768 32768 32768 32768 32768 32768 32768 16384

threshold (dBFS) -20 -20 -20 -20 -20 -20 -20 -20
error median (degrees) -3.2 -2.3 -2.6 -0.4 -4.7 -1.0 -0.5 0.6

error std (degrees) 57.6 65.3 48.6 55.9 29.4 50.7 64.5 58.5
% detected 95.6 95.6 93.1 93.1 90.5 90.5 97.0 96.6

Validation

Institution I1+I2 I2 I1
Data subset B A A+B

error median (degrees) -2.6 -0.4 -3.2 -2.3 -0.5 -0.4 -4.7 -1.0
error std (degrees) 48.6 55.9 57.6 65.3 64.5 66.9 29.4 83.2

% detected 93.1 93.1 95.6 95.6 97.0 97.0 90.5 89.7
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Fig. 8. Box plot of angle errors variation with window size N , for th =
−20 dBFS at institution I2 using the energy map algorithm. A box contains
two quartiles of the data, the red line marks the median and the red crosses
mark outliers.

are accompanied by lower values of std. This is common for
all tuning cases.

However, notice that in Figure 9 the box plot is narrower,
meaning that there are already many phrases not being de-
tected with that threshold. In fact, one can see in Figure 10
that the detection ratio is already very low, almost at 60%. If
we lower the threshold, to th = −20 dBFS the detection ration
increases to 96.6%, which is a significant improvement. Then,
the parameter th = −20 dBFS is set and the tuning for this
case is finished.

A similar procedure was followed for the remaining cases
and the parameters obtained are shown in Table III. Notice
how the largest window size N = 32768 and th = −20 dBFS
was selected practically almost all of the cases. This make us
suspect that both algorithms will be robust.

B. Validation results

The lower half of Table III contains the results when the
complementary subsets where used but with the parameters
found during the tunning (top half of the table). One can see
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Fig. 9. Box plot of angle errors variation with the threshold th, for N =
16384 at institution I2 using the energy map algorithm. The box width is
proportional to the number of data points.
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Fig. 10. Percentage of phrases detected vs.the threshold th, for N = 16384
at institution I2 using the energy map algorithm.

that there is no significant difference between the medians and
std’s of the errors and the detection ratios between the tuning
and the validation cases. The exception is the energy map
method (srp) when applied to the institution I2 (last column
of the table) where the std rises to 83.2, which is much larger
than on other cases. Also, the detection ratio lowers to 89.7%,
the lowest value for all cases.

Comparing both algorithms, the geometric algorithm is
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Fig. 11. Variation of the angle error median and standard deviation (std)
with the threshold th, for N = 16384 at institution I2 using the energy map
algorithm.

robust both to new speakers and to new rooms. In spite of
not being significant, note that the errors are always slightly
lower for the geometric method when compared to the energy
map method. The energy map method is also robust for most
cases but there is however one case where the robustness is
significantly weaker.

VII. CONCLUSION

In this paper, it was shown that the direction of a speaker
can be determined with different approaches. On the one hand,
the novel geometric approach based on the geometry of the
problem, solved as a Least Squares problem, is robust both
to new speakers and to new rooms. On the other hand, the
construction of a map of energy, from which the position of a
sound source can be obtained, is also robust for the majority
of the cases. The values for the processing window size and a
threshold have been determined and the most suitable values
are N = 32768 and th = −20 dBFS, respectively. Both the
tuning and validation of the algorithms has been done.

Several improvements on the algorithms can still be per-
formed, namely its adaptation for multiple speakers and the
improvement of robustness for noisy environments.
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