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ABSTRACT

we generated a model that given a picture of a scene, can
understand it and return the best action to progress to the
goal.
This model will be trained and generated in a university
computer that as a powerful Graphics Processor Unit (GPU)
to do the required calculations in less time a normal computer would take.
We also use a kinect v2 camera to take pictures of high
resolution to give more feedback information to our model
when evaluating a image.
Besides this components we still use a computer screen to
give users instructions to perform the task.
There are several matters that we must have in consideration to solve this main problem. The algorithm must
understand the scene and ignore the ”noise” present in it.
Examples of this, are the table where the task is being perform or the user that is performing it. This parts of the
scene are not important to the task. Another problem that
might appear is how the user does the task. We must understand all the procedures to perform the task and develop a
plan based on it and on the user’s actions. If the steps that
he is trying to execute will not reach a solution, we must
correct his actions in order to optimize the process.
To conclude, the main goal of this thesis is:
- Can a robot comprehend a scene and help a user to
complete a task?

Task quality is an important metric to have in consideration
when we execute a task. One way to help increase this metric
is to have a supervisor. If this supervisor could be a system
that would help the user perform the task, that would be
a very interesting problem in Artificial Intelligence. The
main challenge with this problem is to recognize a scene
and understand in which step of the task we are and how to
proceed to achieve a solution. Therefore this thesis proposes
a system that captures a scene and given the information
returns an action for the user. This system includes a retrain
Deep Learning Model that is based on Inception Module and
a Hidden Markov Model to help complement the information
given by the Deep Learning Model. Besides this, it has a
module to transmit the best next action based on the state
our model give us. Finally, we present user studies that
reveal the performance levels of this system, and future work
that could be developed.
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1.

INTRODUCTION

This work is integrated in Artificial Intelligence and is focused on the study of how a robot can learn features from
given images, understand the information present in them
and afterwards create a plan based on them. This way we
can see the different paths to complete our task and see
which are the more efficient and less time consuming. Having this plan we can suggest it to the user to help him to
complete the task or ways to correct their task process.
In a first step of this process we can say that the main
goal of this work is to create an intelligent robot that can
understand which objects are presented to him and then understand how these objects are related. A second objective
is to help users to make the assembly of the objects and help
them to optimize, teach or correct mistakes when trying to
do the task.
The scenario of our project consists in a task to execute
where are different possible plans to complete it. This approach must perceive the scene of our scenario and be able
to understand the progress of the task, what are the best
actions to execute, create a better plan for the user follow
and adapt if he strays from it.
To tackle these problems, we used deep learning for perception and Hidden Markov Models for tracking. This way

1.1

Contributions

This work contributed with a system that can understand
a scenario of a given task using a RGB picture and use that
information to calculate the best next action to proceed to
complete the task.
This system differs from others thanks to a combination
of a retrain Deep Learning Model and HMM, the first one to
understand the raw information from the camera and translate it to a class and the second one uses that information to
calculate the state at that moment given the previous state.
When we pass to the next module we can see in our graph
what are the next possible states and use it to choose an
action for the user do.
Besides this our work increases robustness with images
that have occlusions. This way our system can give suggestions for the next action more accurately.
To summarize:
• A system based on the fusion between a Deep Learning
Model and HMM to understand in which step of a task
we are.
• Comparison between a system with only a Deep Learn1

ing Model and our system.

1.2

Outline

The next section, section 2 presents the background about
the meaning of Deep Learning and a architecture. The following section shows how we trained our deep learning model
and the decisions we took to increase the accuracy model.
After this we show the architecture of our system and explain the modules. In the end we have the results done in
a controlled environment and the results in the real world.
Lastly we have the conclusion and future work.

2.

RELATED WORK

2.1

Visual Recognition Challenge

[6] The ImageNet is a challenge object category classification. It started in 2010 and runs every year. They build
a database with millions of images that are used to test the
challenges.
They have three main tasks for the competition.

Figure 1: Image from [6] of the different tasks.

• Image Classification;
• Single-object Localization;
• Object Detection.
The three challenges use images acquired from the website
Flickr and are manually labelled. Each image belongs to
one of 1000 object categories and contains one ground truth
label.
The first challenge, Image Classification, compares the image ground label with the labels generated by the algorithm.
Each algorithm creates a list of labels corresponding to the
objects presented in the image.
In the second challenge the main goal is to learn the object appearance. For this, the algorithms must create a list,
similar to the previous challenge but with an extra field.
This field is a bounding box of each object to indicate the
position and scale.
The quality is also measured by comparing the labels created by the algorithm with the image ground label. Nevertheless, it adds a new requirement to see if the location of
the object is accurate.
The Object Detection task takes the single-object localization one level up and tackles the problem of localizing
several object categories in the same image. Here the quality
compares the amount of objects detected and the precision.
This different challenges can be seen in the Figure 1.
This challenges are tested every year and each year there
are new improvements done. Nevertheless it was not this
way in the beginning. In the first years of the challenge
there were not many teams competing but they had already
satisfactory results.
Only after 2012 [4], it was introduce a solution using a
deep convolutional neural network that won two of the challenges at the time and achieved significant results compared
to other methods.
In the following years there was an increase of teams and
of different solutions that were influence by the deep learning
techniques [2] [11] [7] [8].
With each year there are more teams working to achieve
better results and each year new teams evolve to get accurate
results. Their database is also increasing making it easier to
train with different images.

Figure 2: Image from GoogleNet showing the first
Inception Module with a huge computational cost

2.2

GoogleNet

GoogleNet won in ILSVRC 2014 Competition two of their
main challenges, the image classification and object detection [9].
The architecture they used to compete in this challenges,
was based in their Inception modules. So the ideia is that
each layer has both pooling operation and convolution. To
do this, they have an average pooling followed by 1 by 1, a
1 by 1 convolution, then a 1 by 1 followed by a 3 by 3 and
at last a 1 by 1 followed by a 5 by 5. In the end there is a
concatenation of the output of each of them (see Figure 2).
After this phase they tried to stack the modules on top
of each other, but there was a problem due to the 5 by
5 convolutions. This can be very computational expensive
with large number of filters and even if would cover the
optimal sparse structure the gain would not compensate the
computational costs that would blow up after a few stages.
Having this idea in mind they developed another module
having this problem in consideration (see Figure Figure 3).
So, to reduce the expensive convolutions like the 3 by 3 and 5
by 5, they introduce a 1 by 1 before sending the information
to the next layer.
Their final network consists of this module stack up with
occasional max-pooling layers with 2 steps to divide the resolution of the grid. Due to some technical reasons, they put
in the lower layers traditional convolutional and only on the
top insert the modules design.
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• Image Description;
• Video Description.
In the case of activity recognition they have X individual frames that are connected to X convolutional networks
which are all connected to a single-layer Long Short Term
Memory (LSTM) that has 256 hidden units. They also explore two variants of the same architecture to see which gets
better results in what cases.
The first one puts the LSTM after the first fully connected
layer of the CNN and the second variant is to put it after
the second fully connected layer of CNN. The first variant
achieves better results in the same test cases and improving
the baseline of network.
In terms of results they showed there solution improves
learning methods in the visual domain and in dynamic of
output sequence.

Figure 3: Image from GoogleNet showing the final
version of Inception Module
The network proposed consists in 27 layers which 5 are
layers to count pooling. All the convolutions used rectified
linear activation and the use of average pooling is based on
[5].
So, to summarize, their network consists in convolution on
the lower levels with max pool between them, after this the
module called inception appears and also has a max pool for
2 modules, in the end there is an average pool followed by
a drop-out that is essential to the network. They also used
a linear layer to assure adaptability to other label sets and
the softmax layer in the end.
In conclusion we can see the results obtained in the years
2014 and 2013, showing that CNN had a huge advantage
against other approaches and even if it was a small margin
it wins against the other competitors.

2.3

Team

Place

mAP

Deep Insight
DeepID-Net
GoogleNet

3rd
2nd
1st

40.5%
40.7%
43.9%

2.4

Dataset Limitation - Deep Learning

[2] One of the main objectives of perceptual learning is to
find effective representations that capture salient semantics
for a given task. There were several methods to do visual
representation using gradient filters but stabilized in recent
years.
There has been always a discussion if layered or deep compositional architectures could identify aspects of a given domain through discovery of salient clusters, parts or hidden
units. So, one key question that might be asked is how to
find a feature representation that ignores the noise and captures the related information.
In the past year’s state of the art, gradient solutions were
outperformed by the deep unsupervised models. The deep
models in the presence of large amount of training data,
can achieve satisfactory results having early success in digital classification tasks. This models are trained via backpropagation through layers of convolutional filters.
Due to an increase of large scale sources, they already surpass all known methods in large scale recognition problems.
With limited data, the fully supervised deep architectures
tend to overfitting the training data. One of the main objectives of this paper ts to use semi-supervised multi-task
learning of deep convolutional representations, to train tasks
that have small data trainings.
To solve this, they learn representations in related problems with bigger data training. So their main goal is to see
if their solution outperforms conventional visual representations.
The approach taken was training a deep convolutional
model in fully supervised setting, then extracted the features
to evaluate their efficiency on generic vision tasks. The architecture they selected was the one proposed by Krizhevsky
[4]. This architecture has as input 224 x 224 images that are
forward propagated over 5 convolutional layers and 3 fully
connected layers to get its final neuron activities.
They outperform several solutions made in previous years
in object recognition. There accuracy was 2.6% more accurate that state of the art solutions [3] [10] in that year.
This shows that solutions that are trained with images
very similar to the task desired can achieve accurate results
even if there is not a dataset related to that task. Showing
an alternative method to solve databases limitations.

Activity Recognition - Deep Learning

So, as seen before one of the main challenges of computer
vision is the recognition and description of images. In the
past years the progress obtained has increased dramatically.
This is possible due to the use of supervised convolutional
models.
Until 2015, before this [1], there were two main CNN models for video processing. The first one was learning 3-D
spatio-temporal filters to be applied at a raw sequence data.
The second was learning of frame-to-frame representations.
This two models might be divided in two categories, the
ones that apply simple temporal pooling or learn a fully general time-varying weighting. In the [1], they propose Longterm Recurrent Convolutional Networks (LRCNs), this architecture combines both the convolutional layers and longrange recursion.
Recurrent Neural Networks (RNN) have shown results
in perceptual applications over the decades. It has significant limitations known as the vanishing effect. This means
that it is almost impossible to backpropagate an error signal
through a long-range temporal interval.
So they use the RNNs to refine representation or improve
significantly when given plenty training data. Their architecture is tested with three different settings:

2.5

• Activity Recognition;
3

Discussion

In the previous section we saw different approaches to the
problem proposed. The first part was focused on approaches
that train the robot to perform a task. This approaches
had a representation model, a deep learning technique and
output actions for the robot to develop the task.
The main differences between their problem and ours are
that they train the tasks to the robot execute them, instead of our case where we train just to understand the task
and not to do it. Nevertheless, the idea is very similar to
ours. We saw different approaches, using CNNs for training
a policy or hierarchical CNNs. Each of them gets very good
results for the specific tasks they were proposed.
After analysing all the visualmotor approaches we passed
for a more specific part. The visual recognition is the main
core component of our architecture so made sense we dedicated a section just for this.
This part is very important because is an approach to
how to identify the several objects of a task. We started by
analysing the challenge in terms of visual recognition and
explained the different kind of tests and showed some examples that used deep learning techniques to participate.
We also showed one architecture proposed by Google that
won two of the challenges proposed in 2014. This architecture achieves good results in one very important task that
is objects recognition and localization.
We can use this method to understand where are the objects and if they are related. Having this information we can
understand in which step we are of the task and how much
we need to do to complete it.
Finally we saw one approach to video recognition that
tried to combine two different methods and solutions to some
major problems that can help increase the performance of
our solutions.
There were solutions for the dataset limitations and image
size limitation. This are important topics because we do not
know if this problems can appear during the development of
the project.
This section is dedicated to explain the chosen architecture, the methods to create the dataset to train it and at
last to chose parameters to increase the accuracy levels.

3.

Figure 4: Image from ”https://github.com/HvassLabs/TensorFlow-Tutorials” showing the process of
retraining a GoogleNet Model
tures has more than one hundred layers and we need
very powerful high end GPU’s to train them. Besides,
even if we had all the necessary GPU’s it could still
take weeks before training a single model and testing
it.
• Retrain - Retraining the last layers decreases significantly the time and resources needed, nevertheless solutions like Resnet can take several hours to retrain
compared to the GoogleNet solution that takes twenty
minutes to retrain one time.
The only reason for which we could have chosen the ResNet,
was the high level of accuracy in relation to GoogleNet, that
could increase by 9% the accuracy of the model.

3.2

DEEP LEARNING

This section is dedicated to explain the chosen architecture, the methods to create the dataset to train it and at
last to chose parameters to increase the accuracy levels.

3.1

Retrain

We already saw a representation of the GoogleNet architecture and a paper about the results it can achieve, but we
have yet to explain how we are going to adapt the model to
our problem. Because of the high level of resources and time
needed to train a Deep Learning architecture, we decided to
retrain a model instead of training the whole architecture.
This means that we will use a model already trained with
a dataset large enough to adjust the different weights in the
first layers. This first layers are responsible to find curves,
edges and other similar characteristics. So, instead of training the model to get the perfect weights to detect this, we
used them and deleted the last layer of this model. Normally, the last layer is the representation of all the classes
available in the model. So we can say if we had two classes,
car and boat, the last layer would choose which class the
picture belong.
So after deleting the last layer we grab the pictures converted in arrays to train the rest of the network, the softmax
layer will represent the number of classes of our dataset and
the fully-connected make the transformation between the
arrays and the weights. So, in a first step this weights are
random values but we train our network several times until we achieve a accuracy satisfactory for our purpose. This
process is shown on the Figure 4.

Architecture

n the related work section we covered several approaches
to image recognition using deep learning architectures. There
were several architectures shown, but we decided to choose
the GoogleNet architecture based on the Inception Module:
This solution stands out mainly due to the architecture
design. This design stacks up Inception Modules instead of
CNN layers. Each Inception Module has several CNN layers
in parallel giving a different approach to the problem.
This solution achieved a top-5 accuracy of 88.9% and top-1
accuracy of 68.7% winning the ImageNet challenge of 2014.
Given the results and the improvement made in the following years we still decided on going for this solution because
of the following points:

3.3

• Lack of Resources - There were solutions more accurate
like Resnet from Microsoft, nevertheless this architec-

3.3.1
4

DataSet
Puzzle 4 pieces

Table 1: Confusion Matrix for the 4 piece puzzle
Actual/Predicted
Apart
Head Missing
Shoulder Missing
Complete

Apart
92
4
0
0

Head Missing
5
93
5
0

Shoulder Missing
4
0
90
0

with a new one could change the evaluation
• Image Rotation - Training images not enough to cover
enough rotations of the pieces.
• Mirror Image - Training images did not cover the reflect image of the puzzle.
As we know the deep learning architecture are normally
train with several hundreds of thousands of images to achieve
accurate results, so in a first step we decided to try to increase the dataset and see if there was difference.
For this process we made videos with the same changes
we did before and this time we took all the frames and used
them as the dataset. We passed from hundreds of pictures
to thousands of them. After training the model we achieved
a 96% accuracy in validation dataset. In the evaluation
dataset we achieved an accuracy of 71%. This was an increase but it was not satisfactory for the results intended.
After several tests we different kinds of datasets we decided to simplify the problem and create the dataset with
a fixed camera, this way the scale and angle of the image
were always equal and with the similar brightness. This
model achieve in the validation and the evaluation dataset
accuracy 98,3% and 93,75% respectively. This last result as
based on the confusion matrix of the table 1.
This was a huge improvement compare to previous models. Achieve greater results compared to our previous tries.
Nevertheless it limited our solution to the most simple example possible. With this we found that our solution does
not simple find the objects in the image but can understand
the relations between them.
We have seen we can create a model to find relations between the pieces of a puzzle and have an high level of accuracy. Nevertheless our goal with his thesis is to help a
user to find a solution to solve the puzzle and if a human is
put in the equation we have to consider more than half the
pictures we take have hands cover the pieces. This means
we need to develop a new class with the label noise. This
way we know when the pieces are being moved and when to
give information about the current state of the puzzle.
So we add a new set of pictures with the label noise to our
previous dataset and retrain our model once again. We can
see that there was a decrease the accuracy when we added
the new class being in this case 91,8% instead of the 93,75%
of the previous solution.
Even if we had a slight decrease on the accuracy we can
still achieve good enough results to help a person solve the
puzzle without worrying with interference of hands.
With this results we finished our tests with the puzzle and
passed to a new problem.

Figure 5: Image to show the relations between the
images. On the top we have the image labeled
apart, left MissingHead, right MissingShoulder, bottom complete.
Having seen the deep neural network we passed to the next
step, create a significant dataset to train it. For this we chose
a 3 piece puzzle for children. This puzzle would be divided
in 4 categories, ”apart”, ”HeadMissing”, ”ShoulderMissing”
and ”complete”, as seen in the figure . The main goal with
this was to understand if the model could understand, given
a image, to which label it belong.
So, in a first step we decided to take around two hundred
photos of the puzzle in different positions, lightning, scale
and angle. Then our script divided this dataset in two split
dataset, one for training and another one for validation and
adjustment of the weights of the model. The final accuracy
of our script was based on this model, but to make sure we
created a model accurate we decided to create a new dataset
that would not be used by the retraining. This dataset will
be referred as the evaluation dataset
After a quick train over this dataset we achieved a 98%
accuracy in the validation set. Nevertheless, we used the
evaluation dataset and tested it and the results were only
60% correct. This discrepancy showed that the obtained
model was not reliable.
This results showed we had several problems with our
dataset:
• Overfitting - Model to complex that only covered our
train dataset so new images could result in wrong results.

3.3.2

• Small DataSet - Not enough images to generalize our
model

7-piece Box

As we have seen before we achieved great results for a
4-piece problem where we only had four different classes.
Having this results we decided doing the next step and create
a dataset to a 7-piece box seen in the image 6

• Image Scale - Due to small number of images there
were only two or three different scales, if presented
5

Complete
1
3
5
100

This box is formed by seven different pieces, two pieces
that are the floor, two big and small side and one piece with
an handle as seen in the image 7.
The main difference between the puzzle and the box was
the possible states we had to consider. Due to this fact we
imposed some limitations:
• Each state as only pieces of the box connected, this
means if we put two pieces in the table they must fit
in in each other.
• If a state would derail the execution of a task we would
not consider it. A example of this is when we put all
the pieces except one but we need to take another one
out to insert the remain piece.
Considering this limitations it remained thirty seven states.
So in a first step we created a dataset where we only had the
different pieces in the table. This means we had 4 different
classes.
Whenever we achieved satisfying results we would increased
the number of pieces in the table, until we had a model that
could distinguish the several classes.
Whenever we would increase the number of states the accuracy would decrease, so in each step we would also take
pictures to try to keep the results. This would not always
result because some states share pictures due to occlusions.
So if we have two states were one is piece concealed they can
have similar images. This means if we increase the accuracy
of one state we also decrease it for the other. So we had to
achieve a balance to make sure we have accurate results.
Besides the the increase of data in our dataset we also had
some parameters we could change to get different results:

Figure 6: Image of mounted box

• Learning Rate - Focus on the magnitude of the updates present in the last layer, this means if we have a
learning rate closer to 1 we will have a model in a few
steps but could be somewhat imprecise. But if we have
a learning rate more close to 0 it might take longer to
get a model but it will be more accurate. The default
value is 0.01
• Training Steps - This parameter regulates the training
time. Bigger values result in more time dedicated to
training, fewer in the inverse. The default value is
4000.
In a first step we tried different learning rates which where
0.01, 0.05, 0.1, 0.2. Of this the one that achieve better
results was 0.1 with 96% accuracy against the worst that
was 0.01 with 90%. This was achieve 10000 training steps.
We tried to increase the training steps within ten times and
this helped the lowest learning rates to achieve higher scores
and the biggest did not increase significantly.
In the end the higher accuracy was achieved by the 0.1 as
learning rate and 10000 as the training steps. With this we
get the the confusion matrix for this model, that is in the
annex.
With this model trained we passed to the next step of our
thesis, implement the final architecture of our thesis.

Figure 7: Images of all pieces numbered. 1-Middle
Part, 2- small side, 3-big side, 4- floor

4.

DETECTION OF ASSEMBLY PROGRESSION

The purpose of this work is to create a system that can
help a user to solve a task. So in this chapter we are going
6

Algorithm 1 Pseudo-code to show when we pass to the
next step of the task
1: var SeeingNoise = 0
2: label = evalImage(image)
3: if if Seeingnoise == 1 then
4:
callHmmM odule(label)
5:
SeingN oise = 0
6: end if
7: if If label == noise then
8:
SeeingNoise = 1
9: else
10:
continue
11: end if

Figure 8: Architecture Overview
to describe this system and how the interactions with the
user will be done.

4.1

Architecture Overview

The architecture in the Figure 8 shows how the system is
developed and the relations and components present.
As we can see in our representation we have a user who
receives information from the computer screen and uses that
information to perform a task, in our case build a box. So,
in this case, the computer screen gives information about
the next piece of the box in order to complete it. While
the user is doing the task we receive information from our
kinect camera. We highlight our four modules that show
what happens between receiving an image and sending the
information to the user:

4.4

HMM Module

This module was design to help the system give more accurate results. We decided to use HMM because we have
occlusions of some parts of the box when we are taking pictures. Meaning that the previous module cannot distinguish
some states.
To help solve this problem we decided to use a HMM,
where for every action we had a transition. This way we
could predict the state based on the number of transitions.
This means if we were to see two times the same result we
could say in the second time we had an occlusion.
To use HMM to calculate the most probable state we used
the following formula of the forward algorithm:

• Kinect Module;
• Image Evaluation Module;
• HMM Module;

xt+1 = xt φΘi=z

• Graph Module.

4.2

where x is a vector with 37 entries, and each entry represents the probability of each state. This vector is multiplied
by the transition matrix φ, that is a matrix 37 by 37 where
the lines represent the state in the moment and the columns
the states we want to go to. The result of this operation is
multiplied by the Θi=z that is also a matrix 37 by 37, where
only the diagonal has values. To get this values first we get
the observation from the Deep Learning Module and then
we check the emission matrix for the observation and get
there the row that corresponds to this observation.
Having this equation we can calculate the probability of
being in a state given the previous state. With this we can
smooth the process between the transitions and guarantee a
more accurate evaluation.
This way we know in which state we are at the moment
and we can pass to the Graph Module.

Kinect Module

This module represents the sensors of our system and it
is the only source we use to get the information being made
by the user. This module is responsible to take pictures and
save them on the disk in order to be processed by the Image
Evaluation Module. Besides, this also deletes the images not
necessary to the process.

4.3

(1)

Image Evaluation Module

This is the core of our solution and it is the reason for why
we have done so many tests explained in the chapter ??.
This module is responsible for using the module previously
trained. This means that whenever we receive a picture
from the Kinect Module we evaluate it and see which class
outputs.
Because we wanted a system where every action means a
transition, we use the class noise to make this possible.
To make a system without the need of a human present,
we first wait for the images to be represented by the class
noise. When we have this information we send a message
to the user saying that the next time he removes his hands
from the table we can evaluate in which state we are.
When the user sees this message he needs to complete this
step and then remove the hands. To have certainty that the
user removed completely his hands we wait three seconds
before taking the picture necessary to understand in which
state we are.
This can be shown more easily in the pseudo-code of Algorithm 1
Having this image we evaluate it and send the class it
returned to the next Module, the HMM.

4.5

Graph Module

The main responsibility of this module is to give the next
step based on a state given by the previous module.
What we do here is to load a graph with all possible paths
to the solution and then given a state we will look to all the
edges to other states. Having all the edges gathered we
choose one of them and find which piece of the box we need
to reach the next state.
With this information we find the next step and send it
to the computer screen to give instructions to the user.
This way we finish explaining the system we developed
and pass to the next chapter showing the results obtained.

5.
7

RESULTS

This chapter is dedicated to the results obtained in the
several experiments that we have performed. We will start
by showing the results we got from the deep learning architecture, then when we introduced the HMM and finally the
results obtained from the experiment made with people.

5.1

Table 2: Precision, Recall and F1-score for
models
precision recall
Deep Learning
0.78
0.76
Model
Deep Learning + HMM
0.90
0.89
With previous state known

Controlled Tests

This section will focus on the results of evaluating our several solutions in a dataset created with one hundred images
for Class. This data was taken without any noise interference and represents several different positions for each class.
The first thing we tested was the Deep Learning model retrained. Because this is a multi-class classification problem
the main source of our results is present in the confusion matrix. As we have seen before we used this matrix to see the
number of hits for each class and understand which needed
more data. This matrix can be seen in the annex. Because
it is 37 columns by 37 rows we will show accuracy, precision,
recall and F1-score.
Each accuracy value for every class we created can be seen
in the table 3.
The average accuracy of our trained model only with deep
learning is 75,13%. This means that our model can guess
the current state in 75,13 % on average, but in some classes
we have a higher value and others a much smaller accuracy. The minimum accuracy for the class ”3middlefloorfloor”, 38% and the maximum for the ”1small side” being
100%. So even if we have classes we can accurately guess in
100% of the times, there are classes like ”3middlefloorfloor”,
that cannot even achieve half of our accuracy. For the class
”1small side” we have a recall of 1.0 and a precision of 0.93.
Given all true images that belong to the class ”1small side”
the recall is 1.0 if we predicted them all correctly, and 0 if
we missed all these images. In our case we have 100 images
to test with this label and we got 1.0 of recall, meaning we
can always guess the class when we evaluate ”1small side”
images.
But this metric alone is not sufficient. If our model evaluated every image with ”1small side” we would still have 1.0
recall, even though the model classification would be incorrect.
One complementary metric is the precision . For the
”1small side” we have a 0.93 precision. This means that
we predicted some images with the ”1small side” label when
they belonged to another class.
So, our class with the worst precision is ”4bigsmallmiddlefloor” with only 0.52, this means that almost half of our
model predictions with this class, were made with images
from other class.
In the metric recall the worst is ”3middlefloorfloor” with
only 0.38.
The last metric we still have to talk about is the F1-score.
This metric represents the performance of a given class using
the precision and recall. The F1-score is very similar to the
accuracy, but it gives better performance metric than the
accuracy in models where there is unbalanced data. In this
model, because we have the same number of samples for
each class, it is similar to our accuracy.
Even if we have this has the worst representations of our
classes in our model we still have a good enough accuracy,
precision and recall, this last two having a value of 0.76.
These values could be more accurate with the same number of classes, but if we removed the part of occlusions. As

the two
f1-score
0.76
0.89

Table 3: This table shows for every class the accuracy for each model. From left to right we have:
Evaluation only with deep learning model,Missing
values due to occlusion, Sum of the first two
columns, Evaluation using Deep Learning Model +
HMM given know certainty of previous state, Deep
Learning + HMM but state is not certain. All results are represented in percentage
Labels
1big side
1floor
1middle part
1small side
2big small
2bigfloor
2middlefloor
2smallfloor
2smallmiddle
3bigbigsmall
3bigmiddlefloor
3bigsmallfloor
3bigsmallmiddle
3bigsmallsmall
3middlefloorfloor
3smallfloorfloor
3smallmiddlefloor
3smallsmallfloor
3smallsmallmiddle
4bigbigsmallfloor
4bigbigsmallmiddle
4bigmiddlefloorfloor
4bigsmallfloorfloor
4bigsmallmiddlefloor
4bigsmallsmallfloor
4smallmiddlefloorfloor
4smallsmallmiddlefloor
5bigbigmiddlefloorfloor
5bigbigsmallfloorfloor
5bigbigsmallmiddlefloor
5bigsmallmiddlefloorfloor
5bigsmallsmallmiddlefloor
5smallsmallmiddlefloorfloor
6bigbigsmallmiddlefloorfloor
6bigsmallsmallmiddlefloorfloor
7complete
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Normal
Eval
76
82
82
100
95
98
71
56
85
98
62
73
71
88
38
86
59
90
81
76
80
69
95
54
88
86
51
61
51
47
47
71
82
89
84
83

Eval
with
occlusions
88
82
98
100
97
98
82
56
85
99
94
76
81
88
93
86
78
90
81
88
83
78
95
83
93
86
80
61
77
86
54
71
83
94
84
83

HMM
with
state
76
82
98
100
96
100
89
84
93
99
81
91
94
88
97
86
60
93
81
99
98
99
100
89
89
87
71
94
81
86
70
74
92
95
97
99

HMM
without
state
77,3
80,9
98,6
100
96,7
99,6
91,4
80,1
93,3
99,3
82,8
89,3
93,9
90,2
96,9
83,2
58,7
91,4
81,1
99,0
97,2
97,4
98,2
87,8
87,9
86,0
72,7
94,0
79,7
86,4
72,2
72,7
91,7
94,6
98,3
98,8

we can see in the third column of the table 3.
An example of this are the ”1big side” and ”2bigfloor”.
When we take a picture of one of this classes if the floor piece
is hidden behind the other piece the model could predict
either one of this classes. This column just shows the number
of images the classifier chose the wrong class for hidden parts
of the box. So, in our best scenario, our model should be
capable of predicting 84,2 % of the cases, an increase of
almost 10%.
To try to solve this problem we decided to add a HMM
to predict more accurately our problem. So, we first predict
which class our image belongs from our classifier and then
we pass that information to the HMM and choose the state
which was the highest probability.
As we know, the HMM needs the previous state to calculate the next state, so in a first step we decided to evaluate
our dataset having absolutely certainty of the previous state.
Even if this was not realistic we could see the potential of
our HMM.
The accuracy values can be seen in the fifth column of the
table 3.
In this case each class accuracy was improved thanks to
our HMM, making our worst class in our model increase 59
%. This shows that our model only benefited from the use of
our HMM. We can also compare the average precision, recall
and F1-score shown in the table 2. Every value increased so
we could say that our solution can represent better the world
it is seeing through Red-Green-Blue (RGB) pictures. With
an accuracy of 89,1% we could say we have good representation of our world.
The next step was to test our solution closer to the real
experience. Instead of being sure of the previous state, we
decided to simulate paths to be more similar to the experiment. One path could be:

Table 4: Table showing the accuracy for the experiments in real world. To the left we have the deep
learning model and to the right we have this model
+ HMM. All results are represented in percentage
Experience with people
Class
Normal Evaluation With HMM
1big side
77,77777778
77,77777778
1floor
80
80
1middle part
75
75
1small side
100
100
2big small
50
50
2bigfloor
71,42857143
100
2middlefloor
33,33333333
100
2smallfloor
100
100
2smallmiddle
50
100
3bigbigsmall
100
100
3bigmiddlefloor
50
100
3bigsmallfloor
83,33333333
83,33333333
3bigsmallmiddle
66,66666667
66,66666667
3bigsmallsmall
NO DATA
NO DATA
3middlefloorfloor
0
100
3smallfloorfloor
NO DATA
NO DATA
3smallmiddlefloor
28,57142857
42,85714286
3smallsmallfloor
NO DATA
NO DATA
3smallsmallmiddle
NO DATA
NO DATA
4bigbigsmallfloor
100
100
4bigbigsmallmiddle
100
100
4bigmiddlefloorfloor
33,33333333
100
4bigsmallfloorfloor
0
50
4bigsmallmiddlefloor
28,57142857
42,85714286
4bigsmallsmallfloor
NO DATA
NO DATA
4smallmiddlefloorfloor
0
25
4smallsmallmiddlefloor
0
0
5bigbigmiddlefloorfloor
100
100
5bigbigsmallfloorfloor
100
100
5bigbigsmallmiddlefloor
66,66666667
100
5bigsmallmiddlefloorfloor
0
0
5bigsmallsmallmiddlefloor
0
0
5smallsmallmiddlefloorfloor
50
0
6bigbigsmallmiddlefloorfloor
53,84615385
84,61538462
6bigsmallsmallmiddlefloorfloor 57,14285714
28,57142857
7complete
40
80

• Empty;
• 1big side;
• 2bigfloor;
• 3bigsmallfloor;
• 4bigbigsmallfloor;
• 5bigbigsmallmiddlefloor;
• 6bigbigsmallmiddlefloorfloor;
• 7complete.
We start with knowing our initial state, that is ”empty”,
then we proceeded to see an observation of a ”1big side” so
we passed the initial state and the observation to the HMM
and got a new state, this state was going to be used in the
next step until we arrive to the state ”7complete”.
To guarantee that we pass in all states we did 10000 paths.
In each node we would choose a random edge and choose a
random image based on the state from that edge. This way
we could randomly test the images in our dataset in different
paths. The results are the last column of the table 3.
The average accuracy was 88,9% which declined 0,2% in
relation to the previous solution. With this we were ready
to test our model with a real experiment and see how well
it behaves in the real world.
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and same scale) the model retrained can find the relations
between the pieces receiving only RGB images.
Then we passed to a second dataset of a box with 37 different classes. We developed this different classes under the
same assumptions previously used with the 4-piece puzzle,
but changed two things. First we tried two different parameters (learning rate and training steps) to increase the
general accuracy and, instead of using from the beginning
all the classes, we opted to train several models and in each
step increase the number of classes. To complement the ones
that had a lower accuracy.
Having our model, we decided to develop our system that
would help the user to perform a task. First, we created a
module to use the Deep Learning Model evaluation and then
we created a HMM module to increase the accuracy of our
model. We used a HMM because some classes had occlusions and some scenarios could be put under two different
labels at the same time. Then we would use the information given by the HMM to send the next action to the user.
To analyze this model we first created a dataset in a controlled environment and tested our system against the Deep
Learning Model. It was shown that our system had a better
accuracy for every label used.
Lastly we did user testing to see how well our system
performed in the real world. The results shown a decrease
in the general accuracy of our system due to a number of
factors. Even in this situation our system outperformed the
Deep Learning Model alone.

Table 5: Table for precision, recall and F1-score for
the models
precision recall f1-score
Deep Learning
0.48
0.54
0.43
Model
Deep Learning + HMM
0.69
0.70
0.63
With previous state known

5.2

Tests in real World

In order to evaluate our model and test the solution with
HMM we created a small experience made with twenty people. This experience had a fixed camera and would take
pictures of the table where the person would build the box.
To test this model we ask to the users to put the box together piece by piece, and the graph we had would choose
one edge randomly and suggest to the user the next piece to
fit. This way we could see if there were wrong suggestions
and help the user to put the box together without committing mistakes.
In the total of the 20 experiments there were 10 suggestions made that were not possible, this represents 10% of all
suggestions.
In this phase of our project we achieved 52% of accuracy
using only the Deep Learning Model and 69% for the solution with the HMM. We have a decrease of accuracy in the
order of 20%. This was the result of images with partial
parts of the box or noise (hands of people were present in
the image). Besides this fact, some states were never tested
because our solution would choose randomly the next state
to go.
In relation to the metrics F1-score, precision and recall we
can see it in the table 5. As expected, the values decreased
in general but we can still see there is a big improvement
when we use the HMM in our model which makes it much
more accurate. This metrics were calculated using the micro
average instead of using the macro average. We used this
one because of the unbalanced dataset.
If we recall the F1-score of the controlled tests we saw
that it was almost identical to the accuracy, but in this case
because we do not have the same number of samples for each
class we see that the F1-score is lower than the accuracy.
This means that if we consider the distribution of our data
the real performance can be seen by this metric. So in the
case of the Deep Learning Model we can see a difference of
10%.
After seeing these values we can see that our solution using
the HMM improves every parameter in terms of accuracy of
our model, even if the results are not as good as the ones in
the controlled tests.

6.

7.

SYSTEM LIMITATIONS AND FUTURE
WORK

The future work passes by testing other architectures and
compare them with this solution. Besides this, we could also
enhance the dataset in order to take a RGB picture from
different angles or with different lights and still recognize
the state. We could also create classes with typical human
errors, helping the user to correct their mistakes.
Besides that, we could also integrate this system in a robot
like Baxter and use it to guide the user by pointing at the
next piece.
Furthermore, if we could solve some of these problems we
could create an application to help users in repetitive tasks.

8.

ACKNOWLEDGMENTS

I would like to thank my advisors, Professor Francisco
Melo and Professor Manuel Lopes for the help and guidance
throughout the course of the thesis. Their patient to explain
the concepts and advices brought this thesis to life. I would
also like to thank my colleague GonÃğalo Castilho for the
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CONCLUSION

This thesis addressed some contributions aligned with the
problem defined. The problem we had was, that given a
certain task, we needed to understand in which step it was
and what were the actions that we needed to perform to
achieve a desired solution.
First we started by showing some of the capabilities of
retraining the deep learning architecture. The first step of
using the deep learning architecture was to train it with a
4-piece puzzle. With it, we shown that if we use a dataset
in a controlled scenario (fixed angle of camera, same lights
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