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Abstract

The increasing amount of Internet users and the consequent increase of online user reviews, expressing
their opinions, has resulted in large sources of information. This information can give us an important
feedback about particular products or services, leading to a growing interest on several problems that deal
with the analysis of this type of information. This area of research is typically called sentiment analysis or
opinion mining. Considering the interest in this area, the goal of this MSc research project was to address
the topic of detecting the sentiment (positive or negative) of the opinion expressed in a given textual
document, by studying and comparing, in different contexts, some of the approaches that represent the
current state of art in the area, which is mainly related to the use of deep neural networks. Additionally,
this work tried to improve the results of these methods, by adding some additional information about
the dimensions of the different emotions expressed in the documents. This dissertation presents a
description of the considered model architectures, as well as their comparison with existing systems.
Our experimental results show that adding information about the emotions, in some cases, improves the
performance of different approaches.

1 Introduction

In different areas, as well as in different contexts, the feedback provided by consumers of a specific
product or service has an unmatchable relevance. This kind of information has a wide range impact,
bringing clear advantages to distinct areas that can start in production and finish in politics. For instance,
collecting the opinions of consumers concerning a certain product or service, allows a marketing company
to achieve a more accurate assessment of their last campaign and suggest to their clients the necessary
adjustments to increase sales or become production more efficient.

However, these advantages aren’t limited to producers embracing final consumers as well. Searching
for opinions about a certain product or service, is nowadays practically mandatory before purchasing that
product or subscribing that service. This is only possible because potential future consumers can find
feedback from former or current consumers, helping them to make the best decision on arising challenges,
which can go from the simple purchase or subscription, to something more complex as the course of a
company or country.

Before the Internet becomes a day-to-day tool for people, the access to this kind of information was
very limited, becoming the feedback analysis practically impossible in large scale. With the arising of the
Internet, the problem of the lack of information sources is almost complete eliminated giving access to a
wide range of opinions and experiences.

Nonetheless, another obstacle arises along with the Internet: how to analyse these great information
sources. Automatically predict the emotion/sentiment/opinion behind a textual document is not exactly
an easy task to make. Many opinions are usually subtle and complex, including negation and sometimes
sarcasm. Taking this into account, a new investigation area emerged named Sentiment Analysis or Opinion
Mining.

Sentiment analysis is an area of research with a broader scope including tasks with different degrees of
complexity. The base in sentiment analysis consists in detecting words that express a specific sentiment
and then, through the detected words, assign a sentiment to a particular textual document.
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However, using the conventional positive and negative sentiment evaluation is insufficient for an accurate
and more detailed evaluation. What this statement tell us is that opinions not only include positive or
negative sentiments but also depend on the emotional state of the writer in that moment. So, adding an
emotional detection system can give us a stronger and more expressive evaluation over the conventional
approaches.

Taking this into account, this work involves two different tasks: the sentiment analysis and the dimen-
sional sentiment analysis task. The sentiment analysis task aims to predict the sentiment/polarity of a
given text. With this in mind and in order to obtain the best possible results in this task, different ap-
proaches were applied. Different approaches that range from simple and common models like naive-bayes
and support vector machines classifiers to more complex models, that are considered nowadays the state
of art, named deep neural networks.

The dimensional sentiment analysis task aims to predict the most traditionally three dimensions of
emotions namely, valence, arousal and dominance. The valence value indicates the pleasantness of the
stimulus, the arousal value the intensity of the emotion caused by the stimulus, and the dominance value
the degree of control applied by the stimulus. In order to predict these values, regression models using
deep neural networks were applied.

At the end, the idea consists in combining these two types of information. In more detail, try to use
information about the emotion dimensions to help sentiment analysis models to improve their prediction
performance. In order to evaluate the tasks performance, datasets from different contexts and different
topics were used.

The rest of this paper is organized as follows: Section 2 presents fundamental concepts. Section 3
reviews some of the most representative sentiment analysis approaches, mentioned in this case as related
work. The related work are grouped in three categories: corpus-based approaches, lexicon-based approaches
and combined approaches. Section 4 describes the different models used in each particular task, specifically
the sentiment analysis and the dimensional sentiment analysis tasks. Section 5 describes the evaluation
methodology, the datasets, the word embeddings, the evaluation metrics, and the experimental evaluation.
Finally, Section 6 concludes this paper by summarizing its main points and future work.

2 Fundamental Concepts

This section presents the basic concepts required to understand the topics discussed in this document.
Section 2.1 describes the methods traditionally used to represent phrases/documents. Section 2.2 introduces
some of the most common algorithms used in text classification problems.

2.1 Text Representation

In the context of text classification, documents are typically represented through sets of smaller com-
ponents, like words, n-grams of words (i.e., sequences of n continuous words in a text) or n-grams of
characters (i.e., sequences of n continuous characters in a text).

Besides sets, another common representation for documents is the vector space model approach. The
vector space model approach is widely used in information filtering and information retrieval to compute
a continuous degree of similarity between documents. Each document d is represented as a feature vector
df =< w1,f , w2,f , ..., wi,f >, where i is the number of the features, and where wi,t corresponds to a weight
that reflects the importance of the feature f for describing the contents of document d. The different
features can, for instance, correspond to words, n-grams of words or n-grams of characters.

In the vector space model approach, the weight of each feature can be computed in several ways. The
methodology used to compute the weights is usually known as term weighting scheme. One of these
schemes involves using binary weights, where wi,f is zero or one, depending on whether the feature f is
present or not in the document d.
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As described previously, the vector space model allows to evaluate the degree of similarity between
two documents d1 and d2, as the correlation between their vector representations V (d1) and V (d2). This
correlation can be computed using, for example, the cosine similarity metric:

sim(d1, d2) =
V(d1).V(d2)

||V(d1)|| × ||V(d2)||
(1)

In Equation 1, the numerator is the inner product of the vectors V(d1) and V(d2) and the denominator
is the product of their Euclidean lengths. If we also represent a query as a vector it is possible to compute
the similarity between the documents and the query, extracting the relevant documents.

2.2 Text Classification

Text classification is nowadays typically addressed through supervised machine learning methods.
Training data, i.e. vectors x labeled by humans with a class y, are used to learn a function d(x), known
as classifier, that aims to automatically predict the class to which a new instance of test data belong to.
Over the years, many different learning methods have been introduced to address the task of finding the
function d(x), such as nearest neighbour classifiers (Mao and Lebanon, 2006), linear classifiers (Mullen and
Collier, 2004), or tree-based models (Augustyniak et al., 2014).

In sentiment analysis, the most commonly used methods are linear classifiers. These methods define
the function d(x) in terms of a linear combination of the individual dimensions from the predictor variables
(i.e., features). There are two broad classes of methods for determining the parameters of linear classifiers:
the generative approach and the discriminative approach.

The generative approach learns the joint probability distribution P(x,y), for example the Naive Bayes
(NB) classifier. While the discriminative approach learns the conditional probability distribution P(x|y),
for instance Support Vector Machines (SVMs).

Furthermore, a new branch of machine learning that also allows one to address text classification is
called deep learning. The property of deep learning that makes it distinctive is that it studies deep neural
networks, i.e. neural networks with many layers that are typically trained end-to-end. The use of multiple
layers allow models to warp the data (progressively) into a form where it is easy to solve the specific
classification task.

In these models, each layer is a function acting on the output of a previous layer, so we can say that
the network is a chain of composed functions and also that the chain is optimized to perform the specific
task. As described before, neural networks transform the data through the existing layers, making their
task easier to address. These transformed versions of the data are called of representations.

One of such representations is word embeddings. This kind of representation is formed or used to solve
natural language processing tasks. Typically, the input to the network for these tasks is a word or multiple
words. In this sense, a word can be represented as a unit vector in a very high-dimensional space, with
each dimension corresponding to a word in the vocabulary. After that, the network will warp and compress
the space, mapping words into a lower dimensional space. This new representation for the words has some
really nice properties. One of those properties is the fact that words with similar meanings will tend to be
close in the resulting space and also difference vectors between words seem to encode analogies.

Furthermore, another key point in modern neural networks is the fact that many copies of one neuron
can be used in a neural network. However, writing the same code oftentimes not only increases the risk
of introducing bugs, but also makes it more difficult to catch possible mistakes. Considering that in
programming the abstraction of functions is essential, we can use functions instead of using multiple copies
of neurons. This technique is traditionally called weight tying and is fundamental to the good results that
we have seen from deep learning in many different tasks.

In this follow-up, there are a set of neural network patterns that are widely used, such as recurrent
layers and convolutional layers. In order to build more complex and larger networks, these patterns (i.e.,
these building blocks) can also be combined. Some of the aforementioned building blocks will be detailed
latter in this paper.
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3 Related Work

Existing sentiment analysis approaches can be divided into two main categories based on the source of
information they use: the lexicon-based approach and the corpus-based approach.

The lexicon-based approach essentially calculates the orientation (i.e., positive or negative sentiment)
of a text by aggregating the semantic orientations of the present words. On the other hand, corpus-based
approach uses supervised learning algorithms to train a sentiment classifier, through training data. Both
categories have their advantages and disadvantages. In some cases, researchers combine the best of both
categories, building hybrid models.

3.1 Lexicon-Based Approaches

A lexicon-based approach starts with a set of terms with known sentiment orientation. After selecting
the set of terms, an algorithm is used to estimate the sentiment of a text based upon the occurrences of
these words. Some of these approaches are the SentiStrength developed by Thelwall et al. (2010) and the
Semantic Orientation CALculator (SO-CAL) by Taboada et al. (2011).

The SO-CAL approach began with two principles. The first is that words have a semantic orientation
that is independent of the context, and the second is that semantic orientation can be expressed as a
numerical value. In previous versions of SO-CAL (Taboada and Grieve, 2004; Taboada et al., 2006), the
classification task was based only on an adjective dictionary. However, the current version (Taboada et al.,
2011) is composed by different dictionaries, including adjectives, verbs, nouns, and adverbs. In addition to
these dictionaries, the SO-CAL approach also incorporates valence shifters such as intensifiers, downtoners,
negation and irrealis markers (i.e., words that can change the meaning of sentiment words).

The final polarity decision for a given text is determined by the average sentiment strengths (SO values)
of the words detected, after modifications.

The experimental evaluation concluded that the new version improves the performance of the previous
version of SO-CAL. However, the main conclusion is that lexicon-based methods for sentiment analysis
can be robust, resulting in good cross-domain performance. They can be easily improved with multiple
sources of knowledge.

3.2 Corpus-Based Approaches

A corpus-based approach, as previously described, involves building classifiers from training data. The
training data consists of a set of training examples that are composed by an input object and a desired
output value. Some researchers have already introduced approaches that use this concept (Mesnil et al.,
2014; Li et al., 2015; Kim, 2014; Tang et al., 2015).

One of such approaches is purposed by Mou et al. (2015) and is called Tree-Based Convolutional Neural
Network, based on Convolutional Neural Networks (CNNs) and Recursive Neural Networks (RNNs).

CNNs have the capacity to extract neighboring words effectively with short propagation paths, but
they do not capture inherent sentence structures, for instance parsing trees. RNNs can encode structural
information by recursive semantic composition along a parsing tree, but they have many difficulties in
learning deep dependencies because of long propagation paths. In order to exploit this information, Mou
et al. (2015) propose a novel neural architecture that combines the advantages of CNNs and RNNs, called
Tree-Based Convolution Neural Network (TBCNN).

The experimental evaluation showed that this approach have high performance in sentiment analysis,
but also that with TBCNNs it is possible to extract sentence structural information effectively, which is
very important for sentence modeling.

3.3 Combined Approaches

Previous studies (Kennedy and Inkpen, 2006; Andreevskaia and Bergler, 2008; Qiu et al., 2009) showed
that lexicon-based and corpus-based approaches have complementary performances and therefore should
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be combined. With this in mind, some researchers developed combined approaches (Mullen and Collier,
2004; Augustyniak et al., 2014; Zhang et al., 2015)

In the same way, Yang et al. (2015) developed a new approach that combines these two views, named
the LCCT Model (Lexicon-based and Corpus-based, Co-Training Model).

For the lexicon-based approach, Yang et al. (2015) presented a novel approach that is called semi-
supervised sentiment-aware LDA (ssLDA) to build a domain-specific sentiment lexicon.

For the corpus-based approach, Yang et al. (2015) used Stacked Denoising Auto-Encoders (SDA) in-
troduced by Vincent et al. (2010) to build the corpus-based sentiment classifier.

In order to combine the methods, both are initially trained with the partially available labels, then one
of the two classifiers (i.e., the corpus-based classifier or the lexicon-based classifier) is used to label unlabeled
documents, adding these labels to the pool of labeled data. The other classifier is re-trained using the new
labeled data produced by the initially chosen classifier. This procedure is performed iteratively, and after
a sufficient number of iterations, the classifiers are combined using a majority-voting scheme to predict
the sentiment label to the test data. The experimental evaluation demonstrates that LCCT exhibits
significantly better performances on a variety of datasets, comparing with other state-of-art sentiment
analysis approaches.

4 Sentiment Analysis with Deep Neural Networks

This section describes the different text representations, as well as the model architectures used in the
experiments that are reported in this paper. Section 4.1 presents the different input representations of the
models. Section 4.2 describes the model architectures.

4.1 Text Representation

One of the main problems in sentiment analysis consists in creating representations of text for compu-
tational analysis, i.e. prepare the text to meet the input requirements of the classification systems. After
converting the data to a structured format we need to have an efficient text representation model to build
an efficient classification system. Some of the pre-processing techniques that deal with this challenge will
be described.

The Bag of Words (BoW) is one of the pre-processing techniques proposed in the literature. The idea
is, given a collection of documents, identify the set of words used in the entire collection. Commonly called
vocabulary, this set is traditionally reduced keeping only words that are used in at least two documents.
Besides that, much of the applications in text mining remove from the vocabulary the so-called stop words.
From the moment in which the vocabulary is defined, each document can be represented as a vector (with
numeric entries) of length m, being m the size of the vocabulary and each entry the number of occurrences
of a word in the document.

However, as many of the sentiment analysis systems, the BoW treat words as singular units, i.e. there
is no notion of similarity between them (words are represented as indices in a vocabulary). Another
limitation, refers to the production of data with high dimensionality and sparsity. Taking into account
these limitations and the progress of machine learning techniques in recent years, the word to vector
representation has been increasing its relevance in this area. As its own name indicates, the idea is also
represent the word as vectors, trying to reduce the limitations detected in previous works. The produced
vectors in this case are often called word embeddings. One of the most popular algorithm for producing
this vectors is the Word2Vec, proposed by Mikolov et al. (2013b).

The big improvements of the word to vector representation in comparison with the previous described
technique are: dimensionality reduction, that makes the representation more efficient and contextual sim-
ilarity, that makes the representation more expressive.

In this follow-up, Le and Mikolov (2014) proposed an extension to the Word2Vec representation that
aims to construct word embeddings from entire documents (Doc2Vec). Briefly, Doc2Vec consists in com-
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bining in different mathematical ways the word vectors provided by the Word2Vec representation. The
main idea is end up with a single aggregate vector that represents the document total topic’s direction.

4.2 Models Description

This section presents and describes the models used in this work, being that some of them (e.g., NB
and SVM) have been presented in Section 2. The models present in this section are more complex and
mainly based on deep neural networks. Traditionally, neural networks are divided in two categories. The
recurrent neural networks (RNNs) and the convolutional neural networks (CNNs).

Starting with the RNNs, the reason they are called recurrent is because they perform the same task
for every element of an input sequence with the output being dependent on the previous computations.
Theoretically, RNNs have the possibility to use information in arbitrarily long sequences, but in practice
they are limited to looking back only a few steps.

The RNNs suffer from the problem of vanishing gradients, a problem found in training neural networks
with gradient based methods, for instance when using the backpropagation algorithm. This problem implies
loss of sensitivity in the network, over the time as new inputs overwrite the activations of the hidden layers,
causing forgetfulness of the first inputs. In order to remediate this problem, a new RNN variant called
Long Short Term Memory (LSTM) arises. The LSTM can chose to retain their memory over arbitrary
periods of time but also forget if necessary.

With respect to convolutional neural networks, they are usually composed by several layers of convo-
lutions with non-linear activation functions applied to the results. In more detail, convolutions over the
input layer are used with the aim to compute the output.

Once finalized this introduction, the models description will be performed:
The stack of two LSTMs model is simply a stack of two LSTM layers. The idea is to form a deep network

not only in terms of layers but also in recurrent dimensions. The intuition is that higher LSTM layers
can capture abstract concepts in sequences which might help in a particular task, in our case, sentiment
analysis.

The bidirectional LSTM arises with the aim to solve one limitation of the RNN models that is not
having access to future information on its current state. This model connect hidden layers of opposite
directions to the same output. Being that, the ouput layer can access information from past and future
states.

The Multi-Layer Perceptron model is a simple feedforward neural network, i.e. the connections between
the network neurons do not form a cycle. More properly, the neurons have only one direction associated
to them, that is from input to the output. All the nodes present in this model, except the input node, are
neurons with a non-linear activation function. The main improvement of the MLP model, in contrast with
a standard linear perceptron, is the capacity to distinguish non-linear data.

The Convolutional Neural Network model, applies convolutions over the inputs to compute the outputs,
in contrast with other neural networks that only connect each input neuron to each output neuron of the
previous layer. In CNNs, each convolutional layer applies filters over the data, and during this process,
the model learns the values of its filters based on the task that we want to perform. At the end of this
process, the results of each layer are combined. In this case, the architecture used is composed by three
filters with length 3, 5 and 7.

The CNN-LSTM model consists, as the name suggests, in combining a CNN architecture with a LSTM
architecture. Previous studies, described in Section 3, show that sometimes combining distinct models
can give us a more powerful overall model, that improves the prediction performance. This is ensured
because each of the combined models provides their specific features, resulting in a more complete model.
Specifically, in this case, as CNN models are capable of extracting local information but may fail to capture
long dependencies, the LSTM model will be combined to try to ensure that this limitation will disappear.

The merged CNN model is a variant of the CNN model, where the main idea was to allow the previously
described CNN model to receive two different types of word representations. Hence, this architecture has
two branches, where each of them has their respective word representation. At the end, the goal is to
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concatenate the two different representations provided from both branches and perform the classification
over this new representation. The merged CNN-LSTM model is similar to the previous model, but instead
of the base model be the CNN model is the CNN-LSTM model.

5 Evaluations

This section describes the evaluation methodology as well as the experimental results. Section 5.1
presents the evaluation methodology, datasets, word embeddings and evaluation metrics . Section 5.2
shows the results from the different models, according to their specific task.

5.1 Evaluation Methodology

The evaluation methodology has components that are specific for each task and dataset. However, a
common methodological aspect is present in all the neural network models, namely the use of a callback
with the early stopping function. Specifically, the early stopping function allow us to stop the training
process when a monitored quantity has stopped improving, in this case the validation loss.

The validation loss is measured in each training epoch through a validation set that has been previously
defined. The validation set was defined as the last 10% of the training data, and the training procedure
will stop when we observe at least two consecutive epochs with no improvements.

Once described the common methodology, is time to start the oriented description of the evaluation
methodologies for each specific task and dataset.

The sentiment analysis task was performed in three different datasets. The first was the Sentence
Polarity dataset v1.0 (Pang and Lee, 2005) that is composed by 5331 positive and 5331 negative sentences
taken from movie reviews. The second, the Stanford Sentiment TreeBank dataset (Socher et al., 2013),
that is based in the previous dataset with a different sentiment scale: negative - 0, somewhat negative - 1,
neutral - 2, somewhat positive - 3 and positive - 4. And the last one, the Tweet 2016 dataset provided for
Task 4 (Sentiment Analysis in Twitter) of the SemEval competition1, that contains tweets annotated with
the following sentiment scale: negative - 0, neutral - 1 and positive - 2.

For the purposes of this paper, I will only report the results of the Stanford Sentiment TreeBank dataset.
The Stanford Sentiment dataset has a pre-defined train and test sets. In cases like this the best option
is to use the pre-defined sets in order to obtain a better comparison with the results of previous works.
Continuing the oriented description for this dataset, and taking into account that all the models described
in the Sentiment Analysis section use word embeddings, were used the publicly available word2vec vectors
trained on Google News (Mikolov et al., 2013a).

Concluding, the oriented description of the evaluation methodologies, is missing the organization of
the experiments. In this sense, the organization is the following: The first experiments consist in models
that use pre-trained word embeddings. Looking in more detail, all the words including those that are not
present in the word embeddings (randomly initialized), are fine-tuned throughout the training process.
Thus, not only the parameters of the models are learned but also the weights of the word embeddings.

The second set of experiments involved models that require a pre-processing of the word embeddings
in order to proceed to a concatenation with the emotion dimensions, valence arousal and dominance. The
dataset with the emotion dimensions used was introduced by Warriner et al. (2013).

The third and last set of experiments consists in separately using two different types of word embeddings
within the same model architecture, as described in the merged CNN and merged CNN-LSTM models.

The experiment results for the Stanford Sentiment TreeBank dataset are described in the next section,
in terms of the accuracy metric.

With regard to the dimensional sentiment analysis task, I also experiment an assessment in different
datasets. In this case, the datasets used are: the Extended Warriner (created in this work), the Affective

1http://alt.qcri.org/semeval2016/task4/
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Norms for English Text (ANET) (Bradley and Lang, 2007), the EmoTales (Francisco et al., 2012) and the
Facebook Messages (Preoctiuc-Pietro et al., 2016a).

In this particular case, the train set in all experiments is the Extended Warriner dataset of affective
ratings for words and phrases, that instead of containing only the emotion dimensions values for single
words, also have these values for phrases. This extended dataset is based in the dataset introduced by
Warriner et al. (2013), that only contains the emotion dimension values for single words. The test sets are
the remaining, the ANET, EmoTales and Facebook Messages datasets. The word embeddings used in this
task are the publicly available word2vec vectors trained on Google News defined.

As in the sentiment analysis task, I will only report the results for one dataset, namely the Facebook
Messages dataset. The experimental evaluation of this dataset are described and compared in the next
section, using the Pearson Correlation Coefficient.

5.2 Experimental Evaluation

This section presents the results for the different tasks addressed in this work (i.e., for the sentiment
analysis and dimensional sentiment analysis tasks). In order to evaluate the performance of each of them,
the models were used over different contexts/datasets. Although, as described before, I will only report
the results of one dataset for each task. Thus, results from the experiments will be presented according to
each specific task and dataset.

With regard to the sentiment analysis task, the Stanford Sentiment Treebank dataset (Socher et al.,
2013) was used to experiment with a sentiment analysis task on movie reviews, but instead of only distin-
guishing the sentiment as positive or negative, this dataset allows us to perform a more detailed sentiment
analysis task, distinguishing the sentiment in five categories. The results of these experiments are de-
scribed in Table 1. The first four models use the bag of words text representation while the remaining use
pre-trained word embeddings. Table 1 is divided in two parts. The first half describes the performance
of the models implemented by me and described in this dissertation and the second part, described the
performance of models from previous work using this dataset.

Model Epochs Batch size Accuracy

NB Bag of Words - - 39.2 %

SVM Bag of Words - - 37.2 %

NB-SVM Bag of Words - - 39.2 %

MLP Bag of Words 4 32 39.0 %

Stack of Two LSTMs Word2Vec 5 32 38.9 %

Bidirectional LSTM Word2Vec 5 32 39.3 %

CNN Word2Vec 4 32 37.9 %

CNN-LSTM Word2Vec 5 32 41.3 %

MLP Doc2Vec 4 32 32.6 %

CNN-non-static Kim (2014) - - 48.0 %

RAE (Socher et al., 2011) - - 43.2 %

MV-RNN (Socher et al., 2012) - - 44.4 %

RNTN (Socher et al., 2013) - - 45.7 %

DCNN (Kalchbrenner et al., 2014) - - 48.5 %

Paragraph-Vec (Le and Mikolov,
2014)

- - 48.7 %

Table 1: Stanford Sentiment Treebank Dataset: Models results using pre-trained word embeddings against
previous works.

Table 1 shows that results of the models used in the experiments are relatively close to the results of
the current state of art models. The best result was obtained using the combination between a CNN and
a LSTM model.

The next experiments show results of adding information about emotion dimensions and are present in
table 2. The first half of the table reports the results of the experiments with the concatenated version of
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the word embeddings, and the second half reports on the experiments using merged architectures.

Model Epochs Batch size Accuracy

MLP Bag of Words 4 32 39.6 %

Stack of Two LSTMs Word2Vec 6 32 40.9 %

Bidirectional LSTM Word2Vec 6 32 37.8 %

CNN Word2Vec 7 32 43.3 %

CNN-LSTM Word2Vec 5 32 44.2 %

MLP Doc2Vec 4 32 32.4 %

CNN Word2Vec 5 32 40.7 %

CNN-LSTM Word2Vec 6 32 40.5 %

Table 2: Stanford Sentiment Treebank Dataset: Models results using a concatenated version of word
embeddings against the results of merged architectures.

Looking at the first half of the Table 2 and comparing with the results of Table 1, it is possible to
see a significant improvement in the performance of some of the models, namely the CNN and the CNN-
LSTM. On the other hand, models like Bidirectional LSTM and MLP Doc2Vec have a slight decrease in
performance. In the second half of the table, and comparing with Table 1, there is also an improvement,
although on a smaller scale.

In the end of these experiments, the idea that the information about emotion dimensions improves
somehow the performance of some models in the sentiment analysis task was not discredited.

With regard to the dimensional sentiment analysis task, the Facebook Messages dataset (Preoctiuc-
Pietro et al., 2016b) was used to experiment with a dimensional sentiment analysis on facebook posts.
Taking into account that this dataset only contains two dimensions, valence and arousal, the results are
just described in terms of these two dimensions and are presented in Table 3. The first half of the table,
describes the performance of the models used in my experiment and the second half, in order to compare
the results, described the performance of previous work using this dataset.

Models Valence Arousal

Stack of Two LSTMs Word2Vec 0.300 0.073

Bidirectional LSTM Word2Vec 0.310 0.081

CNN Word2Vec 0.345 0.096

CNN-LSTM Word2Vec 0.390 0.105

ANEW (Bradley and Lang, 1999) 0.307 0.085

Aff Norms (Warriner et al., 2013) 0.113 0.188

MPQA (Wilson et al., 2005) 0.385 -

NRC (Mohammad et al., 2013) 0.405 -

BoW model (Preoctiuc-Pietro et al., 2016b) 0.650 0.850

Table 3: Facebook Messages Dataset: Prediction results for valence and arousal in Pearson correlation.

Looking at the first half of Table 3, one can see that the best results, in terms of the Pearson correlation
coefficient, are in the valence dimension while the worst are in the arousal dimension. In the valence
dimension, the best result was obtained using the CNN-LSTM model, and the worst was obtained when
using the Stack of two LSTMs model. Finally, in the arousal dimension the best and the worst model are
the same of the previous dimension.

The second half of Table 3 presents a number of different existing approaches. Comparing with the
results described in the first half, it is possible to see that some of the models studied in this work surpass
the results of other existing approaches. However, results are still a bit far from the best approach, that is
the BoW model by Preoctiuc-Pietro et al. (2016b). This may be due to the fact that the BoW model was
trained using 10-fold cross-validation, and so has the advantage of be trained and tested with the same
data type.
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6 Conclusions and Future Work

This paper described the research work conducted in the context of my Master’s thesis. Throughout
the document, I presented two different tasks, namely a sentiment analysis and a dimensional sentiment
analysis tasks. The sentiment analysis task aims to predict the polarity of a given textual document,
while the dimensional sentiment analysis aims to predict emotional dimensions like valence, arousal and
dominance.

In the sentiment analysis task, I put into practice the idea of adding information about the emotion
dimensions associated to words. From all the experiments, I can conclude that this idea is still alive and
reinforced with some positive indications. The results showed that, in some cases, adding this type of
information improves the prediction performance.

In the dimensional sentiment analysis task, I created a new dataset corresponding to an extension of
the Warriner dataset. After created, this dataset was used as the training set in some models, in order
to predict the emotion dimensions in different contexts. The results showed that, in some cases, the
models that were advanced performed better than others, although in some contexts the results are not
positive using the same methodology. For each task I also presented the model architectures, as well as
the experimental evaluation.

As future work, taking into account the positive indications given by the experimental evaluation, many
other experiments can also be done. In the sentiment analysis task, it would be interesting, for instance,
to experiment with the use of the emotion dimensions information in other models. Another possibility, is
to use other emotion dimension datasets, like the Extended Warriner dataset created in this thesis, trying
to improve the results reported throughout the document.

In the dimensional sentiment analysis task, the indications are not so good in some contexts. However
for future, it would be interesting experiment different with datasets for training and testing neural network
models.

Furthermore, for both tasks, another possibility can be pre-train a model with a very large dataset,
such as the Stanford Natural Language Inference (SNLI) corpus (Bowman et al., 2015) or the Paraphrase
Database (PPDB) (Pavlick et al., 2015), in order to recognize equivalent phrases. After this process, the
idea is to use the learned parameters of the model for developing other model that allows to predict the
polarity or the emotion dimensions of a given text.

In more detail, the objective is try to explore big datasets to train models that are good modeling
sequences of words (i.e. phrases), and after use these representations in models with other goals, in this
case sentiment analysis and dimensional sentiment analysis.
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