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Abstract— Concurrency has adverse effects on networks:
having too many parallel Transmission Control Protocol (TCP)
connections is proven to be too aggressive and cause un-
necessary congestion, throttling throughput for all network
users. This work addresses the problem at the sender, by
grouping parallel connections that share the same path, at
the sender, reducing per connection redundancies. We survey
implementations for this and adapt them for our own protocol.
Our solution enables TCP to: group connections from hosts
in close proximity, have finer network state estimates, react
quickly to congestion, skip slow start and have an increased
average throughput.

I. INTRODUCTION

TCP’s congestion avoidance and control algorithms play
an important role in supporting the Internet infrastructure.
Van Jacobson describes a period when these were badly
implemented and almost caused an Internet collapse [1].
The congestion mechanisms allow Internet hosts to detect
and deal effectively with congestion, even so, they are not
well suited for web traffic, predominantly derived from
Hypertext Transfer Protocol (HTTP)1. In the year 2000,
parallel connections accounted for 44% of total connections
to a web server [3]. From a 2010 data set, connections
evolved to being mostly parallel with a median number of 6
to 7 [4].

For this work, we address the problem of parallel connec-
tions, which is a necessity for most web applications, but cre-
ates congestion in the network. Each individual connection is
aggressive by nature, it is constantly probing the network to
discover its maximum available throughput and this process
requires the detection of losses to signal congestion in the
network. This is not only done by each individual host in the
network, but also for each of the parallel connections that
every client uses. From the network’s perspective there is
no difference, every connection is treated equally, indepen-
dently of the originating user, whether it has one or more
connections. Research has been published on this subject,
attempting to reduce the impact of parallel TCP connections,
but failed to gain support since published [5], [6], [7].

As a transport layer protocol, TCP applies congestion
algorithms per connection, so every connection a server uses
is independent from all others. But state is path specific,
connections sharing the same path will have similar value
estimates for latency and available throughput, and these

1A 2009 study was able to gather traffic from 20,000 residential clients
and found HTTP traffic to account for almost 60% of total Internet traffic
[2].

calculations are not cheap due to TCP’s mechanisms for
congestion control:

1) Slow start, which is required for finding an initial
threshold for traffic throughput. Increases initial la-
tency for connections, decreasing overall throughput.

2) Congestion avoidance algorithms are as aggressive as
they need to be, reacting to losses, which signal con-
gestion in the network. A loss causes the connection’s
throughput to lower and increases latency because of
packet retransmissions.

For dealing with the problem directly, we will focus on
transport level solutions, enabling us to group connections at
the sender sharing the same path. This allows TCP to reduce
the aggressiveness of parallel connections, for fewer losses
and increased throughput. We allow same group connections
to:

1) skip slow start on paths for which there is already a
connection in congestion avoidance;

2) react to losses from other connections by decreasing
their throughput;

3) Share network path information to provide finer TCP
estimations.

By doing these optimizations to standard TCP, we can reduce
unnecessary congestion and pacify the effects of concur-
rency. To improve even further on this, we will allow the
protocol to group hosts by Internet Protocol (IP) addresses
and deal accordingly with any group inconsistencies that
arise, making it possible to benefit a larger number of hosts.

With this work, we contribute with: a new protocol design,
adapted from existing research; a Linux implementation; a
set of experimental tests that evaluate the protocol.

II. RELATED WORK

TCP[8] was developed to provide reliable communication
for the internet. The protocol operates in a symmetric man-
ner, providing basic data transfer on a duplex connection
with added mechanisms to assure reliability to its end hosts.

As a transport layer protocol, TCP must be capable
of dealing with the network layer’s flaws. For this, TCP
provides the following mechanisms:

• basic data transfer - packaging streams of bytes into
segments to be transmitted over IP ;

• reliability - ability to recover from data that is lost,
damaged, duplicated or out of order;

• flow control - restricting the max amount of data that
the other host can accept.



The unpredictability of the network makes it hard to decide
with some certainty when a packet becomes unrecoverable.
When waiting for an acknowledgment a timeout needs to be
calculated based on the smooth round trip time (srtt) value
that tries to consider the unpredictability of the network,
smoothing the round trip time (rtt) samples received. The
initial mathematical expression used was later known to be
inappropriate [1]. This led to the creation of congestion
control algorithms to limit the protocol’s packet sending rate.

A. Congestion Control
The conservation of packets principle [1], is used to govern

the way a sender limits its own throughput, without allowing
the network to become congested. This means that for a
connection to run stably it requires a conservative flow of
packets: a new packet shouldn’t be injected into the network
until an older one has left, allowing each connection to know
how many packets it can safely have in flight. This simple
principle can fail under 3 possible conditions:

1) The connection can’t reach a stable state when starting,
this is caused by having no information on the stable
state of the network and overestimating the amount of
data it can actually send.

2) For a stable state, the connection starts injecting pack-
ets, before those in the network leave. Having an over-
load of packets in the network will cause congestion.

3) There are not enough resources to allow stability, the
network buffers along the path are not prepared to deal
with an increase in rate of packets, causing losses.

The same problems still apply to this day, but TCP has
mechanisms in place to make a reliable detection of the
network’s state and adapt accordingly to its needs.

• Slow Start was detailed as a new method for initializ-
ing TCP connections, in a controlled manner, without
injecting too many packets for the network to handle.
It also initializes the acknowledgment (ack) clocking
mechanism, which allows a host to estimate the delay
in the network path by receiving acks, and to discover
the stable state in the network, for which it can send
data safely without causing congestion in the link. It is
a requirement for correct TCP behavior, and its relative
slow action between all connections sharing the same
link allows them to start without causing congestion and
impacting the network performance for others.
A slow start threshold (ssthresh) for the connection is
created that indicates the point from which it can stop
using slow start. Initially, when nothing is known about
the path, it is set to a high value to cause a necessary
packet loss that indicates the initial threshold for that
path. The initial window (IW) for the connection is set,
according to the Max Segment Size (MSS), to around
4k bytes[9]. For each ack received, after the three way
handshake, the congestion window (cwnd) is increased
by one MSS, causing it to double for each rtt, until
cwnd > ssthresh [10]. A timeout causes slow start
to restart with ssthresh set to half of the congestion
window and a cwnd of a single segment.

• Round-Trip Timing, on which TCP depends for accu-
rate estimations of a packet’s travel time, is important
for loss detection. This work added dynamic rtt vari-
ation to the estimate calculations. The original used a
fixed value, that was found to cause retransmission of
delayed packets after load on the link reached 30%.

• Congestion Avoidance requires 2 components to work,
the sender must be able to detect the congestion and
endpoints must have policies in place for dealing with
it.
In a network, there are buffer limits along the path the
packets travel, and there is a chance they will get dis-
carded. We can almost certainly say that a loss happens
due to congestion, and that will be signaled through a
timeout for the sender. On a congested system, queue
lengths start increasing exponentially during congestion.
For the system to stabilize, the traffic sources must
reduce their outgoing traffic as quickly as the queues
grow. For the sender, this is a multiplicative decrease
of the packets sent (currently the congestion window is
cut in half).
In the case where a connection is using less than its fair
share of the bandwidth, it should increase its utilization.
This suffers from the same problem that slow start
solves for detecting the available bandwidth for the
connection. It uses the same method, increasing the
amount of data it can send on each acknowledgment
received, but instead of increasing exponentially, it
increases linearly (adding 1 segment to the congestion
window for each rtt).

B. Optimizations for Shared Path Parallel TCP Connections

The idea of dependence on shared path TCP connections
started with Touch’s TCP Control Block Interdependence
draft [5]. In it, concerns were raised about TCP’s per
connection state, and its negative influence on performance
for same host connections.

For each connection, TCP allocates a TCP control block
(TCB) to store its state, such as srtt, round trip time vari-
ance (rttvar), ssthresh, cwnd and MSS. These are the most
important for congestion control and the focus of the draft.

For the state, they classified it into: host-pair dependent
and host-pair dependent for the aggregate, the nuance here,
is that, for aggregate dependency, state is required to be
divided for each connection, as is the case for congestion
window. Host pair dependent state is equal for each parallel
connection, independently of the number of connections
being used: MSS, srtt, rttvar.

These dependencies make the existence of a linking factor
between connections clear, making most of the the state
calculations per connection redundant, which introduces an
unneeded overhead. As a way of minimizing this, Control
Block Interdependence proposes two different tactics: tem-
poral sharing and ensemble sharing.

The type of state dependency plays an important role in
determining how information can be used by the sharing
tactics.



• Temporal Sharing tries to reuse closed connections’
state, when available, to initialize a TCB faster, where
the values are simply copied. In Temporal sharing,
caching is done whenever a connection closes, or, in
the case of MSS, when the the value is updated.

• Ensemble Sharing is similar to Temporal Sharing, but
allows interactions between concurrent parallel connec-
tions, where a cache is updated often during the con-
nection’s lifetime, reflecting their joined state. Newer
connections are able to copy updated rtt information
from other connections, available in the cache. This will
benefit newer connections, which will be able to start
without a big delay, and older connections, which can
be notified of changes in the network through the cache.

An initial solution to this problem was better described in
TCP Behavior of a Busy Internet Server [6]. The article
studied the performance of parallel connections in a web
server, focusing on losses: how a group of independent
connections experience losses and their combined congestion
window after a loss; and the increase in bandwidth: examin-
ing the ratio between the total throughput and the number of
parallel connections. They concluded that multiple parallel
connections had an increase in throughput, but the protocol
was more aggressive due to it, aggression will lead to more
congestion and losses.

They proposed changes in the form of TCP-Int, that would
make parallel connections less aggressive, where they would
behave similarly to a single connection. TCP-Int provides
better loss recovery and start up performance for parallel
connections and it only requires changes to the sender to
make it compatible with other TCP versions.

In Collaborative Congestion Control in Parallel TCP
Flows [7], the TCP/DCA-C is proposed as a different way
of sharing state for parallel connections, using a delay-
based congestion avoidance scheme (DCA), where events
are shared collaboratively (C) between flows.

For detecting congestion, each flow calculates a threshold
for the rtt, indicated by: T = rttmin + λ × (rttmax −
rttmin); where λ is a constant and the rtt values are taken
from older rtt’s of the connections. A rtt higher than the
threshold (T ) indicates impending congestion. This allows
the first connection in a group that experiences a bigger
delay to quickly share it with others, providing more accurate
congestion windows for other group members.

The protocol behaves like an ensemble, grouping the same
host parallel connections into a group, but without using
any kind of caching, the group is used only for direct
communication between flows. When rtt > threshold in
one flow, an event is signaled to all other flows: for all
other flows in the congestion avoidance phase the congestion
window is reduced if the original flow had a lower window.
The congestion windows are decreased by a factor of 0.125,
given by the parameter α. For these flows, on the receiving
end of an event signal, the congestion window adjustment is
lower than that of the event sender, it is inversely proportional
to the size of the group (N ) to compensate for cases where
more flows experience imminent congestion and also signal

delay events.

C. Multiplexing Parallel TCP Flows

A recurring topic of discussion is on multiplexing parallel
TCP flows. Multiplexing groups the different streams into
a single one, as a way of reducing the redundant aggres-
siveness associated with having multiple independent flows
that share the same path. This aggressiveness would come
from each connection having to do slow start and experience
losses individually. This is detailed as an application level
solution, by not changing the underlying protocol layers, it
is implemented by application.

Implementing a multiplexing solution is restrained by the
TCP protocol layer, because it doesn’t discern multiplexing.
All flows, that the application differentiates, are treated
equally by a single TCP connection. If the application
requires more from the transport protocol (using different
ports on the same host or increasing throughput), then it
needs to use parallel connections.

From the literature, some drawbacks are enumerated re-
lated to the use of most multiplexing solutions:

1) Protocol changes are done per application.
2) Each application requires an independent TCP connec-

tion, different applications can’t multiplex into a single
connection.

3) Multiplexing adds coupling between independent
streams that share the same connection. A loss or delay
will affect all the objects in the connection.

4) The maximum throughput available to a multiplexed
connection is the same of a single TCP connection.

The biggest advantage of using parallel connections is, as
we have already seen, that we can increase the throughput
for a client by increasing the amount of parallelism for
connections, but with increased aggressiveness [6]. Adding a
ensemble technique makes these parallel connections behave
as aggressive as a single one, without compromising the
higher throughput of parallelism.

D. Ensemble Sharing Considerations

Ensemble sharing solutions failed to gain adoption since
they were initially proposed. We were unable to find any rea-
sons that could explain this, but there are a few disadvantages
that we assume led to it:

1) At the time, the use of parallel connections was un-
common. A server in the year 2000 only found 44%
of clients to make parallel connections [3].

2) The implementations don’t conform to the TCP/IP
protocol stack, where abstraction between the network
layer and transport layer should be well defined. The
protocols need to group connection according to IP
specific concerns, and that breaks the abstraction. This
can then make it harder to push for the protocol
implementation in operating systems, which use those
abstractions in the network code.

3) NAT interfaces present a risk as a single client behind
a NAT may completely deny connections for other
users in the same private network, to the same server,



Hydra Group
Group Size
Subnet
Group rtt
Total ssthresh
Total cwnd
Event Timestamps (JOIN, LOSS, LEAVE)

TABLE I
INFORMATION STORED IN EACH HYDRA GROUP.

by purposely delaying acknowledgments or making its
connection timeout prematurely.

III. ARCHITECTURE

The protocol groups connections and shares events inside
the group, this is based on how TCP/DCA-C used concur-
rency.

• To group connections we need to take in account the
geographical location of the destination hosts and their
delay. To do so, we use the IPv4 protocol’s hierarchical
nature to group connections in close proximity and
use the round trip time to deal with path and delay
inconsistencies.

• Same group connections can share events, signaling
the entry of a new connection, losses and exits; and
providing new estimates for the congestion window and
slow start threshold.

The system is comprised of 2 parts: Hydra, a data
structure that receives network information from different
connections and assigns them to groups; and Heracles, the
congestion control mechanism that shares events between
same group connections.

A. Hydra: Connection Grouping

Hydra aggregates multiple remote hosts by their Internet
Protocol version 4 (IPv4) addresses using an implementation
defined mask of 24 bits to check for potential group matches.

When a connection is inserted into a group, based only on
its IPv4 address, a problem arises, we have to admit that all
connections in the group have the same delay, which, in the
case of the Internet, is impossible. As such, we have a fail-
safe mechanism for detecting incoherent rtt samples from
connections in the group.

The hydra structure is managed by a simple interface for
adding, removing and updating groups from the congestion
control module. Using an interval comparison function to
make decisions for each group, based only on the latest
rtt sample. The group’s information can then be accessed
during congestion control and each node’s group updated.
Initially a connection has no group, until enough information
is gathered from the connection’s path, then it tries to find a
group or create a new one. Group information is described
in Table I, which is posteriorly accessed to calculate network
estimations.

B. Heracles: Congestion Control

Heracles is the congestion control algorithm, based on the
reno algorithm. Its base functioning is closely related to reno,
with added complexity for dealing with multiple connections
for each group. So that, when a connection is inside a group,
it can send or receive events. There are different possible
execution paths according to whether the connection is in
slow start or congestion avoidance:

• During Slow Start a connection can skip it, if it already
found a group, else it behaves the same as reno and
increases the congestion window exponentially.

• During Congestion Avoidance a connection always
increases linearly. After, it tries to find a group if
it hasn’t already and updates the group’s cwnd and
ssthresh total values.

In any of the previous states, connections check for the latests
group events, dealing accordingly with them. There are 3
possible events that force cwnd and ssthresh changes for the
entire group: losses, joins and leaves. For losses, connections
update the cwnd and ssthresh values to the estimated ssthresh
value of the connection that transmitted the event, decreasing
both values. During leaves, all excess cwnd is split across the
remaining connections equally. On joins, only the ssthresh is
updated, there is no congestion window decrease in this case.
There is the possibility of performing some decrease, which
could be beneficial, making it easier for newer connections
to increase. Our evaluated implementation doesn’t do it, as a
way of mimicking normal connections and to behave better
in concurrent environments

The Reno protocol cwnd increases stay unmodified in the
Heracles protocol. For N connections inside the group, the
total window rises N times as fast as a single independent
connection, as all connections search for bandwidth concur-
rently, whether exponentially during slow start or linearly in
congestion avoidance.

When a loss happens in Reno, the single connection which
perceived the loss will halve it’s ssthresh. For Heracles the
same happens, but the reduction in that single connection is
split equally between the connections in the group. Instead

of a decrease of
1

2
, there is a decrease of

1

2N
(for N

connections in the group). From the group’s viewpoint, only
1 connection suffered the loss, as with Reno, but it is
shared equally, to promote fairness. This goes against Van
Jacobson’s stand on multiplicative decrease of connections,
halving the cwndduring congestion, [1] and doesn’t agree
with the previous implementation, which made losses halve
all connections in a group [6]. We defend that this approach
is better for the current state of the Internet, where most hosts
using multiple parallel connections only decrease for each
connection, because there is no information being shared
between the different connections. For competing protocols,
the usual aggressive approach would be disadvantageous for
a Heracles conservative protocol that reduced too quickly.
As others would take the decrease in throughput as a chance
of stealing more bandwidth.

A connection can leave a group for 2 reasons: when it



has nothing more to send or when it receives a round trip
time sample outside of the group’s interval. In both cases, it
produces an event sharing new window information with the
group. When it changes group, its own window information
remains unaltered, so that the connection doesn’t have to
restart itself on the new group.

During a join, a connection fetches a ssthresh estimate,
so that it can use it to update its own cwnd and instantly
skip the slow start procedure. The connection can then start
sending without having to worry about finding the initial slow
start value, suffering a loss and having to recover from it.
Shortening the slow start time decreases the amount of round
trips required for it; where the connection has a bottlenecked
cwnd and purposefully limits its own throughput.

This solution is similar to what was already seen in
TCP/DCA-C. Using events allows the congestion control to
be built separated from the transport protocol, without having
to modify the kernel directly.

IV. EVALUATION

For the evaluation portion of our work, we compare 3
different protocols, Heracles, Reno and Cubic. From these
the comparison between Heracles and Reno is the most
important, because the former uses the latter to achieve better
performance. Cubic is also in the tests, because it can be
used by the other protocols as a comparison point to a more
modern congestion control algorithm.

The following test cases are not meant to be thorough or
accurately describe normal behavior of TCP based protocols,
but to provide an insight into the use cases of the algorithm.
The tests are:

• Long/Short - 1 long lived connection and short lived
connections in constant intervals;

• Parallel - multiple connections over the same interval;
• Sequential - short lived connections are interpolated,

before a connection ends another starts;
• Packet - 2 client streams constantly flood the network,

each with data of different lengths.
The tests are described more in detail in each respective
section.

The evaluation tries focus on different aspects of the Her-
acles protocol to test its throughput against the alternatives:

• skip slow start on paths for which the threshold is
already known;

• react to losses on group by decreasing throughput fairly;
• Share common path information to provide better cwnd

and ssthresh estimations.
The Netkit software was used to run the tests locally in a

controlled environment, tests are not simulated, but use the
linux kernel to perform networking operations, which give
us accurate results, with a low degree of unpredictability.

The Network is simply consisted of a server and client,
directly linked, with a 100 ms delay and a 100 Mb/s total
throughput (figure 1).

To make the connections’ behavior more realistic we
added a small number of TCP background connections be-

Fig. 1. Test Network

Reno Cubic Heracles
long short long short long short

Average Throughput (Mb/s) 9.57 7.28 14.19 6.2 11.45 7.61
Average Deviation (Mb/s) 2.69 7.72 3.98
Total Throughput (Mb/s) 16.85 20.4 19.05

TABLE II
LONG/SHORT TEST RESULTS.

tween the 2 machines, for the tests we used 10 connections,
being transmitted using reno.

A. Long-Short Test

This test has a max throughput connection, which we call
the long connection, that is the first to be created and lasts
until the end of the test. Then, short lived connections start
transmitting in constant intervals, at any point in the test there
is only a short lived connection and a long lived connection.
For this test we used 20 short connections, with each lasting
5 seconds and a 1 second interval between them.

Heracles has a good long throughput (Table II), with the
best performance for short connections. This is due to the
way the protocol deals with group enters, making both slow
start and its initial loss unnecessary for groups. Exits then
allow for the protocol to achieve an higher performance than
Reno. When comparing the total throughput, Heracles has
4.9% less than Cubic. As for the fairness metric, the average
mean deviation between Long and Short connections, Cubic
has almost double the deviation (II).

From figure 2, when comparing the performance prob-
ability from the total throughput, Heracles had the lowest
probability of worse performance, having the highest prob-
ability of better throughput, until the 10Mb/s mark, where
Cubic the highest throughput ceiling.

B. Sequential Test

For this test, short connections are created sequentially,
a connection only stops transmitting after the following
connection starts. At most, only 2 connections transmit at
the same time. The server opens 50 connections, each lasting
5 seconds, 2 seconds before the current connections stops
transmitting, the next connection starts.

Heracles shows the best performance, being able to trans-
mit more 11.7% than the other protocols (Table III). This
can be attributed to the high connection churn, events consist
mainly in joins and leaves. Joins quickly increase the newer
connections’ windows, while leaves will allow the older
connections to get an higher share of the network than what



Fig. 2. Empirical CDF plot for Long/short throughput.

was previously available. Looking at Table 3, values are
similar for the 3 protocols, but, for this test, the Heracles
function has the highest throughput probability, being the
rightmost function. From analyzing the graph, we see that
the division between Reno and Cubic is unclear, Reno has
the highest probability to have throughput under 5 Mb/s and
Cubic has the lowest probability of having throughput over
8 Mb/s.

Reno Cubic Heracles
Average Throughput (Mb/s) 6.80 6.80 7.60

Average Mean Deviation(Mb/s) 1.14 1.00 1.14
Bytes Transfered (GB) 0.433 0.432 0.483

TABLE III
SEQUENTIAL TEST RESULTS.

Fig. 3. Empirical CDF plot for sequential throughput.

C. Packet Test

In this test, there are 2 main client streams, one sending
1MB and the other sending 100KB, the first opens 10 con-
nections sequentially and the seconds opens 100 connections
sequentially.

Connections achieve similar results, with Reno having the
worst performance and Heracles having the best performance

(Table IV). From graph 4 we can see that the highest
deviation value translates into an higher throughput ceiling.
For the lowest throughputs, Heracles has similar probabilities
to Cubic. Reno has the leftmost function with the worst
throughput percentages, with a clear margin between itself
and the other protocols.

Reno Cubic Heracles
Average Throughput (Mb/s) 9.96 11.89 12.23

Average Mean Deviation(Mb/s) 1.86 1.91 2.52

TABLE IV
PACKET TEST RESULTS.

Fig. 4. Empirical CDF plot for packet test throughput.

Heracles proved to be able to keep up with Cubic in
the packet and long/short test, with only slight throughput
differences between either of them. In the sequential and
Packets test, Heracles was the most successful and it was
able to guarantee the highest throughput percentage by a
noticeable margin. These are tests, with bursty connections,
lasting only a few seconds and Heracles was able to take
advantage of most of its features of information sharing. The
scenario represented the expected behavior of downloading
a webpage.

V. CONCLUSION

We implemented a protocol that encapsulates common
path connections into groups, allowing them to share path
specific information between each other.

For hosts sharing the same network path, information from
concurrency becomes redundant, where every connection
reaches the same results separately, wasting time in the
process. We proposed an alternative, by sharing path specific
information, we enable connections to skip the slow start
procedure by having information on an estimation on the
minimum amount of outstanding packets it can have. Con-
nections can share congestion events, dividing the window
decreases evenly on losses, to improve fairness. Finally,
for exiting connections, the share of throughput they leave
behind can be reused from other connections in the group.



This allows them to increase their maximum throughput
ceiling, which they can’t achieve individually.

The protocol helps in reducing slow start time for burst
connections and total network losses. As an improvement
to other alternatives, we allow the sender to group groups
by subnets, increasing the number of hosts affected by
the protocol, important in server to client communication
that occurs on the Internet. We also made the protocol
secure against variable network delays for users in the same
network.

A. Future Work

The evaluation should be extended to use TCP based
applications, like HTTP which can make connections behave
in many different ways. Results should be analyzed from the
point of view of a HTTP server.

The Heracles protocol performance should be evaluated
with tweaked variables, under parametrized tests. There are
different aspects of the protocol that can influence fairness
and losses, which were discussed:

• cwnd decrease for join events;
• minimum amount of acks required to join a group;
• cwnd decrease for loss events;
• cwnd increase for leave events;
• group score calculation.
Tests should then be extended to the Internet. The protocol

would have to be analyzed over a longer period of time,
compete against a bigger amount of congestion control
protocols and have to deal with different types of traffic,
with higher delay variability.

REFERENCES

[1] Jacobson, V.: Congestion avoidance and control. SIGCOMM Comput.
Commun. Rev. 18(4) (August 1988) 314–329

[2] Maier, G., Feldmann, A., Paxson, V., Allman, M.: On dominant
characteristics of residential broadband internet traffic. In: Proceedings
of the 9th ACM SIGCOMM Conference on Internet Measurement
Conference. IMC ’09, New York, USA, ACM (2009) 90–102

[3] Allman, M.: A web server’s view of the transport layer. SIGCOMM
Comput. Commun. Rev. 30(5) (October 2000) 10–20

[4] Ihm, S., Pai, V.S.: Towards understanding modern web traffic. In:
Proceedings of the 2011 ACM SIGCOMM Conference on Internet
Measurement Conference. IMC ’11, New York, NY, USA, ACM
(2011) 295–312

[5] Touch, J.: TCP Control Block Interdependence. RFC 2140 (June
1997)

[6] Balakrishnan, H., Padmanabhan, V., Seshan, S., Stemm, M., Katz, R.:
Tcp behavior of a busy internet server: analysis and improvements.
In: INFOCOM ’98. Seventeenth Annual Joint Conference of the
IEEE Computer and Communications Societies. Proceedings. IEEE.
Volume 1. (Mar 1998) 252–262 vol.1

[7] Cho, S., Bettati, R.: Collaborative congestion control in parallel tcp
flows. In: Communications, 2005. ICC 2005. 2005 IEEE International
Conference on. Volume 2. (May 2005) 1026–1030 Vol. 2

[8] Postel, J.: Transmission Control Protocol. RFC 793 (September 1981)
[9] Allman M., F.S., C., P.: Increasing TCP’s Initial Window. RFC 3390

(January 2001)
[10] M. Allman, V.P., Blanton, E.: TCP Congestion Control. RFC 5681

(September 2009)


