PARALLEL AND DISTRIBUTED COMPUTING

2020/2021 2nd Semester
1t Exam June 234, 2021 Duration: 2h00

No extra material allowed. This includes notes, scratch paper, calculator, etc.

Give your answers in the available space after each question. You can use either Portuguese or
English.

Be sure to write your name and number on all pages, non-identified pages will not be graded!
Justify all your answers.

Do not hurry, you should have plenty of time to finish this exam. Skip questions that you find less
comfortable with and come back to them later on.

LA+1+1+0,75+0,75+0,5=5val.)

1. Assume a computational system where the cost of the OpenMP’s directives critical and atomic
is the same, that is, the overhead of using one or the other is the same. Give a simple example where
atomic leads to a higher performance OpenMP program.

2. State a brief definition of false sharing in a parallel program running in a shared-memory system.
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3. Consider the following OpenMP code, and assume that the program is executed using 2 threads
(export OMP_NUM_THREADS=2) and that the iterations are distributed in two big chunks, one
per thread. Assume also that the calls to function g (1) take ¢+ ms to execute and can be executed
in any order.

#define N 8
#fpragma omp parallel
{
#fpragma omp for schedule(static)
for (i1 = 0; 1 < N; 1i++)
g(i+l);
#pragma omp for schedule(static)
for (i = 0; i < N; i++)
g (N-1);

a) How long would each thread take to execute the parallel region? How much of that time is
spent waiting for the other thread?

b) How would the execution time change if we used schedule (static, 1) in both for
directives?

¢) How would the execution time change if we used schedule (dynamic, 1) in both for
directives?

d) Is there any modification to the OpenMP pragmas (and to the existing pragmas only, no other
modifications to the code) that can further reduce the execution time? How long would each
thread take with your proposed modification?
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IL (1,25 + 1,25 + 1,25 + 1,25 = 5 val.)

1. The following MPI code is part of the implementation of a distributed application. In this particular
section, the MPI node is kept in a loop where it applies a mathematical operation over all the
elements of a given data packet:

while (condition) {
MPI_Recv (new, count, MPI_DOUBLE, p-1, 0, MPI_COMM_WORLD, MPI_STATUS_IGNORE) ;

for(int i = 0; i < count; 1i++){
tmpl[i] = atan(prev[i]);
prev[i] = sin(newl[i]);

}
MPI_Send(tmp, count, MPI_DOUBLE, p+l, 0, MPI_COMM_WORLD) ;

a) Modify the original source code in order to hide (as much as possible) the communication
overhead.

b) Assuming that the cost of a message is simply 1us per data element and that each trigono-
metric function requires 0.75us per data element to be executed (ignore all other operations),
compute the attained speedup. Hint: draw a sketch of the main operations that take place over
the time.
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2. For a given application it is necessary to determine the global minimum of an array of numbers
which is distributed over several processes. An initial version of the code is:

MPI_Gather (&local_min, 1, MPI_DOUBLE, recv_buf, 1, MPI_DOUBLE, 0, MPI_COMM_WORLD) ;

if (my_rank == 0) {
global_min = recv_buf[0];
for(int 1 = 1; i < num_procs; ++i)
if (recv_buf[i] < global_min) global_min = recv_bufli];

MPI_Bcast (&global_min, 1, MPI_DOUBLE, 0, MPI_COMM_WORLD) ;
a) Using asymptotic notation, determine the computation and the communication time for this

section of the code, assuming the best possible implementation for the MPI routines. Make
sure it is clear where your calculations come from in the code.

b) Write an improved version for this code, the best you can, and calculate the new computation
and communication time for your version.
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1. (0,5 + 0,75+ 0,75+ 1+ 2 =5 val.)

1. Why do we say that the Amdhal’s Law is optimistic?

2. A program running on 11 processors takes 10s to exectute, of which 1s corresponds to serial exe-
cution (only one task running), the remaining 9s are fully parallel.

a) Determine the execution time of this program running on a single core (i.e., running sequen-
tially).

b) Use the Gustafson-Barsis’ Law to compute achieved the speedup.

ISsTmp: . Name: 5/8




3. Describe the difference between Strong Scaling and Weak Scaling.

4. Consider a problem with a sequential algorithm that runs in ©(n? log n) and with a parallel imple-
mentation whose overhead (communication + redundant computation) per processor is given by
O(logn). If the required memory grows with n3, compute the scalability function for this parallel
algorithm. Discuss the result obtained. How should this result be interpreted?
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IV. (1,25 + 1,25 + 1,25 + 1,25 = 5 val.)

1. The Foster’s design methodology consists of four steps, one of which is “Agglomeration”. What
are the objectives of this step and in what way does it help in achieving a more efficient implemen-
tation?

2. Consider the Heat Distribution problem studied in class. What is the purpose of using ghostpoints?
Explain the compromise that is being targeted when considering multiple levels of ghostpoints.
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3. Describe what you understand by Monte Carlo methods and argue about their parallel implemen-
tation, namely best feature and biggest concern.

4. The following pseudo-code describes a Breath-first Search (BFS) procedure.

for each vertex v in V-{s}

color [v]=WHITE; d[v]=o00; plv]=NIL;
color[s]=GRAY; d[s]=0; pl[s]=NIL;
enqueue (Q, s);
while Q not empty

u = getTopQueue (Q) ;

for each v adjacent to u

if (color[v] == WHITE)
color[v] = GREY;
dlv] = d[u] + 1;
plv]l = u;
engqueue (Q, V) ;
color[u] = BLACK;

Indicate the two main difficulties in its parallel implementation, and discuss how to solve them.
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