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Abstract

Cryptojacking, the appropriation of users’ computational resources without their knowledge or con-

sent to obtain cryptocurrencies, is a widespread attack, relatively easy to implement, and hard to detect.

Either browser-based or binary, cryptojacking lacks robust and reliable detection solutions.

The present thesis explores the characteristics and difficulties behind the development of an hybrid

Intrusion Detection System (IDS) approach for cryptojacking detection, in its binary and browser-based

forms, and the description of the approach we took for the creation of a dataset for testing and perfor-

mance evaluation.

Our cryptojacking intrusion detection approach, CRYINGJACKPOT, is implemented using an unsuper-

vised machine learning method, which uses two data sources (network and host-based). This approach,

which does not need knowledge about the attacks or training data, uses several clustering algorithms

complemented by an ensemble technique. The features are obtained from network flows and perfor-

mance indicators. The process of detection starts by extracting features from the available data, followed

by their normalization. The extracted features are given as input to the clustering step, where hosts with

similar behavior are aggregated. Finally, the clustering results are submitted to an ensemble technique.

The creation of the dataset starts with the collection of both benign and malicious data in real-world

conditions. This data was then used to create the final dataset through a replication technique.

The evaluation of our hybrid approach is done using a public dataset and the dataset developed by

us. The former is limited to network flow only and has the presence of more attacks than cryptojacking.

The second was designed to meet our needs for flow-based data and performance indicators/counters

combined with information regarding cryptojacking attacks.

Keywords: Intrusion Detection, Clustering, Cryptojacking, Network Flows, Performance Coun-

ters, Security Analytics

vii



viii



Resumo

Cryptojacking, a apropriação de recursos computacionais dos utilizadores sem o seu conhecimento

ou consentimento para obter moedas criptográficas, é um ataque generalizado, relativamente fácil de

implementar, e difı́cil de detetar. Seja através de navegadores Web ou de binários, o cryptojacking

carece de soluções de deteção robustas e fiáveis.

A presente tese explora as caracterı́sticas e dificuldades por detrás do desenvolvimento de uma

abordagem hı́brida de deteção de intrusões para a deteção de cryptojacking, nas suas formas binária

e baseada em navegadores Web, e a descrição da abordagem que adotámos para a criação de um

dataset /conjunto de dados para testes e avaliação do desempenho da nossa abordagem de deteção.

A nossa abordagem para a deteção de cryptojacking, CRYINGJACKPOT, é implementada utilizando

um método de aprendizagem automática não supervisionado, que utiliza duas fontes de dados (fluxo

de rede e dados de utilizadores). Esta abordagem, que não necessita de conhecimentos prévios sobre

os ataques ou dados de treino, utiliza vários algoritmos de clustering/agrupamento complementados

por uma técnica de ensemble. As caraterı́sticas são obtidas a partir de fluxo de rede e indicadores de

desempenho. O processo de deteção começa pela extração de caracterı́sticas dos dados disponı́veis,

seguido da sua normalização. As caracterı́sticas extraı́das são dadas como entrada para a etapa de

clustering, onde são combinadas, e os computadores (hosts) com comportamento semelhante são

agregados. Finalmente, os resultados do clustering são submetidos a uma técnica de ensemble.

A criação do dataset começa com a recolha de dados benignos e maliciosos em condições do

mundo real. Estes dados foram depois utilizados para criar o dataset final através de uma técnica de

replicação.

A avaliação da nossa abordagem hı́brida é feita utilizando um dataset público e o dataset por nós

desenvolvido. O primeiro é limitado apenas ao fluxo de rede e conta com a presença de mais ataques do

que o cryptojacking. O segundo foi concebido para satisfazer as nossas necessidades de possuir dados

relativos a fluxo de rede e a indicadores/contadores de desempenho, combinados com informações

relativas a ataques de cryptojacking.

Palavras-chave: Deteção de Intrusões, Agrupamento, Cryptojacking, Fluxo de Rede, Indi-

cadores de Desempenho, Análise de Segurança
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Chapter 1

Introduction

This chapter presents a brief description of this work’s objectives, the relevance within network se-

curity, how this subject fits in the context of security analytics, and the key results obtained.

1.1 Motivation and Challenges

With the evolution of cryptocurrencies and their market value, a growing trend of cryptocurrency min-

ing and cryptojacking took place. For example, numerous top-visited websites, including YouTube [29],

Showtime, and The Pirate Bay [56], have been criticized for conducting cryptojacking attacks against

their visitors. Additionally, in a different scenario, an European airport system was found to have Monero

(XMR) mining malware [27].

The easy access to malware and script solutions [41] turned out in an 8500% increase in coin miners

at endpoint computers back in 2017. More specifically, browser-based mining made up 24% of all web

attacks blocked in the same year [53]. For 2018, there was a drop in cryptojacking events by 52%,

with four times more blocked events than in the previous year [54]. Although the trend is down, it is

not certainly out, as a recent survey of 2019 [10] showed that in Alexa TOP 1M, 65000 domains where

conducting cryptojacking activities. At the time of writing this thesis, the detection of cryptojacking saw

an increase of 163% by the second quarter of 2020, possibly due to the fluctuations in the value of

Bitcoin and XMR [14, 63].

Illicit cryptocurrency mining represents an immediate and long-term threat to both organizations and

end-users. Security practices that allow the initial exploit could lead to more disruptive attacks, such as

physical damage, performance, and productivity impact, increase in maintenance costs, and revenue for

the non-stop growing economy that is behind malicious activities [8, 41].

Despite some recent solutions to identify and block cryptojacking, these attacks keep evolving to

overcome them. Some of the implemented techniques since the first appearance of this malicious activ-

ity are execution below detection thresholds, JavaScript (JS) obfuscation, randomized Uniform Resource

Locator (URL), new domains, proxy servers. The growth of cryptojacking corroborates the need for more

secure networks and security solutions.
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IDSs are getting preponderance in the fight against attacks over networks [13, 32]. Most commercial

products use signature-based detection techniques, where malicious activities or misuse behaviors are

profiled as signatures into a set of features for later comparisons. However, missing features or insuf-

ficient profiling can miss the identification of unknown attacks when compared with what is known. An

alternative is anomaly-detection, where a profile of normal behavior is used to detect abnormal patterns.

Machine learning using clustering algorithms is an unsupervised detection approach that does not need

previous knowledge, a promising alternative to the traditional approaches, that still generates a large

number of false positives [13, 21, 22, 32, 50].

1.2 Topic Overview

With the arrival of Bitcoin in 2009, a new paradigm was created as an alternative for the traditional

electronic payment system. In the traditional system, intermediaries like banks were not seen as trust-

worthy entities, skimming profits and complicating transactions between entities [42]. Therefore, Bitcoin,

a digital representation of real-world assets [39], alongside with blockchain, a single and universally ac-

cessible ledger, came to replace the intermediaries in transactions by a decentralized network of users.

For a new group of transactions, intensive computing power has to be used to validate, add, and dis-

tribute a new block with those transactions through the blockchain network. This is done by computing

the so-called Proof of Work (PoW) where an user, commonly known as a miner, will try to find the solu-

tion to a cryptographic problem, and if done with success the user is rewarded with new coins. This set

of procedures is what defines the mining process [42, 67].

This increase in mining, led to the appearance of a new attack, cryptojacking, defined as the illicit

appropriation of users’ computational power without their knowledge or consent to mine cryptocurrencies

[25]. This attack can be performed from two attack vectors, browser-based scripts or binary-based

malware. Although a recent threat cryptojacking, was a spread malicious activity that can affect the

performance of large systems, it can cause significant monetary losses as well as opening security

holes for more dangerous attacks [10].

Cryptojacking is one of several new threats that changed the prospect of network security. An ef-

fort is being made to develop more robust and efficient IDSs, capable of detecting attacks in several

environments. The most common approaches that IDSs employ are misuse detection, using previous

knowledge of attacks to build signatures, and anomaly detection, where the goal is to identify different

behaviors within what is considered normal. Although both approaches have different advantages and

disadvantages, they have something in common, they both need previous knowledge of either existing

attacks or what normal behavior is, which may be a limitation for the whole system. To overcome this

limitation, unsupervised approaches to identify anomalous behavior are being developed and employed,

creating an alternative that does not need labeled traffic, signatures, or training. Among its several

advantages, this detection technique allows a more reliable detection of unseen attacks, which is an

improvement over the conventional systems previously described [13, 49].

2



1.3 Objectives and Key Results

Considering the previously mentioned ideas, we aim to develop CRYINGJACKPOT, an efficient ap-

proach based on unsupervised learning for cryptojacking detection. We also intend to create our own

dataset, with extracted data from a given network to evaluate our approach and its ability to identify this

malicious attack.

A hybrid approach is proposed, combining two data sources, network flows, and performance coun-

ters, aiming to detect cryptojacking. The approach will collect raw information from network traffic and

information regarding hosts’ individual behavior within the same network. Both sets of data will be pro-

cessed by clustering algorithms to aggregate entities by their behavior similarity, and identify in this

process outliers as victims under a cryptojacking attack. We chose an unsupervised machine learn-

ing approach as it enables cryptojacking detection without prior knowledge about the attack or training

data. Our approach was designed to use three different clustering algorithms, K-Means, Agglomerative,

and DBSCAN, classified as partition-based, hierarchical, and density-based, respectively. The obtained

results from these algorithms are then combined with an ensemble technique for results’ improvement.

The creation of the hybrid dataset was performed to have a set of reliable data to test the performance

of CRYINGJACKPOT. This task was carried out with an initial extraction of real-world benign data, followed

by the collection of information concerning cryptojacking attacks, which were later processed to generate

the final dataset. Having data concerning browser-based and binary cryptojacking attacks, this dataset

was designed to cover a wide range of possible real-life scenarios.

CRYINGJACKPOT was able to spot cryptojacking attacks with high performance. These results were ob-

tained when combining flow-based features with counter-based features. The detection of cryptojacking

in both datasets was also successful even when using both types of features independently. The imple-

mentation of an ensemble technique led to an improvement over the results reducing overall the number

of false positives. We also addressed the question of detecting cryptojacking under heavy workloads

with a positive outcome. With the developed work, we contributed to the detection of cryptojacking by of-

fering a robust and reliable solution to detect both browser-based and binary cryptojacking by combining

network flow and host performance indicators with the capabilities of clustering algorithms. This is, for

the best of our knowledge, the first work to address cryptojacking detection, browser, and binary-based,

using machine learning unsupervised techniques. It is also a pioneer in the use of a hybrid approach to

cryptojacking detection.

1.4 Thesis Outline

This thesis is divided into seven chapters. This chapter introduces our work overview, goals, and

main results. The second chapter address key concepts to understand our work objectives and choices.

The third chapter introduces the relevant related work presented by other authors. Chapter 4 describes

the produced dataset and our choices in detail, as well as the public dataset, both used to evaluate

our approach. The fifth chapter focuses on describing our detection solution. Chapter 6 presents the
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obtained results during evaluation. Finally, chapter 7 presents the conclusions drawn from our tests and

experiences.
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Chapter 2

Background

This chapter offers a more in-depth overview of the key concepts that made the foundations of our

work. The following sections scrutinize topics such as cryptojacking and Stratum protocol’s role, with

the characteristics and purposes for the two data sources used to extract features, the background on

IDSs, and the role of machine learning when combined these two systems. Finally, a review of the main

Python libraries used.

2.1 Cryptojacking

In 2008, an anonymous group known by the name of Satoshi Nakamoto presented the first digital

currency, Bitcoin [39], as a representation of real-world assets. This concept is sometimes used as a

generalization for the whole virtual currency system, brought much more than a pure abstraction to what

was already the abstract concept of money. Bitcoin was presented together with a promising and exciting

technology, blockchain, a decentralized system, persistent, anonymous, and an auditable data structure

[42]. Blockchain also seen as a public ledger where transactions are stored in a list of code blocks. This

headline technology was presented at a time when the traditional financial system was loosing trust. For

example, banks, typical intermediaries for exchanging assets, could be associated with additional costs

or be seen as an inertia for the transactions’ celerity. For this reason, blockchain could save costs and

improve the efficiency of operations [67].

In the blockchain scheme, transactions, when available, are grouped and associated with a new

block of code consisting of the block header and the block body. The new block is then added to the

end of the chain and replicated through all network nodes. The challenge of detecting new transactions,

processing, and appending them to the blockchain, is a task for a specific group of nodes in the network,

the miners.

Blockchain, presented as a distributed system, is not mediated by any central entity, meaning some-

one that ensures consensus among the network’s nodes. To guarantee irreversibility, final and tam-

perproof transactions, and create consensus, Satoshi Nakamoto presented the notion of proof-of-work

(PoW). This consensus algorithm appeared as the solution for this peer-to-peer network problem: the
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possibility of miners, anonymous elements, adulterate the blocks in the chain. The idea behind PoW

was to make the task of adding new blocks to the chain costly, in terms of computing power; and even

more, if the objective is to change an already existing block. Moreover, with time, different approaches

to the consensus problem were developed. For example, Proof os Stake (PoS), as an energy-saving

alternative to PoW is computationally more efficient, but can lead to attacks [18, 67].

The creation of the block element involves the solution of a cryptographic problem. The miner has to

take a chunk of data from the block of new transactions and compute a hash value (i.e., a digest obtained

using a collision-resistant hash function) of the block iteratively. This task is done until a specific number

of zeros in the hash value is achieved. The first miner able to solve this problem is compensated for

the computational effort with new coins. Eventually, the new block is appended and shared through the

chain. The above mentioned procedures define the mining process [42, 67].

Bitcoin can be seen as the starting point for legitimate and illicit cryptocurrency mining activities [25],

which uses the Central Processing Unit (CPU) of everyday computers to solve the previously mentioned

cryptopuzzle. This quickly became infeasible because of the Graphics Processing Units (GPUs) appear-

ance, which brought a massive hashing power and parallelization capabilities. Since computers were not

able to compete with GPUs, then they were reserved for use in botnet mining. An example is the appear-

ance of JS code on websites that uses the visitor’s resources for mining, this is usually integrated into

a mining pool1. However, this was overcome by another increase in Bitcoin mining complexity with the

introduction of Application-Specific Integrated Circuits (ASICs), making the Bitcoin mining by end-users

machines useless.

Cryptojacking and cryptocurrency mining by end-users made their reappearance with Monero (XMR)

cryptocurrency. XMR was launched in 2014 with a CryptoNight PoW, making the mining task equally

efficient on CPU and GPU while it made it less effective with ASICs. Since XMR became ideal for mining

by end-users, it created an increase in mining scripts development. In browsed-based applications, web

mining scripts are used by the publishers of websites as revenue alternatives, for example, suppressing

adds, being implemented with or without user’s knowledge. In 2017, Coinhive, a major browser service

provider made a big entrance by supplying an Application Programming Interface (API), so that develop-

ers could implement browser mining on their websites. Coinhive was using legitimate politics to establish

dominance over the similar remaining services. This trend skyrocketed as Coinhive’s scripts started to

dominate, increasing browser-based mining, and in consequence, the increasing of cryptojacking (see

Figure 2.1) [25].

Cryptojacking, the use of victims’ computational resources without their consent for mining and exfil-

trate cryptocurrencies [59], is in the attacker’s perspective easier to deploy and poses fewer risks, being

an appealing choice. Even though the exploit behavior usually ceases whenever the victim closes the

browser with browser-based mining [25], crypto-mining malware takes advantage of the persistence

and obfuscation characteristics of traditional malware [41]. Despite the fact of browser plugins repre-

senting the majority of all cryptojacking activity [53], the classical malware-related challenges, such as

persistence and obfuscation, make this an important threat that needs attention. The steps involved in

1A collective of individual miners who divide the computational effort, being the reward divided by the elements.
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Figure 2.1: Browser-based cryptojacking architecture, adapted from [10].

malware cryptojacking are analogous to the browser-based approach, thus to better understand both

approaches, we will explain these topics in more depth.

2.2 Stratum Protocol

One of the first problems to address is the need for an application to transfer data in real-time over the

internet in a peer-to-peer fashion, where latency is decisive. For Hypertext Transfer Protocol (HTTP),

the core protocol for data communication in the world wide web, HTTP polling was the implemented

solution when transmitting data at a constant rate. This solution consists of a sequence of request-

response messages. If a client sends a request for which there is no available response (server sends

empty responses), this will, after a specific period, the polling interval, repeat the request. One problem

with this implementation is the number of unnecessary requests, and the inherent overhead whenever

the rate increases. Long polling came to overcome this problem by only responding to the request when

a message is available or reaching a timeout. However, no substantial improvement was found with this

implementation [45].

WebSockets were developed to overcome these HTTP latency limitations by deploying a full-duplex

bidirectional communication channel that operates through a single Transmission Control Protocol (TCP)

socket in the Web. TCP has two parts: the handshake, consisting of a message from the client to the

server, and the server’s response, followed by the data transfer. This protocol enables an easy real-time

data transfer using the same TCP ports as HTTP, 80 and 443. Developers are free to define the format

of the messages used in WebSockets connections [45]. WebSockets had a key contribution to achieve

in-browser cryptocurrency mining [40].

Furthermore, in mining pools, where several individual miners come together to divide the computa-
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tional effort, the mining server, also known as pool (Figure 2.1), must be efficient in distributing tasks to

optimize the profit. For this purpose, and to overcome latency limitations, mining pools resorted to the

Stratum protocol, a line-based protocol built over TCP and specially designed for crypto-mining com-

munication. It is used by most of the mining pools to communicate with miners or pool servers. The

messages are encoded in plain-text JSON-RPC2, format being the five most commonly used messages

[36, 48]:

• Mining.subscribe: The client announces itself to the mining server.

• Mining.authorize: The client sends the identification information to the server.

• Mining.submit: The client sends a found share to the server.

• Mining.notify: The client gets informed about the data that will be used for the mining activity.

• Mining.set difficulty: A short message that sets the difficulty used by the server.

Besides being easy to implement, extensible, and compatible on several platforms, Stratum’s major

advantage over other solutions is that servers can drive the load by themselves and send broadcast

messages to miners without any long-polling, load balancing, or packet storms. Even though there are

several implementations, the methods are similar, and the traffic patterns almost identical [10, 37].

2.3 Network Flow and Performance Counters

Traditional Network Intrusion Detection Systems (NIDSs) can perform a signature-based or behavior-

based Deep Packet Inspection (DPI) analysis. These approaches need prior knowledge and are becom-

ing infeasible as the network links’ speed are increasing, which is an even bigger constraint for nowadays

traffic payloads that are usually encrypted [50]. However, network flows can be used to overcome these

limitations. This concept was first proposed by Cisco as the NetFlow feature for their routers [16]. IP

Flow Information Export (IPFIX) was later standardized by Internet Engineering Task Force (IETF), as

a standard universal protocol to export Internet Protocol flows information based on version 9 of Cisco

Systems’ NetFlow service. IPFIX has some enhancements in several domains, such as congestion

aware, built-in security tools, among others. A flow (or IP flow) is defined as a set of unidirectional IP

packets passing an observation point in the network during a specific time interval. All packets belonging

to a particular IP flow has a set of common properties. Each property is defined as the result of applying

a function to the header fields’ values, the packet itself, or the fields derived from a packet treatment

(Figure 2.2).

In Figure 2.2, is possible to see an abstract representation of the NetFlow cache process. All packets

with common proprieties, such as source and destination IP address, source/destination ports, among

other values, are grouped into a flow and then the packets and the bytes are tallied together. More

2JSON-RPC is a stateless, light-weight remote procedure call (RPC) protocol using JavaScript Object Notation (JSON) as data
format, which in turn is a format for data exchange between systems independent from any programming language. Adapted from:
https://medium.com/@ConsenSys/blockchain-underpinnings-2c43ba03ecc9
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Figure 2.2: Creating flow in the NetFlow cache, adapted from [3].

specifically, whenever a packet arrives at a NetFlow enabled device, e.g., a router, this last will decide

if it forwards or not the packet. If that is the case, and if there is not an existing flow in the cache that

matches the packet characteristics, then a new flow entry will be created (Figure 2.3). However, if a

flow already exists for the next packets, then the fields for a flow number of packets and bytes will be

incremented for each matching packet. The next step is the access to this data, and for such, two

methods are available: using a Command Line Interface (CLI) or exporting the flows to an external

device. The NetFlow collector has the function of assembling and understanding them, aggregating

the information in the valuable reports that can, later on, be used for traffic and security analysis. This

information is pushed to the collector periodically, and it usually happens whenever a flow within the

cache expires or terminates, as an example, when a packet contains a TCP FIN flag [16, 17].

Figure 2.3: Flow cache entries, adapted from [3]

Performance counters can be seen as host-related metrics from which to obtain information data

regarding the performance, behavior, or simply raw information about the system’s components.

Windows performance counters provides a high-level abstraction layer for collecting several kinds

of system data such as CPU, memory, and disk usage statistics. Performance counters can be used

to monitor performance or behavior problems. For example, software developers can use performance

counters to inspect the resource usage of their components. To better understand this tool, it is important

to have in mind the following concepts.:Performance object, e.g., Processor, represents a grouping of

performance data within a provider (software component that generates and publishes performance in-

formation). Counter, e.g., \Processor(*)\% Processor Time, is by definition a single piece of performance

data with a name and a type. Instance is the entity to whom the information concerns, e.g., a specific
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processor core. Counter value is the value associated with a single piece of performance counter data

[4].

For Linux, performance counters are obtained through a kernel-based subsystem witch is imple-

mented to offer a framework for collecting and analyzing performance data. This tool can be used to

obtain measurements concerning hardware events, including retired instructions and processor clock

cycles [7].

2.4 Intrusion Detection Systems

According to Sabahi and Movaghar [49], current threats against networks and users are increasing

at a considerable rate thus, presenting potentially devastating consequences. Additionally, because of

the dissemination and integration of IT in every field of our society is becoming widespread, networks’

security has become a critical matter. An appealing solution that has received a significant amount of

attention involves the development of a robust and reliable IDSs capable of detecting attacks in several

different environments. IDSs perform an extensive assay over data that is oriented to events’ detection,

and can be classified accordingly to the source of the data as [21, 70]:

• Host-Based, which monitors characteristics of hosts or servers, looking for suspicious activity oc-

curring within those entities. These systems have the capability of monitoring everything for a

given entity.

• Network-Based, which focuses on network traffic for a given network and its devices. These sys-

tems are placed on specific network points to maximize traffic capture. The analysis of encrypted

traffic is one limitation.

• Hybrid, where both the previous methodologies can be employed simultaneously.

The early steps for IDSs were taken with a signature-based approach, in which after an attack is

discovered, the associated pattern is recorded and coded as a signature by human experts. Later on,

this can be used for the detection of attacks with similar patterns, which is not effective as additional

attacks keep appearing [32]. With machine learning (Section 2.5), other methods were developed,

namely, misuse detection and anomaly-based detection as reactive (knowledge-based) approaches [13].

There are two prevalent approaches for nowadays IDSs [13]:

• Signature-based or misuse detection, which detects already seen attacks.

• Anomaly detection, detecting deviations of what is considered a normal behavior.

For misuse detection after an attack occurs, in the diagnosis phase, a signature is associated with

the malicious pattern, in a matching process that flags behaviors that share similarities with the exist-

ing signatures. Although misuse detection is extremely effective for known attacks, it has limitations

detecting previously unseen ones.
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As for anomaly detection, this approach uses instances of normal-operation traffic to build a profile for

identifying patterns that deviate from these profiles’ baseline behavior and classify them as anomalies.

Even though training is required to construct the profiles (time-consuming), it also depends on the avail-

ability of anomaly free traffic. Despite their differences, both approaches share a common requirement,

the need for previous knowledge. Therefore, creating an IDS based on these approaches is challenging.

In misuse detection, the protection of a network depends on the availability of data regarding the attacks

that leads to potential long periods of vulnerability between the diagnosis of a new attack and the new

signature’s construction. For anomaly detection and the need for attack-free data is known to be difficult

in real-world networks. Moreover, with dynamic networks, comparing the training data with the test one,

can lead to misleading results [11, 13, 21, 22, 24, 32, 50].

To overcome these limitations, there has been an increasing interest in shifting away from reactive

systems towards more proactive knowledge-independent approaches. An unsupervised system is one

of the solutions, possible through the improvements in data-mining techniques, aiming to be effective

without the need for previous knowledge [11, 13]. An unsupervised IDS usually makes two assumptions

[32]:

1. The majority of the network traffic represents normal activity with just a percentage being malicious.

2. The attack traffic is statistically different from normal traffic.

An unsupervised detection algorithm attempts to find intrusions within standard data. If successful in

that task, then the results can be used to train misuse detection or anomaly-based algorithms. Finally,

IDSs can be classified as online, run time detection, or offline, where detection is done in a posteriori

phase [21].

2.5 Machine Learning

Machine Learning (ML) techniques, where statistical models are built with the knowledge extracted

from data through a computational process, plays a core role in many IDSs [24]. This field of knowledge

supports data analysis tasks by replacing network security analysts in an area with a constant growth of

throughput, making it infeasible to use manual techniques.

Arthur Samuel defined ML as the field of study that gives computers the ability to learn without explic-

itly being programmed. It can also be described as the computational process of automatically inferring

and generalizing a learning model from sample data. This can be achieved by learning models that use

statistical functions or rules to describe dependencies in the data, as well as causalities and correlations

between input and output data. In other words, ML focuses on the prediction and classification based

on known properties previously acquired from training data. A ML supervised approach usually consists

of two phases, training and testing with the following steps [24]:

• Identifying classes and their features from training data;

• Feature selection (dimensional reduction);
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• Learning process using the training data;

• The trained model is used for classifying unknown data.

Figure 2.4: Confusion Matrix.

Indicator Description

True Positives (TP) entities correctly classified as outliers
False Positives (FP) entities wrongly classified as outliers
True Negatives (TN) entities correctly classified as inliers
False Negatives (FN) entities wrongly classified as inliers

Table 2.1: Confusion matrix-based indicators.

A complementary phase can be used, the validation, to choose the model that has better perfor-

mance when using the validation set. To evaluate this method, appropriate metrics must be employed.

Therefore, based on the confusion matrix in Figure 2.4, and the indicators in Table 2.1 we can define the

following classification metrics [24]:

• Accuracy or Proportion Correct:

accuracy =
TP + TN

TP + TN + FP + FN
(2.1)

• Positive Predictive Value or Precision:

precision =
TP

TP + FP
(2.2)

• Detection Rate or Recall:

recall =
TP

TP + FN
(2.3)

• F1 Score:

F1 Score = 2× precision× recall
precision+ recall

(2.4)

Accuracy (Equation 2.1) is not a good measure when the classes are not balanced, because it can

give a false sense of achieving high accuracy, although a good measure otherwise. It measures the ratio

of correct predictions to the total number of samples.

To overcome the balance concern and comprehensively evaluate imbalanced learning, the following

metrics are used: Precision (Equation 2.2), which measures the exactness of positive labeling, i.e., a
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ratio of items correctly classified as a given class X to all items classified as X; Recall (or sensitivity)

(Equation 2.3) which measures the completeness of positive labeling, the percentage of the correctly

labeled positive samples among all positive class samples, or the ratio of items correctly classified as

a given class X to all items belonging to X. Additionally, the F1 score ∈ [0, 1] (Equation 2.4) is the

harmonic mean between precision and recall, where the higher the value is, the better the performance

of the model is.

There are three main types of ML approaches: supervised, semi-supervised, and unsupervised,

which are described in the following sections [11].

2.5.1 Supervised Machine Learning

Working with data that is already labeled translates into a supervised machine learning problem.

With this data, an algorithm will be trained where the general objective is to find a model or function

that fits the data patterns. With this function, the already trained machine learning model can label data

points never seen. This methodology aims to get the highest classification accuracy. The most popular

supervised machine learning methods are Artificial Neural Networks (ANNs), Support Vector Machines

(SVMs), decision trees, Bayesian Network (BN) and the Hidden Markov Model (HMM). Some methods

are described below [11, 24]:

• Artificial Neural Networks (ANNs): ANNs were inspired by the brain neurons, where the input data

is processed (nonlinear information processing) by the neurons, beginning on the first layer with the

outcome being the input for the next layer (hidden layer). The classifiers are based on perceptrons,

and each neuron has an associated weight so that the output represents the outcome of a transfer

function that uses the weights and inputs. Compared with SVMs, ANNs have some limitations, for

instance, run time increases whenever the features are incremented, a reason why it lost popularity

to SVMs. This is changing as developments are being made, such as recurrent, feed-forward, and

convolutional neural networks.

Figure 2.5: ANN with two layers, adapted from [24].

• Support Vector Machines (SVMs): For data points with n-dimensional features, SVM separates

these data with an n-1 dimensional hyperplane. The objective is to classify the data points with
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the hyperplane that has the maximum distance to the nearest data point on each side (Figure

2.6). Also called the maximum margin classifier, a hyperplane (Figure 2.6(a)), can be written as

the set of points X satisfying wTx + b = 0, where the vector w is a normal vector perpendicular

to the hyperplane, and b the offset. SVM is better than ANN for achieving global optimization and

controlling the overfitting problem, by selecting suitable support vectors for the classification. It is

also useful when the number of features is high and the number of data points low.

(a) Hyperplane representation. (b) Support vectors representation.

Figure 2.6: SVM graphical representation, adapted from [24].

• Decision Trees: Decision trees are tree-like structural models, where leaves represent classifica-

tions or decisions, and branches represent a group of features that lead those classifications. For a

binary tree, an input vector classification is performed by the transverse of the tree from the root C

through the leaves Ai(i = 1, 2), where an inequality computation is made based on a single input

variable to finally end up in one of the branches. Although being easy to learn and implement, they

are not very popular methods for intrusion detection when dealing with categorical variables that

have different levels.

• Bayesian Network (BN): Naı̈ve Bayes classifiers are simple probabilistic classifiers based in the

Bayes theorem, making the assumption that input features are independent, despite this being

different during practice. The conditional probabilities, p(C|f1, f2, ..., fm), form the classifier model

where a class label is assigned with the followings criterion:

y(f1, f2, ..., fm) = argmaxk∈1,...,Kp(CK)

m∏
i=1

p(fi|CK) (2.5)

In Equation 2.5, m is the number of features, K the number of classes, fi is the i-th feature, CK the

k-th class, p(CK) the prior probability of CK and p(fi|CK) the conditional probability of feature fi

given a class CK . Naı̈ve Bayes classifier can handle an arbitrary number of independent features,

continuous or categorical. It is efficient for inference tasks, and the method showed good results

even when the independence assumptions for the features is violated.
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2.5.2 Unsupervised Machine Learning

Unsupervised learning – the set of techniques we used – is compelling for intrusion detection be-

cause, by definition, it does not need labeled data as input, nor signatures, or training. Among its

several advantages, this detection methodology allows detecting new attacks, which is an improvement

over the conventional approaches previously described by finding patterns, structures, or knowledge in

unlabelled data. For this purpose, the most popular methods are described next [11, 24]:

• K-means Clustering: According to [24], clustering is the task of combining objects into clusters

using a similarity measure between them. This resemblance is usually determined by the distance

between several objects over a multidimensional dataset. K-means clustering (O(nkdi)), splits a

given set of data points X into k clusters, and for a specific cluster centroid, all the included points

are more similar to it that for the remaining ones. This algorithm aims at minimizing an objective

function, and if the squared error function is considered, then:

W (S,C) =

K∑
k=1

∑
i∈Sk

||yi − ck||2 (2.6)

Where S is a K-cluster partition of the entity set represented by vectors yi(i ∈ I) in the M-dimensional

feature space, consisting of non-empty and non-overlapping clusters Sk, each with a centroid ck

(k=1,2,...,K).

Considering that a feature is a measurable characteristic of the relevant phenomenon, e.g., the

number of bytes received by an interface in port TCP/80. For a clustering algorithm, an entity (e.g.,

a machine or a user) is characterized by a vector of features, and these entities are aggregated in

clusters based on their features similarity. The resulting groups or clusters can be analyzed and

flagged as malicious or not using manual analysis, outlier detection, thresholds, or heuristics like

considering small clusters suspicious [24, 32, 50].

The algorithm can be divided into the following steps:

1. Selecting K initial centroids;

2. Assigning each instance to the cluster that has the closest centroid;

3. Recomputing each cluster’s centroid based on the updated elements contained in it;

4. Repeating the 2nd and 3rd steps until convergence is achieved.

It is essential for this algorithm the choice of the K initial centroids as well as the distance metric

(Euclidean metric is the most used).

There are different approaches for determining the right number of cluster [31], and for our pur-

poses, some are described as follows:

– Elbow method : This method looks at the obtained score explained as a function of the number

of clusters. The score is usually obtained using the sum of square errors (SSE) between the

samples and the corresponding centroid. This method is based on the idea that one should
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choose a number of clusters so that adding another cluster does not improve the result in a

significant way. This criterion has the downside that this turning point (Figure 2.7) may be

unclear [64].

Figure 2.7: Observing the inflection point with the elbow method by plotting the K-SSE curve.

– Silhouette method : This method uses two factors, cohesion and separation. The silhouette

coefficients are obtained by comparing the similarity between the sample and the respective

cluster (cohesion), and the similarity with other clusters (separation). This coefficient is in the

range [−1, 1] with 1 meaning a high similarity between object and cluster [64]. The silhouette

coefficient is calculated as follows:

s(i) =
b(i)− a(i)

max{a(i), b(i)}

=


1− a(i)

b(i) , a(i) < b(i)

0, a(i) = b(i)

b(i)
a(i) − 1, a(i) > b(i)

(2.7)

1. Determine the average distance a(i) from each sample i to the other samples within the

same cluster. a(i) can also be referred to as intra-cluster dissimilarity for sample i. a(i)

mean of all samples for a cluster c is referred as dissimilarity of cluster c;

2. Determine the average distance b(i) from each sample i to the other clusters’ samples.

b(i) can also be referred as inter-cluster dissimilarity for sample i: b(i) = min{bi1, bi2, ..., bik};

3. s(i) is the contour coefficient, as it is defined according to a(i) and b(i).

– Information-Theoretic Approach: Based on “distortion” (cluster dispersion), the value of clus-

ters is determined as the maximum jump JS(K), given by:

JS(K) = W
−M
2

K −W
−M
2

K−1 (2.8)
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assuming that:

W
−M
2

0 = 0 (2.9)

W is described in Equation 2.6.

• Agglomerative Hierarchical Clustering: Similar to K-means, it can use a value k that defines the

number of clusters. The algorithm organizes data into a hierarchical structure according to the

proximity matrix. The results of hierarchical clustering are usually depicted by a binary tree or

dendrogram. The algorithm starts by assigning each object to a different cluster, then it computes

pairwise distances of n data points, and links them according to a linkage function (e.g., minimum

distance). The results can be represented by a dendrogram where the root node represents the

whole dataset (single cluster), and each leaf node is a data object. The complexity of the algorithm

is O(n2), mainly due to the cost of computing all pairs of distances [22, 38].

The algorithm can be divided into the following steps:

1. Computing the proximity of individual points;

2. Considering each data point as a cluster;

3. Finding the two closest clusters and merge them into a single cluster;

4. Recalculating clusters proximity;

5. Repeating the 3rd and 4th steps until a single or k clusters being achieved.

To merge two clusters is important to calculate their similarity. Some approaches to achieve that

result are:

– MIN / MAX: The similarity between two clusters is equal to the minimum /maximum of the

similarity between points of both clusters.

– Group Average: Compute the similarities for all the pairs of points and calculate the average

of the similarities.

– Ward’s Method: Similar to group average except that this method uses the sum of the square

of the distances between points.

• Expectation-Maximization (EM): This method searches for the maximum likelihood estimate of the

parameters in a probabilistic model. Assuming that parametric statistical models can describe the

distribution of a set of data points. For that, the expectation (E) step computes an expectation

of the log-likelihood for the current estimate of the distribution for the latent variables iteratively.

Similarly, the maximization (M) step computes the parameters that maximize the expected log-

likelihood found on the E step. Both parameters are used to determine the distribution of the latent

variables in the next E step, being both steps described next [24]:

1. Expectation step: Given sample data x and undiscovered or missed data z, the expected

log-likelihood function of parameters θ can be estimated by θt:

f(θ|θt) = E[logL(θ;x, z)] (2.10)
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2. Maximization step: Using the estimated parameter, at step t, the maximum likelihood function

of the parameters can be obtained through:

θt+1 = argminθ(f(θ|θt)) (2.11)

• K-Nearest Neighbor (KNN): For KNN, each data point receives a label that corresponds to the

highest class probability among the nearest K neighbors. As shown in Figure 2.8, for k = 5, the

Xquery is labeled negative once that the probability of being negative is 3/5.

Figure 2.8: KNN classification example with k=5, adapted from [24].

In Figure 2.8, we can observe that the number of neighbors (k), and once again, the distance

measure are important components for the K-Nearest Neighbor (KNN) algorithm. For instance, a

larger number of k reduces the effect of data noise on classification while it can blur the distinction

between classes, and for this constraint, the right decision is that k should be less than the square

root of the total number of training patterns. Also, for two-class problems, k should be selected

among odd numbers to avoid tied votes. As for the distance measure, usually, the Euclidean

distance is employed. Because KNN does not rely on training patterns, it remains powerful for

classification, easy to implement and to interpret. However, classification is time and storage

consuming.

• Principal Components Analysis (PCA): Principal Components Analysis (PCA) represents the raw

data in a lower-dimensional feature space, to transmit the maximum useful information. The main

extracted feature’s components are located in the dimensions that represent the variability of the

data.

For a given dataset x1, x2, ..., x3 in a d-dimensional space, the data points will be put in a matrix

X with each row for the different data point and each column for the features, ending up with

X = [x1, x2, ..., x3]. This matrix is then centered with zero to guarantee that PCA will not end up

skewed due to features differences. The PCA steps can be summarized as:

1. Centering the data points around zero (X − X̄);
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2. Obtaining the covariance matrix;

3. Obtaining the eigenvectors and eigenvalues of the covariance matrix;

4. Ranking the eigenvectors by eigenvalues from the highest to lowest to get the components in

order of significance.

The PCA, while projecting data in a lower-dimensional space, it retains data variance as much as

possible, is also able to extract uncorrelated features to describe the embedded statistical infor-

mation of datasets. Finally, it is important to keep in mind that when the data is distributed in a

complex variety, PCA can fail, and it also provides little visualization implications of the features in

the original datasets.

• Subspace Clustering: For clustering methods, similar objects are grouped by measuring the dis-

tance between them, whereby for high-dimensional data that measure becomes meaningless. Ir-

relevant dimensions act as noise, and neither feature transformation nor feature selection eradicate

this limitation. Therefore subspace clustering, which performs a localization search and focuses on

only a subset of features, can have an excellent performance for this. Although similar to feature

selection, in this method, the search for the subspaces is localized instead of searching the entire

dataset, allowing this to find clusters from multiple and overlapping subspaces and to remove data

that is not coherent with the clustered data.

• Density-Based Spatial Clustering of Applications with Noise (DBSCAN): DBSCAN groups data

points into clusters that have a higher density than a threshold number (MinPts). It performs this

task within a window of a specified size defined by the distance to the data point (eps). In other

words, DBSCAN creates a new cluster from a data object by absorbing all objects in its neigh-

borhood, given a user-specified density threshold. DBSCAN is a complex algorithm (O(nlog(n))),

associated with high execution times.

Figure 2.9: Points types for DBSCAN

As seen in Figure 2.9 there are three types of points: (1) points inside the cluster (core points);

(2) points in the cluster’s border (border points); (3) point outside a cluster (noise points). To find

a cluster, DBSCAN for an arbitrary initial point p, starts by retrieving all points density-reachable
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for the given eps and MinPts values. If p is a border point, DBSCAN advances as no points are

density-reachable from p. If p is a core point a cluster is defined. This is a recursive procedure

that covers all points. Since it uses global values, the algorithm may merge two clusters if they

are “close” from each other. If a point’s distance to all clusters is too large, it is considered noise.

These noisy points are merged into a single cluster, usually represented by -1 [26, 33].

2.6 Python Libraries

To implement our hybrid IDS we used Python (v3) [57]. It is a powerful yet straightforward program-

ming language that offers, in combination with several existing libraries, a panoply of tools for developing

applications.

2.6.1 Pandas

Pandas [34] is a fast, powerful, flexible and easy to use open source data analysis and manipulation

tool, built on top of the Python programming language. This library provides expressive data struc-

tures designed to make working with “relational” or “labeled” data easy and intuitive. Some of Pandas

capabilities are:

• Tabular data with heterogeneously-typed columns, as in an Excel spreadsheet;

• Ordered and unordered time series data;

• Arbitrary matrix data with row and column labels;

• Unlabeled data.

For Pandas the two main data structures are Series and DataFrame. Since Pandas is built on top of

Numpy, a fundamental package for scientific computing. This library offers:

• Easy handling of missing data with NaN, for both floating and non-floating data points;

• Size mutability, where columns can be inserted and deleted from a structure;

• Intuitive merging and joining for data sets;

• Robust IO tools;

• Time series-specific functionality, among other.

2.6.2 Scikit-learn

Scikit-learn [43] is a Python package that offers a wide range of state-of-the-art machine learning

algorithms for mid-scale supervised and unsupervised problems, related to the growing need of statis-

tical data analysis. This module is defined by its ease of use, performance, documentation, and API

consistence. This library addresses the following topics:
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• Classification: Task of predicting a discrete class label, implementing algorithms such as SVM,

random forest, k-nearest neighbors, and more.

• Regression: Task of predicting a continuous-value attribute associated with an object, implement-

ing algorithms such as Support Vector Regression (SVR), nearest neighbors, and more.

• Clustering: The assignment of objects into clusters using for that purpose a similarity measure be-

tween them, implementing algorithms such as K-means, Agglomerative, DBSCAN, among others.

• Other topics are: dimensionality reduction; model selection to compare, validate, and choosing

parameters and models; preprocessing for feature extraction and normalization.

2.7 Summary

Due to the nature of our work, this chapter presented key insights of some of the most employed ma-

chine learning algorithms, also helping to understand the operation behind the unsupervised algorithms

used in our approach. Additionally, since we used Python for the majority of our implementations, this

chapter also presented the core libraries used: Pandas and Scikit-learn.
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Chapter 3

Related Work

The previous chapter gave some insights on intrusion detection approaches, the increasing role of

machine learning for security applications, and the specificities of cryptojacking. From the exclusive

dependency on human analysts to the automation using machine learning algorithms, IDSs have been

evolving and gaining popularity. In the following sections, we will describe the contributions to this area,

exploring works related to general purpose IDSs. There are several approaches, between NIDSs or

Host Intrusion Detection Systems (HIDSs), using supervised or unsupervised algorithms, these systems

come with great potential. In the end, this study will focus on works related to cryptojacking detection.

The objective is to perform a general analysis of the work developed regarding the application of

IDSs to network security, meeting our objective of developing a hybrid IDS using unsupervised machine

learning algorithms.

3.1 Intrusion Detection

Intrusion detection has been heavily studied, but cybersecurity analysts are still fighting to obtain

a solution with more accuracy and overall threat analysis in order to secure their systems within cy-

berspace. Correlating security events from different heterogeneous sources in a comprehensive ap-

proach could improve the current literature. One problem is that this proposal falls into the Big Data

domain, even when considering just one event source (e.g., network flow).

A NIDS is a traditional IDS product that monitors cyber threats at the network layer by evaluating

network traffic [70]. Network anomaly detection is a broad research area, which already boasts several

surveys, review articles, and books. Bhuyan et al. [9] provided a structured and comprehensive overview

of NIDSs. More specifically, Zhao et al. [66] proposed a system for real-time processing and analysis

of the real-time flow-based data collected from a University campus network. Combining Cisco NetFlow

technology for data collection and Apache tools for data handling, the authors, through the use of three

ML algorithms, Naı̈ve Bayesian (NB), SVM and Decision Tree (DT), proceeded to detect abnormal events

in real-time.

More recent works addressed the limitations for traditional NIDSs, that relied on either specialized
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signatures of previously seen attacks, or labeled traffic datasets than can be expensive and challeng-

ing to produce. Casas et al. [13] presented UNIDS, a novel approach for outlier detection based on

Sub-Space Clustering and Multiple Evidence Accumulation techniques to identify different network in-

trusions. UNIDS was evaluated with three different datasets, achieving better performance than tradi-

tional misuse-based NIDSs, and outperforming previously proposed methods for unsupervised anomaly

detection in real network traffic.

Leung and Leckie [32] proposed fpMAFIA, a new density-based and grid-based clustering approach

for intrusion detection. The authors’ objective was to discover the characteristics of the majority of

connections from network traffic records and use the result to classify future connections. A detailed

complexity analysis is also provided, showing that the approach scaled linearly with the number of

records in the data set.

OUTGENE was a novel approach presented by Dias et al. [21], for the streaming detection of ma-

licious activity without previous knowledge about attacks or training data. The authors used clustering

algorithms, together with the notions of genetic zoom and time stretching. The former aims to assist

analysts in pinpointing malicious clusters by using a genetic algorithm that identifies the most relevant

features that characterize a cluster. The latter was implemented to analyze the stream of events in dif-

ferent time-windows with the intention of detecting attacks independently from their pace. The approach

was tested with two datasets, where both genetic zoom and time stretching contributed to obtain high

recall and accuracy values. Other contributions to this subject can be found in [22, 50].

Another traditional IDS product is a HIDS, which directly monitors the host’s computer system logs,

system processes, files, or network interface [70].

In December of 2001, Yeung and Ding [62] aimed to detect intrusions based on program and user

profiles built from normal usage data. These profiles are modeled using two types of behavioral mod-

els for data mining. The first is a dynamic approach based on Hidden Markov Models (HMM) and the

principle of maximum likelihood. The second is a static modeling approach based on the event oc-

currences frequency distributions and minimum cross-entropy principle. The results showed that the

dynamic approach produced better results than the static one for the system call datasets associated

with the program’s behavior, but a worse performance for the shell command datasets regarding users’

behavior.

In 2014 Creech and Hu [19] proposed a new approach introducing the concept of contiguous and

discontiguous system calls patterns in HIDSs to reduce false alarms. This method applies a semantic

structure to low-level system calls such as the kernel ones, emerging the intrinsic activities hidden behind

high-level programming languages. Various decision engines were used to evaluate KDD981, UNM2 and

a new modern dataset, ADFA-LD3. They used ELM methodology and were able to achieve a rapidity

decision engine training using the proposed scheme. This new method proved to be resilient to mimicry

attacks and to have a high level of portability between different OS versions.

1Dataset used for The Second International Knowledge Discovery and Data Mining Tools Competition.
2University of New Mexico dataset from 2013.
3Australian Defense Force Academy Linux Dataset, also available Windows Dataset and Windows Dataset for Stealth Attacks

Addendum. Released in 2014.
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Gonçalves et al. [28] address the problem of Big Data analysis for network security by presenting

a novel approach that by combining machine learning and data mining techniques, uses logs for a

given infrastructure to semi-automatically discover misbehaving hosts. The authors use Expectation-

Maximization (EM), a probability-based clustering algorithm for the analysis of features. Finally, Naı̈ve

Bayes algorithm was used for classification purposes, aiming to reduce the need of human labor. The

evaluation of this approach was done with five consecutive days of logs from Vodafone Portugal. Re-

garding the obtained results, these provided the analysts with important security information regarding

the logs.

Combining the two previous approaches where two data sources are combined, hosts and network,

defines a hybrid IDS. One of the most recent works for this type of detection system is the proposal made

by Milajerdi et al. [35] in 2019. The authors presented HOLMES, a detection approach that focuses

on flagging a set of coordinated activities related to Advanced Persistent Threats (APTs). HOLMES

main ideas are: mapping the activities found in host logs as well as any alerts found in the enterprise

directly to the kill chain, allowing HOLMES to generate alerts, semantically close the action of APT

actors; the use of information flow between low-level entities (files, processes, others) in the system

as the basis for alert correlation; the development of a high-level scenario graph, where the nodes

correspond to TTPs (Tactics, Techniques and Procedures) for APTs actors and the edges represent

information regarding flows traded between entities. HOLMES was evaluated on data generated by

DARPA Transparent Computing program, where multiple cyber-attacks were simulated within a network

with different platforms. The authors’ approach showed to distinguish attacks from benign data, and

showed that detects attacks with high precision and recall.

There are several anomaly detection systems already developed using both supervised and unsuper-

vised ML, proving that this approach can achieve great results fighting against attackers’ new techniques.

NIDSs and HIDSs can both use the anomaly detection approach to find malicious behavior.

3.2 Cryptojacking Detection

XMR in 2014 and Coinhive in 2017 set a turning point for an unprecedented rising in cryptocurrency

mining activity, whereby related works are recent. The produced literature focused manly on addressing

browser-based cryptojacking as it represents the majority of attacks detected.

Eskandari et al. [25] presented an extensive survey over these matters, focusing on browser-based

cryptojacking. Assuming that Coinhive was the dominant cryptocurrency mining provider, the authors

analyzed the presence of Coinhive scripts over the internet. For the used datasets, queries focused on

finding specific scripts calls or libraries present in the web pages, e.g., coinhive.min.js. This resulted, for

the PublicWWW’s dataset, in a total of 33282 websites having the coinhive.min.js library. The authors

enhanced the limitations of the measurements employed, since techniques like code obfuscation and

randomized URLs, could be adopted by cryptojacking services. With this work, and with the rising of

cryptojacking activity, several investigations works made way to detection systems proposals.
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Rauchberger et al. [47] developed MININGHUNTER, a crawler able to detect mining scripts even

if obfuscated, analyzing executed JS code, and WebSocket traffic frames. The authors analyzed the

Alexa Top 1M websites, gathering information about every requested resource as well as all executed

scripts. The dynamic analysis of WebSockets was based on fingerprints comparisons. In the end, 3178

websites were found to be running cryptojacking scripts.

Wang et al. [59], presented a method for the detection and interruption of browser-based crypto-

jacking activity, based in semantic signature-matching, a novel Wasm in-line script monitoring system

designated as SEISMIC. Proving that this approach was more robust than syntactic signature-matching,

the authors’ solution monitors Wasm scripts while executing, recognizing mining and non-mining behav-

ior. Finally, it was mentioned that SEISMIC has the possibility of being deployed as an in-browser plug-in

proxy service or a firewall script.

RAPID by Parra Rodriguez and Posegga [40], used a detection mechanism based on network, pro-

cessor and memory consumption, as well as resource-related API calls monitoring, within a browser.

Able to detect browser-based crypto-mining, this mechanism was resistant to JS obfuscation thanks to

the dynamic analysis employed. Creating a dataset, using 285.919 websites from Alexa Top 330.500,

an SVM learning algorithm was used. The best classifier obtained a recall of 97.84% and a 99.7%

precision. The possibility of doing online detection was also studied.

Still related, Carlin et al. [12], conducted an experimental study in dynamic opcode analysis of crypto-

mining fileless activities. The authors created a dataset by collecting the assembly language instructions

from the execution of HTML files. The authors then used a machine learning algorithm for the classifi-

cation, reaching up to 100 % accuracy for the detection of browser-based crypto-mining.

Bijmans et al. [10], in a more recent survey, performed two extensive studies focusing on tracing

and identifying cryptojacking campaigns on the internet, showing an increment in the number of active

campaigns when compared with previous works. The authors mentioned third-party software as a new

trend for spreading cryptojacking. Using NetFlow data, 49M domains random sample, near 20% of all

Internet domains, was analyzed, concluding that cryptojacking was present in 0.011%.

Crypto-mining activities are performed using two techniques, browser-based or binary-based mining.

Pastrana and Suarez-Tangil [41] conducted the largest measurement of cryptojacking malware to this

date, with a 4.5M malware samples from 2017 to 2019, using static and dynamic analysis tools to,

for example, identify wallets, mining pools, campaigns and their estimated profit, revealing multi-million

campaigns.

With the rising challenge of detecting cryptojacking, several IDSs proposals have been presented.

For network analysis, Munoz et al. [37] focus on detecting cryptojacking for real-world networks, using

for that purpose a machine learning-based algorithm able to detect cryptojacking using NetFlow/IPFIX

network measurements. Using the Stratum protocol as a guideline, the method shows to be more

efficient than other accurate methods that used DPI techniques.

Draghicescu et al. [23], proposed a detection method for cryptojacking based on the analysis of

resource consumption by processes that have a network connection. For such, the authors obtained

CPU time, memory usage percentage, PID, and the number of threads for a given process every two
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seconds. Comparing the obtained values with the defined thresholds, they classify a process as part of

mining activity or not, concluding that the first steps taken were successful in the task of identifying an

infected system.

Paper Features Classifier

Seismic [59] WASM opcode counts Hand-crafted rules
RAPID [40] Resource-related API calls and consumption Support-Vector Machine
MiningHunter [40] Fingerprints Hand-crafted rules
Muñoz et al. [37] Flow-based Support-Vector Machine, C4.5, CART, Naı̈ve Bayes
Outguard [30] Signatures and behavioral features of aggressive miners Support-Vector Machine
CoinPolice [44] Throttling-independent behavior timeseries Convolutional neural network
Our work Flow and performance counters-based K-Means, Agglomerative, DBSCAN, Ensemble

Table 3.1: Cryptojacking detection solutions (adapted from [44])

Table 3.1 shows a comparison between some cryptojacking detection approaches and our work.

Some of these works were developed during our approach development [30, 44].

3.3 Summary

This chapter presented work related to network security. It started by presenting general use IDSs,

dipping the existing literature between NIDSs, HIDSs and hybrid IDSs, addressing both supervised

and unsupervised solutions. The last section deepens the literature by analyzing the security systems

developed to detect cryptojacking.
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Chapter 4

Dataset Description

This chapter describes the two sets of data that were used to evaluate our detection approach. The

first, developed by us, contains both network and host-related data, and was created with an hybrid

approach (hybrid dataset). The second was a public dataset (CIC-IDS 2018 [2]) restricted to network

flows, which had a set of attacks in addition to cryptojacking.

4.1 Hybrid Dataset

Due to the of our approach, we were not able to find a dataset that met our needs of having both

network flows and performance counters combined with cryptojacking attacks. Our initial plan was to

obtain all the data from a real-world network and to test our approach in this scenario. However, due

to the appearance of constraints during the development of our work, we were forced to adjust our

objectives. The creation of the dataset went from using the totality of the data referring to a real network,

to using a hybrid approach in which we collected a set baseline data (referring to real-world hosts), which

served as the basis for the artificial creation of the rest of the dataset.

As stated by Sharafaldin et al. [51], there is a set of considerations to take into account when using

or creating a dataset. We took those observations into account as we needed to obtain a set of specific

data for our detection tests. This task was conducted in two stages: benign data collection (B-Profiles)

and malicious data collection (M-Profiles). Regarding the B-profiles, an ideal dataset would consist of all

the information associated to a real-world network without any filtering. This idea has several drawbacks:

the access to the entire network is not always possible; there are privacy or anonymity-related issues,

among others. An alternative is the artificial generation of traffic, for both profiles, a technique still to be

perfected due to the challenge of obtaining a data equivalent to a real-world scenario [51].

Our approach to the dataset creation is described as follows. We started by obtaining a small set

of real-world data, with no filtering. This data was extracted from a network composed of 9 Windows

machines with a switch and a router. We extracted all the information, regarding network traffic (packets)

and performance counters, for a set of users whose fingerprints reflected the current real-world com-

putational trends. Moreover, the network packets were obtained with Wireshark and the performance
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counters with a PowerShell script created by us.

This initial set of data was then used to replicate the remaining network structure (Section 4.1.2) with

an approach whose objective was to create a result equivalent to a real-world network. A similar yet

more complex approach was performed by the authors of [2]. The M-profile data was obtained with a

similar approach, using real malware samples combined with users’ real traffic. We detail this process

in Section 4.1.1. Finally, we considered having obtained an up to date dataset, not constrained by

anonymity issues, where we have access to all the pertinent information we needed to obtain reliable

results for our detection approach.

4.1.1 Malicious Samples Collection

Finding cryptojacking samples was one of the most important tasks as we wanted to guarantee that

only active malicious samples were gathered, and that we had covered as many possible variants of the

attack. We aimed to find browser-based scripts as well as binary malware.

Regarding browser-based cryptojacking, we used a source code search engine, PublicWWW 1, to

look for specific tags that identified embedded code from mining providers scripts. Despite the shutdown

of Coinhive, a major provider of Monero mining scripts, in 2019, we found during our search a high

number of top domains with Coinhive’s scripts. This happened because of the signatures we used

during the search, which were generic. It should be noted that once the provider had ceased activities

these scripts were deactivated, thus being useless for us. Nevertheless, since the Coinhive shutdown,

several alternatives have being showing up [58], e.g., Minero and CoinIMP2. Using signatures related

with these alternative providers, we were able to find malicious domains conducting cryptojacking.

Search Tag Domain Mining Script Throttle

minero.cc tibumpiscinas.com.br minero.cc/lib/minero.min.js 0.75
minero.cc naftkala.com minero.cc/lib/minero.min.js 0.75
hostingcloud serieshdpormega.com hostingcloud.racing/8vVW.js 1
hostingcloud vstars.pl hostingcloud.racing/BBlJ.js 1
webminepool oslafo.com webminepool.com/lib/base.js 0.5

Table 4.1: Browser-based cryptojacking samples

From our search we selected five browser-based samples that we proved to be executing mining

tasks in the background. This conclusion was the result of testing the samples with different web

browsers since we saw that different browsers can allow or not cryptojacking’s practice. Table 4.1 sum-

marizes information about the samples. These samples also work with different throttle levels, i.e.,

percentage of CPU time consumption, allowing us to explore different scenarios during detection. The

values for the samples’ throttle were obtained by either performing a manual inspection of the percent-

age of CPU usage in task manager, or by inspecting the source code when possible. The two code

1Accessible at: https://publicwww.com/
2Accessible at: https://minero.cc/ and https://www.coinimp.com/
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samples in Figure 4.1 are examples where the used throttle was possible to determined. Figure 4.1(a)

has no throttle restriction while Figure 4.1(b) imposes a 50% throttle value.

(a)

(b)

Figure 4.1: (a) Malware source code for www.serieshdpormega.com. (b) Malware source code for www.
oslafo.com.

We have until this point describe the collection of malicious samples concerning browser-based cryp-

tojacking. However, we also developed our approach to be able to detect binary cryptojacking samples.

To find these binaries, we searched through malware repositories such as https://urlhaus.abuse.ch/

and https://dasmalwerk.eu/. We end up with five binary malware samples for cryptojacking with two

different throttle values (Table 4.2).

Binary sample SHA-256 hash Throttle

down.gogominer.com/sex Live1.5.0.1099.exe 373c7986a56ee7b428757ac7862676a6b5bbaaa1aee4122747fce5680ae024ff 0.75
14.141.175.107/cryptominerbros/wordpress/ c8dd5ca99af01b1bdd00ff9a390651280f6be1c1dc56ae0f15aa401ed6c85c1c 0.75
14.141.175.107/cryptominerbros/wordpress/wp-content/Vh/ 8b2e4b7244319f99c6c6813e954f42c6f9580320d266b016e4752e25c56f812f 0.75
149.28.24.180/miner/bashd32 8705a10d8a338b921e6e8b80af06a39036a5c94e28dadc4cb99d33589e56b8a9 0.5
ivansupermining.info/bin/minbuild.exe 5bb935c0228b2a0d9d40e72b4a0f01bd8740f10773ebbb904f17f1f73344a3dd 1

Table 4.2: Cryptojacking binary samples with the corresponding SHA-256 hash value and the deter-
mined throttle values. The values were deduced based on direct observation of resource consumption,
and are therefore an approximation.

4.1.2 Creating the Baseline Extractions

With the necessary malicious samples, we created the baseline extractions that later were used to

create the hybrid dataset we needed. B-Profiles aim to encapsulate the entity behaviors of users in their

normal tasks. This is one of the great challenges of artificial datasets, to achieve the complex behavior

of real-world users. For our dataset extractions we defined 3 types of host behavior profiles: Low-Profile

(L); Mid-Profile (M); High-Profile (H). Profile (L) represents hosts with low use of system resources and

light network traffic. Profile (M) represents host with an intermediary user with a workload focused

31

www.serieshdpormega.com
www.oslafo.com
www.oslafo.com
https://urlhaus.abuse.ch/
https://dasmalwerk.eu/


on productivity (Microsoft Office, Google cloud Docs). The high-profile (H) aims to reproduce network

and CPU demanding loads (virtual machines, Adobe Photoshop, web downloads, multiple web tabs)

(Table 4.3). Our approach aimed to create a dataset with different natures, i.e., to enable cryptojacking

detection for different workloads, and most importantly, to understand if high-profile workloads hide the

attack behavior.

Profile Description Tools

Low-Profile Low use of system’s resources and network Spotify, Web, Office
Mid-Profiles Workload focused in productivity Office, Cloud Docs, Web
High-Profile Heavy network and CPU worloads VMs, Photoshop, Web Downloads and Multiple Tabs

Table 4.3: Dataset Profiles

Having our strategy defined, we used 9 Windows 10 machines, with Intel(R) Pentium(R) CPU G3250

@3.20GHz, 3200 Mhz, 2 Core and 8,00 GB of RAM to run our extractions. These machines were

divided by the three profiles, and each machine had Wireshark installed to obtain the Packet Captures

(PCAPs), and a PowerShell script to obtain the performance counters. Regarding the performance coun-

ters’ extraction we used PowerShell, a cross-platform task automation and configuration management

framework, consisting of a command-line shell and scripting language. We developed and automated a

script for the collection of indicators that can be distributed to all machines within a network. This script

uses the Get-Counter cmdlet in its base, a command that gets performance counter data directly from

the performance monitoring instrumentation in the Windows family of operating systems. In addition,

several triggers were implemented to provide the script with redundancy and flexibility at the time of ex-

traction. In the end, we gave a more limited use to it due to constraints that arose during the development

of our work.

Following a schedule so that the expectations for the profiles were met, we end up with one day of

extractions regarding benign activity, with 9 CSV files three for each profile and similarly, 9 PCAP files,

with the network traffic. For the PCAPs files we used CICFlowMeter3 to obtain the flows into a CSV file.

Following the same approach, but now using the malicious samples previously mentioned, we used

10 machines to create the M-Profiles. 5 of them were used to run the browser-based scripts under strict

schedule and the other 5 for the binary samples than run permanently in the background. Also, here the

machines were divided by profiles. At the end of our daily extraction, we obtained equivalent files as in

the benign extraction.

As the final step to create the dataset, we created ten days of extractions, one day for each one of the

victims we had created. We defined the number of machines that we wanted in the dataset for each day,

a number ranging from 300 to 400. The process to create these machines from the baseline extractions

was:

• defining a number of machines per profile;

• reproducing the amount of desired machines from the baseline extractions adding noise.

3Available in https://github.com/ahlashkari/CICFlowMeter
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Regarding the noise method, the objective was to clone machines/hosts by changing the baseline

values by a random percentage (Equation 4.1).

x′ = x+ random([−1, 1])× x

random([3, α])
, α ∈ [15, 30] (4.1)

Table 4.4 provides a description for the ten days of the hybrid dataset with the first six days hav-

ing predominantly low-profile hosts, a common behavior in real-world networks. The other four days

have predominantly high-profile hosts, the main reason being the evaluation of our approach to detect

cryptojacking among heavy workloads. Each day has the number of created machines per profile and

information regarding the victim under cryptojacking. Concerning the profiles used to generate the be-

nign hosts is important to recall that for each one of the tree profiles used (low, mid, and high) there are

three corresponding real-world extractions. As an example, day 1 has 165 low-profile based machines.

This number was obtained by replicating three real-world extractions related to this profile. Moreover,

the type of cryptojacking attack defines if the victim present on that day is under browser-based cryp-

tojacking (script) or under a binary. Also, the victim fingerprint profile is mentioned. Finally, the number

and schedule of the attacks (#Attacks) for a given day and the corresponding identified throttles. For

binary cryptojacking, it is implied that the attack runs in the background permanently.

Profiles Cryptojacking

#LOW #MID #HIGH Type Profile #Attacks Throttle

Day
1 165 150 60 Script Low [[”08:58”,”09:03”],[”11:03”,”11:08”],[”14:33”,”14:43”]] 1/0.75/1
2 180 135 60 Binary Low [”08:00”,”18:30”] 0.5
3 145 145 45 Script Mid [[”09:30”,”09:05”],[”12:00”,”12:03”],[”17:00”,”17:10”]] 1/0.5/0.75
4 150 135 50 Binary Mid [”08:00”,”18:30”] 0.75
5 375 300 50 Script High [[”09:00”,”09:10”],[”12:00”,”12:01”],[”15:30”,”15:33”]] 1/1/0.75
6 350 420 65 Binary High [”08:00”,”18:30”] 0.75
7 60 150 165 Script Low [[”08:55”,”09:03”],[”11:00”,”11:08”],[”14:33”,”14:45”]] 1/0.5/1
8 60 135 180 Binary Low [”08:00”,”18:30”] 0.75
9 45 145 145 Script Mid [[”09:00”,”09:06”],[”12:00”,”12:04”],[”17:00”,”17:13”]] 0.75/1/1
10 50 135 150 Binary Mid [”08:00”,”18:30”] 1

Table 4.4: Hybrid dataset days’ description

4.2 The CSE-CIC-IDS 2018 Dataset

CIC-IDS 2018 [2], which we designate as artificial dataset, was created to test and evaluate net-

work IDSs. We used this dataset combined with the cryptojacking attacks that we created to test our

approach under different circumstances (the original dataset contained no cryptojacking attacks). Re-

garding the original dataset, its authors developed a systematic approach in order to produce a diverse

and comprehensive benchmark dataset. In their approach, they created user profiles with abstract rep-

resentations of activity seen on typical networks. The benign behavior of each machine was generated

using CIC-BenignGenerator [51], which is a tool to generate B-Profiles, i.e., profiles that translate the

abstract behavior of a group of users, thanks to several ML and statistical analysis techniques. Regard-

ing malicious behavior, this was generated using M-Profiles. These profiles aim to describe an attack
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scenario unambiguously, in such a way that humans might interpret these profiles and subsequently

carry their attacks. The final dataset includes seven different attack scenarios: Brute-force, Heartbleed,

Botnet, DoS, DDoS, Web attacks, and infiltration of the network from inside. The attacking infrastructure

includes 50 machines and the victim organization has 5 departments and includes 420 machines and

30 servers.

We used the first six days from this dataset for our experiments. However, first, we had to add the

cryptojacking attacks to the already existing data. For this process, we used the malicious extractions

described in Section 4.1, and for each one of the six days, we added the respective cryptojacking-related

flows. One aspect that must be taken into account is that the cryptojacking samples we produced and

introduced in this artificial dataset differed in nature from the original data since they were not obtained

under the same circumstances.

Unlike the hybrid dataset, this dataset comes with a set of attacks with flow-based data only, on which

we add information related to cryptojacking. The attacks and their duration are described in Table 4.5.

One must notice that browser-based cryptojacking (scripts) are associated with different time windows,

while for binary cryptojacking we assume a permanent attack window, i.e, the attack was active during

the whole day.

Day Attack Duration

1
Brute Force to FTP and SSH 90 min each
Cryptojacking Script 3, 5, 7, 10 min

2
DoS GoldenEye and Slowloris 40 min each
Cryptojacking Binary permanent

3
Brute Force to FTP and DoS Hulk 60 min + 35min
Cryptojacking Script 3, 5, 7, 10 min

4
DoS LOIC-HTTP 60 min
Cryptojacking Binary permanent

5
DoS LOIC-UDP and HOIC 30 min + 60 min
Cryptojacking Script 3, 5, 7, 10 min

6
Brute force Web/XSS and SQL inj. 60 min + 40 min
Cryptojacking Binary permanent

Table 4.5: Summary of the attacks for the CIC-IDS-2018 dataset

4.3 Summary

This chapter described both datasets that were used to test and evaluate our hybrid detection ap-

proach. The first section concerns the creation of a hybrid dataset, and the process behind the acquisi-

tion of malicious samples of cryptojacking. The second chapter describes the adaptation of the publicly

available dataset CSE-CIC-IDS 2018.
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Chapter 5

Proposed Solution

In this chapter, we will present and describe CRYINGJACKPOT, our hybrid intrusion detection approach.

In the following sections, we will provide an in-depth description of our approach’s design and implemen-

tation. This chapter justifies our decisions from the chosen set of features to the clustering algorithms’

choice and is structured as follows. The first section offers an abstract overview of the entire architec-

ture. Next, the methodology for the data collection, and importantly, the choice of features. We will then

describe how the data was extracted and normalized. Associated with the features is the selection of

the clustering algorithms as well as their initialization parameters. Finally, we will describe the evaluation

method used.

5.1 General Overview

Our detection approach aims to automatically identify outliers, i.e., entities – hosts – targeted by

cryptojacking, by extracting, combining and processing a set of features. These features are obtained

from host-based performance counters [4] and network flows [16, 17]. In relation to counters, in this

work we considered only counters provided by Microsoft Windows, but the approach is generic. The

use of these host-based features is motivated by the nature of the attack and the associated resource

consumption. Exploring resource consumption is an approach already used in previous works [23, 40,

55]. The latter, network flows, is motivated by their ability to allow detecting attacks immersed in large

volumes of data [22, 37, 50, 66]. Our work combines these features with unsupervised machine learning

algorithms, which allows our approach to detect intrusions without labeled data as input, signatures,

or training. Among its several advantages, this detection methodology allows the detection of new

attacks, which is an improvement over the conventional approaches by finding patterns, structures, or

knowledge in unlabelled data (Section 2.5). Therefore, we will use three types of clustering algorithms

complemented by an ensemble technique.

Our approach is represented in Figure 5.1, which has four major steps: data collection (1), data pro-

cessing (2), clustering (3), and evaluation (4), each of them presented in-depth in the following sections.

The first step, concerns feature engineering and the possible methods to obtain the data; the second
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step addresses all the processing done to the raw data (features extraction and normalization); the third,

clustering, is the core of our detection methodology, involving parameter inference and the clustering

algorithms. Finally, step four concerns the evaluation of the results.

Figure 5.1: General overview of our hybrid IDS

5.2 Data Collection

One of the starting points of our work concerns the choice of data we want to process in order to

obtain relevant information. As already mentioned, we design our approach to process both network

and host-related data. The former concerns information regarding traffic for a given network. In this

case our objective is the analysis of network flows (Section 2.3), a choice made due to the capabilities

of this approach for the analysis of high throughput in current networks, a popular approach in network

security solutions [9, 22, 50, 66]. The latter was chosen for being an interesting approach to explore the

behavior characteristics of cryptojacking, because as mentioned this attack is known for its abnormal

CPU usage, a big computational resource’s consumer. The present work combines network traffic with

performance counters from hosts within a network. The use of both, implies that our approach has to

be able to handle two different data sources. In our detection process we handled data separately and

merged network and host data after features extraction and normalization. In order to perform features

extraction we designed our approach to be able of processing data on different predefined time windows.
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5.2.1 Feature Engineering

Network Flows

Regarding flow-based features our choices were influenced by works that address the Stratum pro-

tocol and cryptojacking detection [23, 37, 47]. Some particularities of Stratum were fundamental for our

choice of features (cf. Section 2.2). As stated by Munoz et al. [37], Stratum shows an asymmetry in con-

nections, i.e., the server sends more data than the client/victim. This characteristic can be explored by

using features about inbound/outbound flows, e.g., inbound/outbound packet counts. Moreover, Stratum

generates flows that take 5 to 30 minutes to finish. We decided to create features related to 80/HTTP

and 443/HTTPS ports, as Stratum is associated with these ports.

Our approach explores flows from both source and destination perspectives, where hosts are used

as aggregation keys, either as source IP (SrcIP) or as destination IP (DstIP).

From a source standpoint, our approach starts by extracting 2 fixed features that explore incoming

data patterns: (1) SrcBytesPktBwd, the number of bytes per packet received as SrcIP; (2) SrcMeanBytesBwd,

the average number of bytes received as SrcIP.

We then implemented a technique that greatly improved our results. We extracted a set of 11 features

from flows whose destination IPs had been, for a given time window, contacted only by one host/source

IP, i.e, a rare destination. This decision aimed to explore connections made with mining pools’ exclu-

sive domains. Considering that these rare destination-related features are tagged with List. For this

reason, we used additional tags to better understand these features. For example, let’s consider the

Src PSH Count List feature for further explanation. The initial tag indicates a feature extracted from

flows were the network hosts represent the source IP. PSH Count describes the feature as being the count

of TCP PSH (push) flags during a given time window. This feature was obtained by observing the traffic

between the victim and the malicious domain. The final tag is an indication that this feature was obtained

from flows where the destination IP has a unique contact. Additionally, our approach also defines 5 port-

related features, regarding HTTP/80 and HTTPS/443, using in this case, source ports as aggregation

keys (Table 5.1). Similar to the evaluation performed for performance counters, we also weighed our

initial set of features, having ended up with 37 flow-based features.

Our system is similar from a destination standpoint, but different port-related features were used

(Table 5.2).

Performance Counters

Taking into account the working principles of cryptojacking (Section 2.1) we knew that this attack

uses computational resources to process the solution for a cryptography problem. The result to this

problem benefits the entities that solve it the faster, an outcome directly defined by the amount of re-

sources used. The higher the computational force the higher are the chances of being the solver and

get rewarded. Armed with this idea, and the results obtained for similar works [15, 20], we analyzed

all available performance counters for Windows OS machines and leaned over the set of these indica-

tors that best described cryptojacking behavior. Although we used Windows Machines, our approach is
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Features Description

SrcBytesPktBwd # bytes per packet received as SrcIP
SrcMeanBytesBwd average bytes received as SrcIP
SrcConnTopMin # stablished sessions with a DstIPs having an unique contact as SrcIP
SrcPktFwdTopMin # packets foward to DstIPs having an unique contact as SrcIP
SrcPktBwdTopMin # packets received from DstIPs having an unique contact as SrcIP
SrcAvg fl dur TopMin flows’ average duration with DstIPs having an unique contact as SrcIP
Src PSH Count TopMin # PSH flags with DstIPs having an unique contact as SrcIP
Src SYN Count TopMin # SYN flags with DstIPs having an unique contact as SrcIP
Src FIN Count TopMin # FIN flags with DstIPs having an unique contact as SrcIP
SrcBytesPktFwdTopMin # bytes per packet forward by SrcIP to DstIPs having an unique contact
SrcBytesPktBwdTopMin # bytes per packet received by SrcIP from DstIPs having an unique contact
SrcPktInOutTopMin packets inbound/packets outbound ratio with DstIPs having an unique contact
SrcBytesInOutTopMin bytes inbound/bytes outbound ratio with DstIPs having an unique contact

Port-related

[Port]SrcBytesPktBwd # of bytes per packet received in port x
[Port]SrcPktFrom # of packets received from port x
[Port]SrcPktSizeFrom # of bytes received from port x
[Port]SrcPktTo # of packet sent to port x
[Port]SrcPktSizeTo # of bytes sent to port x

Table 5.1: Flow-based features from the source standpoint

Features Description

DstBytesPktBwd # bytes per packet received as DstIP
DstMeanBytesBwd average bytes received as DstIP
DstConnTopMin # stablished sessions with a SrcIPs having an unique contact as DstIP
DstPktFwdTopMin # packets foward to SrcIPs having an unique contact as DstIP
DstPktBwdTopMin # packets received from SrcIPs having an unique contact as DstIP
DstAvg fl dur TopMin flows’ average duration with SrcIPs having an unique contact as DstIP
Dst PSH Count TopMin # PSH flags with SrcIPs having an unique contact as DstIP
Dst SYN Count TopMin # SYN flags with SrcIPs having an unique contact as DstIP
Dst FIN Count TopMin # FIN flags with SrcIPs having an unique contact as DstIP
DstBytesPktFwdTopMin # bytes per packet forward by DstIP to SrcIPs having an unique contact
DstBytesPktBwdTopMin # bytes per packet received by DstIP from SrcIPs having an unique contact
DstPktInOutTopMin packets inbound/packets outbound ratio with SrcIPs having an unique contact
DstBytesInOutTopMin bytes inbound/bytes outbound ratio with SrcIPs having an unique contact

Port-related

[Port]DstBytesPktFwd # of bytes per packet sent to port x
[Port]DstPktFrom in / out packets sent to port x
[Port]DstPktTo in / out bytes outbound sent to port x
[Port]DstBytesTo # of packets received from port x
[Port]DstPktInOut # of packets sent to port x
[Port]DstBytesInOut # of bytes sent to port x

Table 5.2: Flow-based features from the destination standpoint

compatible with other OSs, our choice was in part associated with the market share regarding operating

systems1. We had initially considered five sets of counters, but ended up discarding temperature as it

is an ambiguous metrics that is influenced by external factors, resulting in four sets of counters. Some
1Available: https://www.statista.com/statistics/268237/global-market-share-held-by-operating-systems-since-2009/
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of our choices were the result of inspection during the tests phase. Some of these counters did not

contribute any information as features, while others that were not initially planned to be used contributed

end up contributing to the clustering. One of the employed tools were the HeatMaps provided by Python,

which are a graphical representation used to show the most relevant features, i.e., the features with the

highest variance between clusters.

• Processor: The processor is provided with counters that measure aspects of its activity. This is

one of the main actors within cryptojacking architecture. The set of counters for the processor

includes, as an example, the time used by threads to perform tasks, or indicators related to C1 and

C2 power states (Table 5.3).

Performance Counters Brief Description

\Processor(*)\% Processor Time % of elapsed time that the processor spends to execute a non-Idle thread
\Processor(*)\% Priviledge Time % of elapsed time that the process threads spent executing code in privileged mode
\Processor(*)\% User Time % of elapsed time the processor spends in the user mode
\Processor(*)\% Idle Time % of time the processor is idle during the sample interval
\Processor(*)\% C1 Time % of time the processor spends in the C1 low-power idle state
\Processor(*)\% C2 Time % of time the processor spends in the C2 low-power idle state
\Processor(*)\% C1 Transitions/sec Rate that the CPU enters the C1 low-power idle state
\Processor(*)\% C2 Transitions/sec Rate that the CPU enters the C2 low-power idle state

Table 5.3: Processor Performance Counters

• Memory: The memory is provided with counters that describe the behavior of the physical and

virtual memory on the computer. Physical memory is the amount of random access memory on

the computer. Virtual memory consists of the space in physical memory and on disk (Table 5.4).

Performance Counters Brief Description

\Memory(*)\Pages/sec Rate at which pages are read from or written to disk to resolve hard page faults
\Memory(*)\Page Faults/sec Average number of pages faulted per second
\Memory(*)\Cache Bytes Size of the portion of the system file cache which is currently resident and active in physical memory
\Memory(*)\Cache Faults/sec Rate at which faults occur when a page sought in the file system cache is not found
\Memory(*)\Cache Bytes Peak Maximum number of bytes used by the system file cache since the system was last restarted
\Memory(*)\Available Bytes Amount of physical memory, immediately available for allocation to a process or for system use
\Memory(*)\Committed Bytes Amount of committed virtual memory
\Memory(*)\Commit Limit Amount of virtual memory that can be committed without having to extend the paging file(s)
\Memory(*)\Write Copies/sec Rate at which page faults are caused by attempts to write that have already been satisfied
\Memory(*)\Transitions Faults/sec Rate at which page faults are resolved by recovering pages
\Memory(*)\Pages Input/sec Rate at which pages are read from disk to resolve hard page faults
\Memory(*)\Pages Output/sec Rate at which pages are read from disk to resolve hard page faults
\Memory(*)\Page Reads/sec Rate at which the disk was read to resolve hard page faults
\Memory(*)\Page Writes/sec Rate at which pages are written to disk to free up space in physical memory
\Memory(*)\Pool Nonpaged Allocs Number of calls to allocate space in the nonpaged pool
\Memory(*)\Pool Nonpaged Bytes Size of the nonpaged pool, an area of the system virtual memory
\Memory(*)\Pool Paged Allocs Number of calls to allocate space in the paged pool
\Memory(*)\Pool Paged Bytes Size of the paged pool, an area of the system virtual memory
\Memory(*)\Pool Paged Resident Bytes Size of the portion of the paged pool that is currently resident and active in physical memory
\Memory(*)\System Code Total Bytes Size of the pageable operating system code currently mapped into the system virtual address space
\Memory(*)\System Driver Total Bytes Size of the pageable virtual memory currently being used by device drivers
\Memory(*)\Standby Cache Bytes Amount of physical memory that is assigned to the core standby cache page lists
\Memory(*)\% Commited Bytes in Use Ratio of Memory/Committed Bytes to the Memory/Commit Limit
\Memory(*)\Available KBytes Amount of physical memory immediately available for allocation to a process or for system use

Table 5.4: Memory Performance Counters

• Processes: The processes are provided with counters that monitor the running applications’ pro-

grams and system’s processes (Table 5.5).

39



Performance Counters Brief Description

\Process(*)\% Privileged Time Percentage of elapsed time that the process threads spent executing code in privileged mode
\Process(*)\% Processor Time Percentage of elapsed time that all of process threads used the processor to execution instructions
\Process(*)\% User Time Percentage of elapsed time that the process threads spent executing code in user mode
\Process(*)\Working Set Current size, in bytes, of the Working Set of this process
\Process(*)\Virtual Bytes Size of the virtual address space the process is using
\Process(*)\Page Faults/sec Rate at which page faults by the threads executing in this process are occurring
\Process(*)\Page File Bytes current amount of virtual memory, in bytes, that this process has reserved for use in the paging file(s)s
\Process(*)\Thread Count The number of threads currently active in this process
\Process(*)\Pool Paged Bytes Size of the paged pool, an area of the system virtual memory
\Process(*)\Pool Nonpaged Bytes Size of the nonpaged pool, an area of the system virtual memory
\Process(*)\[I/O] Read Operations/sec Rate at which the process is issuing read I/O operations
\Process(*)\[I/O] Write Operations/sec Rate at which the process is issuing write I/O operations
\Process(*)\[I/O] Read Bytes/sec Rate at which the process is reading bytes from I/O operations
\Process(*)\[I/O] Write Bytes/sec Rate at which the process is writing bytes to I/O operations
\Process(*)\[I/O] Data Bytes/sec Rate at which the process is reading and writing bytes in I/O operations
\Process(*)\Virtual Bytes Peak Maximum size, in bytes, of virtual address space the process has used at any one time
\Process(*)\Page File bytes Peak Maximum amount of virtual memory, in bytes, that this process has reserved for use in the paging file(s)
\Process(*)\Working Set Peak Maximum size, in bytes, of the Working Set of this process at any point in time

Table 5.5: Processes Performance Counters

• Network: The network is provided with counters that measure the rates at which bytes and packets

are sent and received over a network connection (Table 5.6).

Performance Counters Brief Description

\Network(*)\Bytes Total/sec Rate at which bytes are sent and received over each network adapter, including framing characters
\Network(*)\Bytes Sent/sec Rate at which bytes are sent over each network adapter, including framing characters
\Network(*)\Bytes Received/sec Rate at which bytes are received over each network adapter, including framing characters
\Network(*)\Packets/sec Rate at which packets are sent and received on the network interface
\Network(*)\Packets Received/sec Rate at which packets are received on the network interface
\Network(*)\Packets Sent/sec Rate at which packets are sent on the network interface
\Network(*)\Current Bandwidth Estimate of the current bandwidth of the network interface in bits per second
\Network(*)\Packets Sent Non-Unicast/sec Rate at which packets are requested to be transmitted to non-unicast addresses by higher-level protocols
\Network(*)\Packets Sent Unicast/sec Rate at which packets are requested to be transmitted to subnet-unicast addresses by higher-level protocols
\Network(*)\Packets Received Non-Unicast/sec Rate at which non-unicast (subnet broadcast or subnet multicast) packets are delivered to a higher-layer protocol
\Network(*)\Packets Received Unicast/sec Rate at which (subnet) unicast packets are delivered to a higher-layer protocol
\Network(*)\Packets Received Unknown Number of packets received through the interface that were discarded because of an unknown or unsupported protocol
\Network(*)\TCP RSC Average Packet Size Average size in bytes of received packets across all TCP connections on this network interface
\Network(*)\TCP Active RSC Connection Number of TCP connections that are currently receiving large packets from the RSC adapter

Table 5.6: Network Performance Counters

These indicators give us raw information about the user’s system, and they can not yet be employed

as features. For a given time window and a given host, there will be several measurements regarding

these metrics. Therefore, we had to combine them to generate a set of features that the clustering step

could process. We studied the use of average value, max value and the standard deviation. We also

combined these statistical metrics, but the best results were obtained by using exclusively the average

value for each performance counter. From the initial set of 123 performance counters, we then created

123 features, each one as the average value of the respective indicator for a given time window. For

example CPUTime avg is a feature that, for a specific host and time window, gives the average value

of the \Processor(*)\% Processor Time counter. Moreover, we studied the contribution of each one of

the 123 initial features using heat maps, and by discarding redundant features, we ended up with 64

performance counters-based features. An extended description of the chosen performance counters

can be found in Appendix A.
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5.3 Extraction and Normalization

Our approach can process data on different predefined time windows, of durationW = {w1, w2, ..., wn},

e.g., 10 minutes, 1 hour, 1 day. This approach performs clustering for every window of duration wi ∈ W

for the periods of data available. For every time window of duration wi ∈ W, features are extracted from

all flows and counters regarding the time window being analyzed. Following the rationale in Section

5.2.1. Figure 5.2 describes the process behind data extraction. For our two data sources we used Pow-

erShell to extract the counters and Wireshark to extract the network packets. For this last, we employed

CICFlowMeter to obtain flows from the network packets. More on these procedures can be found in

Chapter 4. Using Pandas we extract from both CSV files the features which are normalized and stored

independently. The combination of both types of features is done in the clustering phase.

Figure 5.2: Data processing scheme.

This step results in two vectors of features for each host, one containing the features obtained from

the performance counters and the second with features from network flows.

For each time window wi ∈ W, features have to be normalized before the clustering step. Normaliza-

tion is performed by scaling each feature to a common range, and it is important not to lose information

during this process. Therefore, we chose the min-max scaling method described in Equation (5.1) and

(5.2). This method transforms all features into the range [0,1], ensuring that features will contribute

proportionally during the clustering step by using Euclidean distance as a distance metric.

Xstandard = (X −Xmin)/(Xmax −Xmin) (5.1)

Xnormalized = Xstandard × (max−min) +min (5.2)

5.4 Clustering and Parameter Inference

After feature extraction and normalization, the vectors of features are provided as input to the clus-

tering algorithms. The idea is to group machines with similar behavior based on the set of fixed features.
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Our approach is able to execute this task by using the host-related features independently from the flow-

based ones, with the main goal being the use of both sets simultaneously. This is an important design

step because it provides our approach with flexibility for further implementations. In future applications,

it can make use of alternative host-based indicators, such as alternative operating systems.

The result of the clustering step is a set of clusters with hosts for each time window of duration

wi ∈ W. Each host appears in a cluster for each time window.

We use three algorithms – K-means, Agglomerative, and DBSCAN – based on three clustering

strategies – partition, hierarchical, and density-based. Furthermore, our goal of developing a robust

and reliable system pushed us to implement a clustering ensemble, were the results of the clustering

algorithms are combined for the overall improvement of our approach results. This is done by voting the

results of each algorithm, i.e., we follow the rule of the 2 out of 3. More specifically, a host is considered

to be a true positive (Section 2.5), if it is flagged as an outlier for at least two algorithms. The same

applies to false positives.

K-means (O(nkdi)), is a popular partition-based algorithm that distributes the given data points X

into k clusters, where each data point is more similar to the centroid that defines its cluster than it is to

other cluster’s centroids. It is important for the implementation step to take into account two key factors:

the number of clusters, and the distance metric, being the Euclidean distance used and it is generically

the most used metric [24].

In hierarchical clustering (HC), algorithms organize data into a hierarchical structure according to

the proximity matrix. The results of HC are usually depicted by a binary tree or dendrogram. We

chose Agglomerative hierarchical clustering, since divisive clustering is an unusual practice due to its

computational effort [61]. The algorithm starts by assigning each object to a different cluster, then

it computes pairwise distances of n data points and links them according to a linkage function (e.g.,

minimum distance). The results can be represented by a dendrogram where the root node represents

the whole dataset (single cluster), and each leaf node is a data object. The algorithm’s complexity is

O(n2), mainly due to the cost of computing all pairs of distances [22, 38].

DBSCAN groups data points into clusters that have a higher density than a threshold number

(MinPts). It performs this task within a specified size window defined by the distance to the data point

(eps). In other words, DBSCAN creates a new cluster from a data object by absorbing all objects in

its neighborhood, given a user-specified density threshold [24, 26]. DBSCAN is a complex algorithm

(O(nlog(n))), associated with high execution times.

Xu and Wunsch [61], and Xu and Tian [60] provided a survey of clustering algorithms describing

the theoretical time complexity of each clustering algorithm. They referred that K-means and DBSCAN

performed well on large-scale data. Moreover, our choices are also supported for the results obtained

in several works [21, 22, 50] and the contributions of [38, 68, 69].

Regarding our methodology clustering step, a critical decision concerns the clustering algorithms’

initialization parameters. These parameters dictate the obtained results in what is known as a try and

error process because there is no specific set of prior parameters known to generate the ideal results.

In relation to the parameters of K-means and Agglomerative, both algorithms assign a set of objects
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into K clusters, so the values n cluster for Agglomerative and k for K-means must be specified. The

best K value might be found through brute force, a method that is unfeasible in practice, due to the

computational effort required. Therefore, we use two algorithms, the elbow algorithm and the silhouette

algorithm (Section 2.5.2), to find the value of K, and use this as the input of both algorithms. The elbow

algorithm is widely employed and has obtained good results in several works [21, 22]. This method

looks at the obtained score explained as a function of the number of clusters. The score is usually

obtained using the sum of square errors (SSE) between the samples and the corresponding centroid.

This method is based on the idea that one should choose a number of clusters so that adding another

cluster does not improve the result in a significant way. This criterion has the downside that this turning

point may be unclear [64]. K-means object from scikit-learn provides an attribute called inertia, which

represents the sum of squared distances of samples to their closest cluster center. We then determined

inertia to each k in the range [2,30] applying the elbow method to identify the turning point and using

the obtained value as k. A similar procedure is used to obtain n clusters. Regarding the problem of the

previous method, we also implemented the silhouette algorithm, which uses two factors, cohesion and

separation. The silhouette coefficients are obtained by comparing the similarity between the sample and

the respective cluster (cohesion), and the similarity with other clusters (separation). This coefficient is in

the range [−1, 1] with 1 meaning a high similarity between object and cluster [64]. To implement this, we

used sklearn.metrics.silhouette score, a metric that returns the mean silhouette value of all samples.

The best value is 1, and the worst value is -1. Values near 0 indicate overlapping clusters. We use the

K that the best silhouette score offers for both k and n cluster initialization parameters.

The use of these algorithms is done for each time window, as data is not static.

For the remaining parameters of the algorithms, we used mainly the default values. The K-means [6]

values are:

• n clusters: number of clusters to form as well as the number of centroids to generate, dynamic use

of both elbow and silhouette algorithms;

• init (default= ’k-means++’): selects initial cluster centers for k-mean clustering in a smart way to

speed up convergence;

• n init (default= 10): number of time the k-means algorithm will be run with different centroid seeds;

• max iter (value= 300): maximum number of iterations of the k-means algorithm for a single run;

• tol (default= 1e-4): relative tolerance with regards to Frobenius norm of the difference in the cluster

centers of two consecutive iterations to declare convergence;

• verbose (default= 0): verbosity mode;

• random state (value= 42): determines random number generation for centroid initialization;

• copy x (default= True): when pre-computing distances it is more numerically accurate to center

the data first;

43



• n jobs (value= -1): number of OpenMP threads to use for the computation (-1 means using all

processors);

The Agglomerative [1] values are:

• n clusters: number of clusters to find, dynamic use of both elbow and silhouette algorithms;

• affinity (default= ’euclidean’): metric used to compute the linkage;

• memory (default= None): used to cache the output of the computation of the tree;

• connectivity (default= None): the connectivity matrix, defines for each sample the neighboring

samples following a given structure of the data;

• compute full tree (default= ’auto’): stop early the construction of the tree at n clusters;

• linkage (default= ’ward’): the linkage criterion determines which distance to use between sets of

observations. Ward minimizes the variance of the clusters being merged;

• distance threshold (default= None): the linkage distance threshold above which, clusters will not

be merged;

Concerning the parameters of DBSCAN, it requires that the density in a neighborhood of a given

object must be high enough to have a cluster assigned [61]. We had to choose the number of samples

in the neighborhood of a point for him to be considered as a core point (min samples). We also had to

choose the maximum distance between two samples for one point to be considered as in the neighbor-

hood of the others (eps) [43]. eps can be chosen as the most pronounced change for when the distances

between each entity and its neighbors are calculated and sorted [46]. All clustering algorithms used the

Euclidean metric to determine the distances. Each algorithm has other optional parameters that allow

the user to personalize it in their own way. Nevertheless, we decided not to use those parameters once

we did not consider them useful for our work.

The used DBSCAN [5] values are:

• eps (value= 3): maximum distance between two samples for one to be considered as in the neigh-

borhood of the other;

• min samples (value= 5): number of samples (or total weight) in a neighborhood for a point to be

considered as a core point;

• metric (default= ’euclidean’): metric to use when calculating the distance between instances in a

feature array;

• metric params (default= None): additional keyword arguments for the metric function;

• algorithm (default= ’auto’): the algorithm to be used by the NearestNeighbors module to compute

pointwise distances and find nearest neighbors;

• leaf size (default= 30): leaf size passed to BallTree or cKDTree;
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• p (default= None): the power of the Minkowski metric to be used to calculate the distance between

points;

• n jobs (value= -1): number of parallel jobs to run (-1 means using all processors);

5.5 Evaluation

Several methods can be used for classification, i.e., the process of labeling an entity as benign or

malicious. Manual inspection can be performed by a security analyst, starting with the smallest clusters,

if needed. However, to automate the identification of anomalies, we consider that an outlier is an entity

that is isolated in a cluster. The disadvantage of this approach is that for several simultaneous victims,

our detection capabilities will start to show worst results as victims will share clusters. This choice is

a trade-off between true positives and false positives. Considering clusters with 5 entities as malicious

could indeed increase our accuracy. However, it could also increase the number of false positives. In the

process of classification, we defined inliers and outliers. An inlier is an entity considered with ‘normal’

behavior, and outlier an entity with ‘abnormal’ behavior. The behavior of each entity is determined by the

values of its features. Our criteria to identify an outlier was to consider all entities isolated in a cluster

(cluster with a single entity) by K-means and Agglomerative, and the entities detected as outliers by

DBSCAN (assigned to cluster -1).

Regarding the evaluation metrics and having our data labeled (not necessary), we used the metrics

described in Section 2.5. Precision, recall, and F1-score were applied individually to each one of the

three algorithms and then to the ensemble results.

5.5.1 Ensemble Method

Although our detection approach is able to produce results with the exclusive use of the algorithms

we have chosen, we decided to take the first steps in the implementation of an ensemble technique for

the overall robustness. Being a relevant approach in machine learning [52, 65], we carried out a manual

approach to improve the results obtained. Our technique is divided into the following steps:

1. Choose a time window associated with the attack;

2. Select all K-means clusters with one entity only;

3. Select all Agglomerative clusters with one entity only;

4. Select DBSCAN outlier clusters (value = -1);

5. Intersect the clusters and classify as outliers the entities present in at least 2 out of 3 algorithms;

This can impact the number of TPs and FPs, which can reduce both values due to the imposition of

a restriction in the evaluation criteria. However, we saw this technique more as an approach to reduce

FPs, and to combine the overall results of the three implemented clustering algorithms.
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5.6 Summary

This chapter described all steps of our detection approach. It started by offering a general overview of

our approach, followed by the description of both used data sources. After mentioning the mechanisms

to collect the data, the next section presented the process of extracting and normalizing features from

the raw data. The clustering section offered insights for the used clustering algorithms and the choice of

the parameters. This chapter ended by defining the evaluation method and by presenting an enhanced

solution, based on an ensemble technique.
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Chapter 6

Experimental Evaluation

This chapter presents the results obtained during the experimental evaluation of our hybrid IDS

approach. In the following sections, we will describe CRYINGJACKPOT performance with both the hybrid

and artificial datasets.

The results are divided according to the performed tests for both datasets. For the hybrid dataset, we

will present the results obtained from the independent use of features based on flows and performance

counters and the results obtained from the combined use of both sets of features. We will describe the

obtained outcome from cryptojacking and original attacks detection for the artificial dataset.

Finally, we will show the results for the application of the ensemble technique.

6.1 Hybrid Dataset Results

As mentioned, Table 4.4 provides a description for the ten days of the hybrid dataset. Each day has a

specific number of machines, which were divided into three different profiles behaviors. Moreover, each

day has a host victim targeted either by browser-based cryptojacking or by an executable. The following

sections will start by presenting the experiments’ results when using flows or counter-based features

exclusively and the tests’ results when combining both sets of features. It is also important to notice that

the results shown were obtained by the exclusive analysis of attack windows.

6.1.1 Flow-based Features

The following results concern the detection of cryptojacking for the hybrid dataset, considering flow-

based features only. We used the first six days from the dataset (Table 4.4). The clustering algorithms

were restricted to the exclusive use of thirty-seven flow-based features (Section 5.2.1).

There is an important remark to be made regarding the results that is noticeable for all days in

the dataset. Using day 1 as an example, this was targeted by a mining scripts tree times during the

extraction. However, due to the clustering process, it may seem that the results in the following pages

indicate a different number. For example, when using a ten minutes window with the silhouette method,

the sum of True Positives (TP) with False Negatives (FN) is equal to five and not three. This happens
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because during clustering, the clustering windows, in this case, ten minutes windows, can divide the

attack. The first attack on day 1 is from 08:58 a.m to 09:03 a.m, and the windows of data can be from

08:00 a.m to 09:00 a.m and then from 09:00 a.m to 09:10 a.m. Although being the same attack is

counted twice. This scenario is not exclusive for day 1.

Day 1

The results in Table 6.1 concern the use of both the elbow and the silhouette algorithm by K-means

and Agglomerative, and the results obtained by DBSCAN which are independent. Although using only

flow-based features is interesting to notice the high average recall values, almost all the attacks have

been detected. Although successful in detecting TPs, the results are also characterized by high values

of FPs. The best overall performer was K-means, with the remaining algorithms having a slightly worst

performance. These results are the first example that shows the successful integration of the three

chosen clustering algorithms.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.57 0.80 0.67 4 3 1 1926 0.57 0.80 0.67 4 3 1 1926 0.57 0.80 0.67 4 3 1 1926

30min 0.50 0.75 0.60 3 3 1 1540 0.50 0.75 0.60 3 3 1 1540 0.57 1.00 0.73 4 3 0 1540

60min 0.50 0.75 0.60 3 3 1 1540 0.43 0.75 0.55 3 4 1 1539 0.43 0.75 0.55 3 4 1 1539

120min 0.60 1.00 0.75 3 2 0 1156 0.50 1.00 0.67 3 3 0 1155 0.50 1.00 0.67 3 3 0 1155

Elbow

10min 0.63 1.00 0.77 5 3 0 1926 0.21 1.00 0.34 5 19 0 1910

30min 0.50 1.00 0.67 4 4 0 1539 0.27 1.00 0.42 4 11 0 1532

60min 0.44 1.00 0.62 4 5 0 1538 0.27 1.00 0.42 4 11 0 1532

120min 0.50 1.00 0.67 3 3 0 1155 0.25 1.00 0.40 3 9 0 1149

Table 6.1: Clustering results for day 1 when using flow-based features (hybrid dataset).

Day 2

The results in Table 6.2 concern the use of both the elbow and the silhouette algorithm by K-means

and Agglomerative, and the results obtained by DBSCAN, which are independent. These values concern

the detection of a cryptojacking executable, where the number of attacks is proportional to the number

of clustering windows. The best overall performer was K-means, with the remaining algorithms having a

slightly worst performance. Compared to the results of day 1, it is possible to observe the lower values

of precision, which may be related to the fact that we are considering a much larger number of time

windows for the evaluation. Although these victims being explored with a 50% throttle value, the test

was successful in detecting cryptojacking.
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K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.55 0.62 0.58 38 31 23 23489 0.56 0.61 0.58 37 29 24 23491 0.57 0.75 0.65 46 35 15 23485

30min 0.43 0.62 0.51 13 17 8 8079 0.47 0.67 0.55 14 16 7 8080 0.50 0.81 0.62 17 17 4 8079

60min 0.40 0.55 0.46 6 9 5 4233 0.40 0.55 0.46 6 9 5 4233 0.44 0.64 0.52 7 9 4 4233

120min 0.33 0.67 0.44 4 8 2 2306 0.36 0.67 0.47 4 7 2 2307 0.50 0.83 0.63 5 5 1 2309

Elbow

10min 0.45 0.93 0.61 57 70 4 23450 0.20 1.00 0.33 61 247 0 23273

30min 0.45 1.00 0.62 21 26 0 8070 0.25 1.00 0.40 21 64 0 8032

60min 0.42 1.00 0.59 11 15 0 4227 0.25 1.00 0.40 11 33 0 4209

120min 0.46 1.00 0.63 6 7 0 2307 0.25 1.00 0.40 6 18 0 2296

Table 6.2: Clustering results for day 2 when using flow-based features (hybrid dataset).

Day 3

The results in Table 6.3 concern the use of both the elbow and the silhouette algorithm by K-means

and Agglomerative, and the results obtained by DBSCAN, which are independent. These values con-

cern the detection of browser-based cryptojacking. The best overall performer was K-means, with the

remaining algorithms having a slightly worse performance. When comparing with day 1, the difference

is that day 3 has one of the attacks working with a 50% throttle value. This element can justify slightly

lower results.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.40 1.00 0.57 2 3 1 688 0.50 1.00 0.67 2 2 1 689 0.50 1.00 0.67 2 2 1 689

30min 0.40 1.00 0.57 2 3 1 688 0.40 1.00 0.57 2 3 1 688 0.67 1.00 0.80 2 1 1 690

60min 0.43 1.00 0.60 3 4 0 1033 0.43 1.00 0.60 3 4 0 1033 0.30 1.00 0.46 3 7 0 1030

120min 0.29 0.67 0.40 2 5 1 1032 0.29 0.67 0.40 2 5 1 1032 0.29 0.67 0.40 2 5 1 1032

Elbow

10min 0.40 1.00 0.57 2 3 1 688 0.18 1.00 0.31 2 9 1 682

30min 0.40 1.00 0.57 2 3 1 688 0.20 1.00 0.33 2 8 1 683

60min 0.38 1.00 0.55 3 5 0 1032 0.23 1.00 0.38 3 10 0 1027

120min 0.38 1.00 0.55 3 5 0 1032 0.23 1.00 0.38 3 10 0 1027

Table 6.3: Clustering results for day 3 when using flow-based features (hybrid dataset).

Day 4

The results in Table 6.4 concern the use of both the elbow and the silhouette algorithm by K-means

and Agglomerative, and the results obtained by DBSCAN, which are independent. These values concern

the detection of a cryptojacking executable, where the number of attacks is proportional to the number

of clustering windows. The best overall performer was DBSCAN, with the remaining algorithms having a

slightly worse performance, except when combining the Agglomerative with the elbow algorithm, which

had an average F1-Score under 40%. These results are similar to the ones obtained on day 2.
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K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.44 0.85 0.58 53 68 9 21011 0.48 0.84 0.61 52 57 10 21022 0.51 0.95 0.66 59 57 3 21022

30min 0.44 0.76 0.56 16 20 5 7236 0.47 0.81 0.60 17 19 4 7237 0.49 1.00 0.66 21 22 0 7234

60min 0.37 0.91 0.53 10 17 1 3785 0.37 0.91 0.53 10 17 1 3785 0.38 1.00 0.55 11 18 0 3784

120min 0.33 1.00 0.50 6 12 0 2062 0.38 1.00 0.55 6 10 0 2064 0.35 1.00 0.52 6 11 0 2063

Elbow

10min 0.40 0.97 0.57 60 89 2 20990 0.19 0.98 0.32 61 263 1 20816

30min 0.39 1.00 0.56 21 33 0 7223 0.22 1.00 0.37 21 73 0 7183

60min 0.34 1.00 0.51 11 21 0 3781 0.22 1.00 0.35 11 40 0 3762

120min 0.40 1.00 0.57 6 9 0 2065 0.24 1.00 0.39 6 19 0 2055

Table 6.4: Clustering results for day 4 when using flow-based features (hybrid dataset).

Day 5

The results in Table 6.5 concern the use of both the elbow and the silhouette algorithm by K-means

and Agglomerative, and the results obtained by DBSCAN, which are independent. These values con-

cern the detection of browser-based cryptojacking. The best overall performer was DBSCAN, with the

remaining algorithms having a slightly worse performance, except when combining the Agglomerative

with the elbow algorithm, which had an average F1-Score under 35%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.75 1.00 0.86 3 1 0 2207 0.75 1.00 0.86 3 1 0 2207 0.75 1.00 0.86 3 1 0 2207

30min 0.60 1.00 0.75 3 2 0 2206 0.60 1.00 0.75 3 2 0 2206 0.60 1.00 0.75 3 2 0 2206

60min 0.60 1.00 0.75 3 2 0 2206 0.60 1.00 0.75 3 2 0 2206 0.75 1.00 0.86 3 1 0 2207

120min 0.33 1.00 0.50 3 6 0 2202 0.33 1.00 0.50 3 6 0 2202 0.33 1.00 0.50 3 6 0 2202

Elbow

10min 0.50 1.00 0.67 3 3 0 2205 0.15 1.00 0.26 3 17 0 2191

30min 0.60 1.00 0.75 3 2 0 2206 0.23 1.00 0.38 3 10 0 2198

60min 0.43 1.00 0.60 3 4 0 2204 0.21 1.00 0.35 3 11 0 2197

120min 0.30 1.00 0.46 3 7 0 2201 0.18 1.00 0.30 3 14 0 2194

Table 6.5: Clustering results for day 5 when using flow-based features (hybrid dataset).

Day 6

The results in Table 6.6 concern the use of both the elbow and the silhouette algorithm by K-means

and Agglomerative, and the results obtained by DBSCAN, which are independent. These values concern

the detection of a cryptojacking executable, where the number of attacks is proportional to the number

of clustering windows. The best overall performer was DBSCAN, with the remaining algorithms having a

slightly worse performance, except when combining the Agglomerative with the elbow algorithm, which

had an average F1-Score under 35%.
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K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.68 0.42 0.52 26 12 36 67429 0.70 0.42 0.53 26 11 36 67430 0.75 0.92 0.83 57 19 5 67422

30min 0.90 0.43 0.58 9 1 12 23216 0.90 0.43 0.58 9 1 12 23216 0.88 1.00 0.93 21 3 0 23214

60min 0.86 0.55 0.67 6 1 5 12162 0.86 0.55 0.67 6 1 5 12162 0.85 1.00 0.92 11 2 0 12161

120min 0.50 0.67 0.57 4 4 2 6630 0.57 0.67 0.62 4 3 2 6631 0.67 1.00 0.80 6 3 0 6631

Elbow

10min 0.58 0.97 0.73 60 43 2 67398 0.17 0.97 0.29 60 294 2 67147

30min 0.62 1.00 0.76 21 13 0 23204 0.21 1.00 0.34 21 80 0 23137

60min 0.46 1.00 0.63 11 13 0 12150 0.22 1.00 0.35 11 40 0 12123

120min 0.50 1.00 0.67 6 6 0 6628 0.21 1.00 0.35 6 22 0 6612

Table 6.6: Clustering results for day 6 when using flow-based features (hybrid dataset).

6.1.2 Counter-based Features

The following results concern the detection of cryptojacking for the hybrid dataset, considering

counter-based features only. We used the first six days from the dataset (Table 4.4). The clustering

algorithms were restricted to the exclusive use of sixty-four counter-based features (Section 5.2.1).

Day 1

The victim in day 1 is known to have been under browser-based cryptojacking during tree time

windows when this host visited malicious web pages. An important observation to be made concerns

the results obtained using the K-means combined with the elbow method. The detection for this scenario

was not possible independently of the time window, which is the opposite of the one observed in the

previous section. This outcome will characterize the performance for the remaining days. Although, it is

a negative result, it shows once again the importance of having chosen several algorithms. We cannot

point out a concrete reason that motivated these results, for which we can only assume it is due to

the analyzed data. Moreover, the best overall performer was Agglomerative when using the silhouette

method.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.27 0.80 0.40 4 11 1 1864 0.31 0.80 0.44 4 9 1 1866 0.23 0.60 0.33 3 10 2 1865

30min 0.80 1.00 0.89 4 1 0 1499 1.00 1.00 1.00 4 0 0 1500 0.60 0.75 0.67 3 2 1 1498

60min 0.67 1.00 0.80 4 2 0 1498 0.80 1.00 0.89 4 1 0 1499 0.50 0.75 0.60 3 3 1 1497

120min 0.75 1.00 0.86 3 1 0 1124 1.00 1.00 1.00 3 0 0 1125 0.75 1.00 0.86 3 1 0 1124

Elbow

10min 0.00 0.00 0.00 0 0 5 1875 0.21 1.00 0.34 5 19 0 1856

30min 0.00 0.00 0.00 0 0 4 1500 0.29 1.00 0.44 4 10 0 1490

60min 0.00 0.00 0.00 0 0 4 1500 0.40 1.00 0.57 4 6 0 1494

120min 0.00 0.00 0.00 0 0 3 1125 0.60 1.00 0.75 3 2 0 1123

Table 6.7: Clustering results for day 1 when using counters-based features (hybrid dataset).

Day 2

For day 2, the victim was infected by a cryptojacking executable with a 50% throttle value. Once

again, the worst performer was K-means combined with the elbow method, that unlike day 1 was able
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to create outliers. Although, as we can see, the majority were FPs. Also, the best overall performance

continues to be Agglomerative.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.27 0.80 0.40 4 11 1 1864 0.31 0.80 0.44 4 9 1 1866 0.23 0.60 0.33 3 10 2 1865

30min 0.80 1.00 0.89 4 1 0 1499 1.00 1.00 1.00 4 0 0 1500 0.60 0.75 0.67 3 2 1 1498

60min 0.67 1.00 0.80 4 2 0 1498 0.80 1.00 0.89 4 1 0 1499 0.50 0.75 0.60 3 3 1 1497

120min 0.75 1.00 0.86 3 1 0 1124 1.00 1.00 1.00 3 0 0 1125 0.75 1.00 0.86 3 1 0 1124

Elbow

10min 0.16 0.07 0.09 4 21 57 20814 0.23 1.00 0.38 61 201 0 20634

30min 1.00 0.10 0.17 2 0 19 7425 0.34 1.00 0.51 21 41 0 7384

60min 0.00 0.00 0.00 0 0 11 3945 0.42 1.00 0.59 11 15 0 3930

120min 1.00 0.17 0.29 1 0 5 2130 0.60 1.00 0.75 6 4 0 2126

Table 6.8: Clustering results for day 2 when using counters-based features (hybrid dataset).

Day 3

We obtained for day 3 similar results to day 1. Once again, K-means was not able to isolate hosts

within clusters. The overall best performer was Agglomerative but now when combined with the elbow

method.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.50 0.67 0.57 2 2 1 973 1.00 0.67 0.80 2 0 1 975 1.00 0.67 0.80 2 0 1 975

30min 1.00 0.33 0.50 1 0 2 975 1.00 0.33 0.50 1 0 2 975 1.00 0.67 0.80 2 0 1 975

60min 1.00 1.00 1.00 3 0 0 975 1.00 1.00 1.00 3 0 0 955 1.00 0.67 0.80 2 0 1 975

120min 1.00 1.00 1.00 3 0 0 975 1.00 1.00 1.00 3 0 0 975 1.00 1.00 1.00 3 0 0 975

Elbow

10min 0.00 0.00 0.00 0 0 3 975 0.38 1.00 0.55 3 5 0 970

30min 0.00 0.00 0.00 0 0 3 645 0.75 1.00 0.86 3 1 0 974

60min 0.00 0.00 0.00 0 0 3 975 1.00 1.00 1.00 3 0 0 975

120min 0.00 0.00 0.00 0 0 3 975 1.00 1.00 1.00 3 0 0 975

Table 6.9: Clustering results for day 3 when using counters-based features (hybrid dataset).

Day 4

For day 4, the victim was infected by a cryptojacking executable. Once again, the worst performer

was K-means combined with the elbow method, that unlike day 2 was able to reach an average 23%

recall. The best overall continues to be Agglomerative.
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K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.35 0.66 0.46 41 76 21 18754 0.44 0.66 0.53 41 52 21 18778 0.37 0.63 0.46 39 67 23 18763

30min 0.61 0.90 0.73 19 12 2 6718 0.66 0.90 0.76 19 10 2 6720 0.63 0.90 0.75 19 11 2 6719

60min 0.73 1.00 0.85 11 4 0 3576 0.85 1.00 0.92 11 2 0 3578 0.69 1.00 0.81 11 5 0 3575

120min 1.00 1.00 1.00 6 0 0 1940 1.00 1.00 1.00 6 0 0 1940 1.00 1.00 1.00 6 0 0 1940

Elbow

10min 0.50 0.32 0.39 20 20 42 18810 0.26 0.98 0.41 61 174 1 18656

30min 1.00 0.10 0.17 2 0 19 6730 0.46 1.00 0.63 21 25 0 6705

60min 1.00 0.18 0.31 2 0 9 3580 0.48 1.00 0.65 11 12 0 3568

120min 1.00 0.33 0.50 2 0 4 1940 0.67 1.00 0.80 6 3 0 1937

Table 6.10: Clustering results for day 4 when using counters-based features (hybrid dataset).

Day 5

For day 5, K-means was able to improve, obtaining an average recall of 33%. However, this is far

from the best overall performer, DBSCAN, which got an average recall of 92%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.11 0.67 0.19 2 16 1 2034 0.17 0.67 0.27 2 10 1 2040 0.10 0.67 0.17 2 18 1 2032

30min 1.00 0.67 0.80 2 0 1 2050 1.00 0.67 0.80 2 0 1 2050 1.00 1.00 1.00 3 0 0 2050

60min 1.00 1.00 1.00 3 0 0 2175 1.00 1.00 1.00 3 0 0 2175 1.00 1.00 1.00 3 0 0 2175

120min 1.00 0.67 0.80 2 0 1 2175 1.00 0.67 0.80 2 0 1 2175 1.00 1.00 1.00 3 0 0 2175

Elbow

10min 1.00 0.33 0.50 1 0 2 2050 0.21 1.00 0.35 3 11 0 2039

30min 0.50 0.33 0.40 1 1 2 2049 0.43 1.00 0.60 3 4 0 2046

60min 1.00 0.33 0.50 1 0 2 2175 0.33 1.00 0.50 3 6 0 2169

120min 1.00 0.33 0.50 1 0 2 2175 0.50 1.00 0.67 3 3 0 2172

Table 6.11: Clustering results for day 5 when using counters-based features (hybrid dataset).

Day 6

Finally, for day 6, the results are similar to the ones already described. K-means once again was not

able to detect. Agglomerative was the best overall performer, obtaining an average recall value much

higher than the remaining algorithms.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.40 0.39 0.40 24 36 37 46489 0.71 0.41 0.52 25 10 36 46515 0.48 0.41 0.44 25 27 36 46498

30min 0.82 0.43 0.56 9 2 12 16663 1.00 0.48 0.65 10 0 11 16665 0.90 0.43 0.58 9 1 12 16664

60min 0.32 0.55 0.40 6 13 5 8872 0.43 0.55 0.48 6 8 5 8877 0.35 0.55 0.43 6 11 5 8874

120min 1.00 0.50 0.67 3 0 3 4810 1.00 0.50 0.67 3 0 3 4810 1.00 0.50 0.67 3 0 3 4810

Elbow

10min 0.11 0.05 0.07 3 24 58 46501 0.22 0.95 0.36 58 200 3 46325

30min 0.00 0.00 0.00 0 0 21 16665 0.46 1.00 0.63 21 25 0 16640

60min 0.00 0.00 0.00 0 0 11 8885 0.48 1.00 0.65 11 12 0 8873

120min 0.00 0.00 0.00 0 0 6 4810 0.67 1.00 0.80 6 3 0 4807

Table 6.12: Clustering results for day 6 when using counters-based features (hybrid dataset).
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6.1.3 Flow and Counter-based Features

The following results concern the detection of cryptojacking for the hybrid dataset, considering

counter and flow-based features. We used the total ten days from our hybrid dataset (Table 4.4). The

clustering algorithms used the sixty-four counter-based features in combination with the thirty-seven

flow-based features (Section 5.2.1). The tests were conducted using the ten available days in the

dataset.

Day 1

The immediate improvement obtained through the combination of both types of features are the re-

sults obtained from using K-means with the elbow algorithm, e.g., when compared with the equivalent

results for day 1 using counter-based features only. The performance, when compared to the indepen-

dent use of both sets of features, has benefited from a significant increase as the average F1-scores for

all the algorithms were higher than previous observations. The overall best performer is DBSCAN, with

an average F1-score of 94%. On the other hand, the worst performer, although with positive results, was

Agglomerative when combined with the elbow method, with an average F1-score of 63%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 1.00 0.40 0.57 2 0 3 1875 1.00 0.40 0.57 2 0 3 1875 1.00 1.00 1.00 5 0 0 1875

30min 0.60 0.75 0.67 3 2 1 1498 1.00 0.75 0.86 3 0 1 1500 0.80 1.00 0.89 4 1 0 1499

60min 0.80 1.00 0.89 4 1 0 1499 0.80 1.00 0.89 4 1 0 1499 0.80 1.00 0.89 4 1 0 1499

120min 1.00 1.00 1.00 3 0 0 1125 1.00 1.00 1.00 3 0 0 1125 1.00 1.00 1.00 3 0 0 1125

Elbow

10min 1.00 0.60 0.75 3 0 2 1875 0.28 1.00 0.43 5 13 0 1862

30min 1.00 0.50 0.67 2 0 2 1500 0.44 1.00 0.62 4 5 0 1495

60min 1.00 0.50 0.67 2 0 2 1500 0.57 1.00 0.73 4 3 0 1497

120min 1.00 1.00 1.00 3 0 0 1125 0.60 1.00 0.75 3 2 0 1123

Table 6.13: Clustering results for day 1 when using both sets of features (hybrid dataset).

Day 2

The results for detecting a cryptojacking executable on day 2 showed a similar performance to the

previous day, once again showing the maturity of our detection approach when combining both sets

of features. The overall best performer was DBSCAN, with the remaining algorithms achieving slightly

lower scores.
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K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.89 0.77 0.82 47 6 14 20559 0.94 0.77 0.85 47 3 14 20562 0.92 1.00 0.96 61 5 0 20560

30min 0.86 0.86 0.86 18 3 3 7422 0.86 0.86 0.86 18 3 3 7422 0.91 1.00 0.95 21 2 0 7423

60min 0.92 1.00 0.96 11 1 0 3944 0.92 1.00 0.96 11 1 0 3944 0.92 1.00 0.96 11 1 0 3944

120min 1.00 1.00 1.00 6 0 0 2130 1.00 1.00 1.00 6 0 0 2130 1.00 1.00 1.00 6 0 0 2130

Elbow

10min 0.73 0.84 0.78 51 19 10 20546 0.30 1.00 0.46 61 145 0 20420

30min 1.00 0.76 0.86 16 0 5 7425 0.49 1.00 0.66 21 22 0 7403

60min 1.00 0.73 0.84 8 0 3 3945 0.58 1.00 0.73 11 8 0 3937

120min 1.00 1.00 1.00 6 0 0 2130 0.86 1.00 0.92 6 1 0 2129

Table 6.14: Clustering results for day 2 when using both sets of features (hybrid dataset).

Day 3

The detection in day 3 showed excellent results as the three algorithms obtained average F1-scores

above 95%. The worst algorithm was Agglomerative, combined with the silhouette method with an

average F1-score of 76%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 1.00 1.00 1.00 3 0 0 620 1.00 1.00 1.00 3 0 0 620 0.75 1.00 0.86 3 1 0 954

30min 1.00 1.00 1.00 3 0 0 620 1.00 1.00 1.00 3 0 0 620 1.00 1.00 1.00 3 0 0 620

60min 1.00 1.00 1.00 3 0 0 955 1.00 1.00 1.00 3 0 0 955 1.00 1.00 1.00 3 0 0 955

120min 1.00 1.00 1.00 3 0 0 955 1.00 1.00 1.00 3 0 0 955 1.00 1.00 1.00 3 0 0 955

Elbow

10min 1.00 1.00 1.00 3 0 0 620 0.33 1.00 0.50 3 6 0 949

30min 1.00 1.00 1.00 3 0 0 620 0.50 1.00 0.67 3 3 0 952

60min 1.00 1.00 1.00 3 0 0 955 0.75 1.00 0.86 3 1 0 954

120min 1.00 1.00 1.00 3 0 0 955 1.00 1.00 1.00 3 0 0 955

Table 6.15: Clustering results for day 3 when using both sets of features (hybrid dataset).

Day 4

The detection results on day 4 follow the trend observed so far, as the three algorithms obtained

average F1-scores above 95%. The worst algorithm was Agglomerative, combined with the silhouette

method with an average F1-score of 70%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.80 0.93 0.86 57 14 4 18531 0.92 0.93 0.93 57 5 4 18540 0.81 1.00 0.90 61 14 0 18531

30min 0.95 0.95 0.95 20 1 1 6729 0.95 0.95 0.95 20 1 1 6729 0.95 1.00 0.98 21 1 0 6729

60min 1.00 1.00 1.00 11 0 0 3580 1.00 1.00 1.00 11 0 0 3580 1.00 1.00 1.00 11 0 0 3580

120min 1.00 1.00 1.00 6 0 0 1940 1.00 1.00 1.00 6 0 0 1940 1.00 1.00 1.00 6 0 0 1940

Elbow

10min 0.87 1.00 0.93 61 9 0 18536 0.34 1.00 0.50 61 120 0 18425

30min 1.00 1.00 1.00 21 0 0 6730 0.50 1.00 0.67 21 21 0 6709

60min 1.00 1.00 1.00 11 0 0 3580 0.61 1.00 0.76 11 7 0 3573

120min 1.00 1.00 1.00 6 0 0 1940 0.75 1.00 0.86 6 2 0 1938

Table 6.16: Clustering results for day 4 when using both sets of features (hybrid dataset).
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Day 5

Day 5 obtained, when compared with the previous day, slightly lower values, with the three algorithms

achieving average F1-scores above 90%. The best performer was DBSCAN, with an average F1-score

of 100%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 1.00 0.67 0.80 2 0 1 2050 1.00 0.67 0.80 2 0 1 2050 1.00 1.00 1.00 3 0 0 2050

30min 1.00 1.00 1.00 3 0 0 2050 1.00 1.00 1.00 3 0 0 2050 1.00 1.00 1.00 3 0 0 2050

60min 1.00 0.67 0.80 2 0 1 2175 1.00 0.67 0.80 2 0 1 2175 1.00 1.00 1.00 3 0 0 2175

120min 1.00 1.00 1.00 3 0 0 2175 1.00 1.00 1.00 3 0 0 2175 1.00 1.00 1.00 3 0 0 2175

Elbow

10min 1.00 1.00 1.00 3 0 0 2050 0.27 1.00 0.43 3 8 0 2042

30min 1.00 1.00 1.00 3 0 0 2050 0.60 1.00 0.75 3 2 0 2048

60min 1.00 1.00 1.00 3 0 0 2175 0.50 1.00 0.67 3 3 0 2172

120min 1.00 1.00 1.00 3 0 0 2175 0.50 1.00 0.67 3 3 0 2172

Table 6.17: Clustering results for day 5 when using both sets of features (hybrid dataset).

Day 6

The results for day 6, where the victim is under a cryptojacking executable, showed for the first time,

during the tests with the combination of features, a low performance by an algorithm. In this case,

K-means when combined with the elbow with an average F1-score of 25%. However, the remaining

combinations have maintained an excellent performance.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.93 0.72 0.81 43 3 17 45852 0.98 0.70 0.82 42 1 18 45854 0.91 1.00 0.95 60 6 0 45849

30min 1.00 0.81 0.89 17 0 4 16665 1.00 0.81 0.89 17 0 4 16665 1.00 1.00 1.00 21 0 0 16665

60min 1.00 1.00 1.00 11 0 0 8885 1.00 1.00 1.00 11 0 0 8885 1.00 1.00 1.00 11 0 0 8885

120min 1.00 1.00 1.00 6 0 0 4810 1.00 1.00 1.00 6 0 0 4810 1.00 1.00 1.00 6 0 0 4810

Elbow

10min 0.53 0.47 0.50 28 25 32 45830 0.30 1.00 0.46 60 139 0 45716

30min 1.00 0.19 0.32 4 0 17 16665 0.62 1.00 0.76 21 13 0 16652

60min 1.00 0.09 0.17 1 0 10 8885 0.69 1.00 0.81 11 5 0 8880

120min 0.00 0.00 0.00 0 0 6 4810 0.86 1.00 0.92 6 1 0 4809

Table 6.18: Clustering results for day 6 when using both sets of features (hybrid dataset).

Day 7

Day 7 sets a turning point in the excellent performance seen from the previous days. It is worth

pointing out that day 7 is the first of four days in which the trend of having a majority number of low-

profile machines is reversed (Table 4.4). Thus, day 7 is characterized by having a majority number of

high-profile machines, where the victim, under the influence of browser-based cryptojacking, has a low

profile signature. Once again, K-means was not able to detect when combined with the elbow method.

However, DBSCAN still got an average F1-score of 87%, with the remaining algorithms performing

slightly worse.
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K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 1.00 0.20 0.33 1 0 4 1875 1.00 0.20 0.33 1 0 4 1875 1.00 0.40 0.57 2 0 3 1875

30min 0.80 1.00 0.89 4 1 0 1499 1.00 1.00 1.00 4 0 0 1500 1.00 1.00 1.00 4 0 0 1500

60min 0.67 1.00 0.80 4 2 0 1498 0.67 1.00 0.80 4 2 0 1498 0.80 1.00 0.89 4 1 0 1499

120min 1.00 1.00 1.00 3 0 0 1125 1.00 1.00 1.00 3 0 0 1125 1.00 1.00 1.00 3 0 0 1125

Elbow

10min 0.00 0.00 0.00 0 0 5 1875 0.50 1.00 0.67 5 5 0 1870

30min 0.00 0.00 0.00 0 0 4 1500 0.50 1.00 0.67 4 4 0 1496

60min 0.00 0.00 0.00 0 0 4 1500 0.67 1.00 0.80 4 2 0 1498

120min 0.00 0.00 0.00 0 0 3 1125 1.00 1.00 1.00 3 0 0 1125

Table 6.19: Clustering results for day 7 when using both sets of features (hybrid dataset).

Day 8

Day 8 presented the same outcome for K-means. However, the remaining algorithms saw their

performance improving, with DBSCAN achieving an F1-score of 93%. Another important conclusion

to take is that both day 8 and day 7 saw their low-profile victims being attacked by cryptojacking, even

though both victims were inserted in a network characterized by high workloads and high network usage.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.81 0.43 0.56 26 6 35 21559 0.97 0.48 0.64 29 1 32 21564 0.88 0.59 0.71 36 5 25 21560

30min 1.00 0.90 0.95 19 0 2 7665 1.00 0.90 0.95 19 0 2 7665 1.00 1.00 1.00 21 0 0 7665

60min 1.00 1.00 1.00 11 0 0 4065 1.00 1.00 1.00 11 0 0 4065 1.00 1.00 1.00 11 0 0 4065

120min 1.00 1.00 1.00 6 0 0 2210 1.00 1.00 1.00 6 0 0 2210 1.00 1.00 1.00 6 0 0 2210 Elbow

10min 0.05 0.02 0.03 1 18 60 21547 0.43 0.98 0.59 60 81 1 21484

30min 0.00 0.00 0.00 0 0 21 7665 0.75 1.00 0.86 21 7 0 7658

60min 0.00 0.00 0.00 0 0 11 4065 0.85 1.00 0.92 11 2 0 4063

120min 0.00 0.00 0.00 0 0 6 2210 0.86 1.00 0.92 6 1 0 2209

Table 6.20: Clustering results for day 8 when using both sets of features (hybrid dataset).

Day 9

Compared with the previous two days, day 9 has not seen any significant difference in performance,

with the algorithms achieving slightly worse results.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.50 0.67 0.57 2 2 1 973 1.00 0.67 0.80 2 0 1 975 1.00 0.67 0.80 2 0 1 975

30min 1.00 0.33 0.50 1 0 2 975 1.00 0.33 0.50 1 0 2 975 1.00 0.67 0.80 2 0 1 975

60min 1.00 1.00 1.00 3 0 0 975 1.00 1.00 1.00 3 0 0 955 1.00 0.67 0.80 2 0 1 975

120min 1.00 1.00 1.00 3 0 0 975 1.00 1.00 1.00 3 0 0 975 1.00 1.00 1.00 3 0 0 975

Elbow

10min 0.00 0.00 0.00 0 0 3 975 0.38 1.00 0.55 3 5 0 970

30min 0.00 0.00 0.00 0 0 3 645 0.75 1.00 0.86 3 1 0 974

60min 0.00 0.00 0.00 0 0 3 975 1.00 1.00 1.00 3 0 0 975

120min 0.00 0.00 0.00 0 0 3 975 1.00 1.00 1.00 3 0 0 975

Table 6.21: Clustering results for day 9 when using both sets of features (hybrid dataset).
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Day 10

Finally, day 10 saw an improvement in the overall scores, with even K-means performing detection.

However, this was done with an average F1-score of 26%. The best algorithm was once again DBSCAN,

with an average F1-score of 95%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Silhouette

10min 0.89 0.79 0.84 49 6 13 19024 0.94 0.79 0.86 49 3 13 19027 0.92 0.90 0.91 56 5 6 19025

30min 1.00 0.90 0.95 19 0 2 6790 1.00 0.90 0.95 19 0 2 6790 1.00 0.95 0.98 20 0 1 6790

60min 1.00 0.91 0.95 10 0 1 3610 1.00 0.91 0.95 10 0 1 3610 1.00 1.00 1.00 11 0 0 3610

120min 0.86 1.00 0.92 6 1 0 1959 0.86 1.00 0.92 6 1 0 1959 0.86 1.00 0.92 6 1 0 1959

Elbow

10min 0.50 0.29 0.37 18 18 44 19012 0.44 1.00 0.61 62 78 0 18952

30min 1.00 0.05 0.09 1 0 20 6790 0.84 1.00 0.91 21 4 0 6786

60min 1.00 0.18 0.31 2 0 9 3610 0.79 1.00 0.88 11 3 0 3607

120min 1.00 0.17 0.29 1 0 5 1960 1.00 1.00 1.00 6 0 0 1960

Table 6.22: Clustering results for day 10 when using both sets of features (hybrid dataset).

6.1.4 Results Summary

The combined use of both sets of features brought significant improvements for the overall scores,

with the algorithms having similar performances, contrary to what was observed with the features’ in-

dependent use. This outcome is displayed in Figure 6.1, where each value represents the average

F1-score obtained by a specific algorithm during the days that the tests were conducted. The analysis is

performed for each one of the three approaches: flows only; counters only; combined use of flows and

counters. Moreover, the results obtained by using the silhouette method (Figure 6.1(a)) and the elbow

method (Figure 6.1(b)) are compared. With these results, representation is also possible to notice better

performance achieved when using the silhouette method instead of the elbow.

During the analysis of the results, we saw the best performer jumping between algorithms, a clear

indication of the advantages of choosing different types of clustering mechanisms. For example, the best

performer went from K-means in the first two days to DBSCAN when performing the detection using only

flow-based features.

We point out cryptojacking detection within heavy loads as a gap in the existing literature. Our

tests with days 7 and 8 proved that our approach is able to detect cryptojacking even when under

heavy workloads and high network usages. For these days, the victims had low-profiles signatures

within a high-profile network. Both browser-based and executable cryptojacking were detected. Figure

6.2 shows a comparison between the performance obtained for low-profile and high-profile days. The

presented values represent the averages of the corresponding metrics for the two types of days. These

results highlight the good performance of our approach, even under heavy workloads.

Moreover, we proposed to develop an approach able to detect both browser-based and executable

cryptojacking. This objective is corroborated by the results of the Figure 6.3.
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(a)

(b)

Figure 6.1: Comparison of the overall F1-Scores between the different approaches. (a) Overall scores
when comparing the algorithms’ results with the use of the silhouette method. (b) Overall scores when
comparing the algorithms’ results with the use of the elbow method.

Figure 6.2: Scores comparison between low-profiles and high-profiles days, when using the silhouette
method, and the combined use of both types of features.

6.2 CSE-CIC-IDS 2018 Dataset Results

This section presents the obtained results for the artificial dataset (CIC-IDS 2018 [2]). As mentioned,

the tests performed with this dataset were restricted to flow-based features only. The first subsection

concerns the outcome of detecting cryptojacking, and the second subsection describes the results for

the detection of this dataset original attacks (Section 4.2).

59



Figure 6.3: Scores comparison between the days that are under the influence of browser-based cryp-
tojacking (scripts) and the days regarding executable-base cryptojacking, when using the silhouette
method, and the combined use of both types of features.

6.2.1 Detection of Cryptojacking Attacks

The following results concern the detection of cryptojacking, and we did not consider the detection

of the original attacks for the metrics. This analysis is done independently in the next subsection. We

only displayed the results obtained when using the elbow method, as the use of the silhouette produced

worse results systematically.

Day 1

For day 1, the best overall performer was K-means with an F1-score of 51%. The Agglomerative

obtained a recall of 100%. However, the same algorithm got a precision of 13%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Elbow

10min 0.00 0.00 0.00 0 0 5 2174 0.12 1.00 0.22 5 36 0 2138 0.04 0.20 0.07 1 22 4 2152

30min 1.00 0.75 0.86 3 0 1 1728 0.17 1.00 0.29 4 20 0 1708 0.22 0.50 0.31 2 7 2 1721

60min 1.00 0.50 0.67 2 0 2 1772 0.12 1.00 0.21 4 30 0 1742 0.29 1.00 0.44 4 10 0 1762

120min 0.40 0.67 0.50 2 3 1 1323 0.13 1.00 0.22 3 21 0 1305 0.11 0.33 0.17 1 8 2 1318

Table 6.23: Clustering results of day 1 (artificial dataset).

Day 2

Results for day 2 showed an overall increase for the recall score among all algorithms. K-means

remained the best overall performer, now with an F1-Score of 76%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Elbow

10min 0.35 0.46 0.40 26 48 30 23954 0.10 1.00 0.17 56 530 0 23472 0.12 0.59 0.20 33 249 23 23753

30min 0.70 0.80 0.74 16 7 4 8648 0.10 1.00 0.18 20 185 0 8470 0.15 0.75 0.25 15 83 5 8572

60min 0.90 0.90 0.90 9 1 1 4350 0.10 1.00 0.18 10 92 0 4259 0.14 0.80 0.24 8 49 2 4302

120min 1.00 1.00 1.00 5 0 0 2188 0.11 1.00 0.20 5 39 0 2149 0.19 1.00 0.32 5 21 0 2167

Table 6.24: Clustering results of day 2 (artificial dataset).
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Day 3

The results for day 3 are similar to day 2, with K-means performing far better than the other algo-

rithms, now with an average F1-score of 87%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Elbow

10min 0.43 1.00 0.60 3 4 0 1255 0.09 1.00 0.17 3 29 0 1230 0.09 0.67 0.15 2 21 1 1238

30min 1.00 1.00 1.00 3 0 0 1259 0.10 1.00 0.18 3 27 0 1232 0.17 1.00 0.29 3 15 0 1244

60min 1.00 1.00 1.00 3 0 0 1271 0.10 1.00 0.19 3 26 0 1245 0.21 1.00 0.35 3 11 0 1260

120min 1.00 0.67 0.80 2 0 1 1279 0.11 1.00 0.19 3 25 0 1254 0.19 1.00 0.32 3 13 0 1266

Table 6.25: Clustering results of day 3 (artificial dataset).

Day 4

The results for day 4 are similar to the days 2, 3, and 5, with K-means having an average F1-score

of 62%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Elbow

10min 0.17 0.04 0.06 2 10 54 25373 0.13 1.00 0.23 56 383 0 25000 0.11 0.52 0.18 29 241 27 25142

30min 0.67 0.70 0.68 14 7 6 9079 0.10 1.00 0.19 20 175 0 8911 0.16 0.90 0.27 18 94 2 8992

60min 0.89 0.80 0.84 8 1 2 4563 0.11 1.00 0.20 10 79 0 4485 0.19 0.90 0.32 9 38 1 4526

120min 0.83 1.00 0.91 5 1 0 2284 0.11 1.00 0.19 5 42 0 2243 0.19 1.00 0.32 5 21 0 2264

Table 6.26: Clustering results of day 4 (artificial dataset).

Day 5

The results for day 5 are similar to the days 2, 3, and 4, with K-means having an average F1-score

of 84%.

K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Elbow

10min 0.52 0.77 0.62 43 39 13 24429 0.10 1.00 0.19 56 481 0 23987 0.14 0.77 0.24 43 254 13 24214

30min 0.80 0.80 0.80 16 4 4 8737 0.11 1.00 0.20 20 165 0 8576 0.19 0.90 0.31 18 79 2 8662

60min 0.91 1.00 0.95 10 1 0 4421 0.12 1.00 0.21 10 75 0 4347 0.20 0.80 0.32 8 32 2 4390

120min 1.00 1.00 1.00 5 0 0 2219 0.14 1.00 0.24 5 32 0 2187 0.26 1.00 0.42 5 14 0 2205

Table 6.27: Clustering results of day 5 (artificial dataset).

Day 6

The results of day 6 are very similar to day 1, with K-means F1-score dropping to 49%.
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K-means Agglomerative DBSCAN

PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN PREC REC FSCORE TP FP FN TN

Elbow

10min 1.00 0.33 0.50 1 0 2 1335 0.10 1.00 0.18 3 28 0 1307 0.13 0.67 0.22 2 13 1 1322

30min 1.00 0.33 0.50 1 0 2 1352 0.14 1.00 0.25 3 18 0 1334 0.13 0.33 0.18 1 7 2 1345

60min 0.50 0.67 0.57 2 2 1 1351 0.11 1.00 0.20 3 24 0 1329 0.14 0.67 0.24 2 12 1 1341

120min 0.29 0.67 0.40 2 5 1 1350 0.08 1.00 0.15 3 33 0 1322 0.10 0.67 0.17 2 19 1 1336

Table 6.28: Clustering results of day 6 (artificial dataset).

6.2.2 Detection of the Artificial Dataset Original Attacks

The following results concern the detection of the original attacks presented in the CSE-CIC-IDS

2018 dataset (Section 4.2). The poor performance was justified by the use of features that were not

designed for the type of attacks in question. However, the detection of some of these attacks was

possible, especially with the Agglomerative that got recall values higher that 50%. This happened for

days 1, 4, 5 , and 6 and the correspondent attacks described in Table 4.5.

K-means Agglomerative DBSCAN

PREC REC FSCORE PREC REC FSCORE PREC REC FSCORE

Day 1
10min 0.00 0.00 0.00 0.08 0.60 0.14 0.04 0.20 0.07
30min 0.00 0.00 0.00 0.05 0.25 0.08 0.00 0.00 0.00
60min 1.00 0.25 0.40 0.09 0.75 0.16 0.17 0.50 0.25
120min 0.40 0.67 0.50 0.13 1.00 0.22 0.20 0.67 0.31

Day 2
10min 0.00 0.00 0.00 0.01 0.13 0.02 0.01 0.05 0.02
30min 0.13 0.05 0.07 0.03 0.32 0.06 0.05 0.21 0.08
60min 0.50 0.10 0.17 0.03 0.30 0.06 0.06 0.30 0.10
120min 0.00 0.00 0.00 0.05 0.40 0.09 0.00 0.00 0.00

Day 3
10min 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
30min 0.00 0.00 0.00 0.04 0.33 0.06 0.06 0.33 0.11
60min 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
120min 1.00 0.33 0.50 0.04 0.33 0.07 0.07 0.33 0.12

Day 4
10min 0.00 0.00 0.00 0.02 0.26 0.03 0.02 0.17 0.03
30min 0.22 0.20 0.21 0.03 0.60 0.06 0.03 0.30 0.06
60min 0.50 0.17 0.25 0.05 0.67 0.09 0.05 0.33 0.09
120min 0.50 0.33 0.40 0.07 1.00 0.13 0.09 0.67 0.15

Day 5
10min 0.13 0.17 0.15 0.05 0.75 0.10 0.06 0.47 0.11
30min 0.50 0.31 0.38 0.06 0.77 0.11 0.08 0.54 0.14
60min 0.67 0.25 0.36 0.10 1.00 0.18 0.06 0.25 0.10
120min 1.00 0.40 0.57 0.14 1.00 0.24 0.18 0.60 0.27

Day 6
10min 0.00 0.00 0.00 0.07 0.67 0.12 0.00 0.00 0.00
30min 0.00 0.00 0.00 0.14 1.00 0.25 0.30 1.00 0.46
60min 0.50 0.67 0.57 0.11 1.00 0.20 0.14 0.67 0.24
120min 0.38 1.00 0.55 0.08 1.00 0.15 0.14 1.00 0.24

Table 6.29: Clustering results for the original attacks.
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6.2.3 Results Summary

The first difference between the detection of cryptojacking between the artificial and the hybrid

datasets is that contrary to the conclusion made about obtaining better results in the hybrid dataset

with the silhouette method, for the artificial dataset this outcome was attributed to the use of the elbow

method.

Moreover, the performance for the detection of cryptojacking is characterized by high values of recall,

and lower values of precision. This outcome can be attributed to the differences in nature between the

original data and the cryptojacking samples we use. This aspect of our tests showed the importance of

the evaluation of our approach with the developed hybrid dataset.

Regarding the detection of the original attacks of the artificial dataset, the overall performance was

extremely low.

6.3 Enhanced Solution

Regarding our ensemble technique (Section 5.5.1), we conducted our experiments with days asso-

ciated with scripts only. This technique is performed by manually correlating results between all the

algorithms. Therefore, we decided to use the attack windows, exclusively for browser-based cryptojack-

ing, because as opposed to the binaries, we only have to analyze a reduced number of windows. The

results in Figures 6.4 and 6.5 concern the use of this technique with both datasets. The graphical results

were obtained by computing the average of all used days for a given evaluation metric. For example, the

precision values in Figure 6.4(a), were obtained by computing the average value for the daily precisions

with the different algorithms and the ensemble technique.

Although not being applied to all the results, this shows to be an interesting approach that combines

the results of three different algorithms in what can be considered a more robust solution. The ensemble

can be seen, for understanding purposes, as an average of the clustering algorithms results, which can

overcome occasional difficulties of the algorithms, such as K-means not being detected on day 1 of

the hybrid dataset (when using performance counters only). Also, this technique is flexible as instead

of considering two out of three rule (Section 5.5.1), we could consider the combination of all three

algorithms.

6.4 Summary

This chapter presented the results obtained during our tests. Starting with the results derived from the

exclusive use of flow-based features, followed by the results from the use of counter-based features only.

This was followed by the performance of combining both types of features. Then, the artificial dataset

results, which was restricted to flow-data for both cryptojacking and non-cryptojacking detection. Finally,

an example of the application of the ensemble technique.
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(a)

(b)

Figure 6.4: Comparison of results with the application of the ensemble technique (hybrid dataset). (a)
Ensemble technique applied to the results obtained with silhouette method. (b) Ensemble technique
applied to the results obtained with elbow method.

Figure 6.5: Comparison of performance with the application of the ensemble technique, applied to the
results obtained with silhouette method (artificial dataset).

64



Chapter 7

Conclusions

This thesis was developed to obtain a Master of Science Degree in Electrical and Computer Engi-

neering.

With this work, it was possible to understand the difficulties and challenges inherent to the develop-

ment of an IDS solution for network security. Hence, it was possible to acquire knowledge concerning

the current literature on applying machine learning in the development of intrusion detection systems.

More specifically, understanding the importance of the features in the detection of attacks. In our case,

they were implemented in order to detect cryptojacking attacks effectively. Also, to perceive the impact

of the algorithm’s choice in the detection results. We chose the use of unsupervised algorithms for our

approach, using three different alternatives, which showed to provided our approach with redundancy

for the eventual failure of performance by one of the parts, not jeopardizing the overall performance. In

addition to acquiring knowledge about security systems, we were also able to explore the process and

the concerns behind the datasets intended to support security solutions development.

Regarding the algorithms, we saw that the choice of initial parameters could significantly impact the

results. Proof of this comes from comparing both algorithms used to obtain the number of clusters for

K-means and Agglomerative, the elbow method, and the silhouette method. Although three different

types of algorithms were chosen (partition-based, hierarchical, and density-based), they successfully

detected cryptojacking in the several tests conducted. This observation comes from the tests conducted

with the hybrid dataset for which even in occasional cases where detection by one algorithm failed, the

correlation with the other algorithms allowed the detection. All of them achieved to be the best overall

performers. The additional use of an ensemble technique proved to be a valuable option that justifies

using three clustering algorithms. This technique combines the results to obtain greater robustness in

the definition of true and false positives.

The use of both sets of characteristics showed that the use of both data sources, network flow, and

performance counters complement each other, contributing to the approach’s success in more challeng-

ing scenarios. Moreover, we showed that also the independent use of these features produces positive

results in the detection.
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7.1 Achievements

With the developed work, we were able to implement and test a hybrid approach to detect cryptojack-

ing. This approach was tested with a self-developed dataset and a publicly available one (CIC-IDS 2018

[2]). Our results showed the successful detection of both browser and executable-based cryptojacking

reaching F1-scores higher than 90% with our hybrid dataset, and an average recall value with the en-

semble technique higher than 80%. From the conducted tests, we were also able to see the detection

cryptojacking under heavy workloads.

We also achieved the development of a hybrid dataset containing both network and host-related data,

for which we founded and added different samples of cryptojacking malware. The chosen samples had

different throttle values, which contributed to prove that our approach was able to successfully detect

cryptojacking with throttle values of up to 50%.

7.2 Future Work

For future work, this approach could be evaluated with a more realistic and complex dataset to

reinforce our results and conclusions. An improvement that could be made would be the extension

of our approach capabilities to detect additional attacks, for which was possible to advantages of the

combined use of both sets of features.

Another improvement would be using features that also allow the exploitation of malicious domains

that exploit more than one victim simultaneously for the same network.

An important addition to our approach would be developing tools and mechanisms for the analysis

of streaming data, working to obtain a system that could be used as an end-user solution.
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