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Abstract

A death certificate is a set of free text fields that indicate the sequence of occurrences until death.
These fields can be viewed in a hierarchical way in which each field contains words. To explore this, a
neural network is used that takes into account the nature of the input hierarchy. This is done by building
representations of phrases within fields. This neuronal network also explores different mechanisms
of attention and different recurrent neural networks, such as LSTM and GRU and their derivations.
In addition to innovative weight initialization methods such as co-occurrence between classes. The
model was evaluated in the automatic classification of death certificates based on the results previously
developed. The best model obtained values of 76 %, 82 % and 89 %.

Keywords: Automated ICD coding, Deep Learning, Natural Language Processing, Artificial Intelligence,
Imbalanced Data

1. Introduction
Death certificates, when carefully handled, can
provide important public health information. Even
though many countries have technicians providing
manual classification, there are too few to sup-
ply the quantity of death certificates that emerge
daily. Many countries still implement a manual
classification system for these certificates which
results in enormous expenses with technicians and
labour hours that could be used for other purposes.
The time it takes to obtain the classifications also
makes it impossible to make statistics and predic-
tions on time, which could help prevent the spread
of diseases. Because of this, a fast and accu-
rate procedure needs to be implemented in order
to have statistical data in real time. This not only
allows the technicians to perform other tasks but
also makes it easier to perform studies and detect
epidemics on current data in real time.

The International Classification Diseases (ICD1)
is a worldwide system that defines a universe of
diseases and health conditions and is organized
in a hierarchical taxonomy. With this classifica-
tion, the World Health Organization (WHO) aims
to have a unique terminology in different countries,
and thus, improve trend detection and data com-
parison. There is an online platform in Portugal

1http://www.who.int/classifications/icd/

that allows doctors and technicians to submit death
certificates electronically to an online software for
registry and collection of data, the Death Certifi-
cate Information System (SICO). Even though the
information is stored digitally, after the registering
of a death certificate, a mortality coder needs to
evaluate and classify that death certificate manu-
ally, guided by the free-text descriptions provided.
he codification of the free-text segments in death
certificates or autopsy reports is a challenging, ex-
pensive and time consuming task. Given the past
work regarding automatic approaches in free-text
classification, and since the tenth version has been
in use since 1990, there are large amounts of an-
notated data and it can now be used to train auto-
matic classification systems.

These approaches could start by providing sug-
gestions to the technician, and, as the model and
its accuracy improve, it might even reduce costs
and increase coding coherence.

This dissertation aims to extend some method-
ologies already developed at Instituto Superior
Técnico related with automatic classification of the
full-text content of death certificates and other clini-
cal documents, with the main objective of assigning
it with a ICD codification.

By using the same dataset as the previous work
of Duarte et al. [2], the main goal is to develop
techniques that allow an improvement of results in
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less frequent occurrences by falling back on the
combination of neural architectures and state-of-
the-art methods.

This project aims to tackle the problem of data
imbalance by implementing an automatic classifi-
cation system that is able to detect even the rarest
of cases through the use of (1) state-of-the-art neu-
ral network architectures able to combine free-text
classification in a structured form, (2) the use of
attention mechanisms to detect the importance of
an element within a specific context that otherwise
could be ignored or undervalued, namely multi-
head mechanisms to obtain multiple representa-
tions of a feature (3) use of focal loss in output
nodes (4) adapt innovative methods of image pro-
cessing by combining training instances to obtain
new and broader instances. The models were eval-
uated in the automatic classification of death cer-
tificates based on the results previously developed.
The best model obtained values of 77 %, 82 % and
89 %.

2. Related Work
Death certificates cover a wide range of causes
of death, however Koopman et al. [7] focus their
studies in just cancer deaths and how to identify if
a particular cancer was the main cause of death.
They decided to deal with the problem of data im-
balance where rare cancers are often not classified
as cause of death since the 20 most frequent can-
cers cover 85% of all cancer deaths certificates.
To solve this problem, it was proposed a method
that uses both SVM and rule-based approaches
by leverage both advantages and disadvantages
of the pair. This approach uses a NLP pipeline
which extract features from every death certificate
and uses a SVM with a two-level hierarchy. It starts
by identifying if the cause of death is cancer in gen-
eral, and then it has a second level to detect what
cancer was the main cause of death, with the aid
of one classifier per type of cancer, and then clas-
sifying the certificate based on the ICD-10 classi-
fication system. Even though the results for these
methods were good, a macro-average F1 of 0.7 for
the latter with respect of common cancers. How-
ever, the system did not behave well in respect of
rare cancers only achieving a macro-average F1 of
0.12. Due to that rule-based methods are used for
better handling rare cancers because, even though
they need to be done manually by a technician,
they are good to detect rare cancers and they do
not need a large amount of data to be trained.

In an independent study, Koopman et al. [6] fo-
cused on four diseases of interest : diabetes, in-
fluenza, pneumonia and HIV. The studied was per-
formed on a set of 340,142 death certificates rang-
ing the death in New South Wales, in Australia,
from 2000 and 2007 where 80% of the available

data was used for training and the remaining for
testing.The rule-based method was used for sets
of keyword-matching rules and, once again, the
authors focused on SVM classifiers, using binary
features for encoding the texts. For each of the
diseases studies, it created a separate model and
more fine-grained classifiers were trained for each
ICD-10 relevant blocks. The results obtained were
F1-score of 95% for the rule-based method and
94% when using SVM approach, which revealed
a high accuracy. Again, word variations and ter-
minology could highly affect results, in this work it
was possible to conclude through the error analysis
that word combinations and variations (e.g., pneu-
monitis or pneumonic were used as variants for
pneumonia negatively affected classification. De-
spite this, authors observed anomalies in ground
truth data that probably led to an underestimation
of the effectiveness.

Zweigenbaum et al. [16] studied a different ap-
proach by considering hybrid methods for auto-
matic ICD-10 coding regarding death certificates.
The approach proposed combined dictionary link-
ing with supervised machine learning. This ap-
proach outperformed the best system at 2016 edi-
tion of CLEF eHealth shared task with a micro-
averaged F1-score of 85.86%.

Also regarding international shared task in the
context of CLEF, Lavergne et al.[9] approached a
large-scale dataset totalizing 93, 694 french death
certificates associated with 3, 457 different ICD-
10 codes, at the same scale when compared
to dataset used of Pestian et al[12]. The ap-
proach proposed relied on dictionaries built from
the shared task data. The best-performing system
achieved a micro-averaged F1-score of 84.8%.

F. Duarte et al [2] believed that the number of
death certificates classified until that moment was
enough to feed a machine learning method. The
study was performed on Portuguese death certifi-
cates and the model uses bi-directional GRU with
a two-level hierarchy of recurrent nodes along with
attention mechanisms. Since the GRUs used here
are bi-directional, it concatenates the output of pro-
cessing a sequence both forwards

−→
hit and back-

wards
←−
hit in the analysis in each position hit. The

model is trained end-to-end from a set of coded
death certificates, leveraging the back-propagation
algorithm and the Adam method. It starts by con-
sidering sequential words individually field and at-
tention mechanisms are used to detect the con-
tribution of words individually. This results in an
intermediate representation for each field of the
death certificate. Based on the obtained repre-
sentations hit, on attention weights αit and on a
random initialized context vector uw, it models the
sequence of fields in the certificate. Thus, it is pos-
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sible to conclude the contribution from each field.
Only after these steps, the representations si are
used to feed a feed forward network that concludes
which ICD-10 code is more likely for a death certifi-
cate based on a softmax activation function. The
dataset comprised a total of 115,406 death certifi-
cates, spanning from 2013 to 2015, of which 75%
was constrained for model training and the remain-
ing 25% for testing. The model was measured at
different ICD levels of specification and the best
model achieved an accuracy of 86%,78% and 75%
for ICD chapters, block and full codes, respectively.
However, it was not possible to conclude that neu-
ral attention mechanisms have a positive impact on
the accomplishment of improvements but on the
other hand, offers more understanding by allow-
ing to detect which parts of the input are taking
into consideration to perform the predictions. De-
spite the good results, due to the highly imbalanced
data, this dissertation aims to improve this work re-
garding this matter.

There are already a considerable number of
studies that tackle the problem of automatically
classifying the full-text information of death certifi-
cates with the ICD classification system. In all pre-
vious methods, the authors reported problems in
terms of data imbalance, which happens because
some categories are rare and end up not being as-
signed by the system. This dissertation aims to
tackle this problem by implementing a automatic
classification system that is able to detect even
rare cases through the use of multi-head mecha-
nisms to obtain multiple representations for a fea-
ture and attention mechanisms to detect the im-
portance of a word within a specific context and by
using recent word embeddings mechanisms com-
bined with LSTMs and GRUs.

Even though several studies have come with
different approaches for automatic classification
for ICD coding, the current state-of-the-art is still
not properly handling imbalanced data. Our work
is based on some work examined on this sec-
tion, in particular hierarchical architecture of ICD-
10 nomenclature and co-occurrences of ICD-10 la-
bels, but we introduced recent approaches based
on image processing studies that involve mecha-
nisms such as synthetic instances, focal loss and
multi-head attention. The focus of this work is re-
lated with the fact that some of the previously men-
tioned studies have and/or focused on specific ICD
code blocks according to a specific interest or just
to avoid the less frequent instances, discarding the
imbalanced data problem. By doing that, there is
a significant restriction since it can not be use to
a problem generalization due to a serious reduc-
tion on the number of labels in the classification
process. It was possible to conclude that autopsy

reports and death certificates were treated inde-
pendently since previous studies only used one of
these. For the aforementioned reasons, we believe
this work can improve results not only by consider-
ing all labels but also but also by leveraging com-
bined information of these different documents.

3. Methodology
In our architecture an input entry is composed by a
clinical bulletin, an autopsy report and a death cer-
tificate each containing a sequence of fields and
each field contains a sequence of words. The
model starts by creating the representation of each
individual field and then combines them in a rep-
resentation. By leveraging the hierarchical struc-
ture of the input, a recurrent neural network node
known as LSTM is used at both levels to build the
representations and this work specifically consid-
ered mLSTM [8]. Acknowledge the mLSTMs in
the first level of the model leverage word embed-
dings as input while the second level uses as in-
put the field representations generated at the first
level. This is so, because different words and
fields can differ regarding the contexts they are
into, thus when constructing the representations
also were considered two levels of attention mech-
anisms to decide whether the model should pay
more or less attention to that specific part.It con-
sists in a mechanism that identifies the important
words for a given query word in a sentence. With
multi-head attention the goal is to have multiple
heads/agents/brains thinking about the same sen-
tence instead of only one , as the usual case. In
this approach, the word vectors are duplicated ,
which means that each head takes into consider-
ation not only different words of the sentence, but
also different segments of words. The input sen-
tences are divided into the number of heads, con-
sidered as h, then to each block self-attention is ap-
plied, resulting in h context vectors for each word.
At the end, all those context vectors are concate-
nated into a concatenated feature. Other atten-
tion mechanism approach that was studied was to
add an attention layer to each output instead of the
same attention layer for all the nodes.

Regarding the word-level part of the network, the
outputs of the mLSTM encoder ate fed to a feed-
forward node (Equation 1), resulting in vectors uit
which represent the words in input. The attention
weights αit are calculated as shown in Equation
2, using a context vector uw that is randomly ini-
tialized. After, to obtain the importance (i.e. at-
tention) weights in αit, they are summed over the
whole sentence as presented in Equation 3, where
si corresponds to a weighted sum of the mLSTM
outputs.

uit = tanh(Ww × hit + bw) (1)
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αit =
exp(uTit × uw)∑
t exp(u

T
it × uw)

(2)

si =
∑
t

αit × hit) (3)

In terms of the word-level it works in a analogous
way, but where the input considered is now the rep-
resentation obtained for each field.

After this process, the output of the multi-head
attention mechanism, that at this point comprises
the entire output, is then concatenated with an al-
ternative simpler representation that computes the
average of the embeddings of all words in the input
fields, inspired by good results achieved by Joulin
et al. [4]. The word embeddings are initialized
randomly but are adjusted concurrently with model
training.They are also shared by the hierarchical
attention and the averaging mechanisms, and thus
while one part of the model uses several parame-
ters to compute representations for the inputs, the
other segment of the model directly propagates er-
rors back into the embeddings and updates them.

Normally, for a multi-class classification we use
a Softmax function to calculate the probability of
the instance to belong to a certain class. The loss
function commonly used is cross entropy loss. Fo-
cal loss [10], was created by reshaping the stan-
dard cross entropy ( Equation 4 ) loss by adding a
weighted term in front of it as seen in Equation 5.

CrossEntropy(pt) = − log (pt) (4)

FocalLoss((pt)) = −(1− pt)γ log (pt) (5)

In the case of the node with model outputs with
multiple ICD-10 codes, a binary cross-entropy loss
function was used given its superior performance
in handling multi-label classification problems com-
bined to a weight of 0.75. In the other two output
nodes softmax was leveraged with focal loss func-
tion considering the weights as the inverse propor-
tion of each class, as a way to penalize the most
frequent cases.

The three output nodes were initialized with
weights that by accessing the auxiliary list of
codes associated to each instance in the training
set , aim to capture the co-occurrences between
ICD-10 codes. To capture these weight matrices
of the output nodes we used a non-negative matrix
factorization , as detailed in Section ?? over the
co-occurrence matrix, considering a number of
components for the decompositions equal to the
dimensionality of the combined input representa-
tion (i.e., the dimensionality of the outputs for the
node that is located immediately before the output
nodes). To apply NMF , a square matrix Xm,m

where m is the dimensionality of the output node
, is constructed based in the lab co-occurrence
information, as exemplified in Figure ??. To
reduce the impact of the most common labels and
their prevalence in co-occurrence information, the
matrix X is scaled with a binary logarithm (i.e.,
log2(1+xi,j for each matrix entry xi,j . The NMG is
used to decompose matrix X into a product of two
matrices, namely Xm,m ≈ Wm,n × Hn,m, where n
stands for the dimensionality of the hidden node
which captures the representation of the input .
The matrix Hn,m is then used as the initialization.

This work proposes a deep neural network for
assigning ICD-10 codes to underlying causes of
death through the analysis of free-text contents
from death certificates, each with a respective clin-
ical bulletin and autopsy report, based on previous
work of Yang et al.[14] and Francisco et al.[2] that
explored the use of attention mechanisms in an hi-
erarchical level. Given different sentences encod-
ing events that culminate in death, this model out-
puts the ICD-10 code of the underlying cause of
death, This network explores different mechanisms
to generate intermediate representations for the
textual contents, such as word embeddings, neural
attention and hierarchical architectures. It consid-
ers multiple outputs with the goal to improve clas-
sification results (i.e., considering the hierarchical
class structure of ICD-10 nomenclature and since
the majority of the full-codes are only sparsely
used in the training data, using ICD-10 blocks as
a secondary classification target can further assist
the model training procedure).

The model is trained end-to-end, accepts input
from one end and produces output on another end,
starting from a set of coded death certificates and
ending in loss functions that output the ICD-10 full-
code. To learn the network weights, it uses the
back-propagation algorithm combined with Adam
optimization method.

The implementation of the model relied mostly
on the Keras2 deep learning library associated with
scikit-learn3, which helped in particular operations
such as computing evaluation metrics.

The dataset used in the experiments consists
of death certificates from SICO ranging from 2013
to 2015, omitting the cases of neonatal and peri-
natal mortality. As previously mentioned, in this
work we will not treat death certificates indepen-
dently from autopsy reports and clinical bulletin, so
those were included, even though in the presented
dataset most of the deaths were associated to ac-
cidents, suicides, or homicides. These are small
free-text documents that could be associated with

2https://github.com/keras-team/keras
3https://scikit-learn.org/stable/
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a death certificate. The clinical bulletins contains
the clinical situation of the deceased or any other
additional information, it is normally filled by the
doctor before the death certificate and it is manda-
tory in cases of violent deaths or unknown causes
of death. This document is composed by six fields
: circumstances of admission, clinical situation, di-
agnosis, clinical evolution, complementary exams
and clinical background. Only the first four fields
were included in the experiments since the other
three feels are fairly less informative. An autopsy
report is a small textual description of the autopsy
results, this document can be requested by the
Public Prosecution Service to further investigate
the causes of death. When present, the textual
content of the autopsy report is used as a sepa-
rated field.

A death certificate is composed of 3 parts. The
first , Part I, subdivides itself in four listed from a)
to d), that specify the steps that led to death. To
help to achieve a final classification, the techni-
cian might fill Part II with additional information (i.e.,
other significant diseases, infections) that have
contributed to the death but are not part of the se-
quence of events that resulted in death, these con-
tent was concatenated (i.e. fields Outro, Valor and
Tempo). Part III is where the mortality coder as-
signs the ICD classification. Thus, our model re-
ceives a set of instances where each contains 9
different excerpts of text, even though some might
be absent : 5 for each field in the death certificate,
3 for the clinical bulletin and 1 for the autopsy re-
port.

Every instance in the dataset consists of 9 dif-
ferent strings where some are perhaps empty : 5
strings for each field in the death certificate, 3 for
the clinical bulletin and 1 for the autopsy report. In
pre-processing the input each of the 9 strings is
padded with special symbols to delimit the edges
of the textual contents. This information is stored
altogether with the following codes : (1) the ICD-
10 full code corresponding to the underlying cause
of death, (2) the ICD-10 block for the underlying
cause of death and (3) the set ICD-10 codes that
correspond to conditions or injuries presented in
the deceased, as mentioned before, those codes
are different from the underlying cause of death
(e.g. diabetes, high pressure).

To train the model , the available data was split-
ted into 75% for training and 25% for testing. In the
training set, 2,241 instances out of the 91,152 had
an associated clinical bulletin and 4,231 instances
had an autopsy report, and 1,012 had both a clin-
ical bulletin and an autopsy report. Analogously,
762 out of the 30,384 instances in the testing set
had an associated clinical bulletin, 1,422 were as-
sociated with an autopsy report and 336 instances

had both. In this dataset, there are some ICD-10
that are significantly less frequent, some not even
achieving 1% of the data and others that never oc-
cur (i.e. Chapters XIX, corresponding to Injury, poi-
soning and certain other consequences of exter-
nal causes). Given the hierarchical organization of
ICD-10 , the results regarding chapters, blocks and
full-codes were also measured in the previous met-
rics.
Only the words presented in the training subset
were considered to form the word vocabulary used
by the model. When pre-processing the test set,
words that were not on the vocabulary set were
substituted by the most similar word on the vocab-
ulary according to the Jaro-Winkler string distance
metric [13]. As reported by other authors, also in
this dataset it was possible to observe misspellings
and different spellings for words, thus the use of
string similarity for matching related words.

The word embedding layer in the first level of
the model considered a dimensionality of 175
and Multi-Head Attention were considered with 5
heads. The model was trained in batches of 32 in-
stances, using the Adam optimization algorithm[5]
with default parameters. Regarding the stop crite-
ria, this was based on the combined training loss
and it would stop when the difference between
epochs was less that 0.3, with a patience of 3,
which means that it need to occur three times be-
fore it stops.

Based on work from computer vision [15], it was
made an attempt to implement an adaptation to
NLP, that synthesized instances based on a pair of
instances already existing in the training set. First,
we assumed the ratio for generation, a number
between 0 and 1. We start by considering 10%,
and based on this value we defined the number
of instances that we wanted to generate, therefore
mentioned n.

After defining the number of instances that we
want to generate, a less frequent subset is cre-
ated by filtering the classes occurrence to obtain
the specific classes that have the lowest 10% of
occurrences in Xtrain. After this, the original data
Xtrain is duplicated in to another vector X ′ and the
instances we want to generate will be based on
a random instance from the total training samples
and another instance whose code is in the subset
of less frequent codes. The new instance is ob-
tained by averaging both vectors/instances.

At the end the new X ′
train vector should now have

n more samples and this will be the vector that
should enter the model as input. The code as-
signed will be another case of study, since it could
be a mix of the classification of both classes or
could be assigned with the less frequent code we
want to synthesized. Both these approaches would
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need to be tested in order to achieve further con-
clusions.

Another tried approach was to instantiate those
samples inside the model, but we faced some dif-
ficulties regarding the shapes of the vectors at the
end of the model computation since they did not
match the initial shapes.

To compare our results, we used as baseline
the results obtained from the model purposed by
Duarte et al.[2] , where his architecture was tested
in order to validate the results in a proven model.

4. Results & discussion
Different tests were performed in order to access
the improvement enabled by each feature added to
the model proposed. Since the baseline compari-
son has source in previous work from Duarte et Al
[2], this model was tested and compared with their
results. Thus, we tested the influence of (i) having
multi-head attentions in both levels of the hierar-
chy instead of the regular attention mechanism ,
(ii) a class weight based on the inverse proportion
of a class occurrence, (iii) state-of-the-art alterna-
tive RNNs approaches and (iv) focal loss instead of
binary-cross entropy loss for two output nodes. By
that, in this section we compare 5 different neural
network architectures. Consequently, the consid-
ered models are the following:

1. A hierarchical model with two levels of bi-
directional GRUs where the weights are the
inverse proportion of a class occurrence

2. A hierarchical model with two levels of bi-
directional GRUs and Multi-Head attention

3. A hierarchical model with two levels of bi-
directional GRUs and 3 standard attentions
one for each output

4. A hierarchical model with two levels of bidirec-
tional LSTMs and with attention mechanisms
at each level

5. A combined hierarchical model with multiplica-
tive LSTM at both levels, used focal loss and
where the weights considered were the in-
verse proportion of the classes frequency and
with three standard attention mechanisms.

The best value in terms of accuracy for full-
code prediction was obtained by Model 3 which
consider bi-directional GRUs combined with three
standard attention mechanisms, one for each out-
put. However, we are not aiming for a general ac-
curacy, as explained before, it does not reflect the
impact on low frequency classes, thus it is com-
plemented by the macro averages Precision, Re-
call and F1-score. Even in this parameters only

by adding three attention mechanisms, it is possi-
ble to observe a slightly improvement when com-
pared with the baseline, concerning Precision, Re-
call and F1-score of Full-code. However, even
though the average of the values do not outperform
our baseline, the model that better behave in terms
of low frequency classes, was the model that com-
bined an hierarchical architecture with multiplica-
tive LSTM at both word and sentence levels, where
the weights considered were the inverse proportion
of the classes frequency and with three standard
attention mechanisms, one for each output.

The most frequent cases had a good perfor-
mance and when compared with the results ob-
tained by Duarte et al. [2] it is possible to observe
that the most frequent ICD-code had a slight bet-
ter performance regarding recall, achieving 90% in
our model, with a downgrade in precision. The
least frequent code presented, C61, also improve
its precision from 91,4% [2] to 95%. As mentioned
before, some studies focused their work in deaths
only related to cancer. Even though that the results
achieved do not significantly improve the previous
studies, the results achieved are quite good as one
worse classified achieved a performance of more
than 75% regardless of the three metrics.

We were not able to present results for the least
common ICD-codes due to the low frequencies
which do not justify its representation.

Both cases, the most common cases and most
frequent deaths related with cancer achieved good
results with more than 75% independently of the
metric considered (i.e. precision, recall and F1-
score)

The results reported from the experiments and
also highlighted the results that outperformed our
baseline. The results presented here, demonstrate
to be consistent with the previous research, but
also found that adding extra features can improve
less frequent results by, sometimes, penalizing the
results that were already great, particularly, results
from classes that are more frequent. We could ob-
serve that the best model obtained values of 77
%, 82 % and 89 % regarding full-code, block and
chapter, respectively.

5. Conclusions
Automated ICD-10 classification can save valu-
able time and resources in a clinical context. In
this study we compared state-of-the-art ICD cod-
ing systems on a dataset of Portuguese death cer-
tificates.

The classification performance of the 22 chap-
ters is very promising, however the lack of data
make in imprecise in classes with less occur-
rence. For this version, several RNNs were tested,
namely LSTM, BiLSTM, BiGRU, mLSTM. They all
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achieved good performance, as reported on the lit-
erature. Notwithstanding, in real life applications,
including our own, a lower level of classification
is demanded, so not only block performance im-
provement was a goal but also full-code classifica-
tion performance.
The main goal with this thesis was to study different
approaches that could improve results with focus
on highly skewed class distribution datasets. We
could conclude that even though different meth-
ods applied worked really with some datasets, the
same was not possible to achieve with our dataset,
it might had different reasons such as a differ-
ent languages or different formulations of the task.
Some of the studies previously mentioned consid-
ered a single input string, the prediction goal was
also different since they different in the number of
classes or in accepting multiple codes as output.
Even though slight optimizations were achieved,
the structure was already solid and optimized to
the presented dataset. Even though the results
obtained were quite good in terms of accuracy,
considering the metrics that allow us to evaluate
the performance of the model in terms of the low
frequent codes, the performance improved some
classes based on the results obtained by Duarte
et al. [?]. Despite this, general metrics were quite
disappointing where state-of-the-art systems failed
to outperform the baseline results.

6. Future Work
Regarding the outcome of this dissertation work,
there are several research opportunities that can
be addressed for future work.

First, for this project to have a practical applica-
tion, there would be needed a partnership with an
institution and then developed a user interface that
allowed the coder to select a document to be clas-
sified, this would be created as input and the sys-
tem would return a list of top-k full-code predictions
in order to support the final decision.

As mentioned in the previous section, to achieve
a more comparable model it would be desired to
used a dataset comparable with other studies to al-
low a better analysis an comparison of the results,
namely from CLEF.

Our model leverages multiplicative LSTMs to
encode sequences, but other types of recurrent
nodes have also been recently proposed, namely
other RNN variants, such as LSTM networks with
coupled gates [3] and IRNNS [1].

As mentioned before, we believe that having
other datasets to test the model would be recom-
mended. Not only portuguese datasets but also
international such as CepiDC Causes of Death
Corpus or MIMIC datasets would be interesting to
study. Adapting state-of-art studies from computer

vision to NLP could also improve results regard-
ing the lack of balanced data. As mentioned be-
fore, the technique that synthesized new instances
by mixing original samples, mentioned before as
MixUp approach [15]. This approach was imple-
mented but unfortunately we were not able to ob-
tain results, thus it would be nice to see how the
model would behave with this feature adapted from
computer vision, as we believe this would be a
good tradeoff when compared to SMOTE.

Focusing in the hierarchy considered, it would
also be interesting to consider this approach in ICD
hierarchy between classes, as well as other meth-
ods to raise the hierarchical nature of text classifi-
cation [11].

Besides real-time surveillance, the concepts pre-
sented in this dissertation could also be used in the
context of methods for mortality forecasting. Actu-
ally, there are already studies that reported the use
of information in death certificates to predict the
forthcoming extent of particular health problems,
by for instance, leveraging ARIMA models where
the value for a variable at a particular period de-
pendes on its value in previous periods, since this
model can capture unexplained components corre-
lated over time.
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