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Abstract

Neural networks proved to be capable of performing accurate tomographic reconstructions of plasma
emissivity profiles with reduced computational times. However, their performance is highly dependent
on the quality of the training data. The present work intends to generate high-quality synthetic data for
the training of neural networks with the purpose of performing tomographic reconstructions at ISTTOK
tokamak. The first step consisted of studying the effects that reflections on the inner vessel walls have
on the power collected by the detectors, which showed that such effects are not negligible.

Then, the development of a ray tracing simulation of ISTTOK’s tomography system allowed the
computation of the detector measurements corresponding to any synthetic emissivity profile, enabling
the training of convolutional neural networks using two methods for the generation of such profiles.
Two distinct loss functions were also tested. The best reconstructions were obtained for the networks
trained with emissivity profiles based on Fourier-Bessel functions decomposition and a loss function
which takes into account information regarding both the tomograms and the detector measurements.
Keywords: Tokamak; Computed tomography; Reflections; Ray tracing; Convolutional neural networks

1 Introduction
The use of neural networks for tomography applica-
tions enables fast reconstructions of plasma emissiv-
ity profiles. The present work focuses on the devel-
opment of training strategies capable of improving
the performance of such networks.

1.1 Plasma Tomography
Plasma tomography in tokamaks consists of recon-
structing the plasma emissivity profile on a poloidal
cross-section of the device, based on measurements
of integrated emissivity along multiple detectors
viewing geometries. The plasma itself acts as the
source of radiation, and it is assumed to be optically
thin to the considered spectral range, which means
that the great majority of the photons emitted by
the plasma are not reabsorbed at any other point
throughout their path towards the detectors. This
assumption is physically reasonable since plasma in
fusion devices presents low densities, about 10−18 ∼
10−19 m−3, which makes the interactions between
photons and plasma particles unlikely. With this
assumption and approximating the viewing geome-
tries as simple lines, the measurement for detector i
corresponds to the integration of the plasma emis-
sivity along its line of sight, fi [W m−2]. The to-
mography problem for plasma can be seen as the
determination of the plasma emissivity profile, g[W
m−3], through the solution of a system of Nd inte-
gral equations of the form

fi =

∫
Li

g · dl with i = 1, ..., Nd (1)

where Nd is the total number of detectors and Li

corresponds to the line of sight for detector i.

The main challenge for such tomographic recon-
struction is the ill-posedness of the problem: the
number of available lines of sight is typically much
lower than the total number of pixels in the recon-
structed tomogram, which implies that the tomog-
raphy problem always has several possible solutions.
To ensure convergence towards a physically reason-
able solution, a priori knowledge must be used:
a set of assumptions, typically related to spatial
smoothness of the emissivity profiles, are enforced
during the reconstruction process [1].

Several methods have been developed to deal
with the problem of tomography ill-posedeness [2].
However, these algorithms typically require long
computation times which are not compatible, for
example, with real-time applications such as plasma
position control [3].

Furthermore, these methods do not take into ac-
count complex viewing geometries, effects such as
occlusion and vignetting that arise due to the use
of pinhole cameras, and radiation reflections on the
vessel walls, which are interpreted as direct inci-
dences coming from elsewhere in the plasma and re-
sult in reconstructions with emission artefacts along
wall surfaces, degraded localisation and background
halos [4].

1.2 Neural networks
Recent approaches use deep neural networks to
achieve results similar to the typical algorithms in a
fraction of the time, enabling the use of tomography
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for real-time control applications [2].

An especially relevant type of network used in
plasma tomography is the transposed convolutional
neural network: a 1-D input, corresponding to
the detector measurements, is fed to a series of
densely connected layers followed by several trans-
posed convolution layers, generating an output im-
age. This method has been applied to JET and
COMPASS using previously reconstructed profiles
obtained through an algorithm developed by Inges-
son et al. [5] and through Minimum Fisher Regular-
ization [2], both enforcing smoothness along mag-
netic flux surfaces. The application of such trans-
posed convolutional neural networks has shown the
ability to perform very similarly to the original al-
gorithms, with the advantage of being considerably
faster: an entire pulse can be reconstructed in a few
seconds [1, 6].

However, it should always be taken into account
that these methods based on neural networks can
never outperform the methods used to obtain their
training data, being unable to show behaviours
and structures not previously existent in such data.
For example, transposed convolutional neural net-
works can never outperform the algorithms used
for the original reconstructions; the obtained pro-
files always reflect these limitations, including pos-
sible incorrectly enforced smoothness and artefacts.
Therefore, it is crucial to improve the quality of the
training data in order to achieve very fast recon-
structions that take into account all the previously
mentioned effects.

1.3 Ray tracing of viewing geometries
A crucial step to improve the quality of training
data is the study of complex viewing geometries
for tomography detectors, which has been done for
both JET and ASDEX [7, 8]. The usual line of
sight approach to tomography was replaced by a
Monte-Carlo based backward ray tracing technique
in which an ensemble of rays was launched from
the detector surfaces and traced as they interacted
with the various components of the tomography sys-
tem, the vessel, and plasma. This technique allowed
a complete understanding of the actual radiation
path towards the detectors, simulating relevant ef-
fects such as occlusion and vignetting.

The ray tracing process was performed through
the use of the Python package Raysect, which in-
cludes the required Monte Carlo ray tracing capa-
bilities [9]. The total power measured by the de-
tectors can be exactly modelled by the integral of
the incident emission performed over the collecting
solid angle Ω and the surface area, A.

φ =

∫
A

∫
Ω

Li(x,ωωω) · cos (θ)dωdA (2)

where Li(x,ωωω) is the incident radiance on a given
point x coming from the incident angle, ωωω. The
variable θ is the angle between the incident ray and
the detector surface and the factor cos (θ) models
the increase in effective observing area as the inci-
dent rays become more parallel to the surface.

To evaluate this expression, Monte Carlo integra-
tion with importance sampling was used. The in-
tegral was discretised into Nr rays (indexed by j),
each one corresponding to a certain position xj on
the detector area, Ad, and a certain sample vector,
ωjωjωj , on the hemisphere Ω. Considering that the ra-
diation reaching the detector must come from the
pinhole, the integration over the hemisphere Ω can
be replaced by an integration over the minimum
cone of solid angle that contains the pinhole, Ωpin.
Therefore, the estimator for the total power mea-
sured by a detector is given by:

φ =
ΩpinAd

Nr
·

Nr∑
j=1

Li(xj,ωjωjωj) cos θj (3)

The actual influence of each pixel l on the detec-
tor k is given by the volume ray tracing sensitivity
matrix, Wk,l, defined as

φk =

Ns∑
l=1

Wk,l · gl (4)

and it can be determined through the relation

Wk,l =
ΩpinAd

Nr
·

Nr∑
j=1

sj,k,l cos θj (5)

where Ns is the total number of pixels, φk is the
power measured by detector k, gl is the emissivity
of pixel l, and sj,k,l is the length of ray j of detector
k that intersects pixel l, this quantity is obtained
from the ray tracing simulations.

Reconstructions of a population of phantoms
showed that the ray tracing technique consistently
outperformed the line of sight method both for the
correlation coefficient metric and the accuracy of
the inverted total radiation power [8].

2 Experimental data
The tomography diagnostic at ISTTOK consists of
two pinhole cameras placed at the top and low-field
sides of the tokamak; each camera is composed of 16
photodiodes sensitive from the infrared to the soft
X-rays. The pinhole placed in front of the photodi-
ode array defines the viewing cone for each detector.

Experimental data was collected with two main
purposes: analysing the contributions of reflections
on the total power collected by each camera, and
serving as spatial calibration data to fine-tune the
simulation geometry and vessel roughness.
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A cylindrical cold cathode lamp with 4.1mm of
diameter was placed at various radial and poloidal
positions inside the tokamak vessel, with the help of
a 3D-printed support structure. The detector mea-
surements were acquired for a total of 57 different
positions of the lamp, shown in Figure 1, using an-
gle increments of 45 ◦ for 3 cm radius, and 15 ◦ for
5 cm and 7 cm radii. Since the lamp was used in
strobe mode, a total of 5 sets of detector measure-
ments were obtained for each position.

Figure 1: Diagram of ISTTOKs vessel (blue) show-
ing the cameras positions (black) and the several
positions in which the cold cathode lamp was placed
(red, green and yellow). The green and yellow lamp
positions and reflected ray paths correspond to the
largest contributions from specular reflections.

To obtain a relation between the power collected
by the different detectors, their signals were inte-
grated during 7×10−3 s, starting from the instant of
maximum lamp emissivity. An average of these in-
tegrals over the 5 sets of measurements correspond-
ing to the same lamp position yielded the final value
taken for each detector, hence decreasing the vari-
ability arising from small changes in the lamp emis-
sivity. An example distribution of power across the
detectors for a specific lamp position is shown in
figure 2.

2.1 Contribution of reflections
The collected experimental data allowed the study
of reflections on the vessel walls. There are two
distinct types of reflections: diffuse, which are in-
dependent of the incidence angle and whose power
depends only on a material constant; and specu-
lar, which are mirror-like reflections depending on
the angle between the incident light vector and the
surfaces normal, and a material constant [10].

Diffuse reflections introduce noise in tomographic
reconstructions due to their small but random in-
fluence over the different detectors. On the other

Figure 2: Example distribution of power across de-
tectors for a particular lamp position.

hand, specular reflections have a more significant
impact because these can be misinterpreted as di-
rect incidences.

An analysis of the reflections obtained for all
lamp positions allowed the determination of the
fraction of total power collected by each camera
that is due to the two types of reflections. For each
camera and every lamp position, the average, µ,
and standard deviation, σ, of the 10 least intense
detector measurements were calculated. Then, a
4σ threshold was defined. All the detectors whose
measurements were below this threshold were con-
sidered diffuse reflections. For the remaining detec-
tors, the one with the most intense measurement
was considered a direct incidence, as well as its two
contiguous detectors if they were above the thresh-
old. The remaining detectors above 4σ were con-
sidered specular reflections.

The results are shown in Table 1. About 90%
of the tested positions show the existence of spec-
ular reflections. Furthermore, the contributions of
both specular and diffuse reflections towards the to-
tal collected power are not negligible and, although
usually less than 10%, these can reach values up to
40%. The lamp positions with largest contributions
from specular reflections can be seen on figure 1.

Table 1: Fraction of total power collected by each
camera due to each type of reflection.

Top camera Outer camera
Specular 7.5% 8.0%
Diffuse 5.9% 10.9%
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2.2 Perceptron training
The collected lamp data was also used to train a
perceptron model with the purpose of performing
reconstructions of plasma emissivity profiles. The
point-like lamp emissivity profiles were used as tar-
gets and the 32 corresponding detector measure-
ments as features.

A perceptron is a single-layer neural network, it
has only an input and an output layer. In the
present model, the input layer contains 32 units
corresponding to the 32 detectors, and the output
layer contains 3600 units corresponding to the pixel
emissivity values of a 60 × 60 pixel grid. The out-
put layer uses a Rectified Linear Unit (ReLU) acti-
vation function, which ensures that all the output
values are either positive or zero. Such activation
function is the only difference between this model
and a linear regression. The linearity of the current
model is critical because its training is performed
with very specific point-like emissivity profiles and
the real data in which the model is applied cor-
responds to a continuous and diffuse distribution
of plasma. Thus, the perceptron model must be
able to yield reconstructions corresponding to lin-
ear combinations of the training samples.

Given the nature of the training tomograms, a
mean squared error loss function was used. This
way, a greater importance was granted to the pixels
with larger emissivity values since the errors of the
remaining pixels become very small when squared.
Although only composing a very small fraction of
the tomogram, these bright pixels correspond to the
most crucial area - the lamp position.

The available data was divided into two sets:
90% composes the training set while the remaining
10% corresponds to the validation set used to deter-
mine when the training process should be stopped.
The perceptron was trained during 10000 epochs,
with a batch size of 128 and a learning rate of
10−4. Its training was stopped when the average
variation of the validation loss became very small
(∼ 10−10a.u./epoch), achieving a minimum value
of Lvalid = 2.5 × 10−4a.u. corresponding to a
Ltrain = 2.0×10−4a.u.. The evolution of the train-
ing and validation losses is shown in figure 3.

Reconstructions with detector measurements
from the validation set show that the perceptron
can perform accurate reconstructions of tomograms
with point-like emissivity profiles. However, when
detector measurements corresponding to real IST-
TOK plasma profiles were used as inputs, the per-
ceptron performed very poorly. An example of such
reconstructions is shown in figure 4.

This poor performance was caused by the strik-
ing difference between the training data and the
real ISTTOK detector data. Despite the network
having the ability to combine the learned point-

Figure 3: Training and validation losses for the dif-
ferent training epochs.

Figure 4: Reconstructed plasma emissivity profile
corresponding to the instant t = 304ms of the dis-
charge #47258.

like emissivity profiles, the training does not pro-
vide information regarding how these points should
be combined or how their combination affects the
final result. Hence, the current perceptron is un-
able to predict a combination of point-like profiles
that results in a smooth reconstruction with the
expected detector measurements. Better training
data is therefore required to achieve successful re-
constructions of plasma emissivity profiles.

3 Ray tracing
The experimental setup was modelled using a
ray tracing simulation environment based on the
Python package Raysect [9], which is capable of
accurately describing and simulating the tomogra-
phy setup of ISTTOK. For this purpose, 3D models
for the vessel and the pinhole cameras were devel-
oped. These models were created with the help of
the software SketchUp and used the precise dimen-
sions of the original structures, obtained through
careful measurements and consulting of the techni-
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cal drawings.
The final 3D models were uploaded to the simula-

tion environment and placed with millimetric pre-
cision on their relative positions, as shown in fig-
ure 5. The detector arrays were then placed in
the appropriate positions, replicating their sizes and
spacing as described in the datasheet. The mate-
rials chosen for the components were also carefully
selected: the cameras were approximated as per-
fect absorbers, which is a realistic assumption and
speeds up the simulations by preventing the com-
putation of irrelevant rays; and the vessel, which
is composed of the nickel-chromium-based superal-
loy Inconel, was approximated as a nickel surface,
allowing a good modelling of the reflected, trans-
mitted and absorbed power [11, 12].

Given the sensitivity of the detector measure-
ments to the geometry of the simulation, an extra
step of spatial calibration was required. To achieve
this fine-tuning of the setup’s geometry, a uniform
volume emitter, with the dimensions of the cold
cathode lamp used in section 2, was placed in the
same 57 positions for which the experimental data
was obtained. To ensure the best possible replica-
tion of the real setup in the simulation and, conse-
quently, ensure the best geometry calibration, the
lamp support structure was also taken into account
in the simulation. These additional components are
relevant because they can block or obscure the cam-
era pinholes. This way, it was possible to compare
the real and simulated detector measurements and
manually adjust the pixel and camera positions to
achieve the best matching between them.

Figure 5: ISTTOK setup simulated on Raysect’s
environment.

However, given the uncertainties associated with
the placement of the lamp in the experimental
setup, it is impossible to achieve a perfect matching
for all the 57 lamp positions. Therefore, to achieve
the best possible matching, a loss function (Lgeo)
was defined to evaluate the similarity between the
real and simulated data for the 32 detectors across

all 57 positions. This function is defined by the
following expression

Lgeo =

npos∑
p=1

ndet∑
s=1

|Preal(p, s)− Psimul(p, s)| (6)

where Preal and Psimul correspond to the real and
simulated power collected by each detector, npos is
the number of lamp positions and ndet is the num-
ber of detectors. An L1 norm was used to ensure
that the minimization takes into account the less
intense measurements corresponding to reflections;
an L2 norm, for example, would grant much greater
importance to the direct incidences due to their
most intense measurements, neglecting reflections.
The position and tilt of the photodiode-arrays rel-
ative to the pinhole were found to be the critical
parameters with most impact on the simulations.
Two grid searches - one for the top camera and an-
other for the outer camera - were performed in order
to find the best values for those parameters, i.e. the
values that minimised the loss function above.

The last parameter to be tuned was the vessel
roughness. This parameter controls the relation be-
tween specular and diffuse reflections on the vessel
walls, with 0 being perfectly specular and 1 being
perfectly rough. To achieve that, a new loss func-
tion was defined

Lrough =

npos∑
p=1

∑
s∈detectors with

specular reflections

|Preal(p, s)− Psimul(p, s)|

(7)

This loss is similar to the previous one in (6)
but, instead of summing over all detectors, it sums
only over those detectors that, for each lamp po-
sition, show the effect of specular reflections on
their received power. These reflections are highly
directional and, therefore, only reach 2 or 3 detec-
tors for each lamp position. Only these detectors
were considered because varying the vessel rough-
ness greatly affects the power collected due to spec-
ular reflections; thus, the measurements of such
detectors are the best indicators for the effects of
roughness changes. By minimising the difference
between real and simulated power, the vessel rough-
ness was tuned to match the real data. This loss
function was computed for several possible values
of roughness and 0.23 was taken as the appropriate
value.

Furthermore, Raysect offers the possibility of cre-
ating custom volume emitters by setting the emis-
sivity of points inside a given region. This way, the
emissivity of each point inside the vessel was defined
with the help of a simple synthetic plasma profile
generator.
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Finally, having both the ray tracing simulation
and the generic synthetic plasma generator work-
ing, it was possible to generate any desired plasma
emissivity profile and obtain the corresponding sim-
ulated detector measurements. For a particular
test profile, a comparison between the detector sig-
nals corresponding to ray tracing simulations with
and without reflection is shown in Figures 6. As
expected, the differences are considerable. Detec-
tors whose measurements were null, because their
lines of sight did not cross any plasma, now present
signals caused by reflections, which considerably
change the power distribution throughout the vari-
ous detectors.

Figure 6: Comparison of the simulated detector
measurements with and without the simulation of
reflections.

3.1 Projection matrix
The previous simulation could be used to obtain
the detector measurements corresponding to any
desired synthetic plasma emissivity profile. How-
ever, ray tracing is a computationally costly process
which would result in an extremely long computa-
tion time needed to simulate the thousands of pro-
files required to train a neural network. Therefore,
a faster alternative was required.

A possible solution, assuming the system’s lin-
earity, was the discretisation of the plasma emissiv-
ity profiles into pixels of constant emissivity. By
simulating the influence that each profile pixel has
on each one of the 32 detectors, it was possible to
compute the matrix whose multiplication with a flat
vector containing the profile pixels’ emissivity val-
ues yields the detector measurements. In more de-
tail, the desired projection matrix, P , with shape
(32×Np) where Np is the total number of pixels, is

defined as
f = P · g (8)

where f corresponds to the measurements of the de-
tectors represented as a column vector with size 32
and g is the emissivity of all the pixels represented
as a column vector with size Np.

The first step was the verification of the system’s
linearity. This was done through the simulation
of several plasma profiles with a constant shape
but very different emissivity values. Several profile
shapes and ranges of emissivities were tested and,
for all the cases, the power received by the detectors
varied linearly with the plasma emissivity.

Then, the influence of each emissivity profile pixel
on each detector was determined. The poloidal
cross-section of the vessel was discretised into a
60 × 60 grid, and symmetry over the toroidal di-
mension was assumed. A uniform volume emitter
with emissivity 1 Wm−3 was placed on each one
of the profile pixels, the 32 detector measurements
obtained through the ray tracing simulation corre-
spond to the influence of that specific pixel on the
detectors. Each set of 32 detector measurements
composes a column of the matrix and the horizontal
stacking of the 3600 columns, corresponding to the
3600 pixels, composes the final matrix with dimen-
sions 32×3600. Note that since the emissivity used
was 1 Wm−3 and the simulated detector measure-
ments are expressed in W , the obtained elements of
the projection matrix are given in m3.

The results obtained through ray tracing simula-
tion and matrix product were compared for several
profiles, showing that the use of a simple matrix
product considerably speeds up the process of ob-
taining the detector measurements without affect-
ing them.

Furthermore, the influence that each pixel has
over each detector can be shown by plotting the
line of the projection matrix corresponding to the
desired detector. These plots show the viewing and
reflection cones for each one of the detectors. As an
example, the full viewing geometries for one of the
top detectors is shown in figure 7. The influence
of reflections is about 1 to 2 orders of magnitude
smaller than that of the direct incidences, and it
presents the expected conic distribution according
to the law of reflection.

To sum up, it is possible to conclude that the
computation of detector measurements correspond-
ing to any desired emissivity profile can be done
through a simple matrix product operation, a very
fast and computationally inexpensive calculation.

4 Neural networks
The present work used transposed convolutional
neural networks to reconstruct ISTTOK’s emissiv-
ity profiles. The tomography detector measure-
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Figure 7: Full viewing geometry for the top detector
#5.

ments corresponded to the neural network’s input,
which was fed to two consecutive fully connected
layers with 3375 units each. These were followed by
two transposed convolutional layers, each perform-
ing a transposed convolution using 15 filters with
size 5× 5 and a stride 2 along both dimensions. Fi-
nally, a convolutional layer, with 1 filter of size 1×1
and stride 1 along both dimensions, yielded the fi-
nal predicted tomogram with dimensions 60 × 60.
A Rectified Linear Unit (ReLU) activation function
was used on all layers to ensure the inexistence of
negative emissivity values [13, 14].

Furthermore, some additional layers were created
to flatten the obtained tomogram into a 3600 × 1
dimension and multiply it by the projection matrix,
P , obtained in section 3.1, which yielded the detec-
tor measurements corresponding to the predicted
tomogram, allowing their comparison with the real
measurements used as input. This way, the neu-
ral network had two outputs: a 60 × 60 predicted
tomogram and its corresponding 32 × 1 predicted
detector measurements. A representation of the de-
scribed topology is shown in figure 8.

To train a neural network to perform tomo-
graphic reconstructions, its training data should be
composed by a broad set of detector measurements
and their corresponding tomograms. In the present
work, two methods were developed to generate ran-
dom synthetic plasma emissivity profiles, Contour
stacking and Fourier-Bessel functions. These meth-
ods enabled the generation of target tomograms
with high variability while ensuring the absence
of discontinuities, which are physically irrealistic.
The detector measurements for any given synthetic
emissivity profile were computed through expres-
sion 8, using the projection matrix obtained in sec-
tion 3.1.

4.1 Contour stacking

The Contour stacking method allowed the genera-
tion of synthetic plasma emissivity profiles by stack-
ing contour lines with a specific shape on top of
each other. As the height at which the contour line
is placed increases, its dimensions decrease, result-
ing in a 3-dimensional function whose shape of the
contour levels is defined by the contours used. This
method essentially allows the generation of Gaus-
sian and quadratic curves whose contour levels are
not necessarily circumferences but can instead have
any desired shape.

Then, the generation of contour shapes was per-
formed through the distortion of circumferences. A
circumference with a specific radius was randomly
rescaled along the xx and yy directions, with differ-
ent factors for the two semi-axes of each direction.
This way, the random generation of 4 rescaling fac-
tors enabled the creation of contour shapes with
considerable variability.

After generating the plasma profiles through the
previous method, the tomograms were obtained by
placing one or more profiles in random positions
within the 60× 60 grid composing each tomogram.
Finally, the emissivity of all the points outside the
limiter, i.e., more than 8.5cm away from the vessel
centre, was set to zero and the final tomogram was
normalized.

4.2 Fourier-Bessel functions

The second method to generate random plasma
emissivity profiles was based on the Fourier-Bessel
basis functions used by Carvalho, P. J. [3]. On this
method, a basis function decomposition is used to
model the emissivity profile. The emissivity value
of each point inside the vessel is given by the polar
coordinate function

g(r, θ) =

N∑
n=0

L∑
l=0

acnlJn(xnlr) cos(nθ)+asnlJn(xnlr) sin(nθ)

(9)
where cos(nθ) and sin(nθ) are responsible for the
dependence on θ and the Bessel functions of the first
kind, Jn(x), for the dependence on r, with n as the
order of the function and xnl as its (l+1)th zero.
The values of the parameters acnl and asnl were ran-
domly generated between−1 and 1, ensuring a large
variety of emissivity profiles. Due to the computa-
tional expensiveness of the calculations, the number
of terms generated was set to N = L = 5, a good
compromise between speed and tomogram quality.

As for the first method, the emissivity of all the
points outside the limiter was set to zero, and the
final tomogram was normalized.
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Figure 8: Representation of the neural network topology used for ISTTOK tomography. Notice the
existance of 2 outputs.

4.3 Training and results

The implementation and training of the neural net-
works was done with the Keras API using a Ten-
sorFlow backend [15]. Regarding hardware, the
training was performed on the CUDA compatible
Nvidia GTX960M GPU while the training data was
generated on-the-fly on the Intel(R) Core(TM) i7-
6700HQ CPU @ 2.60GHz processor. A batch size
of 256 was used due to memory constraints and an
Adam optimizer with a learning rate of 10−4 en-
sured a smooth convergence. Given that the net-
works were trained with 30 batches per epoch, a
total of 7680 training samples were generated for
each epoch. The generation of training data during
the training process ensured that this data was dif-
ferent for all the epochs, resulting in maximum data
variability and reduced proneness to overfitting.

Throughout the training process, several metrics
were used to evaluate the network’s performance
and learning:

• Mean absolute error of tomogram (MAET):
mean absolute difference between the 3600 pix-
els composing the training tomogram, ptrain,
and its corresponding predicted tomogram,
ppred,

MAET =
1

3600
·

60∑
i

60∑
j

|ptrainij − ppredij | (10)

• Mean absolute error of detectors (MAED):
mean absolute difference between the measure-
ments of the 32 detectors used as input, Dtrain

i ,

and the predicted detectors, Dpred
i , computed

through the product matrix of the predicted

tomogram with the projection matrix.

MAED =
1

32
·

32∑
i

|Dtrain
i −Dpred

i | (11)

• Total absolute error of test detectors
(TAETD): a set of 256 detector measure-
ments corresponding to different instants of
several ISTTOK discharges were used to eval-
uate the network’s performance on real data.
The tomograms corresponding to these real
detector measurements were reconstructed,
and the predicted detector measurements were
computed. The mean absolute differences
between real, Dreal

i , and predicted detector

measurements, Dpred
i , can be used as an indi-

cator of reconstruction quality. This quantity
is given by:

TAETD =

32∑
d

|Dreal
i −Dpred

i | (12)

Concerning loss functions, two different functions
were used. The first only takes into account the
mean absolute error of the tomogram, aiming for
the best possible match between training and pre-
dicted tomograms,

Lsingle = MAET (13)

Note that the mean squared error was never used
because its values would depend mostly on the
brightest areas of the tomogram, disregarding the
remaining areas with weaker emissivity. The sec-
ond loss function takes into account not only the
mean absolute error of the tomogram but also the
mean absolute error of the detectors, aiming for a
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good match between both training and predicted
tomograms and detectors measurements,

Ldouble = MAET +
MAED

2
(14)

Neural networks were trained using the four pos-
sible combinations of data generation methods and
loss functions. Table 2 sums up the most relevant
metrics for each case. Note that the considered
epoch number corresponds to that of the minimum
average TAETD, indicating the network’s best per-
formance for real plasma reconstructions.

For the data generated with the Contour stacking
method, the networks trained with the loss func-
tions Lsingle and Ldouble showed equivalent perfor-
mance. The data generated with this method is
very poor in terms of details and features, which
results in inaccurate reconstructions of real emis-
sivity profiles. Given that, for these cases, the per-
formance bottleneck was the quality of the training
data, changing the loss function did not affect the
network’s capacities. The only relevant difference
was the number of epochs required to achieve such
performance: the use of the loss function Ldouble

made the training process four times faster than
the training with Lsingle.

On the other hand, the data generated with the
Fourier-Bessel method is very featureful, which re-
sulted in better performance. The use of the Lsingle

loss yielded an average TAETD/Pcollected much
smaller than those obtained with Contour stacking
data, even though the average TAETD was larger.
This behaviour resulted from the fact that, for this
case, the smaller values of TAETD correspond to
smaller values of power collected and vice-versa.

The best performance on the reconstruction of
real emissivity profiles was achieved with the loss
function Ldouble because, for the Fourier-Bessel
method of data generation, the performance bottle-
neck was not the quality of the training data but in-
stead the network’s ability to learn such data. The
very featureful training tomograms yielded by this
method are very difficult to reconstruct with de-
tail. Due to this difficulty, the comparison between
training and predicted tomograms was not enough
and extra information related to the comparison
between training and predicted detector measure-
ments was required. When only information related
to the tomograms was used, the detector measure-
ments were disregarded and the value of MAED in-
creased, becoming larger than that corresponding
to the Contour stacking data. This way, the train-
ing with an Ldouble loss function and Fourier-Bessel
data results in a neural network capable of achiev-
ing low values of MAET and MAED, and also ca-
pable of accurately reconstructing ISTTOK’s emis-
sivity profiles. An example reconstruction of real
ISTTOK tomography signals is shown in figure9.

5 Conclusions
Firstly, the present work shows that the reflections
of electromagnetic radiation on the inner walls of
ISTTOK’s vessel are not neglectable and, thus,
should be taken into account in the process of tomo-
graphic reconstruction. It was also shown that the
training of neural networks with tomograms consist-
ing of point-like emissivity profiles is not promising
since these networks were unable to yield proper
profile reconstructions when applied to real IST-
TOK signals.

Secondly, the development of a ray tracing sim-
ulation of ISTTOK’s tomography system, capable
of modelling complex viewing geometries, optical
effects and reflections, combined with the gener-
ation of training profiles based on Fourier-Bessel
decomposition allowed for the generation of high-
quality training data. Results showed that this ray
tracing simulation can be discretized and replaced
by a simple matrix product operation, with a ne-
glectable decrease in performance and significant
gains in terms of computational speed. Regard-
ing the Fourier-Bessel method for profile generation,
one can conclude that the complexity and feature-
fulness of its tomograms contributed to the devel-
opment of a training dataset with high variability,
resulting in a very flexible network capable of accu-
rately reconstructing ISTTOK’s plasma emissivity
profiles.

Finally, the testing of two different loss functions
showed that the typical approach consisting of eval-
uating only the similarity between the training and
predicted tomograms is outperformed by the in-
clusion of an additional term related to the simi-
larity between the training and predicted detector
measurements. Such inclusion improves the final
performance of the network while ensuring that as
the training and predicted tomograms become more
similar, their corresponding detector measurements
follow the same trend.
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Fresnel term approximations for metals.
WSCG, 2005.

[13] Vincent Dumoulin and Francesco Visin. A
guide to convolution arithmetic for deep learn-
ing. arXiv preprint arXiv:1603.07285, 2016.

[14] Andrej Karpathy. Lecture notes in cs231n:
Convolutional neural networks for visual recog-
nition, February 2019.

[15] Francois Chollet. Deep Learning with Python.
Manning Publications Co., Greenwich, CT,
USA, 1st edition, 2017.

10


