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Abstract

OSPF is one of the main players for routing inside Au-
tonomous Systems. It currently has support for IPv4
(OSPFv2) and IPv6 (OSPFv3). OSPF supports struc-
turing the network in multiple areas, but has two criti-
cal limitations:(i) the network of areas is restricted to a
two-level hierarchy and (ii) the paths between routers
located in different areas may not be the shortest path.
This dissertation performed an experimental valida-
tion of an extension to the OSPFv2 protocol that sup-
ports multi-area networks with arbitrary topologies,
based on the proposal presented in [1], that updating
only the Area Border Routes, interoperates with cur-
rent OSPFv2 implementations. We implement both
OSPFv2 and the corresponding multi-area extension
in Python, using Linux as the hosting operating sys-
tem, and tested it using GNS3 and Cisco routers.

This dissertation was supported by Instituto de
Telecomunicações.
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1. Introduction

The world wide web is divided into many routing do-
mains, creating a notion of routing inside a domain
and routing between different domains. These do-
mains are called Autonomous Systems. The routing
inside a domain is called intra-domain routing. A typ-
ical example of an intra-domain is the network of an
ISP (Internet Service Provider). The routing between
domains is called inter-domain routing. The routing
between and inside domains needs to be configured
and updated, for example, to recover from some fault.
This configuration cannot be done manually since it
is not scalable. So, it is necessary that routers can
communicate with each other, to calculate the best
path and to recover from some fault. This effort is ac-
complished through routing protocols. OSPF (Open
Shortest Path First) [2] and IS-IS (Intermediate Sys-
tem to Intermediate System) [3] are the main players in
today’s intra-domain routing. The de facto standard
protocol for inter-domain routing is the BGP (Border
Gateway Protocol) [4].

This work focuses on intra-domain routing. Inside

a routing domain, the network can be structured in
parts called areas. In this case, there will be intra-area
routing protocol to control routing inside an area and
inter-area routing protocol to control routing between
areas. The idea behind the creation of multiple ar-
eas is to reduce the amount of data needed to control
routing and primarily to decrease the number of en-
tries in the databases. In the OSPF case, splitting an
intra-domain into different areas can reduce the num-
ber of entries in the forwarding table and minimize
the amount of data necessary to transmit and store to
control routing [5].

There are two approaches for intra-domain rout-
ing: DV (distance vector) and LS (link state). On
DVrouting, the routing information is only exchanged
between directly connected neighboring routers. This
means that a router knows from which neighbor a route
was learned, but it does not know how that neighbor
learned the route. On LS routing, every router shares
his local view about the network to ensure all routers
possess a complete view of the network topology.

OSPF is a routing protocol for intra-domain that
uses a LS approach for intra-area routing and a DV
approach for inter-area routing. Because of the conver-
gence problems of DV protocols, the current versions of
the OSPF restrict the construction of arbitrary multi-
area topologies, requiring that all areas in OSPF have
to be directly attached to a special area, called back-
bone [6].

1.1 Contributions of this work
This work performed an experimental validation of an
extension of the OSPF protocol to support multi-area
networks with arbitrary topologies, based on the pro-
posal presented in [1]. This extension removes two lim-
itations of the hierarchical version of OSPFv2: it al-
lows arbitrary mult-area topologies, and assures that
routing is always though the shortest path. In addi-
tion, the extension requires updating only the Area
Border Routers; besides that it interoperates with cur-
rent OSPFv2 implementations.

2. Intra-domain routing
A router executes two essential tasks to allow commu-
nication between two different locations. First calcu-
lates the best path from senders to receivers. Second
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delivers a packet received using the best path calcu-
lated. The first task is accomplished by routing pro-
tocols that, running a routing algorithm and using as
input the information received from their router neigh-
bors, computes the best routes through the network
and places that result in a forwarding table.

There are two main groups of routing protocols: DV
and LS. The main difference between them is that in
the LS protocol every node has a global view of the
network and in the DV case, nodes only have is local
knowledge and estimate cost for it destination prefixes.

2.1 Distance vector protocols

DV protocols are characterized by the absence of the
global knowledge of the network. This type of pro-
tocols holds a local knowledge considering that each
router knows its physically-connected neighbors and
link costs to the neighbor. Additionally, routers per-
form an iterative process of computation, exchanging
information with neighbors to eventually compute the
global shortest path. This iterative process does not
has a predefined stop condition; the process ends when
there is no information to transmit. The algorithm of
this protocols is also asynchronous, meaning that there
are any timing required to send routing information.

2.1.1 Synchronization

With the DV algorithms, each node needs to maintain
three key routing information: the cost from itself to
the neighbors, the DVs containing an estimation from
itself to all destinations and the DVs from all of it
neighbors. To keep the routing information updated,
from time to time every node sends a copy of its DVs.
When a node receives a new DV from a neighbor, it
saves the new DV and uses the Bellman-ford equation
to update its DVs. After the update, the node sends
its updated DVs to each of its neighbors, which can,
in turn, update their DVs. As long as all the nodes
exchange their DVs, each cost estimate converges to
the actual least-cost path.

2.1.2 Count-to-infinity problem

The DV algorithms have a problem so-called count-to-
infinity that can constantly increase the cost from the
nodes to a specific one.

Figure 1: Count-to-infinity in a linear network.

Consider the example of Figure 1, with a linear
network. Suppose that, after convergence of the al-
gorithm, the edge connecting nodes n1 and n2 fails.
When node n2 advertise a cost equal to infinite, node
n3 advertise a cost equal to 3. When node n2 receives

the DV from neighbor n3 it estimates that can con-
nect to node n1 through node n3 with a cost equal to
5 and advertise his new DVs. Node n3, when receives
the new DVs from node n2, estimates the cost to node
n1 and advertise his new DVs again. Node n4 and n2
update and announce their DVs and receives the DVs
from node n3 and node n3 update and advertise his
DVs with the update of node n2. The synchronization
of the network never stop, and the cost of the estimates
from nodes n2, n3 and n4 to node n1 will continue to
grow and the nodes will never understand that node
n1 has become unreachable.

To partially solve the problem of routing loops, the
DV protocols use a method called split-horizon. This
approach prevents loops’ creation by prohibiting a
node from advertising a node back onto the interface
from which it was learned. With this technique, nodes
will announce different path cost estimates to distinct
neighbors.

2.2 Link State protocols

In the LS protocols the nodes of the network cooperate
to share and maintain a global knowledge of the topo-
logical information, i.e. the description of the routers
and links between them, and the addressing informa-
tion, i.e. the description of the global addresses as-
signed to routers and links. The network topology and
costs information must be the same for all nodes. This
means that the nodes must keep the network map syn-
chronized. and to represent the network it is necessary
that all nodes and links have a unique identifier.

To keep the network topology and link costs syn-
chronized, each node is responsible for disseminating
it knowledge of the network, its local view, to all other
nodes, i.e. its identity in the network, the identifiers
of the links attached to it and the cost each of these
links.

2.2.1 Construct the forwarding table

Every node obtains the forwarding table from the
LSDB (Link State Database) using Dijkstra’s algo-
rithm. It functions by computing the shortest path
tree from the initial node to every other node in the
graph and, in one iteration, can calculate the shortest
paths from the source node to every other node.

2.2.2 Hello protocol

To propagate changes in the network to the network
map, nodes must monitor the state of it is interfaces.
One way to do it is inspecting the state of the neigh-
boring nodes for every outgoing link. This is how the
Hello protocol works. To maintain an updated list of
the identifiers of the nodes currently active on each
outgoing link, nodes exchange control message with
their neighbors. This protocol is relatively simple and
is used in several other protocols. The LS protocols
like OSPF used a Hello protocol to know what and
where are the routers alive in a network.

2.2.3 Flooding process

The key to avoid a broadcast storm is choosing when
a packet should be flooded. We say that this flooding
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process is controlled. LS protocols like OSPF use a
flooding process to disseminate the LSA (Link State
Advertisement) through the network. To make nodes
remember whether or not they already have transmit-
ted a message that is being flooded, messages need to
be labeled with a unique identifier, and these identi-
fiers must be stored at nodes while messages pass by.
When a node receives a broadcast packet, it first checks
whether the packet is in this list. If so, the packet is
dropped; if not, the packet is duplicated and forwarded
to all neighbors nodes, except the node from which the
packet has just been received.

3. OSPF protocol
The OSPF protocol is an intra-domain routing pro-
tocol for IP networks[7]. It uses a link state rout-
ing algorithm (see section 2.2) and it is used inside
Autonomous Systems. The current versions of OSPF
are OSPFv2 for IPv4 [2] and OSPFv3 for IPv6 [8].
OSPFv2 uses global addresses as topological identi-
fiers. In OSPFv3 the global addresses are now IPv6
addresses, but it keeps using IPv4 addresses as topo-
logical identifiers. Unlike OSPFv2, OSPFv3 separates
the addressing information from the topological infor-
mation.

OSPF allows that every node has a complete graph
of the network. The graph is constructed based on the
local view of every node which is updated when some
change occurs, for example, when a link fails. All the
information about the network is maintained by every
node in a database, the LSDB. It is from the LSDB
that every router calculates the shortest path for every
destination.

OSPF networks are connected to other Autonomous
System using a protocol for inter-domain routing like
BGP. The routers in the frontier between Autonomous
Systems are called ASBR (Autonomous Systems Bor-
der Router). The OSPF network can be divided into
different zones, called areas. To allow communication
between different areas, special nodes, called ABRs
(Area Border Routers), located in the frontier between
areas, run an inter-area routing protocol among them,
to advertise the address prefixes available at each area.

3.1 Link State Database
The LSDB of an Autonomous System describes the
network as a graph. To describe the network, the
LSDB will have a collection of LSAs, each one rep-
resenting a piece of the network. To represent the net-
work, five different types of LSAs are used:

• Router-LSAs: used to describe one router and its
outgoing links;

• Network-LSAs: describes a transit shared link and
the routers attached to it;

• AS-External-LSAs: used to describe destinations
external to the AS;

• Intra-Area-Prefix-LSA: only used on OSPFv3 to
disseminate addressing information internal to an
area;

• Summary LSA (Inter-area LSA): utilized adver-
tise prefixes and ASBR locations across areas.

Each router in an Autonomous System originates
one or more LSAs (Link State Advertisements). The
originator router is responsible for disseminating the
LSA. All types of LSAs has area scope, except the AS-
External-LSA that has domain scope. The flooding
scope defines how far in the network the LSA will be
propagated unchanged. Area scope means that the
LSA is propagated only inside the area is originated
and domain scope means that the LSA is propagated
in all the OSPF network. As described above, every
separate type of LSA as a different function.

In OSPF, the topological information of an area is
also provided by the Router-LSA and the Network-
LSA. Router-LSAs and Network-LSAs provide address
information in OSPFv2 and, in OSPFv3, also the
Intra-Area-Prefix-LSAs provide address information.
Summary-LSAs are only relevant when the network
is divided into areas (see section 3.3).

3.1.1 Designated and backup designated routers
Every transit network has a Designated Router and
a Backup Designated Router. The Designated Router
plays a special role in the flooding process. The Backup
Designated Router acts in case of failure of the Desig-
nated Router.

In OSPF, the DR (Designated Router) and BDR
(Backup Designated Router) are elected through the
Hello protocol. The DR is the first router that is
started on a shared link. The BDR is the second one.
If the DR abandons the shared link, the BDR becomes
DR, and a new BDR needs to be elected. The choice
falls on the router with higher Router Priority. If
two or more routers tie with the highest priority set-
ting, the router sending the Hello with the highest
router-id wins. If the priority setting on an OSPF
router is configured to 0, that means it can never be-
come a DR or BDR. OSPF selects the DR as the first
router to be switched-on a shared link to make sure
that joining nodes always get the most updated LSDB
during the initial synchronization process.

3.2 Mechanisms to keep LSDB updated
OSPF uses three tools to maintain LSDB updated and
synchronized:

• Hello protocol - used to discover active neighbors
and links, and for Designated Router and Backup
Designated Router election;

• Flooding process - to install, update and delete
LSAs in the LSDB;

• Initial LSDB synchronization - to initialize the
LSDB of a new router in the network.

3.2.1 Hello protocol
OSPF establishes neighborhood relationships using the
Hello protocol referred in section 2.2.2. Routers be-
come neighbors after establishing bidirectional commu-
nications, meaning that a router only considers another
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router its neighbor on a link when it sees itself listed
in the Hello message transmitted by the neighbor.

The first step in synchronizing the LSDB is the es-
tablishment of a neighborhood relationship on a link.
This protocol is the base for all the implementations
of the OSPF.

3.2.2 Flooding process

The flooding process is a mechanism used to install,
update and remove LSAs in a LSDB. OSPF uses the
age-lifetime mechanism discussed in section 2.2.3. The
goal of this mechanism is to make sure that LSAs get
deleted from the LSDB if not updated for a long time.
OSPF uses a count up process that can go up to 1 hour.
The age-lifetime process to refresh the age occurs every
30 minutes. The age of LSAs is incremented while they
stay in the LSDB using the local clock of the router.

The sequence number is the first criteria to decide
which LSA is more recent. The checksum and the Age
are also used to select the fresher LSAs. The checksum
is used as a tiebreaker when two LSAs have the same
sequence number; the age is used as a tiebreaker when
two LSAs have the same sequence number and same
checksum.

OSPF uses a controlled and reliable flooding mecha-
nism. In general, when a router receives on an interface
a new or fresher instance of an LSA it retransmits the
received LSA through all other interfaces and acknowl-
edges the reception of the LS using a SW protocol. The
LSAs are transported in Link State Update messages,
and their acknowledgments are carried in Link State
Acknowledgment messages. Both these messages can
transmit information about more than one LSA.

On shared links, the Designated Router (see section
3.1.1) acts as an intermediary in the flooding process.
An LSA that is flooded on a shared link is sent to the
DR, which is them retransmit it to all the routers of
the shared link.

3.2.3 Initial LSDB syncronization

The LSDB present in all routers needs to be the same.
When the connection of two neighbors comes up, they
need to synchronize their LSDBs before forwarding
data traffic. To achieve the synchronization of the
databases, each router sends a sequence of Database
Description packets that describe the LSAs contained
in its LSDB. The Database Description packets contain
the headers of the LSAs that every router contains [6].
The Database Description packets have a field, called
DD Sequence Number, that is used to identify every
packet. When a node observes that a neighbor has a
more recent LSA instance than its own, requests that
LSA to the neighbor.

The process of sending and receiving Database De-
scription packets it is called Database Exchange Pro-
cess. During this, the two routers create a master-
slave relationship. The master router sends DB De-
scription packets, and the slave has to acknowledgment
with the DD sequence number of the received packet.
The Database Exchange Process is achieved when a
router knows the Link State headers of all LSAs of its

neighbor. Then, the router sends Link State Request
packets to the neighbor requesting the desired LSAs,
and the neighbor responds by flooding the LSAs in
Link State Update packets. Just after this process is
complete, the router declares itself synchronized and is
part of the network.

3.3 Hierarchical routing

When the network is large, some routers could suffer
from lack of memory to store the LSDB. One way to
resolve this problem is to structure to network topology
in smaller areas in such a way that routers only need
to keep the network map of the area they belong.

In this topology, routers inside an area need to know
what are the destinations available outside their areas.
These destinations are injected by ABRs, routers that
are connected to at least two different areas that, using
an inter-area routing protocol, disseminate addressing
information across areas and determine paths to sup-
port communication between routers in different areas.
Routers internal to an area keep only one LSDB and
ABRs keep as many LSDBs as areas they are directly
attached to.

In a multi-area network, neighbor ABRs are routers
that have at least one interface in the same area. Each
ABR (Area Border Router) collects information, from
the LSDBs it is attached, about the prefixes available
in that areas. The addressing information is composed
of the prefix identifier and the shortest path cost from
the ABR to that prefix. This information is injected
into the inter-area routing protocol. This protocol dis-
seminates the addressing information over the ABR’s
network and updates the shortest path cost to the ad-
vertised address prefix as the information travels from
the destination ABR to the source ABRs.

Both in OSPFv2 and OSPFv3 exists a particular
area called backbone or Area 0. This area contains all
the ABRs, i.e., all areas need to be connected to Area
0. The backbone is responsible for distributing rout-
ing information between non-backbone areas. When
a packet needs to travel from a non-backbone area to
another non-backbone area, it must go through the
backbone area. OSPF uses a DV approach for inter-
area routing. The use of DV mechanisms for exchang-
ing routing information between areas is the reason
for requiring all areas to attach directly to the OSPF
backbone.

Multi-area routing could be pictured with the back-
bone as a hub of the non-backbone areas. When a
non-backbone area wants to send a packet to another
area, the packet must be forwarded to the hub, the
backbone. Figure 2 helps us understand the two levels
of the hierarchical OSPF.

3.3.1 Summary-LSAs

There are two types of Summary-LSAs, Type 3 and
Type 4. A Type 3 LSA are used when the destination
is an address prefix. The Type 4 Summary-LSAs are
used to solve a problem related with the AS-External-
LSAs that not give information about the path for the
ASBR that announces an external destination.
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Figure 2: 2-level hierarchical routing.

4. Inter-area routing using a Link State ap-
proach

4.1 Limitations of current OSPF versions
The current OSPF version is based on a Distance Vec-
tor approach for inter-area routing. As referred in sec-
tion 2.1, the distance vector protocol uses the asyn-
chronous and distributed version of the Bellman-Ford
algorithm. This algorithm does not prevent routing
loops from happening and suffers from the count-to-
infinity problem (see section 2.1.2). To avoid the cre-
ation of routing loops, OSPF restricted the area design
to a 2-level hierarchical structure, where the lower lev-
els need to send all traffic through the upper level when
they want to communicate with other lower level areas.

Figure 3: Example of OSPF routing.

OSPF prevents the advertisement of some routing
information to avoid loops in the network. This prohi-
bition affects the number of routing alternatives, and
optimal global routing may be achieved on some oc-
casions. OSPF prevents ABRs ABRs from advertis-
ing, inside an area, routes to area-internal addresses or
router to area-external addresses that cross that area.
Moreover, a router always prefers an intra-area route
(agains an inter-area route) when building it forward-
ing table.

To illustrate how these restrictions can prevent se-
lected paths from being the shortest ones, consider the
example of figure 3. It is clear that the shortest path
from the source router R1 to the destination router R3
is R1 → ABR1 → R2 → ABR2 → R3 (using Type-3
Summary LSAs) with a cost of 4. However, OSPF does
not allow the use of this path for this communication,
since both routers, source and destination, are in the
same area (because ABR2 cannot advertise into area

1 the path to R1 via ABR1). So the path used will be
the direct link from R1 to R3, with a cost of 5.

Section 16 of the OSPF specification [2], details the
algorithm used to calculate the OSPF routing table.
The router calculates first the intra-area routes by
building the shortest path tree for each attached area.
Afterwards, it calculates the inter-area routes using the
Summary-LSAs. This means that the router only uses
intra-area routes for internal destinations.

4.2 The solution
One way to solve the problems described in the previ-
ous section is to replace the inter-area routing protocol
by a Link State protocol. This solution, proposed in
[1], allows multi-area networks with arbitrary topolo-
gies.

Figure 4: Multi-area network. Image from [1].

Figure 4 shows a multi-area network of four areas
with the following elements:

• Routers R2, R3, R4, R5 and R6 are ABRs;

• R8 is an ASBR;

• ap1, ap2, and ap3 are address prefixes that need
to be disseminated in the network;

• R1 and R7 are area-internal routers.

This network could not be implemented in the cur-
rent OSPF version since the multi-area topology con-
tains a cycle, i.e., from any area it is possible to cross
all other areas and end in the starting area (for exam-
ple R1→ R2→ R5→ R8→ R7→ R6→ R3→ R1).

The figure 5 shows an abstraction of the network
composed only by the ABRs where the links that con-
nect the ABRs represent the shortest path between
them. The labels in the links are the cost of each
shortest path connection between ABRs. We call this
network the ABR overlay. This figure suggests the
use of a LS routing approach to inter-area routing. In
this approach, each ABR will share its local view of
the ABR overlay to construct and maintain the graph
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Figure 5: ABR overlay graph of network in figure 4.
Figure from [1].

of the ABR overlay network. Particularly, each ABR
share who its neighboring ABRs are and what are the
costs of intra-area shortest paths towards them, using
the LSDB of its directly attached areas. It also dissem-
inates information on the address prefixes and ASBRs
available in these areas. Every ABR will maintain a
LSDB describing the ABR overlay.

4.2.1 LSDB of the overlay network

Similarly to intra-area routing, in inter-area routing
every ABR needs to flood to all other ABRs its local
view of the ABR overlay, i.e., the ABR identifier, the
identifier of its neighbor ABRs and also the cost of
the shortest path towards them and the information
about the prefixes present in the areas. As in the case
of single-area, topological and addressing information
must be separated. For the topological information we
will use ABR-LSAs, and for the addressing informa-
tion, we will use Prefix-LSAs and ASBR-LSAs. The
format of these LSAs is presented in figure 6.

Figure 6: Format of the new LSAs for OSPFv2 and
OSPFv3.

The ABR-LSAs will contain the identifier of the
originating router, the identifier of the neighboring
ABRs and the cost of the shortest path towards
them. The Prefix-LSAs include the identifier of the
originating ABR, the address prefix and the cost of
the shortest path from the originator ABR to the
shared link at which the prefix was assigned. The
ASBR-LSAs will perform the same work done by
the ASBR-Summary-LSA in OSPFv2 and Inter-Area-
Router-LSA in OSPFv3, disseminating the location
of the ASBRs (Autoomous System Border Routers).
These new three types of LSAs need to be flooded with
AS (Autonomous System) scope to guarantee that will
be received by every ABR. Using the ABR-LSAs and
Prefix-LSAs, every ABR will know the address prefix
of every destination. These new LSAs will be almost
equal for OSPFv2 and OSPFv3; the only difference
will be the LSA Header.

With this solution, each ABR could determine the
inter-area shortest path from itself to external desti-
nations, using Dijkstra’s algorithm. ABRs have unre-
stricted access to all AS routes thought this graph and,
therefore, optimal global routing is always assured.

4.2.2 Integration with the current version of the
OSPF

To achieve interoperability between versions of OSPF,
these new LSAs cannot be flooded as an arbitrary new
type, since routers only flood the known types 1 to 5.

In OSPFv2, it will be used the Opaque LSA [9], al-
lowing the flooding of the new LSAs through all the
routing domain. Since we need to reach all the ABRs,
the type used will be type 11. To distinguish the three
new LSAs, that will have the same flooding scope, it
will be used the Opaque Type field (see figure 6). Tak-
ing into account the already registered Opaque Types
in [9] the ABR-LSAs will be identified by the Opaque

Type equals 20, the Prefix-LSAs equals to 21 and the
ASBR-LSAs equals to 22.

The Opaque LSAs have the same header structure
as normal LSAs since the Opaque Type and Opaque

ID fields correspond to the LS ID.

In OSPFv3 the new LSAs are flooded with AS-
flooding scope using the the unknown LSAs feature.
The LS Type on OSPFv3 have 2 bytes and the high-
order three bits of the field encode general properties
of the LSA. The U-bit on the LSA Header for OSPFv3
(see figure 6) indicates how the LSA should be handled
by a router that does not recognize the LSA’s type. If
set to 1, the LSA should be stored and flooded as an
unknown LSA. The S1 and S2 bits indicate the flood-
ing scope of the LSA. For the case of the new LSAs,
the U-bit must be set to 1 and the bits (S2,S1) set with
values (1,0) to achieve AS scope.

Since routers handle opaque-LSAs as normal LSAs,
there is no need to create a process for the initial syn-
chronization of the LSDB of the overlay network. The
opaque-LSAs are exchanged during the Database De-
scription Process of the OSPFv2, with opaque-capable
routers. This means that all routers in the AS need
to be opaque-capable. A neighbor is opaque-capable
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if and only if it sets the O-bit in the Options field of
the header OSPF for its Database Description packets,
during the ExStart state.

The ABRs will perform a translation of the ASBR-
LSAs and the Prefix-LSA to the LSAs that the cur-
rent implementation knows. The Prefix-LSAs will be
converted in Summary-LSAs for OSPFv2 and Inter-
Area-Prefix-LSAs for OSPFv3 before the injection on
the areas the ABR is attached. The AS-External-LSAs
will have the same treatment that is performed in the
current versions of OSPF.

5. Implementation
5.1 Design Options
To implement and evaluate our solution, we have to
use an implementation of the intra-area routing as de-
scribed in [2]. We decided to implement the intra-area
routing solution on our own, instead of using another
implementation, because the cost to learn and manip-
ulate another implementation appeared to be bigger
than the cost of implementing ourselfs an implementa-
tion that gives us total control. The solution described
in 4.2 was implemented for OSPFv2, for routers con-
nected only to transit networks and does not support
connections to other Autonomous Systems.

Our implementation of the solution was developed
in Python [10] running in a Fedora [11] machine.

5.2 Intra-area routing implementation
The figure 7 illustrates the most relevant parts of the
implementation. The main class is responsible for con-
necting all the important elements of the implementa-
tion. It is responsible for interacting with the user,
giving him the information needed to manage the net-
work and also configure the network. Moreover, it is
responsible for waiting for the multicast packets that
may arrive at the active interfaces. It can switch-on
an interface for the OSPF process and give it the tools
to interact with the LSDB of the same area. It is also
responsible for creating and updating it Router-LSA
for every area it is attached.

Figure 7: Data flow in the OSPF implementation for
intra-area routing.

5.2.1 The Interface class
The interface is responsible for managing the relation-
ship with neighbors, to read the received packets, re-
spond to them if necessary and notify its neighbors
and its router when some changes on the network are
detected.

To maintain adjacencies with neighbors, the inter-
face is also responsible for sending periodic Hello pack-
ets, compute the Designated Router of the network the
interface is attached to, , as described in section 3.1.1,
and also perform the Database Description Process de-
scribed in section 3.2.3. Every time it creates a new
neighbor adjacency the interface creates a Neighbor
object and adds that object to the database of neigh-
bors.

5.2.2 The LSDB class

The LSDB is responsible for, in each second, update
the age of all the LSA it has. When the LSDB re-
ceives a new LSA, it has to verify if it already has
an instance of that LSA. If there is an LSA with the
same identifier older than the received one it is re-
moved and the received one replaces it. The received
LSAs are flooded throughout all the active interfaces
of the router that are running the OSPF and attached
to the same area, except the router interface where the
LSA was received.

If the LSA received by the LSDB is a Network-LSA
or a Router-LSA, it constructs the graph of the ele-
ments present in the area and calculates the shortest
path to the destinations advertised by the Network-
LSAs, using the Dijkstra’s algorithm, as described in
2.2.1. The shortest paths are delivered to the forward-
ing table element.

5.2.3 Graph of the network

The shortest path module uses the Dijkstra’s algo-
rithm, as described in 2.2.1. It uses a graph of the
network as the base for the algorithm execution. The
graph is created using the LSAs present in the LSDB of
the area. The nodes of the graph represent the routers
and the links of the area. Routers are identified by
its router-id and links by its Designated Router. The
edges of the graph represent a connection between the
nodes. Interfaces described in Router-LSAs represent
a connection between two nodes, one router to one
link. The cost of the respective edge represents the
cost of the interface. The Router IDs listed on the
Network-LSAs represent a connection between a link
and a router.

5.2.4 Area forwarding table

When the area forwarding table receives a computed
shortest path, it has to verify if there is already an
entry to the same destination. If that occurs, the entry
is replaced by the received one if they differ on the cost
or path to the destination.

5.3 Inter-area routing implementation

To implement our solution for inter-area routing, we
made a minimal adaptation of the main element, pre-
sented in figure 7. The main class is also responsible
for creating and updating the ABR-LSA, presented in
section 4.2.1. This new LSA is appended to the LSDB
of the overlay network. It is important to remember
that every area will have its LSDB.

The area forwarding table acts as auxiliary to con-
struct the Prefix-LSA. ABR creates a new Prefix-LSA
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every time that some entry in the area forwarding ta-
ble is added or replaced. It is important to notice that
a new Prefix-LSA is only updated if the cost of the
destination changes.

5.3.1 LSDB of the overlay network

ABR-LSAs and Prefix-LSAs are added to the LSDB
of the overlay network, called ABR LSDB. The ABR
LSDB does a similar process as performed by the
LSDB of an area. The two differences are that the
ABR LSDB recomputes and recalculates the shortest
paths to the destinations every time it receives a new
LSA, not depending on the type of LSA, and it delivers
the shortest path calculated to the forwarding table of
the Operating System.

5.3.2 Graph of the overlay network

The graph of the overlay network is important to calcu-
late the shortest paths to the destinations advertised in
the Prefix-LSAs. The graph is constructed using the
ABR-LSAs present in the LSDB of the overlay net-
work. Every ABR-LSA is a node in the graph, identi-
fied by it router-id. The edges represent shortest paths
between ABRs. Every edge has a value, representing
the shortest path cost from the originating router to
the identified ABR neighbor.

5.3.3 Shortest path calculation

For every destination announced by a Prefix-LSA, it
is calculated its global shortest path cost, adding the
value of the Metric field of the Prefix-LSA to the short-
est path cost from the ABR doing the calculation to
the ABR advertising the Prefix-LSA. This process is
repeated for every Prefix-LSA announcing the same
prefix, and the least cost path is elected the global
shortest path.

The forwarding table object receives the new short-
est paths. The entries of the forwarding table are only
updated when the cost or path is different from the
previous entry. If there is no previous entry for the
destination, it is added to the entries list of the for-
warding table object. When an entry on the list is
updated or when a new entry is appended it is also
added or updated on the forwarding table of the oper-
ating system, using the ip route command [12]. If an
entry of the forwarding table object did not receive any
new entry, that means that it is not possible to com-
municate to the respective destination. So the entry is
removed from the forwarding tables.

To achieve interoperability with the current OSPFv2
implementations, the ABRs flood in each area they are
directly attached to, Type-3 Summary-LSAs for the
destinations that are added or updated in the forward-
ing table of the operating system. This notifies the
intra-area routers about exterior paths to an interior
or exterior destination. However, since the OSPF re-
stricts the use of area-external routes when the source
and destination routers are in the same area, as de-
scribed on section 4.1, the global shortest path is not
achieved when the global path for an area-internal des-
tination crosses other areas.

5.4 User interaction
The main class is responsible for the user interaction.
To do so, it has a list of commands that allow the user
to manage the network. The user can switch on an in-
terface using the interface command, followed by the
identifier of the interface, the IP address of the area
it will be connected and the cost for the outgoing in-
terface. For example, the command interface ens33
0.0.0.0 5 switches on the interface ens33 on the back-
bone area, giving to the interface a cost of 5. To visu-
alize the LSAs received and created on the backbone
area the command lsdb 0.0.0.0 should be use. To visu-
alize the LSDB of the overlay network the command is
lsdb ABR. It is also possible to consult the forwarding
table of the operating system using the command ker-
nel forwwarding table. The interface IP address and
netmask are not configured in our implementation. To
do so, can be used the desktop application of the op-
erating system or using the ip addr command [12].

6. Evaluation
The main objective of the evaluation is to prove the
correct implementation and operation of the solution.

The evaluation was performed on a laptop running
Windows 10 Pro[13] as operation system, using GNS3
[14] integrated with the VMWare Worksation Pro [15]
to emulate a router using our implementation. The
Wireshark [16] tool was used to analyze the packets
transmitted between routers. To test the integration
with the current version of OSPFv2, the GNS3 is the
platform that integrates the Cisco [17] routers with our
own routers. The Cisco routers use the image c7200.

6.1 OSPF multi-area with a cycle
With our solution, OSPFv2 supports multi-area
topologies with arbitrary topologies. The figure 8
shows a network topology with three areas and three
ABRs. This network could no be implemented in the
current OSPF version since the multi-area topology
contains a cycle. In this topology R1, R2, R3 and
R4 are intra-area router and 1.2.3.4, 5.6.7.8 and
9.10.11.12 are ABRs. All the interfaces have asso-
ciated a cost to transmit the packets of 1, except the
interface of router R1 connected to router R3 that has
a cost of 10.

Figure 8: Network topology to test OSPFv2 with ar-
bitrary topology.
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The figure 9 shows the graph of the overlay network
calculated after the flooding of the Opaque-LSAs by
the ABRs. This graph is equal in all the ABRs. All
the ABRs have found the shortest path to their neigh-
boring ABRs. The shortest path from ABR 1.2.3.4

to ABR 5.6.7.8 has a cost of 12. In the reverse direc-
tion, the shortest path from ABR 5.6.7.8 to 1.2.3.4

has a cost of 3. All the other shortest paths between
ABRs have a cost of 2.

Figure 9: Graph calculated of the overlay network,
from ABR 1.2.3.4.

The figure 10 shows the Type-3 Summary-LSAs re-
ceived by router R1 to the prefix 50.50.50.0. It re-
ceives one Type-3 Summary-LSA from ABR 1.2.3.4

advertising a cost to the destination of 4 and an-
other Type-3 Summary-LSA from 5.6.7.8 advertising
a cost of 1. The router must add this cost to the short-
est path cost from itself to the advertising ABR, in
order to determine the least cost path to 50.50.50.0.

Figure 10: Type-3 Summary-LSAs received by router
R1 to the prefix 50.50.50.0.

The shortest path cost from router R1 to ABR
1.2.3.4 is 1 and to ABR 5.6.7.8 is 11. So, the global
shortest path from router R1 to the prefix 50.50.50.0

is thougth ABR 1.2.3.4, with a cost of 5. The fig-
ure 11 shows the OSPF forwarding table of router R1.
Also, the figure shows the result of the traceroute

command to the prefix 50.50.50.0, showing that the
router chooses to communicate with this prefix using
the path that crosses the ABR 1.2.3.4.

Afterwards, we change the cost of the interface of
router R2 connected to the ABR 9.10.11.12 from 1
to 10. This forces router R2 to change its Router-LSA.
The update of this LSAs makes ABRs 1.2.3.4 and
9.10.11.12 update their Prefix-LSAs and ABR-LSAs.
With this change on the topology, the Prefix-LSA of
the prefix 50.50.50.0 advertised by the ABR 1.2.3.4

has a new cost of 13. As the figure 12 shows, the Type-

Figure 11: OSPF forwarding table of router R1 and
traceroute to the prefix 50.50.50.2.

3 Summary-LSA created by the 1.2.3.4 to advertise
the prefix 50.50.50.0 is updated with the new cost.

Figure 12: Type-3 Summary-LSAs received by router
R1 to the prefix 50.50.50.0.

With the new Type-3 Summary-LSA received,
router R1 recalculates the shortest path to the pre-
fix 50.50.50.0. The figure 13 shows the new OSPF
forwarding table, where we can see that now it sends
packets to subnet 50.50.50.0 with a cost of 12 via
router R3 (next hop address is 30.30.30.2). Also, the
figure shows the result of the traceroute command
to the prefix 50.50.50.0, showing that now the router
chooses to communicate with this prefix using the path
that crosses the ABR 5.6.7.8.

With this test we prove that it is possible to al-
low OSPF to have multi-area networks with arbitrary
topologies.

7. Conclusion
Link State routing is widely used in today’s Internet
for routing inside Autonomous Systems. The OSPF
protocol builds and maintains a map of the network
that is constructed with the local view of every router
in the network. Each router stores in a LSDB the
network map constructed by joining its local view with
the local views of the other routers. It is based on this
LSDB, that is equal in every router, that routers build
their forwarding tables.

When an LSDB become large, OSPF offers the possi-

9



Figure 13: OSPF forwarding table of router R1 and
traceroute to the prefix 50.50.50.2.

bility of structuring the network in smaller areas. Each
area will have its LSDB that will be different from the
LSDB of other areas. OSPF uses a DV approach for
inter-area routing, i.e. for the exchange of routing in-
formation across areas.

OSPF restricts their multi-area networks to a 2-level
hierarchical structure due to the convergence problems
of the distance vector routing protocols. Also, the cur-
rent version of OSPF does not achieve optimal global
routing in some situations.

This document presents a solution that removes
these restrictions, based on a Link State Routing for
inter-area communications. The solution introduces
three new LSAs. ABR-LSAs describe the ABR overlay
network. The Prefix-LSAs and ASBR-LSA describe
destination addresses. To achieve interoperability with
the current versions of OSPF, the solution makes use of
the Type-3 Summary-LSAs in OSPFv2 to inject inside
each area information of area-external address prefixes,
and the shortest cost to reach them. The solution will
also use the ASBR-LSAs to inject information on area-
external ASBRs and the shortest cost to reach them.

Our implementation was designed for OSPFv2 and
routers connected only to transit networks. The
ASBR-LSAs were not implemented, so our solution
was not evaluated when connected to others ASes.

The evaluation shows that our solution works for
OSPFv2, allowing multi-area with arbitrary topolo-
gies. Also, it only requires updating the Area Border
Routers, and it interoperates with current OSPFv2 im-
plementations

8. Future work
For future work it is important to evaluate this solu-
tion in other scenarios. For example, it is essential to
implement and test the injection AS external destina-
tions using ASBR-LSAs. Also, we need to evaluate the
solution for different types of links, like point-to-point
links or stub links.

Another point for future work is the submission of
this extension as an Internet Draft.
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