
 

 

Acquisition of GPS L1 C/A Signals: A SDR Approach 
Low & High Frequency Sampling Analysis 

 

 

 

Carlos Jorge Alves Porrais 
 

 

Thesis to obtain the Master of Science Degree in 

Aerospace Engineering 
 

 

 
Supervisors: José Eduardo Charters Ribeiro da Cunha Sanguino  

 António José Castelo Branco Rodrigues  

 

 

Examination Committee 
Chairperson: José Fernando Alves da Silva 
Supervisors: José Eduardo Charters Ribeiro da Cunha Sanguino 
Member of the Commitee: Fernando Duarte Nunes 

 
 

June 2018 



 II 

 
 



 III 

Declaration 

  I declare that this document is an original work of my own authorship and that it fulfills all the 

requirements of the Code of Conduct and Good Practices of the Universidade de Lisboa. 

 



 IV 



 V 

Declaration  

  This work was done at Instituto de Telecomunicações (IT) / Instituto Superior Técnico (IST) – 

University of Lisbon (UL) 

 



 VI 



 VII 

Acknowledgments 

  I would like to thank God, for giving me health throughout the whole work. 

 

  I would like to thank professor José Sanguino for giving me the opportunity to work on this 

project, for the flexible environment he gave me through the whole work, and last but 

probably the most important, for the straightforwardness.  

  Thank you very much for your wisdom on perseverance.  

 

  I would like to thank Eng. Germano Capela, for all the knowledge regarding the USRP and 

GNU Radio, much of which cannot be found elsewhere. 

  This thesis couldn’t be done without his help. 

 

  Lastly, I would like to thank my family and friends, for helping me walk through this journey. 

 



 VIII 



 IX 

Resumo 

  Rádios Definidos por Software (SDR) é uma tecnologia recente que permite substituir parte 

do hardware de um dispositivo de rádio por software, podendo este software ser processado 

por processadores genéricos. Esta abordagem permite desenvolver terminais 

reconfiguráveis, devido à facilidade de acesso, uso e criação de blocos de software. Esta 

característica é muito relevante para projetar sistemas, pois fornece ao utilizador ferramentas 

para facilmente testar e comparar diferentes algoritmos e arquiteturas através da 

implementação de módulos de software no sistema.  

 

  Nos dias de hoje, a tecnologia SDR é largamente utilizada em recetores de GPS. No 

entanto, no futuro, quando amostragem a alta frequência e Direct RF se tornarem acessíveis, 

os modelos atuais de SDR tornar-se-ão obsoletos. 

  O nosso objectivo é estudar o potencial de um modelo de SDR aplicado a recetores GPS e 

solucionar alguns dos problemas que se levantam com a utilização de Direct RF. Concentrar-

nos-emos na parte de Aquisição do problema. 

  Trabalhámos com dois sinais de GPS, um simulado e um obtido de uma situação real. 

Utilizámos diferentes algoritmos para extrair os códigos C/A e informações relacionadas. 

  A Aquisição foi realizada com sucesso com todas as diferentes combinações de sinais e 

métodos, e foram obtidos resultados semelhantes aos do estado da arte. Com a ajuda de 

modelos de Inteligência Artificial (IA), conseguimos também tornar o método de Direct RF 

competitivo com os utilizados hoje em dia. 

  Prevemos que eventualmente quando Direct RF for praticável, tornar-se-á o modelo padrão 

para realizar Aquisição.  

 

 

 

 

 

 

 

 

 

 

 

Palavras Chave: SDR, GPS, Aquisição, Processamento Digital de Sinais, IA 



 X 



 XI 

Abstract 

  Software-Defined Radio (SDR) is a modern technology that allows replacing part of the 

hardware of a radio device with a software architecture running on a generic digital processor. 

Such an approach allows the development of reconfigurable terminals, thanks to the ease of 

creation and access to every single functional block implemented in software. This 

characteristic happens to be very useful for system designers that are provided with a 

valuable tool for testing and comparing algorithms and architectures, quickly implemented as 

simple software modules. 

 

  Nowadays, SDR technology is widely used in GPS receivers. However, in the future, when 

High Frequency and Direct RF sampling becomes available, current SDR models will become 

obsolete. 

  Our objective is to study the potential of a SDR approach to GPS receivers and solve some 

of the problems that arise with the use of Direct RF sampling. We will focus on the Acquisition 

part of the problem. 

  We worked with both a real life and a simulated GPS signal. We used different algorithms to 

extract the C/A codes and related information.  

  We were able to successfully perform Acquisition with all the different signals and methods, 

and obtained similar results to state of the art methods. We were also able to make the Direct 

RF sampling a competitive method, according to today’s standards, via Artificial Intelligence 

(AI) approaches. 

  When Direct RF sampling becomes viable, we predict it will eventually become the standard 

Acquisition approach. 
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1. Introduction 

  The content of this chapter offers some introductory information regarding the subject at 

hand, so that the reader gets familiarized with topics like GPS, SDR, etc. Historical context, 

motivations and goals will be discussed, and also a brief description of the structure of the 

document. 

 

 

1.1. State of the Art 

1.1.1. History of Navigation Systems 

  The concept of “navigation systems” is a very old one. The first compasses, made 2000 

years ago in China [1, p. 281], may be the very first man made instruments of navigation.  

  Across the ages many contributed to the development of navigation technology, with an 

honourable mention to the Portuguese navigators around the 15th century, who some say 

gave the greatest contribution to maritime navigation technologies, by perfecting many of the 

existing technology for marine usage, and developing new ones themselves [2]. 

  With the appearance of satellite based navigation in the early 1970s [3, p. 1], many of these 

technologies started to become obsolete. 

 

  Prior to the approval of GPS as a functional GNSS, there were three satellite systems in 

place: 

• The TRANSIT, mostly sponsored and used by the U.S. Navy, that used very specific 

satellite orbits to achieve reliable self-localization and target localization [4] [5]; 

• The TIMATION, also sponsored by the U.S. Navy, which was the first satellite system 

with precise atomic clocks [3, p. 2] [5]; 

• The 621B, sponsored by the U.S. Air Force, which was the first to use PRN signals, and 

provided reliable three-dimensional localisation [6]. 

 

  According to Bradford W. Parkinson (by many regarded as the father of Global Positioning 

Systems) all of these systems had major drawbacks. Citing his words: “TRANSIT fixes could 

be updated only four to six times a day, and if too many satellites were launched they would 
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begin jamming each other. TIMATION was easy to jam and only two-dimensional. 621B 

needed continuous signals from a ground station to operate” [6]. 

 

  In 1973, Parkinson was put in charge of a team responsible for incorporating the best part of 

each of the three previously mentioned systems: The PRN signal structure, atomic clocks and 

very specific satellite orbits. They called it Global Positioning Satellite / NAVSTAR. 

  The program was approved later in December that year [3, p. 2] [6]. 

 

  Initially the system was intended for military use only, but after a civilian aircraft being taken 

down by the Soviet Union for flying in unauthorized air-space, president Ronald Reagan 

issued an order to make it available for public use [6] [7] [8]. 

  Despite being available to the public, for many years the GPS signal was purposely 

degraded through a process called “Selective Availability”. Only in May 2000 did president Bill 

Clinton order the discontinuing of the “Selective Availably” procedure [9]. 

 

  Despite the GPS constellation being free to use and nowadays the U.S government being, 

and we quote, “committed to providing GPS at the accuracy levels specified in the GPS 

Standard Positioning Service (SPS) Performance Standard” [9], the end users of GPS 

devices are at the mercy of the U.S. Government (they can degrade the signal if they choose 

to). 

  This was one of the facts that led to the appearance of alternative GNSS constellations such 

as GLONASS (Russian), already fully operational. Others are still in development, like IRNSS 

(Indian), QZSS (Japanese), Galileo (European), which is set to be fully operational in 2020 

and BeiDou (Chinese), scheduled to be global in 2020 [10, p. 13].  

1.1.2. GNSS Receivers 

  In parallel to the evolution of the GNSS satellite systems, there was a push to evolve the 

GNSS receivers. A GNSS receiver is a device capable of performing self-localization, based 

on signals transmitted from a GNSS constellation. 

 

  These devices started out as expensive, overweight and oversized dedicated receiver 

hardware. One of the first commercial devices was the TI-4100 NAVSTAR GPS Receiver, in 

1981. The technology rapidly evolved, with each new device being more and more affordable, 

lighter and smaller. The first handheld GPS Receiver was launched in 1988: The Magellan 

NAV 1000GPS, [10, p. 11]. 

  Nowadays there is a widespread availability of GNSS receivers, mostly still GPS only. This 

availability comes mostly as a consequence of the availability of cheap computational power. 

Another major role is played by the high level programming languages, which can easily 

harness a device’s spare computational power to process a digitized GPS signal feed. 
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  As a result, the dedicated RF hardware of a generic receiver went from a very complex 

bundle of hardware, to something as simple as Figure 1.1. 

 
Figure 1.1: Block diagram of the dedicated RF hardware contained in a generic GNSS receiver. 

  This is the dedicated RF hardware that can be found inside modern smartphones. When 

location data is needed, the raw data is effortlessly processed by the smartphone’s software 

[10, p. 16]. 

 

  Regarding the speed of nowadays receivers, it is measured by the Time-To-First-Fix (TTFF). 

The TTFF refers to the time needed for a receiver to do the first self-localization. The TTFF 

heavily depends on the initial state of the receiver, and normally falls into one of three 

categories [11, p. 3-9]: 

• Cold Start: Where the receiver has no prior knowledge of its approximate position or the 

satellite constellation; 

• Warm Start: Where the receiver already has rough knowledge on its location, time and a 

recent copy of the satellite almanac data; 

• Hot Start: Where the receiver is in standby with a valid position, time, individual satellite 

ephemerides and almanac. 

  In this work we will be mostly interested in the Hot Start TTFF, which ranges from less than 

1 to 15 seconds, depending on each receiver’s purpose. As an example, for the typical 

smartphone user, the priority is to give a user a fast estimation of their position (leading to <1 

sec times), where for a typical industrial application (like agriculture or construction), the 

priority regards the accuracy (leading to <15 sec times) [10].  

1.1.3. GNSS Software Defined Radio Receivers 

  Software receivers started by using dedicated software embedded into “GNSS Application 

Specific Integrated Circuits (ASIC)” [10, p. 16] to process the raw data in Figure 1.1. As 

alluded to before, with the passing of time, the need for dedicated circuits gradually 

disappeared.  

  Nowadays it is very easy to study the viability of SDR approaches to any suitable device, 

from handheld dedicated GNSS receivers to smartphones, due to the widespread of “plug 

and play” architecture. Many of these devices give access to the raw data (Figure 1.1), which 
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leads to the spring of applications and open source algorithms, available online, even for 

devices whose main purpose is not the capture of the GPS signal. 

 

  Many are the institutions around the globe that are striving towards the use of generic 

computing power to conceive GNSS receivers, with remarkable contributes to further the 

knowledge of SDR applied to GNSS receivers [10, p. 28]. Honourable mentions are: 

• Danish GPS Center, with a literature landmark regarding the whole SDR approach [12], 

and the development of an affordable plug-and-play hardware [13] that encapsulates the 

entirety of Figure 1.1 [14]; 

• École Nationale de L'Aviation Civile (ENAC), that is researching applications to UAV, 

aviation, nautical, road and rail transportation [15]; 

• Institut Supérieur de l’Aéronautique et de l’Espace (ISAE), working on multi-constellation 

receivers, jamming and improving performance in harsh environments [16]; 

• Istituto Superiore Mario Boella (ISMB), which focuses on the study of algorithms and SDR 

solutions for GNSS receivers. The main projects regard applications to UAVs and road 

transportation [17]; 

• University of Rijeka, with emphasis in the study of ionosphere corrections [18]; 

• Tampere University of Technology, focusing on baseband processing algorithms, GNSS 

receiver design, localization accuracy, amongst others [19]; 

• Graz University of Technology, that studies trajectory determination, GNSS sensor fusion 

and filtering [20]; 

• Polytechnic University of Catalonia, researching the likes of new algorithms for “Fast 

Precise Point” positioning, multi constellation receivers and “precise ionospheric and 

tropospheric sounding” [21]; 

• Nottingham Geospatial Institute, that studies, amongst other things, external influences 

on GNSS signal propagations and mobile phone applications [22]. 

  Much more academic research is being done. Just in Europe, the likes of “Hochschule für 

Angewandte Wissenschaften München”, “Politecnico di Torino (POLITO)”, “University of 

Padova”, “University of Bologna”, “Institute of Space Technology and Space Applications 

(ISTA) at the Federal Armed Forces University of Munich” [10, p. 28], are actively working on 

the subject. 

 

  Many of all the mentioned institutions work under the umbrella of the 

“GNSS Education Network for Industry and Universities” (GENIUS) program. One of the main 

purposes of the GENIUS program is to promote information sharing between the industry, 

universities and institutes [23]. Despite this fact, other than institutions whose specific 

purpose was to publish academic literature regarding the overarching SDR subject, many of 

the work is still in development, or publications tackle only a very small and specific part of 

the problem, leading to a scarce amount of information. 
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  In this world of scarce information, to date, the literature regarded as landmarks for this 

subject are “A Software-Defined GPS and Galileo Receiver – A Single-Frequency Approach” 

by the Danish GPS Center of Alborg University and Colorado Center of Astrodynamics 

Research of Colorado University, [12], and “Fundamentals of Global Positioning System 

Receivers – A Software Approach” by James Bao-Yen Tsui, [3]. 

1.1.4. Direct RF Sampling 

  Direct RF Sampling is the technology of digitalizing an RF signal without a prior analogue 

frequency downconversion [24].  

  Direct RF Sampling publications regarding GPS date back to 1994 [25], but all of them are 

highly theoretical, since even at the time of writing this work, the highest commercially 

available RF Sampling ADCs digitize at frequencies of approximately 4 GHz [24] [26] [27]. 

This makes it so that even with high-end present day technology, it would be extremely 

difficult and costly to develop a reliable GPS Receiver using Direct RF Sampling, since only 

recently did we overcome the GHz sample frequency. 

  It is also important to mention that the lack of research is not due to lack of will to do it. To 

this date, the highest CPU clock speed achieved is 8.805 GHz [28], meaning even in the best 

possible scenario, we wouldn’t have much room to work with for GPS applications. We will 

need further technology advances before delving in this topic. 

 

  Visually, this method can be represented as: 

 
Figure 1.2: Simplified block diagram of Direct RF sampling. 

  As we can see, it is very similar to Figure 1.1. The difference is that here there is no 

downconversion, meaning the raw data is at the original signal frequency. In the specific case 

of GPS, whereas in a typical SDR application (Figure 1.1) the raw data is usually delivered at 

the MHz signal frequency, here the raw data is outputted with a GHz signal frequency. 

1.2. Timing and Motivation 

  As alluded to before, nowadays there is little information regarding this subject: Most of the 

receivers available mostly have no documentation regarding their architecture in terms of 
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signal processing, difficulting the process of building knowledge upon what has already been 

done. 

  Only recently was “user friendly” SDR software made widely available: The one used in this 

work, GNU Radio Companion (GRC), was first distributed in 2009 [29].  

  With many institutions throughout the world actively working in the GNSS field, using SDR 

technology, we at IST aim with this work to make our contribute. 

  Therefore our main motivation is to further the knowledge about GPS software receivers, 

both as a complementary framework to nowadays intermediate frequency RF receivers, and 

as a dedicated framework for Direct RF Sampling, for a future when Direct RF Sampling 

becomes a viable mean of GPS signal Acquisition. 

 

  In the context of IST, prior work was already done in GPS SDR receivers. An honourable 

mention regards the work done by Gonçalo Martins Tomé, on “Post-Processed Acquisition & 

Tracking of GPS C/A L1 Signals: A Software-Defined Receiver Approach” [30]. He lightly 

touched on the “Acquisition” part of the problem, using it as a stepping-stone to an in depth 

study of the “Tracking” part of the problem.  

  In light of this, we could say that one of our secondary motivations is to build upon his work. 

As such, we aim to delve deep in the “Acquisition” part of the problem.  

 

  Regarding the timing, the appearance of new markets, like the “Internet of Things”, 

“Advanced Driver Assistance Systems”, autonomous driving, unmanned ships, etc., is and 

will keep creating a huge technological demand, which will put immense pressure on 

researchers to produce new hardware and software improvements to current navigation 

methods [10], and we aim to do our part in supplying for that demand. 

  With cheap computational power, accessible dedicated software, and the need for 

transparent work environments, this is then the perfect timing to delve in the SDR topic.  

  Regarding the study of applying Direct RF sampling to GNSS signals, since only recently we 

achieved A/D converters borderline capable of GHz sample rates [31] [32], we feel that now is 

the time to contribute to solving problems that will arise in the future.  

1.3. Goals  

  The main goal of this work is to inquire about the potential of a GPS software receiver. We 

will solely focus on the Acquisition part of the problem, meaning that our primary objective is 

the development of a GPS SDR receiver flexible enough to receive any digitized GPS signal 

feed and derive the corresponding satellites in line of sight and respective delays, in real time. 

  As a secondary objective we aim to study the impact that different signal frequencies and 

sample rates have on the Acquisition process. Specifically, we will critique low frequency 
sampling vs. high frequency sampling vs. Direct RF sampling: 
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• Low frequency sampling: A RF front-end analogically downconverts the RF signal to IF, 

and only then it is sampled and digitally downconverted to baseband. We will also refer to 

this approach as Partial Analogue Approach; 

• High frequency sampling: The RF signal is sampled and then digitally downconverted 

to IF, before baseband; 

• Direct RF sampling: The RF signal is sampled and digitally downconverted directly to 

baseband. 

1.4. Limitations and Challenges 

  GNU Radio is a very recent piece of software. Most of the blocks have no documentation, 

and despite this fact, many of them are widely used. This problem gets even worse when you 

start importing libraries, where in addition to the scarce documentation, one has to deal with 

occasional undocumented bugs like input parameters being wrongly described (ex: the 

documentation stating that the input parameter is the signal frequency, but in reality it is the 

signal period). This leads to one needing to extensively test each of the blocks a priori. 

  In addition, the software by itself is very unstable and unforgiving. Any kind of uninformed 

tinkering with the blocks will almost surely make the whole GRC crash and will most definitely 

render the software unusable, possibly even corrupting the whole Linux distribution.  

 

  The GNU Radio learning curve is punishingly steep. The user must have prior deep 

knowledge of Unix based systems, Telecommunications, Programming (in C++ and Python 

simultaneously), Bash, and Simulink-like software. One must also have a solid understanding 

of pipeline programming in order to be able to develop your own blocks. 

  Everything GNU related said in this work is knowledge acquired through extensive testing 

and/or questions answered by Eng. Germano Capela. 

 

  Another major challenge is the complexity of GPS receivers and the GPS signal structure. 

One must a priori understand the whole process of Acquisition. Also a deep understanding of 

programming is needed to be able to translate the GPS receiver structure into an analogous 

software defined one. 

 

  Finally one has to also have a deep understanding of Artificial Intelligence (AI) problem-

solving to be able to successfully translate the Acquisition problem into an AI problem, to 

correctly implement AI search performance enhancements. 
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1.5. Proposed Approach 

  We are aiming to develop custom MATLAB algorithms that, by inputting a raw signal 

sampled at any frequency, either directly digitized or analogically downconverted to an 

intermediate frequency and then digitized, extracts the satellites currently hovering our 

location, and respective delays, in real time. For this a lot of background knowledge is 

needed. 

 

  The Acquisition starts by receiving and sampling the raw signal. In accordance to the 

Nyquist Theorem, the sample rate must be greater than two times the maximum signal 

frequency. Since we are interested in the C/A codes, whose frequency spectrum is infinite, 

we must compromise. Assuming the entirety of the spectrum is contained in the null-to-null 

bandwidth (2.046 MHz), the minimum sample rate is: 

 𝐹!"#$ ≥  2 
2.046 ∗ 10!

2
= 2.046 𝑀𝐻𝑧 

(1.1) 

  We remind the reader that one of our goals is to study the impact of high frequency 

sampling. In light of this, instead of 2.046 MHz, our minimum sample rate will be: 

 
𝐹!"#$ ≥  2 ( 1.57542 ∗ 10! + 𝑓! +

2.046 ∗ 10!

2
) ≅ 3152.9𝑀𝐻𝑧 ≅ 3.1529 𝐺𝐻𝑧 

(1.2) 

where 𝑓!  is the Doppler frequency resulting from the satellites movement relative to the 

receiver. 

  Our mindful choice of a GHz sample rate is an important nuance to keep in mind, and will be 

referenced many times throughout this work. 

 

  After receiving and sampling the signal, the next phase regards the bulk of the computing 

work. Here follows a brief overarching explanation. 

 

  First we start by windowing the signal. Since the C/A code has 1 ms length, we extract 1 ms 

of data from the raw data stream. Making 1 ms windows may result in occasionally 

unsuccessful Acquisitions, but as we will see, the Acquisition speed is so high that 

sporadically failing it will not be a problem. 

 

  After windowing the signal, the work diverges into two approaches. In summary: 

• In one, we directly strip away the carrier frequency from the raw signal, and then work the 

resulting data. We will call it Downconvert to Baseband, Direct Downconversion, or 

simply Direct; 

• In the other, we downconvert the raw signal to an intermediate frequency, integrate, 

downcovert again, this time to baseband, and then work the resulting data. We will call it 

Downconvertion to IF. 
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  The referred “working the resulting data” simply means finding the goal state: The phase 

offset 𝜑, C/A code delay 𝑡, and Doppler frequency 𝑓! that produce a high correlation peak, for 

each satellite (each C/A code). 

 

  In both approaches we implemented three different ways of finding these unknowns. We call 

these search algorithms: Bruteforce, Offset Pruning, and Circular Correlation. This gave 

us a good understanding on how “Downconvert to Baseband” compares to 

“Downconversion to IF”, and how the algorithm endorsed by the literature, Circular 

Correlation [3, p. 143], fares against commonly used AI approaches.  

  Two additional search algorithms were implemented as further work to achieve better 

results: Aliasing Pruning and Random Mutation Hill-Climb algorithms. 

1.6. Document Structure 

  Firstly, we will expose the reader to the GPS Signal Structure, meaning what is a satellite 

actually transmitting, the mathematical formulation of it, and how and what information is 

extracted from the satellite transmissions. By the end of the chapter, the reader should be 

familiarized with the Telecommunications and Mathematical aspects involved. 

  Next, we will describe the alternative developed to the real world Acquisition. We will delve 

in why the need for a GPS Simulator appeared, how the simulator works, and what “doors 

open up” using the simulator. 

  Then, we will contextualize the MATLAB algorithms, starting by familiarizing the reader with 

the Telecommunications and Mathematical background, and ending with the AI perspective of 

the problem. 

  Furthermore, we will describe each one of the MATLAB algorithms. We will go in detail 

regarding the inspiration behind them, the way they operate, their purpose, and how they fare 

against each other. 

  Finally, we will end with the critique of the results and asserting the feasibility of our goal. 
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2. Theoretical Background 

  This chapter offers the background knowledge needed to understand the problem at hand: 

The theory behind the concepts used and the respective mathematical formulation will be 

explained. We will go through the problems the theory brings up, and the respective trade-offs 

and workarounds. 

 

 

2.1. GPS Signal Structure 

  We will start by familiarizing the reader with the satellite signal part of the problem. 

2.1.1. Transmitting end  

  The legacy GPS signal is made up of two frequencies: The L1 and L2, 1575.42 MHz and 

1227.6 MHz, respectively. To the receiver, both frequencies are coherent with a 10.23 MHz 

clock, thanks to the satellites already taking into account the relativistic effect. 

 
Figure 2.1: Simplified legacy GPS satellite signal structure. 
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  The L1 signal is composed of two BPSK (binary phase shift keying) modulated signals, 

orthogonal to each other, i.e., with a phase offset of π/2, also known as the In-phase and 

Quadrature components. They contain the P and C/A codes phase-locked together. 

 

  The structure of the L1 signal is as follows:  

 𝑆!! =  𝐴!𝑃 𝑡 𝐷 𝑡 cos 2𝜋 𝑓!!𝑡 + 𝜑  +  𝐴!/! 𝐶/𝐴(𝑡) 𝐷(𝑡) 𝑠𝑖𝑛(2𝜋 𝑓!!𝑡 + 𝜑) (2.1) 

where 𝑆!! is the signal at L1 frequency, 𝐷(𝑡) is the Navigation Data code (which we will 

address later), 𝑓!! is the L1 frequency, 𝜑 the initial phase, t is the time, 𝐴! is the amplitude of 

the P code, 𝑃(𝑡) represents the phase of the P code (which translates into ±1),  𝐴!/! is the 

amplitude of the C/A code and 𝐶/𝐴(𝑡) represents the phase of C/A code (which translates 

into ±1) [3, p. 73]. 

 

  The P code is encrypted and restricted to military use, and thus its study is not relevant to 

this work (reason why we will not delve in the L2 frequency) [3, p. 73]. Regarding the L1 

frequency, the P code can easily be extracted from the signal: Digital signal processing 

software, such as GNU Radio, can automatically separate the In-phase from the Quadrature 

component. 

  As a side note, considering both components puts an immense strain on GNU-Radio, so any 

kind of way to soften the load should be pursued. Since we are pursuing only the “Acquisition” 

part of a GPS receiver, we have no need for the In-phase component, and thus we will mostly 

disregard the P code. 

 

  Resuming the topic: Analysing the 𝑆!! signal, if we separate the two complex components, 

we find that the Quadrature component is given by: 

 𝑆! =  𝐴!/! 𝐶/𝐴(𝑡) 𝐷(𝑡) 𝑠𝑖𝑛(2𝜋 𝑓!!𝑡 + 𝜑) (2.2) 

Disregarding 𝐷(𝑡) for now, the 𝐶/𝐴(𝑡) component is the one responsible for the modulation of 

𝑆!. As alluded to before, 𝐶/𝐴(𝑡) can be either +1 or -1. The product of 𝐶/𝐴(𝑡) by 𝑠𝑖𝑛(2𝜋 𝑓!! +

𝜑) emulates the effect of changing the phase by π, which corresponds to BPSK modulation. 

BPSK is a fairly simple concept so it will not be touched on in this work.  

 

  Visually, 𝑆! is represented in Figure 2.2. 
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Figure 2.2: Impact of BPSK modulation on the L1 carrier wave (Carrier), using a 𝐶/𝐴! code (𝐶/𝐴! =

[−1,−1,+1,+1,−1,+1,… ]) and navigation data (𝐷 𝑡 = [−1,… ]). Horizontal axis is the time in seconds. 

Vertical axis is the normalized amplitude. 

  The structure of 𝐶/𝐴(𝑡) is as follows: 

 𝐶/𝐴(𝑡)  = (−1)!"#(!);  𝑁 𝑖𝑛 [1,1023] (2.3) 

where 𝑃𝑅𝑁(𝑁)  represents the current (𝑁!! ) chip. “N” is sequentially incremented each 

1/(1.023 ∗ 10!) seconds, i.e., approximately every 977.5 ns. Providing some visual context, 

the first 6 symbols of 𝑃𝑅𝑁! are: 𝑃𝑅𝑁! 1 , 6 = [1, 1, 0, 0, 1, 0], which, when taking 𝐷 𝑡  into 

account, translate into the square wave represented in Figure 2.2. 

  We can now see that 𝐶/𝐴(𝑡) will be a square wave of absolute value always equal to one.  

 

  Delving in 𝑃𝑅𝑁 (𝑁), it is a 1023 symbol code of (0)s and (1)s, with a period of 1 ms. Each 

satellite has its own unique PRN code. All of the PRN codes belong to a family of 

pseudorandom noise codes known as the Gold codes. The Gold codes are generated from 

the XOR of two 1023-symbol sequences G1 and G2. Both G1 and G2 are generated by a 

maximum-length linear shift register of 10 stages and are driven by a 1.023 MHz clock [33] [3, 

p. 78]. 
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Figure 2.3: G1 (above) and G2 (below) maximum-length sequence generators. 

  In each instant, the G1 symbol is the value of the tenth position of the G1 shift register, 

while the G2 symbol results of the modulo-2 adder of two predetermined positions of the G2 

register (two different “TAP”s in the G2 diagram of Figure 2.3). The chosen taps of the G2 

generator determine the satellite ID. 

  There are 37 different used combinations of the two G2 taps. Performing the XOR of G1 10th 

tap and the two G2 desired taps results in 37 possible sequences, also known as the 37 PRN 

sequences. The first 32 are the so-called C/A codes and each satellite has its own unique 

C/A code. The other 5 sequences are reserved for other applications such as ground 

transmission [33] [3, p. 81]. 
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Table 2.1: Code Taps assignments. 

  As a side note, what we explained here is the original way of generating the C/A codes. The 

C/A codes are also widely available on the Internet, so this section simply serves the function 

of giving the reader context regarding their origin. There are other expedite ways of 

mathematically generating the codes, like the polynomial formulation shown in Figure 2.3, but 

these go beyond the scope of this work.  
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  The importance of these codes comes from their unique properties, the most important of 

which being the fact that each C/A code has a high autocorrelation peak when correctly 

aligned, and no cross-correlation peaks regardless of alignment [3, p. 83]. 

 
Figure 2.4: Auto and cross correlation of 𝐶/𝐴! with a local C/A 1 and 2. C/A codes with 10 samples per 

symbol. 𝐶/𝐴! contains delay. Horizontal axis is the C/A code delay, in samples. Vertical axis is the value 

of the correlation between the two C/A codes. 

  Due to the low cross-correlation property, when working with the C/A codes, for any 

operation other than autocorrelation, the codes behave like noise. This is an important fact 

because it allows all satellites to transmit in the same frequency with very low signal 

degradation. 

  Thanks to the extremely high autocorrelation, the GPS constellation can safely transmit well 

below the average noise level (at the receiver). Even when the signal is amplified to a 

reasonable power level, the C/A code spectrum cannot be observed in a spectrum analyser 

because the noise is much stronger than the signal [3, p. 74] [12, p. 54], and despite this, the 

receiver can still generate meaningful correlations. 

 
  It is also important to touch on the fact that the C/A code is not the only information 

transmitted at any given time. Superimposed over the C/A code there is the Navigation 

Message, also BPSK modulated, represented by the factor 𝐷(𝑡)  in Equation 2.2. The 

Navigation Message has very important information for performing self-localization. 

Nonetheless, to extract the C/A codes we just need to understand its structure. 

  The entirety of the Navigation Message is called the Master Frame and it takes 12.5 minutes 

to be fully sent. The Master Frame is structured in 25 pages (also called frames). Each page 

is divided into 5 subframes. Each subframe contains 10 words and each word is comprised of 
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30 bits (the Navigation Data bits/symbols). Therefore, the entire Navigation message contains 

25 ∗ 5 ∗ 10 ∗ 30 = 37500 bits and takes 12.5 minutes to broadcast. This translates into a 

symbol rate of 50 Hz [33] [3, p. 84-96] [12, p. 28-30] [34]. 

 

 
Figure 2.5: Visual representation of the structure of the Navigation Message. 

  We remind the reader that the C/A code has a period of 1 ms, where the Navigation 

Message bit/symbol duration is 1/50 𝐻𝑧 = 20 𝑚𝑠, meaning that contained in each bit/symbol 

of the Navigation Message there are 20 C/A full codes. Since the focus of this work is the C/A 

codes, our time reference is 1 ms, so these “Navigation Message bit inversions” are 

infrequent.  

 
Figure 2.6: Example of bit inversion caused by the Navigation message. All horizontal axes are time in 

milliseconds, vertical axes are the normalized code amplitudes. 
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  In light of the end goal of this work being the extraction of the C/A code, the relevant part to 

keep in mind is that two consecutive C/A codes may have different phases: Since the 

Navigation Message is multiplying the C/A code, a bit inversion of the Navigation Message 

inverts the C/A codes. 

2.1.2. Receiving end  

  Until now we delved in the transmitter side of the signal, meaning what the satellite is 

broadcasting. Imagine now a scenario with a single satellite broadcasting, for simplicity. At 

the receiver’s end, after filtering out the In-phase component we end up with: 

 𝑆!"#"$%"! =  𝐴!/! 𝐶/𝐴(𝑡) 𝐷(𝑡) 𝑠𝑖𝑛(2𝜋 (𝑓!! + 𝑓!) 𝑡 + 𝜑) + 𝑁(𝑡) (2.4) 

  Besides what we’ve previously seen, there is 𝑁, the noise and 𝑓! the Doppler frequency, as 

seen by the receiver.  

  The noise is the cumulative noise acquired through the signal travel. We remind the reader 

that the noise power is substantially higher than the signal power, so despite this 

mathematical representation, a capture of the signal would be perceived as just pure noise.  

  Regarding the Doppler frequency, to know the Doppler frequency we need to know the 

satellite speed. A satellite has a maximum possible Doppler velocity of 929 m/s [3, p. 39]. This 

means the maximum possible Doppler for the L1 frequency, as seen by a stationary receiver 

is: 

 
𝑓! =

𝑓!! ∗  929
𝑐

=
1575.42 ∗ 10! ∗  929

3 ∗ 10!
≈ 4.9 KHz (2.5) 

where c is the speed of light. Therefore for a stationary receiver the maximum Doppler is 

about ±5 KHz. For simplicity, this will be the Doppler frequency considered for this work, 

nonetheless this is not a “one size fits all”: If we were dealing with a non-stationary receiver, 

like a high-speed aircraft, we would have to consider a Doppler frequency of about ±10 KHz 

[3, p. 39]. So for any future work with non-stationary receivers, we would have to refine the 

Doppler boundary so that we have the minimum Doppler interval possible, but still include the 

desired additional Doppler created by the motion of the receiver. We strongly suggest to not 

simply use the ±10 KHz boundary for all cases because that would be wasted processing 

time for most of the applications. 

 
  Backtracking a little, in a simplified and concise manner, from the signal received: 

 𝑆!"#"$%"! =  𝐴!/! 𝑪/𝑨(𝒕) 𝑠𝑖𝑛(2𝜋 (𝑓!! + 𝒇𝐝) 𝑡 + 𝝋) + 𝑁(𝑡) (2.6) 

We want to find out the 𝑪/𝑨(𝒕), and for that we need to know the Doppler frequency 𝒇𝒅, and 

phase offset 𝝋. 

  Notice that we left out the 𝐷(𝑡) component of Equation 2.4. As the probability of windowing 1 

ms of the signal with a 𝐷(𝑡) transition is so low (we remind that D(t) bit transition may occur 

once every 20 ms), circumventing 𝐷(𝑡) would take longer than simply disregarding it and 

sporadically failing one Acquisition cycle. 
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  To find out 𝑪/𝑨(𝒕), we need to remove the sinusoidal component, and for that we need both 

𝒇𝒅 and 𝝋, but both of these are unique for each satellite, at each given time. So to find them, 

we need to know which satellite are we “looking at”, and for that we need to find the 

respective 𝑪/𝑨(𝒕).  

  As we can see we need all of the information simultaneously. We will see ahead that the 

approach to circumvent this problem is to find the Doppler frequency and phase offset limits, 

discretise the intervals, and test all possible Doppler and phase combinations until we find the 

one that gives us access to 𝑪/𝑨(𝒕). 

 
  Summarizing in a checklist, to extract the C/A codes from Equation 2.6, we would need to: 

• Remove the sinusoidal component; 

• Filter out the noise (as much as possible); 

• Correlate the resulting data with a locally generated C/A code with the right delay (t). 

If the correlation produces a well distinct peak, similar to the autocorrelation peak in Figure 

2.4, then we successfully extracted the C/A code. 

 

  To remove the sinusoidal component we need to know a priori the signal frequency and 

phase offset. 

  The signal frequency is 1575.42 MHz ± 5 KHz (L1 frequency + Doppler). This being an 

interval it will have to be discretized. It is possible to deduce that the frequency interval should 

be no more than 1 KHz [3, p. 143]. Despite the 1 KHz limit, it is of good practice to try to 

converge to the real Doppler frequency, but this would lengthen the Acquisition process. So in 

light of this, instead of implementing a converging algorithm we decided to halve the interval, 

to 500 Hz [12, p. 71], meaning that at worst we will have a S/N degradation off: 

 
𝐿𝑂𝑆𝑆!",!" = 20 𝑙𝑜𝑔(

sin 𝜋 𝛥𝑓 𝑇2
𝜋 𝛥𝑓 𝑇2

)) = 20 𝑙𝑜𝑔(
sin 𝜋 500 0.0012
𝜋 500 0.0012

)) ≈  −0.912 𝑑𝐵 (2.7) 

where 𝛥𝑓  is the frequency interval, and 𝑇  the C/A code period [35]. This is a trade-off, 

meaning we sacrifice S/N to achieve extremely higher Acquisition speeds. 

  The phase offset can be anything from 0 to 2𝜋. Since it is impossible to find out a priori, the 

Acquisition process has to find a way around it. The solution we found was again to consider 

a discrete interval from 0 to 3𝜋/4, spaced by 𝜋/4. If the signal received phase is between 0 

and 3𝜋/4, we naturally match it, if it is between 𝜋 and 7𝜋/4 we simply get a negative version of 

the signal (being positive or negative is irrelevant because, as we will see ahead, we are 

interested in the absolute value of the correlation). This allows us to disregard half the 

possible phase offsets, ending up with only four possible offsets, which significantly increases 

the Acquisition speed, at the cost of having some extra signal degradation. But how much 

signal degradation? 
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  As we will see in detail ahead, to remove the sinusoidal component, we use a trigonometric 

identity similar to: 

 sin 𝐴 ∗ sin 𝐵 =
1
2
( cos 𝐴 − 𝐵 − cos 𝐴 + 𝐵  ) (2.8) 

Using this identity, we can calculate the maximum extra signal degradation for a perfectly 

matched signal in all regards but phase offset. Starting by multiplying the received sinusoid by 

a locally generated sinusoid we end up with: 

 

sin 𝜔𝑡 + 𝜑! ∗ sin 𝜔𝑡 + 𝜑!

=
1
2

 cos 𝜔𝑡 + 𝜑! − 𝜔𝑡 − 𝜑! − cos 𝜔𝑡 + 𝜑! + 𝜔𝑡 + 𝜑!  

=
1
2
( cos 𝜑! − 𝜑! − cos 2𝜔𝑡 + 𝜑! + 𝜑!  ) 

(2.9) 

where 𝜔𝑡 is a placeholder in this explanation, and the 𝜑s are the mismatched phase offsets. 

We will see ahead that the component containing 2𝜔𝑡 can be removed, leaving us with: 

 1
2
( cos  𝜑! − 𝜑!  ) (2.10) 

where 𝜑! − 𝜑! is the phase offset error. Since we are only interested in the impact of the 

mismatched phase offset, we disregard the ½ factor. In addition, since we are using a fixed 

phase offset interval, after testing all offsets the maximum possible offset error is half the 

value of the interval, meaning (𝜋/4)/2.  

  With all this, we conclude that the maximum loss created by discretising the phase offset 

interval is: 

 
𝐿𝑂𝑆𝑆!",!" ≥ 20 𝑙𝑜𝑔 𝑐𝑜𝑠

max 𝜑! − 𝜑!
2

= 20 𝑙𝑜𝑔 𝑐𝑜𝑠
𝜋
8

≈  −0.688 dB 

(2.11) 

 

  As a side note, to put these signal losses in context (Equations 2.7 and 2.11), taking into 

account that a typical GPS S/N is about -30 dB [3, p. 75], using discretisation provides an 

extra −0.912 − 0.688 = −1.6 dB, while providing an exceptional Acquisition speed increase. 

Concluding, it is a very rewarding trade-off. 

 

  Back to the checklist, after removing the sinusoidal component, filtering out the noise can be 

done with a simple low pass filter with a minimum passband of half the C/A code bandwidth, 

meaning 1.023 MHz (if we are considering the null to null bandwidth).  

  As a side note, the Golden Codes are so resilient to noise that we can achieve extremely 

good results even without a filter. We will see ahead that some algorithms resort only to 

integration as a filtering method, for the sake of achieving greater Acquisition speeds. 

 

  Correlating the received C/A code with a locally generated C/A boils down to:  

• Discretizing the signal received (with any desired sample rate, so long as we are 

respecting the Nyquist inequality); 



 21 

• Generate a local C/A code with matching sample rate and matching code delay;  

• Perform cross multiplication of the two.  

  In practice, since we do not know the delay a priori, we need to test the correlation for all 

possible delays. 

 

  Summarizing all of these steps, to extract a predetermined C/A code, the problem boils 

down to three unknowns:  

• Doppler frequency 𝑓! (simply Doppler from now on); 

• Phase offset 𝜑 (simply offset from now on); 

• C/A code delay 𝑡 (simply delay from now on). 

  These three variables constitute a portion of our state space, concept explained further 

ahead. We will also discuss ways to circumvent these unknowns, greatly decreasing the size 

of our state space. 

 

  Many more things can be said about the GPS Signal Structure, nonetheless this was the 

information needed for this work: These concepts are the foundation for the GPS 

Constellation Simulator and the Acquisition Engine. 

2.2. Real Data and GPS Constellation Simulator 

2.2.1. Real Data  

  We started by trying to perform Acquisition with the USRP-E100 [36], but after extensive 

testing we concluded it would be an impossible task. 

  When dealing with a signal, the USRP daughterboard first receives the analogue signal and 

downconverts it to baseband. The signal is then sent to the ADC, which samples it at the 

desired sample rate [36]. This whole process is automatic and can not be stopped or 

tampered with.  

  The problem arises due to the C/A code having a symbol rate of 1.023 MHz, meaning that 

our desired sample rate has to be at least 2.046 MHz This is impossible to achieve with the 

available USRP model because it starts to “overflow” [37] as soon as we enter the megahertz 

sample rates. If we can not have a continuous 1 ms data stream, we can not perform a 

successful correlation, meaning that we are receiving nothing but noise. Furthermore, we do 

not know how much time the USRP skipped, meaning there is no way to reconstruct the 

signal.  

 

  This led us to create a “GPS constellation simulator”. Despite being preferable to work with 

real data, with a simulator we can design it to produce signals with any sampling frequency, 

meaning that we can work directly with high frequency high sampled signals (GHz order). 
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  In parallel, we will use one of the real signals available online [14] as if it were the signal 

collected by us through the USRP. It is a signal available for free online, used by the authors 

of “A Software-Defined GPS and Galileo Receiver: A Single-Frequency Approach”. It is widely 

tested and the ground of many online works, so it is a suitable raw feed to use as stepping 

stone for both validation and results discussion. 

2.2.2. Simulator  

  To accurately simulate a GPS constellation we had to implement the code with parallel 

processing: We need to simulate the signal of all visible satellites at the same time. 

Implementing this from scratch in Python or any other high level language would be 

monumental work, so that left us with having to choose between MATLAB-Simulink, GNU-

Radio, or some other similar program. 

  We choose to create the simulator in GNU-Radio because despite the documentation being 

basically non-existent, GNU-Radio ended up being the best tool: It is the most optimised 

platform to work with RF signals [38] and we could recycle knowledge and code that we’ve 

done for the real life receiver. 

 
  Before going any further, we will address the elephant in the room: The simulator simulates 

only the Quadrature component, without the Navigation Message. Mathematically, the output 

of the simulator corresponds to Equation 2.6.  

 

  Getting the lack of Navigation Message part out of the way, as previously explained, the 

chances of windowing a Navigation Message bit transition are extremely low. Adding the fact 

that GNU-Radio suffers from a lot of performance issues, we concluded that the catering to 

precision didn’t outweigh the several minutes increase in each 1 ms simulation time.  

   

  Regarding simulating only the Quadrature component, let’s start by understanding the 

procedure to access it. 

 

  For simplicity let’s assume our starting point is a generic complex phase-locked signal 

(noiseless). We can represent it in a polar manner as: 

 𝑆! = 𝐴 𝑒𝒋(!!"#!!!) (2.12) 

where 𝑆! is the complex phase-locked signal, 𝐴 is the amplitude, 𝑓 the frequency and 𝜑! the 

starting phase offset. 

  Representing Equation 2.12, normalized by the amplitude A, a single timeframe of it is 

presented in Figure 2.7. 
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Figure 2.7: Plane representation of a complex phase locked signal normalized by amplitude. “I” refers to 

the In-phase axis, “Q” to the Quadrature axis. 

As we can see, 𝜑! does not need to be equal to zero, it can be any value. This leads to, most 

of the time, the reciever real/imaginary axes (represented as the black axes in Figure 2.7) not 

corresponding the signal I/Q components. 

 

  Analogous to what we explained previously for the one dimension problem, here we also 

have to find the correct phase offset 𝜑! (visually, in Figure 2.7 we are aligning the black axes 

with the red ones). Using an arbitrary 𝜑! to decompose the two components would wrongly 

decompose the signal (as seen in above, using 𝜑! = 0 wrongly decomposes the signal to x0 

and y0).  

  Assuming we already know the frequency, after finding the correct 𝜑!, we’ve solved the 

problem and are rewarded with full access to the information stored in both components. 

Following the proposed example, we would be interested in the information stored in the 

𝑠𝑖𝑛(2𝜋𝑓𝑡 + 𝜑!) component. 

 

  This is a very wattered down way of understanding what we would have to do, if we were to 

receive a complex signal, in order to access the information stored in the Quadrature 

component. We will not go into further detail because, as we will see, this goes beyond the 

scope of our work. 
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  What the reader needs to take from this information is that in the complex case, instead of 

having a single stream of data, we have two: At any given instant, we have to deal with the 

value of the real and the imaginary parts of the signal. This effectively doubles the amount of 

samples the AI algorithms would have to deal with.  

  By accepting this fact, and pursuing the “complex route”, we would face a tremendous 

performance backlash, both in the simulator (simulating a complex signal would more than 

double the simulation time) and in the AI algorithms (also more than doubling the computing 

time). 

 

  So here come into play the “raw GPS signals” we found online (that were not behind a 

paywall, encripted, or purposely degraded). All of them consisted only of the Quadrature 

component, meaning that even if we were simulating the whole complex GPS signal, for a 

meaningful and fair validation and result discussion, we would need to extract the Quadrature 

component a priori, and only then feed the result to the AI algorithms. 

  So, for a meaningful validation and results discussion, the road we should have taken 

should have been dissecting the complex signal a priori. There are multiple blocks for GNU-

Radio Companion that automatically separate the In-phase from the Quadrature component, 

even when the signal suffers some sort of rotation. Simply by using one of these blocks we 

could accurately decompose the signal a priori, before sending it to the AI algorithms, and 

achieve the desired comparability to the online signals. 

  However, it is not that simple, because these “blocks” are black-box blocks, with no 

documentation, meaning that for the sake of “doing it all by the book” we would be inserting 

unknown factors that can not be dealt with later in the Acquisition process. 

 

  So we decided to take the safe approach: Since it is possible to separate both complex 

components a priori into independent feeds (proven by the existence of said GNU-Radio 

blocks, and by the online signals already being Quadrature only), that is no different than 

simulating only the component we are interested in.  

  This approach solves all the validation and result discussion incompatibilities, and the 

performance issues.  

  Segregating the I from the Q component of the signal a priori is extremely desirable 

performance wise, so that the search algorithms can focus solely on “searching”. As such, for 

future work we advise coding a segregation block without relying on the black-box blocks, and 

upgrade the flowchart form “real” to “complex” 

 

With all of these issues dealt with, let’s go through the simulator in detail. 

 

The simulator is composed of four main blocks for each satellite: 

• A custom made block (specific for the corresponding satellite): sateliteX_py_ff; 

• A sinusoidal wave generator: Signal Source; 
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• A noise generator: Noise Source; 

• A delay block: Delay. 

 
Figure 2.8: Block chain of satellite 17, developed in GNU-Radio Companion. 

  The Custom block is a custom made python module done to simulate the C/A code of each 

satellite. By default it disregards the input, but it can be made to have an input that 

increases/decreases the power of the C/A signal over time (As an example, this allows the 

user to simulate a sudden appearance of a new satellite over the horizon). Nonetheless, for 

the purpose of this work there is no need to use this ability.  

  What each of these custom blocks does is: 

• They have a stored copy of the corresponding C/A code; 

• They accept the user input “Samples per Symbol”; 

• They upsample the stored C/A code to a stream of data with the desired samples per 

symbol. 

  The user needs to take into account that the user input is not the sample rate, but the 

samples per symbol, meaning that if the user wants a specific sample rate, some additional 

calculations are needed. 

  As a side note, if the user is not careful with the choosing of the sample rate and samples 

per symbol, he might end up with a C/A code with more (or less) than 1 ms. As a rule of 

thumb, one should first define the desired signal sample rate, and derive the needed samples 

per symbol. 

 

  The Signal Source is a block that generates a sinusoidal wave, real or complex [39]. It 

accepts as inputs the signal frequency, sample frequency, the phase offset and a factor 

constant. 

  The phase offset is a little redundant to use, since we will randomly window the resulting 

signal of the whole simulator, meaning that we’ll inevitably have a random phase offset, but it 

is useful to force different phases for different satellites. 

  The factor constant is used for increasing or decreasing the signal power. 

 

  The Noise Source is a simple white Gaussian noise generator [40]. The block needs the 

standard deviation as an input parameter. 
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  The Delay block [41] is used to simulate the C/A code delay of each satellite relative to each 

other. The user input is the number of samples (not symbols) he wishes as delay. This is not 

the only delay seen by the search algorithms, since upon windowing the signal, we are 

effectively creating an extra delay on top. 

 

  The rest of the blocks (Multiply, Add and File Sink) are presumably self-explanatory. 

 

  With this block structure, we get the resulting signal for each satellite: 

 𝑆! =  𝐴!  𝐶/𝐴!(𝑡) 𝑠𝑖𝑛(2𝜋𝑓𝑡 + 𝜑!)  +  𝑁!(𝑡) (2.13) 

where 𝑆!  is the satellite signal, 𝐴!  is the signal amplitude, 𝐶/𝐴!(𝑡)  is the upsampled C/A 

stream, 𝑓 is the desired carrier frequency (can simply be the L1 frequency, or the L1 plus 

Doppler), 𝜑! is the phase offset and 𝑁!(𝑡) is the added noise. The subscript i indicates the 

number of the satellite.  

 

  Outside the block structure presented, there are several Throttle blocks [42], that serve to 

limit the processing power consumed by GNU Radio, effectively lowering the overall speed of 

the whole flowchart (without this, the whole computer would crash as soon as we try to start a 

simulation). The flowchart still “thinks” that it is outputting samples at the desired sample rate, 

but what is really happening is that the whole GNU Radio internal clock is slower than normal.  

  This gives more time for the computer to compute each sample, effectively allowing us to 

output samples at frequencies much higher than otherwise would be possible. 

  To put things into perspective, it takes about two minutes to simulate 1-2 ms of raw data, at 

approximately 15 GHz sample rate, with the maximum throttle possible. 

 

  The output of the whole flowchart can either be each one of the 32 𝑆! independently in 32 

files, or a single file output with the sum of the 32 𝑆!. Since the whole flowchart is extremely 

heavy on the computation needs, we advise against adding more operation blocks than 

needed, so we chose to output the 32 signals independently, and sum them afterwards. 
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3. C/A Code Extraction Engine 

  This chapter focuses on laying down the computer “point of view”. 

  It starts with a brief overarching explanation of the mathematical formulation for extracting 

the C/A codes from a generic raw signal, followed by the analogous AI perspective of the 

problem. 

  It ends with the explanation of each of approaches to remove the carrier waves, and each of 

the algorithms to extract the C/A codes. 

 

 

3.1. Acquisition 

  Acquisition regards the whole process of extracting the C/A codes and the corresponding 

delays from the raw signal. Staying true to the SDR approach, this whole process should be 

automated using a coded engine.  

  In this work, the delays, Dopplers and offsets are a means to an end, since without the 

correct ones we can not achieve the correlation peak, and thus they will not be explicitly 

shown in the results. 

 

  The whole engine was programmed in MATLAB. From the high level coding languages we 

chose MATLAB because we wanted to achieve the fastest computation speed possible: 

Despite MATLAB not being the fastest programming language in common coding tasks (like 

loops), it surpasses other high level languages thanks to the highly optimised mathematical 

operations (like correlation, FFT, etc.).  

   

  The engine has some prerequisites. It needs the user to manually input the signal 

frequency, sample frequency, desired intermediate frequency, maximum possible Doppler, 

Doppler interval spacing, phase offset interval and C/A code frequency. The engine also 

needs a user-made low pass filter. 

  Most of these are constants and self-explanatory. The “interval” constants come from the 

interval discretisation previously mentioned. Regarding the low pass filter, for the algorithms 

that use it, we will use a low pass filter with approximately 1.5 MHz passband. This filter 

encompasses the null-to-null bandwidth of a C/A code. 
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  The only non-generic part of the engine (in all its variations) is the previously mentioned 

constants and the opening and loading of the GPS signal data into a MATLAB vector. These 

loading algorithms are unique, catered towards the source of the raw signal, and in our case 

they are all set within the “L_X.m” files (“L” stands for “load”). Other than this, in the eyes of 

the engine, it is working on a vector of numbers. It neither has prior knowledge, nor does it try 

to figure out where the vector came from. 

  The MATLAB code being completely generic for C/A extraction, meaning anyone can plug 

and play it with any raw feed, is a very important fact so that we can validate our GPS 

Simulator. 

 

  The engine has two main approaches to the strip off of the carrier wave, and several 

approaches to the search algorithm. First we will describe the strip off methods followed by 

the search algorithms, but we should keep in mind that the “strip off” needs the “search 

algorithm” (and vice versa), meaning there are no standalone results.  

  Before “zooming in” into each one of the approaches, we will explain the most generic way 

of solving the problem, so the reader becomes familiarised with the overall path. 

3.2. Generic Overview  

3.2.1. Mathematical Approach 

  Assuming that we have no hardware limitations and no noise, right after loading the 

Quadrature component of the GPS raw feed into our programming workspace, we would 

have a signal mathematically described by: 

 
S = ( 𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡) 𝑠𝑖𝑛( 2𝜋 (𝑓!! + 𝑓!,!) 𝑡 + 𝜑!)

!"

!!!

) (3.1) 

where 𝑆 is the received signal, i.e., the sum of all satellites successfully transmitting. From 1 

to 32, 𝑖 corresponding only to the satellites successfully transmitting.  

 
  To remove the sinusoidal component we start by multiplying by a sinusoidal wave with the 

exact same frequency and same offset (ideally): 

 
S = ( 𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡)sin ( 2𝜋 (𝑓!! + 𝑓!,!) 𝑡 + 𝜑!) )

!"

!!!

∗ 𝑠𝑖𝑛(2𝜋 (𝑓!!

+ 𝑓!,!"#$!) 𝑡 + 𝜑!"#$!)  

(3.2) 

 
S =

1
2

 𝐴!/!!  
𝐶
𝐴!
(𝑡) 𝐷!(𝑡) ( 𝑐𝑜𝑠 2𝜋 𝑓!,! − 𝑓!,!"#$! 𝑡 + 𝜑! − 𝜑!"#$!

!"

!!!

− 𝑐𝑜𝑠 2𝜋 2𝑓!! + 𝑓!,! + 𝑓!,!"#$! 𝑡 + 𝜑! + 𝜑!"#$!  ) 

(3.3) 
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where 𝑓!,!"#$! and 𝜑!"#$! are one of the possible locally generated Doppler frequencies and 

phase offsets respectively. This transformation is a well known property of the multiplication 

of two sinusoids. 

 

  We can see that two different signals were generated, a low and a high frequency copies of 

the original one: 

 
𝑆!"# =

1
2

 ( 𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡) 𝑐𝑜𝑠(2𝜋(𝑓!,! − 𝑓!,!"#$!) 𝑡 + (𝜑! − 𝜑!"#$!)) )
!"

!!!

 (3.4) 

 
𝑆!!"! =

1
2

 ( 𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡) 𝑐𝑜𝑠(2𝜋(2𝑓!! + 𝑓!,! + 𝑓!,!"#$!) 𝑡 + (𝜑!

!"

!!!

+ 𝜑!"#$!)) ) 

(3.5) 

where 𝑆!"#  is the low frequency (baseband) and 𝑆!!"!  the high frequency versions of the 

original signal. 

 

  The next step is to remove the high frequency part. This is done by integrating the signal 

(Equation 3.4). Integration acts as a low pass filter, removing the high frequency portion of the 

signal. This requires careful planning, as integrating too much of the signal will also remove 

the low frequency component. This leaves us with: 

 
𝑆!"#$!"%& =

1
2

( 𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡) 𝑐𝑜𝑠(2𝜋(𝑓!,! − 𝑓!,!"#$!) 𝑡 + (𝜑! − 𝜑!"#$!)) )
!"

!!!

 (3.6) 

where 𝑆!"#$!"%&  is the baseband version of the original signal. Ideally, (𝑓!,! − 𝑓!,!"#$!) and 

(𝜑! − 𝜑!"#$!) are equal to zero, meaning we are left with: 

 
𝑆!"#$!"%& =

1
2

( 𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡) )
!"

!!!

 (3.7) 

  In reality matching all satellites simultaneously does not happen, because each satellite has 

its own Doppler and offset. If each one has its own and, most of the time, unique Doppler and 

offset, even if we use a valid Doppler and offset, we will only successfully remove the carrier 

wave of one of the satellites. Meaning, if we use a valid 𝑓!,!"#$! and 𝜑!"#$!, instead of Equation 

3.7, we get: 

 𝑆!"#$!"%& =
1
2
𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡)

+
1
2

( 𝐶/𝐴!(𝑡) 𝐷!(𝑡) 𝑐𝑜𝑠( 2𝜋 𝑓!,! − 𝑓!,!"#$! 𝑡                           
!"

!!!
!!!

+ (𝜑! − 𝜑!"#$!)) ) 

(3.8) 

where 𝑗 is the index of a satellite(s) transmitting with a 𝑓!,!"#$! Doppler and 𝜑!"#$! offset.  

  Thanks to the properties of the C/A codes behaving like noise to each other (seen in Figure 

2.4), we can further simplify Equation 3.8 into: 
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𝑆!"#$!"%& =

1
2
𝐴!/!!  𝐶/𝐴!(𝑡) 𝐷!(𝑡) + 𝑁!(𝑡)

!"

!!!
!!!

 (3.9) 

where 𝑁!(𝑡) the noise that the un-matched satellite “i” translates into, as perceived by the 

computer. If there is no satellite in the observable sky with the chosen 𝑓!,!"#$! and 𝜑!"#$!, we 

will end up with only noise.  

  The last step regards correlating Equation 3.9 with a local replica of 𝐶/𝐴!(𝑡), and a well 

distinct peak will result (similar to Figure 2.4), providing confirmation that the satellite “j” is 

contained in 𝑆!"#$!"%&. 

 

  Before delving in the correlation step, we remind the reader that satellites can transmit in a 

wide range of Dopplers (a 10 KHz interval for stationary receivers) and any offset from 0 to 

2𝜋. So to find all satellites in the field of view, we need to test all possible Doppler/offset 

combinations, ending up with a unique Equation 3.9: 𝑆!"#$!"%& for each one of them.  

 

  As mentioned previously, the Doppler interval will be 500 Hz and offset interval 𝜋/4 , 

meaning that testing all possible Doppler/offset combinations results in 21 possible Dopplers 

and 4 possible offsets creating a 21*4=84 grid state space, with 84 different variations of 

Equation 3.9. Figure 3.1 shows a visual representation of the grid. 

 
Figure 3.1: All possible Doppler/Offset combinations. Phase offset in radians, Doppler in Hertz. 

  As a side note, ideally we should converge the Doppler and offset, but since one of the top 

priorities is speed we resort to discretise the variables and test all the possible Dopplers and 

offsets a single time. 

 

  Resuming the topic, the only step left is to correlate a discrete version of each one of the 84 

𝑆!"#$!"%& with each one of the 32 C/A codes, for each possible code delay. Formalizing: 
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 𝐶𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛 = 𝑐𝑜𝑟𝑟( 𝐶/𝐴!(𝑑) , 𝑆!"#$!"%&  ) (3.10) 

where 𝐶/𝐴!(𝑑) is a locally generated C/A code of the satellite 𝑘, with a sample rate matching 

𝑆!"#$!"%&, and 𝑑 is the code delay.  

  There are 1023 symbols in the C/A codes, so there are 1023*(samples per symbol) possible 

values of 𝑑. Since there are 32 possible C/A codes, there will be 32*1023*(samples per 

symbol) different instances of Equation 3.10 for each 𝑆!"#$!"%& represented in Figure 3.1. 

  All things said and done, we need to individually check each one of the 

21*4*32*1023*(samples per symbol) possible solutions: 21 possible Dopplers, 4 possible 

offsets, 32 possible C/A codes, and 1023*(samples per symbol) possible C/A code delays. 

 

  We remind that thanks to the properties of the C/A, a successful match translates in a 

correlation peak very distinguishable from a non-match (as seen in Figure 2.4). A threshold is 

established, and all correlations above that threshold are taken as successful Acquisitions. 

3.2.2. Artificial Intelligence Approach 

  A problem can be defined formally by 5 components: Initial state, actions, transition model, 

goal test and path cost [43, p. 67].  

  The set of all states reachable from the initial state by any sequence of actions constitute 

the state space. Any state reachable from a given state by a single action is a successor. 

The goal state(s) is any state that passes the goal test. The possible action sequences 

starting at the initial state form a search tree with the initial state at the root [43, p. 75]. 

  The literature goes in deep detail about these concepts, but here we will simply apply them 

to our problem. Applying them: 

• States: Any arrangement of all 4 variables (Doppler, offset, C/A code and delay) within 

their respective ranges; 

• Initial State: No variables set; 

• Actions: Set a variable (within its range); 

• Transition Model: Given a state and an action, returns the successor; 

• Goal test: Correlation above the predefined threshold; 

• Path cost: 0 (we are only interested in the solution). 

 

  Following the generic mathematical approach, from the initial state we can reach 21*4 

successors, through 84 possible actions: By inputting one of the 84 Doppler/offset pairs in our 

transition model (Equations 3.2 to 3.10), we reach the 84 successors represented in Figure 

3.1.  

  From each of 84 sates, there are 32*1023*(samples per symbol) possible successors, 

coming from all possible variations of Equation 3.10. The test of the correlation result against 

the threshold we impose represents the goal test. 
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  Despite this proposed generic approach, in the AI approach, the tree levels are 

interchangeable, meaning we can deal with each one of the Dopplers and offsets first (like we 

did in the example above), or we can work in any other level first. Different algorithms benefit 

from different tree arrangements.  

  We can visualize one of the possible representations of the problem in Figure 3.2. 

 
Figure 3.2: Search tree representation of our GPS SDR Acquisition problem. 

  Regarding the performance of the algorithms, normally they are evaluated in 4 ways [43, p. 

80]: 

• Completeness: Is the algorithm guaranteed to find a solution, if there is one? If there 

isn’t, will the algorithm ever “stop”? 

• Optimality: Does the algorithm find the optimal solution, if there is one? 

• Time Complexity: How long does it take to find a solution? 

• Space Complexity: How much memory is needed to perform a search? 

  The Time Complexity is normally measured in terms of the number of nodes generated 

during the search, the Space Complexity in the number of nodes stored in memory.  

 

  Regarding the Optimality, most of the time we will address if the algorithms are Resolution 

Optimal, meaning it will find the optimal solution within the discretised universe of solutions.  

  Regarding Space Complexity, we will disregard this parameter and simply assume we 

have limitless memory, mostly because “storing” a node in this work translates into storing a 

set of 4 variables, which is completely meaningless if you compare it with the memory 

allocation needed for all the digital signal processing (as an example, just storing the RF 

signal requires memory for vectors of length ranging from thousands to several millions). 
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  This is a very important perspective, we would dare say, the most important perspective: 

Since our focus is reaching the goal states as fast as possible, it is of great interest to apply 

approaches that prune our search tree (meaning the removal of entire sections of Figure 3.2), 

and understanding the AI formulation of the problem allows us to do just that, greatly 

increasing the Acquisition speed. 

 

  With the generic overview done, we will now describe each one the implemented 

approaches. As we said before, we will discuss the strip off methods first and the search 

methods last. 

3.3. Strip Off Methods 

3.3.1. Downconvert to Baseband 

  This method is characterized by directly shifting the signal frequency from the L1 frequency 

to 0. Actually, the mathematical formulation for this method corresponds to a discrete version 

of the one presented in the generic overview (Equation 3.1-3.10). 

 

  In practice, we receive the raw feed (Equation 3.1) with a sample rate of X*1.57542 GHz, 

normally X being greater than 4 (4 samples per period). From this feed is then extracted a 1 

ms window, meaning best-case scenario we extract a vector of length 4 ∗ 1.57542 𝐺𝐻𝑧 ∗

1 𝑚𝑠 = 6.3017×10^6 samples. To successfully downconvert the signal (Equation 3.2) we 

need locally generated sinusoids with the exact same sample rate. After the multiplication 

comes the integration step (Equation 3.6), where we can finally lower the sample rate to the 

MHz order, Y*1.023 MHz, Y being the desirable samples per symbol. For this we have to 

integrate groups of 1540*X/Y samples, leaving us with a vector of length Y*1023. 

  The correlation (Equation 3.10) is done by multiplying the resulting Y*1023 vectors by locally 

generated versions of all possible C/A codes with all possible delays, each with Y samples 

per symbol. 

  

  Regarding the computer point of view, this approach is the heavy loaded of the two and the 

reason is simple: In the downconversion step, we are performing an element-wise 

multiplication of two extremely large vectors (6.3017×10^6 in the example above). Moreover, 

we have to repeatedly sum several thousands of vector elements into one.  Both of these 

steps need to be done for every possible Doppler/offset, C/A code and C/A delay 

combination. This requires a lot of empty memory and computing power, severely crippling 

the Acquisition speed.  
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3.3.2. Downconvert to IF  

  This method consists in first converting the signal to an intermediate frequency, and only 

then downconverting it to baseband. 

  Assuming that the computer receives a discretised version of Equation 3.1: 

 
𝑆 =  ( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑠𝑖𝑛(2𝜋 (𝑓!! + 𝑓!,!)𝑛𝛥𝑇 + 𝜑!) )

!"

!!!

 (3.11) 

where 𝑛𝛥𝑇 represents the 𝑛!! sample of a signal being sampled at a 𝛥𝑇 sampling period. 

  The next step is similar to Equation 3.2, but this time we multiply by a sinusoid with a 

frequency equal to 𝑓!!  minus the desired intermediate frequency, resulting in two 

components: 

 
𝑆!" =

1
2

 ( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑐𝑜𝑠(2𝜋 (𝑓!! − (𝑓!!−𝑓!") + 𝑓!,!) 𝑛𝛥𝑇
!"

!!!

+ (𝜑! − 𝜑!"#$!)) ) 

(3.12) 

 
𝑆!!! =

1
2

 ( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑐𝑜𝑠(2𝜋(𝑓!! + (𝑓!!−𝑓!") + 𝑓!,!) 𝑛𝛥𝑇
!"

!!!

+ (𝜑! + 𝜑!"#$!)) ) 

(3.13) 

where 𝑓!"  is the desired intermediate frequency, 𝑆!"  is the replica at the intermediate 

frequency, 𝑆!!! is the high frequency replica and 𝜑!"#$!  is the local sinusoid phase offset. 

Normally in this step, a 𝜑!"#$! of zero is considered, leaving the offset match for later. 

  

  After filtering out the high frequency part, that leaves us with: 

 
𝑆!! =

1
2

 ( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑐𝑜𝑠(2𝜋(𝑓!" + 𝑓!,!) 𝑛𝛥𝑇 + 𝜑!) )
!"

!!!

 
(3.14) 

  The next step is multiplying again by another sinusoid (in this example it has to be a cosine) 

to bring the data to baseband: 

 
𝑆!" =

1
2

 ( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑐𝑜𝑠(2𝜋(𝑓!" + 𝑓!,!) 𝑛𝛥𝑇 + 𝜑!) )
!"

!!!

∗ 𝑐𝑜𝑠(2𝜋 (𝑓!" + 𝑓!,!"#$!) 𝑡 + 𝜑!"#$!) 

(3.15) 

  Leaving us again with 2 versions of 𝑆!": 

 
𝑆!"#$!"%& =

1
2
∗
1
2

( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) cos (2𝜋 𝑓!,! − 𝑓!,!"#$! 𝑛𝛥𝑇     
!"

!!!

+ (𝜑! − 𝜑!"#$!)) ) 

(3.16) 

 
𝑆!!" =

1
2
∗
1
2

( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑐𝑜𝑠(2𝜋(2𝑓!" + 𝑓!,! + 𝑓!,!"#$!) 𝑛𝛥𝑇
!"

!!!

+ (𝜑! + 𝜑!"#$!)) ) 

(3.17) 

where 𝑆!!" is a copy of the signal created at double the intermediate frequency.  
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  After filtering the 2𝐼𝐹 version we are left with: 

 
𝑆!"#$!"%& =

1
4

( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑐𝑜𝑠(2𝜋(𝑓!,! − 𝑓!,!"#$!) 𝑛𝛥𝑇 + (𝜑!

!"

!!!

− 𝜑!"#$!)) ) 

(3.18) 

  As was previously explained, depending on the 𝑓!,!"#$! and 𝜑!"#$! chosen we end up with a 

different possible 𝑆!"#$!"%&: 

 𝑆!"#$!"%! =
1
4
𝐴!/!!𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇)

+
1
4

( 𝐴!/!!  𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) 𝑐𝑜𝑠(2𝜋(𝑓!,! − 𝑓!,!"#$!) 𝑛𝛥𝑇
!"

!!!
!!!

+ (𝜑! − 𝜑!"#$!)) ) 

(3.19) 

 

  Similarly to what was described in the general approach, the only step left is to multiply all 

possible 𝑆!"#$!"%&  by every possible C/A code with every possible delay, and test them 

against a predefined threshold: 

 𝐶𝑜𝑟𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛 = 𝑐𝑜𝑟𝑟( 𝐶/𝐴!(𝑑) , 𝑆!"#$!"%&  ) (3.20) 

 

  Programming wise, again we receive the raw signal at a sample rate of X*1.57542 GHz, X 

being samples per period, and extract a 1 ms window. This is where it drifts apart from the 

other approach. To perform step Equation 3.12-3.13, we multiply the raw feed by a sinusoid 

with matching sample rate, bringing the signal down to an intermediate frequency. We then 

integrate the resulting signal and end up with a signal with a considerably smaller sample 

rate. Even when not exploiting this step, by simply using the commonly used analogue IF [3, 

p. 120] [12, p. 55], we go from the previously mentioned 6.3017×10^6 length vector to a 

4 ∗ 21.25 𝑀𝐻𝑧 ∗ 1 𝑚𝑠 = 8.5×10^4 length vector. 

 

  After intensive testing, we found that simply respecting the null-to-null bandwidth of the C/A 

signal, meaning using an IF between 1 to 2 MHz, produced the best Acquisition times. This is 

due to the fact that we can immediately apply the lowest sample rate possible to the IF signal, 

meaning the desirable sample rate for an effective C/A code correlation (in our experiments, 

4*1.023 MHz). This sample rate will simultaneously produce good correlation results and be 

enough to also accurately sample the IF carrier wave. 

  As an example, to accurately sample the carrier wave: 

• With the suggested 21.25 MHz IF [3, p. 120], we end up with a 2 ∗ 21.25 𝑀𝐻𝑧 ∗ 1 𝑚𝑠 =

42500 minimum length vector; 

• With a 1.5 MHz IF, we end up with 2 ∗ 1.5 𝑀𝐻𝑧 ∗ 1 𝑚𝑠 = 3000 minimum length vector. 

As we can see, we end up with one order of magnitude lower vector length. 
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  Rewinding a bit, we downconvert the L1 frequency signal to the IF, we multiply the result by 

locally generated sinusoids and apply a low pass filter. The filtered results are correlated with 

locally generated C/A codes. Assigning numbers to this process: 

• We start with a greater than 2 ∗ 𝐿1 GHz sample rate signal. Following the 1.5 MHz IF 

example, we will use a 4*1.023 MHz IF sample rate; 

• From the original signal, we extract a 1 ms window, downconvert it to IF (Equation 3.12) 

and filter it (by integrating groups of samples), resulting in a 4 ∗ 1.023 𝑀𝐻𝑧 ∗ 1 𝑚𝑠 = 4092  

length vector; 

• From the IF signal, we multiply the 4092 length vector by 4092 samples of a locally 

generated sinusoids (Equation 3.15); 

• We filter the resulting 4092 length vector (Equation 3.18); 

• We correlate the filtered result with locally generated C/A codes with matching sample 

rate, for all possible delays (Equation 3.20). 

 

  Computing wise, this approach is extremely lightweight. In this case we are performing 

element-wise multiplication of two extremely large vectors a single time, to simply bring the 

signal to an IF (Equation 3.11-3.13). The portion of the code with the task of testing all 

possible Doppler/offset, C/A code and C/A delay combinations uses the IF frequency signal, 

meaning we are performing element-wise multiplications, applying low pass filters and 

performing correlations with very short vectors (compared to what we started with). To put 

things in perspective, for 1 ms of signal, where in the Direct method we were operating with 

6.3017×10^6 samples, here we are working with 4092 samples, three orders of magnitude 

lower. This translates into less memory and computing power needed, greatly increasing the 

Acquisition speed. 

3.3.3. Strip Off Methods End Notes 

  Regarding computation speed, at first glance, downconverting to an IF seems very 

rewarding. There is, however, a downside. As a trade-off for the extreme increase in 

Acquisition speed, we end up with an extra ½ factor (the ¼ in Equation 3.20 vs. ½ in 3.10). 

This factor may be harmless by itself, but it comes with a harming package. 

 

  The main concern regards the computation part of the problem. When performing numerical 

manipulation of any sort, one must always remember phenomena of the likes of “Subtractive 

Cancelling” and “Adding Large Numbers and Small Numbers” [44]. This is especially true for 

computation algorithms.  

  One can easily see the depth of this problem with a simple MATLAB test:  
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- for i=1:60 

    - 𝑥 = 𝑥 

- end 

- for i=1:60 

    - 𝑥 = 𝑥! 

- end 

We might expect that with MATLAB, that uses Float64 precision, for any 𝑥 > 1 we might end 

up with 𝑥 between 1 and it is original value, but that is not the case. In merely 60 square roots 

the end result is always 1, meaning our starting 𝑥 is untraceable [44, p. 16]. In light of this, 

what impact has “number-crunching” in this work? 

  As seen by the computer, every time we downconvert the original vector array, we are 

adding a new array of numbers on top, coming from the extra sinusoid generated. In addition, 

we are effectively halving the array magnitude. Gradually, our desired information is 

immersed in a sea of sinusoidal information. With the help of filters, this effect can be 

attenuated, but filters themselves generate numeric waste. Regardless of the approach, with 

enough “number-crunching”, the starting sinusoid, with its well-defined Doppler and offset, is 

completely lost.  

  An example of this numeric degradation can be seen by performing Acquisition with an 

increasing number of IFs between the original signal frequency and baseband. The result is 

shown in Figure 3.3. 

 
Figure 3.3: Degradation of the normalized correlation peaks, due to multiple downconversions. Source 

signal is a simulated, single satellite, noiseless, GPS L1 signal. Vertical axis is the normalized 

correlation peak value. Horizontal axis is the number of IFs used. At blue, the normalized correlation 

peak of the transmitting satellite. At red, the average of the normalized correlation peaks of the non-

transmitting satellites. 

  Upon inspecting the Figure 3.3, one may think that a single IF will not do much harm, but we 

urge to the fact that these results come from MATLAB, in which we are working with Float64. 

If this work were to be implemented for a real-life real-time scenario, it would be implemented 

in a GNU-Radio like software. These types of software often use Int8 and Int16 to maximise 

computing speed (for instance, the real data used in this work comes in a Int8 format [14]). 

With such finite precision, serious numeric degradation will start much sooner than the 10 IFs 

shown above. 
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  This characteristic makes it so that using IFs has potential to produce normalized correlation 

peaks significantly lower than with the Direct method (even in noiseless circumstances), 

making it harder to distinguish a successful correlation from an “unlucky” noise distribution, 

i.e., harder to establish a threshold. 

 

  A secondary concern is the fact that, when downconverting a signal to an IF, we also 

downconvert the frequency at a mirror distance from it. This can be mathematically explained 

as: 

 sin 2𝜋𝑓!𝑡 ∗ sin(2𝜋(𝑓! − 𝑓!)𝑡) =
1
2
(cos 2𝜋𝑓!𝑡 − cos 2𝜋 2𝑓! − 𝑓! 𝑡 ) 

(3.21) 

 sin 2𝜋(𝑓! − 2𝑓!)𝑡 ∗ sin(2𝜋(𝑓! − 𝑓!)𝑡)

=
1
2
(cos 2𝜋 −𝑓! 𝑡 − cos 2𝜋(2𝑓! − 3𝑓!)𝑡 ) 

(3.22) 

We point out that cos 2𝜋 −𝑓! 𝑡 = cos 2𝜋𝑓!𝑡 . Ignoring the high frequency component, we 

can see that we end with the same result in both cases: !
!
cos 2𝜋𝑓!𝑡 .  

  In practice, this means that whatever signal (or noise) was in the 𝑓! − 2𝑓! frequency, is 

added on top of what was in the 𝑓! frequency, during the process of transferring them to 𝑓!. 

Most of the time bandpass filters solve this issue, by rejecting 𝑓! − 2𝑓! frequency a priori, but 

for our specific case, bandpass filters with a GHz centre frequency and a very narrow 

passband are extremely expensive and difficult to build [3, p. 114]. 

  Summarising, in order to maximise the seed gain we might end up with spurious noise and 

signals added to our GPS signal (we remind that by using an IF, we drastically increase the 

Acquisition speed, in line with what was explained at the end of Section 3.3.2). 

 

  Concluding, if we aim to maximise speed, using an IF is very profitable. If we aim to 

minimize signal degradation, direct downconversion is the best approach. 

3.4. Search Algorithms 

  These are the algorithms responsible for producing the correlation peaks. They receive the 

digitized RF signal feed, use one of the previously mentioned downconversion methods, and 

produce 32 sets of one correlation average and one correlation peak each, one set for each 

of the satellites. 

3.4.1. Bruteforce 

  The concept of brute force is a very intuitive one: Search every single possible state of the 

state space, meaning the search algorithm goes through all possible discrete values for all 

the unknowns. It starts at the C/A code 1, -5000Hz Doppler, 0 offset and 0 delay.  
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  The pseudo code is as follows: 

- Extract a 1 ms length vector from the raw feed (windowing) 

- (Optional) Downconvert: 

    - Downconvert to an intermediate frequency 

- From: C/A counter 1 to 32 (increments of 1) 

    - From: Doppler counter -5000 to +5000 (increments of 500) 

        - From: Offset counter 0 to 3π/4 (increments of π/4) 

            - Downconvert to baseband 

            - From: Delay counter 0 to 1023*sps (increments of 1) 

                - Correlate baseband signal with C/A code with delay 

                - Store correlation result 

            - End 

        - End 

    - End 

    - Store the average and the maximum of the correlation results 

    - Store corresponding code delay 

- End 

- (Optional) Normalize: 

    - Divide all maximum correlations by the corresponding average correlation 

- Impose a threshold: 

    - Regard all normalized correlations above the threshold as successful Acquisitions 

 

  If the code uses the downconversion to IF method, it has an additional step at the start, right 

after the windowing part, that simply downconverts the raw feed to an intermediate frequency.  

   

  This code is a form of uninformed search described as a “depth-first search” algorithm [43, p. 

86]. Since we are dealing with a non-repeating finite state space, it is both complete and 

resolution optimal [43, p. 80], meaning it will eventually find the optimal solution within our 

discretisation limits, i.e., the set of values for the unknowns that produces the optimal 

correlation for each one of the satellites (within the defined variable resolution). 

  Regarding the time complexity, the upper bound of states generated is all possible states, 

meaning 32*4*21*1023*sps or 2,749,824*sps. 

3.4.2. Pruning Method: Offset 

  Here we start trying to prune the search tree. The idea behind this algorithm is to do some 

pre-processing to find out what search nodes are more likely to produce a successful 

correlation. This makes it so that we spend some time before searching the tree, so we can 

save time during the search. 
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  Remembering the downconversion to baseband procedure (Equation 3.1 to 3.10), let’s for 

simplicity do the matching of the Doppler and phase in separate steps: 

 𝑆!"#$!"%& =
 1
2
𝐴!/!!𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) ∗ 𝑐𝑜𝑠( 2𝜋(𝑓!,! − 𝑓!,!"#$!) 𝑛𝛥𝑇 + (𝜑!

− 𝜑!"#$!) ) 

(3.23) 

  Through trigonometric properties, we can decompose the cosine into: 

 𝑆!"#$!"%& =
 1
2
𝐴!/!!𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) ∗ ( 𝑐𝑜𝑠(2𝜋(𝑓!,! − 𝑓!,!"#$!) 𝑛𝛥𝑇)

∗ 𝑐𝑜𝑠(𝜑! − 𝜑!"#$!) − 𝑠𝑖𝑛(2𝜋(𝑓!,! − 𝑓!,!"#$!) 𝑛𝛥𝑇) ∗ 𝑠𝑖𝑛(𝜑!

− 𝜑!"#$!)  ) 

(3.24) 

  Assuming we have perfectly matched the Doppler frequency, but not yet matched the phase 

offset, we should see: 

 𝑆!"#$!"%& =
 1
2
𝐴!/!!𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) ∗ ( 1 ∗ 𝑐𝑜𝑠(𝜑! − 𝜑!"#$!) − 0 ∗ 𝑠𝑖𝑛(𝜑!

− 𝜑!"#$!) ) 

(3.25) 

 𝑆!"#$!"%& =
 1
2
𝐴!/!!𝐶/𝐴!(𝑛𝛥𝑇) 𝐷!(𝑛𝛥𝑇) ∗ 𝑐𝑜𝑠(𝜑! − 𝜑!"#$!) (3.26) 

  We can now see explicitly the term 𝑐𝑜𝑠(𝜑! − 𝜑!"#$!). This term is smaller and smaller the 

farthest away we are from a perfect offset match. So the concept of this algorithm is to abuse 

this property: For the same 1 ms window, if we test all possible 𝜑!"#$! offsets, we should see 

the maximum of the signal be higher the closer 𝜑!"#$!  is to 𝜑! . Concluding, we prune all 

possible offsets but the one closest to the real one. 

 

  In practice, we simply disregard all 𝜑!"#$! but the one that produces the maximum maximum 

(in absolute) in Equation 3.26. This lowers the total states from 21*4*32*1023*sps to 

21*1*32*1023*sps, lowering the Time Complexity. 

 

  All said and done, the pseudo-code is as follows: 

- Extract a 1 ms length vector from the raw feed (windowing) 

- (Optional) Downconvert: 

    - Downconvert to an intermediate frequency 

- From: Doppler counter -5000 to +5000 (increments of 500) 

    - From: Offset counter 0 to 3π/4 (increments of π/4) 

        - Downconvert to baseband 

        - Store maximum of the absolute value of the baseband signal 

    - End 

    - Store the offset corresponding to the maximum maximum, for the respective Doppler 

- End 

- From: C/A counter 1 to 32 (increments of 1) 

    - From: Doppler counter -5000 to +5000 (increments of 500) 

        - Downconvert to baseband using the best offset to current Doppler 
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        - From: Delay counter 0 to 1023*sps (increments of 1) 

            - Correlate baseband signal with C/A code with delay 

            - Store correlation result 

        - End 

    - End 

    - Store the average and the maximum of the correlation results 

    - Store the corresponding delay 

- End 

- (Optional) Normalize: 

    - Divide all maximum correlations by the corresponding average correlation 

- Impose a threshold: 

    - Regard all normalized correlations above the threshold as successful Acquisitions 

 

  Some side notes: After applying the pruning, we could simply apply any uninformed search 

algorithm to the state space. We choose to use again depth-first search for simplicity. Also, 

for the code to be more efficient, we do not actually downconvert to baseband two times, we 

reuse the results of the first downconversion in the second one. 

 

  Regarding the algorithm being complete and resolution optimal, despite the pruning we 

still maintain both properties: We are effectively removing states that contained no relevant 

information, resulting in the offset no longer being a variable. With this we lower the depth of 

the tree from 4 to 3. 

3.4.3. Pruning Method: Aliasing  

  Normally aliasing is something we want to avoid at all costs [3, p. 118] [12, p. 9], but since the 

C/A codes are so resilient to noise, we can use it in our favour to prune the tree. The concept 

of this method is to force aliasing, so we only have to search through half the possible 

Doppler frequencies. 

 

  In this method, instead of pre-emptively knowing the correct Doppler to downconvert with, 

we downconverted to baseband with just the central frequency. The result is a superimposure 

of the negative Doppler frequencies over the positive frequencies. In practice, this means that 

all the noise and C/A codes that previously were at the left of the central frequency are now 

summed at the right (analogous, the frequencies at the right are summed at the left). After all 

this, we end up with having to only search positive (or negative) Doppler frequencies. 

 

  The pseudocode is: 

- Extract a 1 ms length vector from the raw feed (windowing) 

- (Optional) Downconvert: 
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    - Downconvert to an intermediate frequency 

- From: C/A counter 1 to 32 (increments of 1) 

    - From: Offset counter 0 to 3π/4 (increments of π/4) 

        - Downconvert to zero frequency (using the central frequency) 

        - From: Doppler counter 0 to +5000 (increments of 500) 

            - Remove the Doppler component 

            - From: Delay counter 0 to 1023*sps (increments of 1) 

                - Correlate baseband signal with C/A code with delay 

                - Store correlation result 

            - End 

        - End 

    - End 

    - Store the average and the maximum of the correlation results 

    - Store corresponding code delay 

- End 

- (Optional) Normalize: 

    - Divide all maximum correlations by the corresponding average correlation 

- Impose a threshold: 

    - Regard all normalized correlations above the threshold as successful Acquisitions 

 

  This algorithm is also complete and resolution optimal: Shifting the frequencies removes 

states, but in practice we are adding information to the remaining states, effectively remaking 

the state space. So in the end we do not lose any information, and go from a 

21*4*32*1023*sps to 11*4*32*1023*sps size sate space, lowering the Time Complexity. 

  If there were no noise we would end it here, but taking noise in consideration, there is a 

major trade-off. We are almost halving the Doppler range, but approximately doubling the 

noise dB power while maintaining the C/A signal power (because we are summing half of the 

spectrum on top of the other half), meaning many of the satellites whose correlation was just 

above the detection threshold, will now be completely immersed in noise, and impossible to 

extract. Only if we have at least 4 very strong S/N satellite signals in line of sight does this 

become an appealing approach. 

3.4.4. Circular Correlation 

  The basic idea is to simultaneously converge to the correct Doppler frequency and C/A 

delay. The mathematical approach to this algorithm is extensively described in [3, p. 137-144], 

so in this work we will not delve deep into it. 

 

  Let’s assume for simplicity that we received a signal without noise, containing a single 

satellite. Two major thought lines come into play: 
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• First, if we multiply the original signal by the correct C/A code with the correct delay, the 

result would be the continuous wave that was carrying the C/A code, thus we can extract 

the signal frequency applying a FFT [3, p. 137-144]; 

 
Figure 3.4: Extraction of the signal frequency from C/A coded sinusoid (no noise). a) and b) are 

normalized windows of the complete 1 ms signal. c) is the FFT’s absolute magnitude of b). 

• Second, if we know the correct frequency of the original signal, using the properties of 

the FFT and local C/A replicas [3, p. 143], we can extract the correct C/A code delay. 

 
Figure 3.5: Extraction of the C/A code delay from a C/A coded sinusoid with 4 samples per symbol (no 

noise). Horizontal axis is the delay, in samples, from the total possible delays of 4092. Vertical is 

absolute correlation value. 
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As we can see, we can not do one without the other. The concept is to keep going back and 

forth until we find out the Doppler and the delay with the precision we desire. The more 

precise, the lengthier the process. 

 

  Assuming again just one satellite and limitless sample rate, normally the process starts by 

using a discrete version of the frequency interval on the “second” part, to gain knowledge 

about the present C/A code and respective delay. The frequency interval is recommended to 

be 1000 Hz [3, p. 136]. Knowing the C/A code and delay, this is then used in the “first” part to 

find out the frequency with higher precision. With this new knowledge about the frequency, 

we then return to the “second” part and refine the delay calculation. And with this new delay, 

we return once more to the “first” part to refine the frequency, and so on, until we achieve the 

desired resolution. 

  In practice this back and forth consumes too much computation time without a significant 

benefit. So instead of doing it, we just define the frequency interval to half the recommended 

one, 500Hz, and perform only the “second” part a single time. This goes in line with the trade-

offs explained in Section 2.1. 

 

  The pseudocode will not be shown here, since it is also extensively described in the 

literature [3, p. 143]. 

 

  This algorithm is both complete and optimal in both approaches: The iterative loop or just 

performing the “second” part. It has the advantage that we can achieve an optimal result 

beyond the predefined variables’ resolution, at the cost of extra computation time. Regarding 

Time Complexity, this algorithm bypasses the offset and delay states, resulting in a total 

state number of 32*1*21*1, an extreme reduction of Time Complexity. 

3.4.5. Random Mutation Hill-Climb Algorithm 

  This algorithm tries a different approach to finding the goal states. Its name is explained as 

follows: 

• Random because instead of sequentially going through every possible state of a state-

space (or a pruned state-space), it tests states at random; 

• Mutation because upon testing a random possible solution, it generates “offspring” by 

slightly changing the variables; 

• Hill-climb due to applying the concept of “survival of the fittest” to the “offspring”. The 

best one of the “offspring” states becomes the successor state (this concept is 

mathematically described as climbing a mountain, in our case, the “better” the offspring, 

the higher in absolute the correlation, and thus the name Hill-climb). 
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  Formalizing, the “random” is part of what in the literature is called the exploration step, and 

the “hill-climb” the exploitation step [43, p. 839]. The agent is trying to maximize the reward, 

which in our case comes from the correlation. 

 

  In practice, the code chooses a possible solution, creates small variations of the chosen 

solution, tests if any of the variations is better than the original solution, and: 

• If so, jumps to the best “offspring”, creates new variations (mutates), tests for the best, 

jumps, mutates, tests, jumps, and so on;  

• If not, tries a totally new random solution.  

Conceptually, the “offspring” can be any variation of the “father” node: C/A code, delay, 

Doppler or phase. In this particular case, the way we implemented the code, the “offspring” 

regards only small variations of delay or Doppler, meaning ±1 delay and ±500 Doppler.  

 

  Regarding the “random” part, instead of being totally random, we force the algorithm to 

choose non-repeating states (at random) from a subset of states. So what are the criteria for 

this subset?  

  Let’s start with a sampled raw signal. Let's assume we know the C/A codes present and 

respective phase offset. That leaves us with just Doppler and delay, which translates into a 

two dimensional grid where the third coordinate is the intensity of the correlation. The visual 

shape is shown in Figure 3.6. 

 
Figure 3.6: Correlation space of the real signal for satellite 22. The Doppler axis is in Hz, the Delay axis 

in sample shifts. The vertical axis corresponds to the absolute value of the correlation. 

If we perform a cut, either with fixed frequency or delay, through the peak, we would see 

something with a similar shape to what can be seen in Figure 3.7. 
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Figure 3.7: Fixed frequency slice of Figure 3.6. Delay (horizontal) axis in sample shifts. The vertical axis 

corresponds to the absolute value of the correlation. 

  We start to see an exploitable pattern: If instead of testing all possible delays and Dopplers, 

we test every K shifts, we can ensure “landing” on every “mountain”. So long as we land in 

every “mountain” we can ensure that we reach the top through mutation climbing. And that is 

the secret behind creating the subspace. But how do we define this K?  

• For the delay axis, the testing must be done at least once every (2 ∗ 𝑠𝑝𝑠 − 1). This comes 

from the properties of a moving selfcorrelation; 

• For the Doppler axis, we remind the reader that the Doppler offset shouldn’t be higher 

than 1000 Hz, so we should test at least once within all 1000 Hz intervals, meaning 7 

starting points. 

 

  To understand where the (2 ∗ 𝑠𝑝𝑠 − 1) comes from, the easiest way is by visualizing the 

example shown in Figure 3.8. 

 
Figure 3.8: Correlation of C/A 1 with delay, with an original copy of itself (no noise). To the right is a 

zoom-in of the correlation peak. Horizontal axis is delay, in samples. Vertical is absolute correlation 

value. 
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Focussing on the right part of Figure 3.8, we can see that for 3 samples per symbol we get a 

5 samples “mountain”, for 4 samples per symbol a 7 samples “mountain” and for 5 a 9 

samples “mountain”. This example can be done for any samples per symbol, and the results 

will always be the same: If we are using matching codes, there will be a correlation peak, with 

the size of (2 ∗ 𝑠𝑝𝑠). So if our goal is to “land in every mountain”, we need to check once 

every (2 ∗ 𝑠𝑝𝑠). The (−1) comes in to guarantee that we do not “land” on exactly each side of 

the “mountain” (sample 0 and 6 in the Figure 3.8 example), skipping it entirely. All of this 

results in the mentioned (2 ∗ 𝑠𝑝𝑠 − 1). 

 

  Coming back to the algorithm, to visually understand the subspace purpose, let’s use as an 

example a signal with 5 samples per symbol and a discretized Doppler space in intervals of 

500 Hz.  

  To assure we land in every “mountain”, the algorithm should start a correlation every 

2 ∗ 5 − 1 = 9 samples and 1000 Hz intervals. This ensures that by mutating the delay by ±1 

and the Doppler by ±500, we will always find a “hill to climb” of a not previously “climbed” 

“mountain”. 

 
Figure 3.9: Grid representation of a Doppler/delay search space. Vertical axis is Doppler in Hertz, with 

500 Hz intervals. Horizontal axis is delay in sample shifts (normalized to the shift corresponding to the 

correlation peak x5). 

  The algorithm would try to climb starting at every “x”, but seeing as the solution is in the red 

square, every climb would produce low correlation peaks except the one starting at “x0” (This 

is analogous to trying to climb the low peaks seen in Figure 3.6, until we land near the “big 

mountain”). 

  As for “x0”, the algorithm would just try to mutate it in both “ways”, see that both ways 

produce higher correlation, jump to the best of the two (this case being x1), mutate again both 

ways and this time “x2” is the best, jump, and so on, until reaching the maximum, “x5”.   

 

  The order of choice of “x”s is random, meaning we may be lucky and choose the x0 right 

away, or unlucky and the algorithm leaves x0 for last. On average, choosing the starting 
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points randomly within this subset finds the optimal solution faster than a pseudo-random 

choice without constraints within the state-space limits, because the pure random will 

eventually start in “different parts of the same mountain”, effectively climbing the same 

“mountain” multiple times. 

 

  A side note regarding the random and hill-climb:  

• We could impose a limit to the amount of mutations allowed during the hill-climb, before a 

hard reset, and jump to a new random solution, favouring exploration;  

• Or we could impose a limit to amount of random jumps before sticking with the optimal 

solution found so far, favouring exploitation. 

Ultimately, thanks to way we “cherry-pick” our random states, the exploitation step finds the 

local optimal so fast that there is no point in stopping it midway. So the only decision for the 

user regards the amount of exploration we want to do. 

 

  The algorithm is complete due to always finding the best possible solution within the 

time/jump limit. Despite this, it is not optimal because:  

• The algorithm may not find the goal state within the given time frame; 

• If by chance the noise aligns in such a way that it produces a local maximum in the 

middle of the climb to the absolute maximum, the algorithm will end the climb, effectively 

never finding the absolute maximum. 

This phenomenon can be seen in Figure 3.7, where there is a local maximum immediately to 

the left of our desired solution. 

  To circumvent local maximums, instead of testing once every 2 ∗ 𝑠𝑝𝑠 − 1, we try to test two 

times (on average). In practice this translates into, on average, “climbing every mountain” two 

times, from two "opposing sides”, meaning that if one “side” has a local maximum, we will 

most likely get another chance. This still does not ensure optimality, but it is a very low cost 

trade-off for a big reliability increase. 

 

  Regarding computation needs, where in other algorithms, samples per symbol multiplies the 

size of state space, here we have two separate components, a static one and one that 

depends on samples per symbol, significantly decreasing the number of states, and therefore 

the Time Complexity. 
  A way to intuitively understand why part of the algorithm is always independent from the 

samples, is by thinking of our Doppler/delay state space as a very simple mesh: It does not 

matter how much we refine the mesh, our starting points will always be the same and be at 

the same “distances” from each other.  
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Figure 3.10: Example of the effect of samples refinement. “X”s correspond to the search starting points. 

Vertical scale is the Doppler in Hz. Horizontal scale is the dimensionless delay (delay normalized by the 

samples per symbols).  

  Formalizing, assuming we are using 500 Hz Doppler intervals, with this approach, 32 ∗ 4 ∗

(7 ∗ 2) ∗ (!"#$∗!"!
!∗!"!!!

∗ 1 + 𝑠𝑝𝑠 ) becomes the upper bound to the state space size,  where: 

• (7 ∗ 2) is the number of Dopplers explored. The first 7, plus one shift towards the better of 

the adjacent Doppler states 

• !"#$∗!"!
!∗!"!!!

∗ (1 + 𝑠𝑝𝑠)  is the number of shifts explored. The !"#$∗!"!
!∗!"!!!

∗ 1 corresponds to the 

“x”s in Figure 3.9. The !"#$∗!"!
!∗!"!!!

∗ 𝑠𝑝𝑠 corresponds to the maximum possible delay shifts 

each search does (starting at each “x”) until it finds the local maximum. 

 

  For any value of samples per symbol (sps) much greater than one: 

 1023 ∗ 𝑠𝑝𝑠
2 ∗ 𝑠𝑝𝑠 − 1

1 + 𝑠𝑝𝑠 ≈
1023 ∗ 𝑠𝑝𝑠
2 ∗ 𝑠𝑝𝑠

1 + 𝑠𝑝𝑠 ≤ 512 ∗ (1 + 𝑠𝑝𝑠) (3.27) 

Meaning the maximum possible number of states is 32 ∗ 4 ∗ 14 ∗ 512 ∗ (1 + 𝑠𝑝𝑠). 
  Now we can clearly see the appearance of the two components. This is an extremely 

important and unique quality of this algorithm, because it allows the developer a great degree 

of flexibility. These two components translate into two stand-alone parts of the algorithm: 

What we call the “subspace creation” and the “search”. 

 

  As an endnote, the flexibility can go even further: It is up to developer to distribute tasks as 

they see fit between these two entities, promoting equal distribution of work and parallel 

processing. 

 

  The pseudocode is: 

- Extract a 1 ms length vector from the raw feed (windowing) 
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- Create the Doppler and Delay subspace 

- From: C/A counter 1 to 32 (increments of 1) 

    - While: The subspace of Dopplers is not empty 

        - Randomly pick a Doppler (and remove it from the subspace) 

        - While: The subspace of Delays is not empty 

            - Randomly pick a delay (and remove it from the subspace) 

            - While: Correlation absolute keeps increasing 

                - From: Offset counter 0 to 3𝜋/4 (increments of π/4) 

                    - Downconvert to baseband (“father”) 

                    - Generate “offspring” (“sons”) 

                    - Correlate “father” and “sons” with C/A code with delay 

                - End 

                - Best “son” becomes the new “father”: 

                - Doppler is mutated 

                - Delay is mutated 

            - End 

            - Store correlation result 

        - End 

    - End 

    - Store the average and the maximum of the correlation results 

    - Store corresponding code delay 

- End 

- (Optional) Normalize: 

    - Divide all maximum correlations by the corresponding average correlation 

- Impose a threshold: 

    - Regard all normalized correlations above the threshold as successful Acquisitions 

3.4.6. Search Algorithms End Notes 

  In all of the described search algorithms we could stop the search as soon as we find the 

goal state. That would be the best decision if we wanted to proceed further than Acquisition, 

making the algorithms as fast as possible. We do not do it to ensure the algorithms are 

working as intended, for validation purposes, and for fairness when comparing them against 

each other. 
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4. Validation 

  In this section we will discuss the validity of our simulator. This chapter provides the 

explanation of the steps taken to validate both our search algorithms and our simulator. 

  We will start with a brief description of the real signal we are using throughout this work.  

  Right after, we explain the steps taken to validate our search algorthims. 

  We will end by providing context on how did we recreated the real signal set of 

circumstances with our simulator, and how a successful recreation translates into the 

validation of the simulator. 

 

 

4.1. Introduction 

  The only thing we need to deeply tackle is the Simulator, since the algorithms implemented 

are validated by the simple fact that we can successfully perform Acquisition with the real 

signal, achieving the same results described in the literature [14]. 

 

C/A 

Code 

Approximate Carrier Frequency 

(MHz) 

Approximate Carrier Doppler 

(Hz) 

C/A Code Delay 

(samples) 

22 4.12846 -1940 15042 

3 4.12719 -3210 1618 

19 4.12928 -1120 6184 

14 4.13313 2730 14540 

18 4.12731 -3090 344 

11 4.13328 2880 2955 

32 4.13406 3660 6857 

6 4.12722 -3180 7828 

28 4.132022 1622 15203 

9 4.13242 2020 9437 

Table 4.1: C/A codes contained in the real signal recording, and respective Dopplers and delays. 
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  We remind the reader that, for all of what we will be discussing, we used a GPS signal 

recording available for free to anyone online [14]. This is a recording made available by one of 

the researchers/developers of the “GNSS software defined receiver”, at the Danish GPS 

Center at Aalborg University, Darius Plaušinaitis, recording which originated from the receiver 

used in the book “A Software-Defined GPS and Galileo Receiver: A Single-Frequency 

Approach” [12]. 

  It is stated by the author that this recording is “useful for someone who wants to verify the 

GNSS signal Acquisition and tracking algorithms” [14], and thus it is a suitable raw feed to 

use as landmark for both validation and discussion. The signal central frequency is 4130400 

Hz and the sampling frequency is 16367600 Hz. 

4.2. Search Algorithms Validation 

  Quickly getting the search algorithms out of the way, with every single one of them we found 

the correct C/A codes, delays and Dopplers (and by “correct” we mean within our discretised 

variable resolution). We will just show one of the outputs, with the delay and Doppler verbose, 

as an example: 

 
Figure 4.1: Output of Acquisition algorithm with the real signal, with verbose. Horizontal axis is the 

satellite ID. Vertical axis is the absolute of the correlation result. In red is the maximum of the absolute 

of the correlation result. In blue the mean of the absolute of the correlation result (only counting the 

delays that produce the highest correlation for each Doppler). Delays are in normalized percentages of 

the total possible delay. Doplers are in Hz. In the bottom half, the rows of each line correspond to 

satellites ordered from highest to lowest power ([22,3,19,14,18,11,32,6,28,9]). 
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  The “calculated delay” is the delay our algorithms output. The true delay is the delay 

referenced by the author (after normalization). The error is the delta between the two. And 

just for the purpose of this example, we will explicitly show the calculated Doppler (using the 

same “calculated” and “true” reasoning). 

 

  Regarding the respective delays, the author results refer to a signal with 16 samples per 

symbol. As the user can define the samples per symbol as they see fit, we normalized both 

ours and the author’s delays to a percentage of the total samples in 1 ms. Another note is that 

the author gives no time reference for these “C/A Code Delay”s (Table 4.1), so instead of 

blindly finding the point in the raw feed which translates into these results, we normalized all 

delays by the delay of satellite 3 (we choose satellite 3 because of the low delay and high 

correlation peak). So we end up with delays which are in percentage. 

 
  As we can see, we find similar results with our algorithms to the ones mentioned by the 

author: We were able to pick up 6 of the 10 satellites present in the recording. The only 

“diverging path” between our results and theirs is the hierarchy of power of the satellites. 

Actually, depending on the 1 ms window we extract from the raw feed we find different 

satellite correlation peak patterns. This can be explained due to the randomness of the noise, 

sometimes providing a constructive interference, other times destructive.  

  To get a complete grasp of the impact of noise, we can perform thousands of Acquisitions 

and plot them over each other. The result can be seen in Figure 4.2. 

 
Figure 4.2: Output of thousands of Acquisitions (>10000) with different 1 ms windows of the real signal. 

Horizontal axis is the satellite number. Vertical axis is the absolute of the correlation result. Each red 

point is the maximum of the absolute of the correlation result; the red circles are the averages of these 

maximums. Each blue point is the mean of the absolute of the correlation results; the blue circles are 

the averages of said means. 
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  A wide range of results appears. Nonetheless, we can now clearly see the hierarchy of 

satellite power. Also, for satellites that according to the author have higher power, we 

consistently get accurate delay and Doppler results, where with the allegedly lowest signal 

power satellites, even when they go above the threshold, we do not always lock on the “true” 

delay and Doppler. This is another factor in favour of the noise being the responsible for the 

“randomness” of the peaks, and that the power hierarchy is correctly established. 

  We get a glimpse of the mislock in Figure 4.1 for the lowest power satellites, but we can 

clearly see it when we plot thousands of Acquisition delays and Dopplers. A schematic 

representation of it can be seen in Figure 4.3. 

 
Figure 4.3: Doppler and Delay results of thousands of Acquisitions (>10000) with different 1 ms windows 

of the real signal. Vertical axes are the satellite number. To the left, chart showing density of Doppler 

results, with horizontal axis being the Doppler in Hz. To the right, density of Delay results with the 

horizontal axis being the normalized Delay. Black cross corresponds to the true result, blue cross to the 

average result of all Acquisitions. The more Acquisitions producing the same result, the bigger the 

circle.	 

  Now we can clearly see the delay and Doppler relation with the S/N power hierarchy:  

• For the highest power satellites we have almost no miss-results, translating into big 

circles around the true result (big green circles near the black cross); 

• For the low power satellites, we can not always lock, so we end up with correlation peaks 

with random delays and Dopplers, translating into mostly a uniform distribution of circles. 
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  Taking all these results into account, we can now safely say that we achieved the same 

results as the ones provided in the literature, for the same real signal, using the presented 

algorithms. This validates the capability of performing Acquisition by the search algorithms. 

4.3. Simulator Validation 

  To successfully validate the simulator we recreated the real signal through simulation, 

applied the same algorithms used for the real signal, and achieved approximately the same 

results. The only difference between the real and simulated signal is regarding the sample 

rate: Where the real signal has a 16.3676 MHz sample rate, the simulated signal has 15.7542 

GHz. This decision is due to fact that the whole purpose of the simulator is to use otherwise 

prohibited high frequencies. Also for time constraint reasons, since this way we can in one 

simulation generate a signal for all our needs. 

4.3.1. Simulator Signal Structure 

  To start things off, the C/A codes used all have a similar structure what is shown in Figure 

4.4, with a symbol rate of 1.023 MSymbols/s, sampled at 15.7542GHz. 

 
Figure 4.4: C/A 1 code. Horizontal axis is time in seconds (10!! 𝑓𝑎𝑐𝑡𝑜𝑟), vertical is the normalized C/A 

amplitude. Red vertical lines correspond to the 1 symbol mark and 10 symbols mark. 

The sinusoidal wave is of the likes of Figure 4.5. 
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Figure 4.5: L1 frequency sine wave. Horizontal axis is time in seconds (10!!" 𝑓𝑎𝑐𝑡𝑜𝑟), vertical axis is 

normalized amplitude. Red vertical line corresponds to the period mark. 

As we can see, the sine wave has the L1 frequency, also sampled at 15.7542 GHz. 

  The end result (for each satellite) is a signal made up of the product of a sine (Figure 4.5) by 

a C/A code (Figure 4.4), with added noise a posteriori. Since making a robust noise model 

goes beyond the objectives of this thesis, we simply use white Gaussian noise. All satellite 

feeds are then added together. 

  This, as explained in previous chapters, is the same structure of signal used by our satellites 

in orbit. We remind the reader that we will disregard the navigation message and the In-phase 

component, in line with what was explained in Section 2. 

4.3.2. Real Signal Emulation 

  To recreate the real signal situation we had to increase/decrease the signal power (with 

what we call weights) and noise power (through the cumulative noise standard deviation) to 

achieve similar correlation peaks. But as we saw in Figure 4.2, the correlation peaks vary a 

lot, depending on what 1 ms window we are considering. This fact makes it so that simply 

making a matching of the Figure 4.1 plot is of no use to perform the validation. So instead of 

trying to match the correlation pattern of a specific moment, we did the following: 

• Firstly, we performed Acquisition in as many instances of the real signal as possible 

(>10000). This lead to a graph similar to Figure 4.2 where thousands of Acquisition 

correlations overlap. This carries important information, like the minimum, average and 

maximum correlation peaks of each satellite; 

• Secondly, we created an algorithm (we call it validation algorithm) that tries to recreate 

the real graph with our simulation model. 

The result is as can be seen in Figure 4.6. 
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Figure 4.6: Intervals of thousands of Acquisitions (>10000) with different 1 ms windows of the real signal 

(red/black intervals) and simulated signal (orange/blue intervals). Horizontal axis is the satellite number. 

Vertical axis is the absolute of the correlation result. The pairs above the 100 mark are the maximum of 

the absolute of the correlation result intervals. The pairs below the 100 mark are the means of the 

absolute of the correlation result intervals. The arrows indicate the interval limits, the circles the 

averages. 

  First lets focus on the red intervals. They are simply the intervals of all possible correlation 

peaks our real signal can produce. Well, not all, since performing Acquisition with all possible 

1 ms windows would take months, but these intervals contain upwards of 10000 Acquisitions, 

meaning more than 10000 random 1 ms interval windows. For reference, this translates into a 

maximum margin of error (at a 99% confidence) of 1.29% (which is already included in the 

Figure 4.6 results). 

  As for the orange part, this is generated by the previously mentioned validation algorithm. 

The algorithm is a servomechanism inspired algorithm, which is rewarded for decreasing 

error with more and more synthetic signal for it to “feed” on. We will not delve deeper on the 

algorithm here because we could simply generate similar results by inserting the weights and 

noise power by hand. We simply didn’t do that because for the validation we require the finest 

possible results. More information regarding the validation algorithm can be found in 

Appendix A. 

 

  The validation algorithm has 10 satellite weights it can customize, and the standard 

deviation of the cumulative noise of all satellites, meaning 11 inputs. With these 11 inputs we 

are trying to, ideally, control 30 parameters: For each of 10 present satellites, we ideally want 

to match the maximum, average, and minimum of the correlation peaks to the results given 

by the real signal. 
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  To closely match these parameters, we require as much simulation data as possible, or else 

our calculations would simply be rubbish: Performing a single Acquisition (weighted raw 

simulated signal plus noise) results in a set of 32 correlation peaks, and 32 correlation 

averages. So to achieve meaningful results, while maintaining the same weighted raw 

simulated signal, we renew the noise and perform Acquisition, over and over again, 

generating sets of 32 peaks plus 32 averages.  

  With enough time, we end up with enough Acquisition results to extract a meaningful 

maximum, average, and minimum estimation. We then increase/decrease the weights and 

noise according to how our estimations fare against the real results. 

 

  As we can see in Figure 4.6, we can not perfectly match our simulation to the real results. 

This is due to a single noise parameter not being enough to accurately describe the real 

noise: Since we “waste” the 10 weights to match the 10 satellite averages in the real signal, 

we are left with a single input, the noise standard deviation, which is used to match the 

average noise power present in the real signal.  

  Despite not being a perfect match, one could argue that these are extremely good results. 

To put things in context, the percent errors of the maximum, average, and minimum of the 

simulated correlation peaks, relative to the real ones, are displayed in Table 4.2. 

 
Table 4.2: Table of the absolute value of the relative error (in percentage) of the minimum, average and 

maximum of the real signal vs simulated signal correlation peaks. First row corresponds to the satellite 

C/A code number. 

  The upper bound percent error of the average of all satellites is less than 2.35%. If we 

consider only the present satellites, this figure goes down to 1.15%. We were expecting it to 

be very low since it was the main concern of the validation algorithm to minimize the average 

correlation peak error. We could reduce this error even more with more computation time (in 

theory we can reach an error equal to the machine precision). This proves that:  

• By manipulating the satellite weights we can replicate a desired satellite power 

pattern/hierarchy, proven by the low average error of the present satellites; 

• By manipulating the standard deviation of the noise injected into our simulator, we can 

accurately recreate the average noise power present in the real signal, proven by the low 

average error of the non-present satellites. 

 

  Regarding the present satellites, the interval limits errors are shown in Table 4.3. 
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Table 4.3: Section of Table 4.2, with only the minimum and maximum error percentage of the present 

satellites. Third row corresponds to the absolute maximum interval drift error. The last column is the 

average of said drift error. In green is the best simulated interval, in red the worst. 

  As we can see, contrary to the low average error, we have a substantial interval shift, 

sometimes upwards, sometimes downwards, with an upper bound to the absolute shift error 

of 17.755%. For context, we need to “pull” the 22nd interval (in Figure 4.6) 17.75% 

downwards to actually match the real interval. This can not be done without more input 

variables, which would come from a robust noise model. 

  Despite this fact undermining the simulator credibility, we urge the reader to attend to the 

fact that we were able to simulate upwards of 99.98% of all possible real results: We had only 

51 real results outside the simulated intervals, in more than 32*10000 correlations, meaning a 

mismatch/match ratio inferior to 51/320000. 

 

  Let’s now address the data below the 100 mark in Figure 4.6. These two pairs of intervals 

are the result of different ways of calculating the average correlation result: The bottom one is 

the absolute mean, through all variables, delay, Doppler and phase; The one above, is the 

mean correlation result of all possible delays and Dopplers, for the phase that produces the 

maximum correlation. The collective of thousands of these averages produces the intervals. 

  Immediately, one can see that these intervals barely match in both cases. This is due to the 

fact that the algorithm is not trying use the noise standard deviation to match the average 

correlation, but instead is striving to achieve a perfect matching of the average correlation 

peak of the non-present satellites (meaning the red intervals of every satellite but [22, 3, 19, 

14, 18, 11, 32, 6, 28, 9]). We chose this due to our priority being the matching of the pattern 

of the 32 correlation peak averages with the real data’s pattern.  

  Despite completely disregarding the average correlation data, we can see that with an 

extremely rudimentary noise model (White Gaussian Noise) and a very simplistic way of 

estimating the noise level in the real signal (through the non-present satellites correlation 

peaks), we were able to achieve overlapping intervals, which attests to the robustness of the 

simulator. For future work, with a noise model with more degrees of freedom one could match 

not only the average correlation peaks but also the average correlation results. 

 

  Continuing the dissection of the simulator results, we need to also point out that we 

successfully recreated the C/A code delays and Dopplers of the real satellites, as seen in 

Figure 4.7. 
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Figure 4.7: MATLAB verbose of Doppler and delay of Acquisition performed in 1 ms window of the 

simulated signal. Delays are normalized similarly to Figure 4.1. Dopplers are in Hz. The “true” lines 

correspond to the literature data about the real signal. The “calculated” is the result of our Acquisition 

algorithm. The “error” is the absolute value of delta between them. The rows of each line correspond to 

satellites ordered from highest to lowest power ([22,3,19,14,18,11,32,6,28,9]). 

  Careful planning is needed to achieve these delays: Since we have different samples per 

symbol than the real signal (16 vs 15400) we need to first normalize the delay by the samples 

per symbol and a time frame, and only then we can calculate what does that delay 

correspond to in our simulator. 

  The only critique to say regarding the delays and Dopplers is that, whereas in the real signal 

we can see the power hierarchy by how accurately we can find them (Figure 4.3), in the 

simulated signal it is common to do the correct lock on, even for the lowest power satellites 

(example of this is shown in Figure 4.7, where we can see a Doppler error for the last satellite 

of 480, compared to 1980 in Figure 4.1). This gives strength to the argument that our noise 

model has much room to grow. 

  Regarding the phase offsets, since we have no information about those quantities in the real 

signal, we used random offsets, within the respective ranges of possibility. With any offset we 

reach the exact same results shown above. 

4.3.3. End Notes 

  We were able to, using the exact same search algorithms for both the real and simulated 

signal, find extremely similar results of correlation peaks, delays and Dopplers, thus validating 

our simulator. 

  Summarizing, with an interval match accuracy upwards of 99.98%, a partial overlap of the 

correlation averages, and a Doppler and delay match within the resolution limits, we can now 

safely say that our simulator is able to accurately simulate a real case scenario.  

 

  It is also important to note that regarding a single instance of time, we can easily simulate 

the correlation pattern by handpicking the weights and noise standard deviation, without aid 

from external algorithms. 
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Figure 4.8: Side by side Simulated Data (left) vs Real Data (right) Acquisition instance. Handmade 

(weights and noise handpicked). Same vertical scale: Absolute correlation result. Horizontal axis is the 

satellite number. Red circles are the correlation peaks. Blue circles are the correlation average (for the 

Doppler that produces the correlation maximum). 

  As one might expect, when handpicking the weights and noise, we can not replicate the 

exact original pattern: Just from looking at Figure 4.8 blue circles, we immediately see that 

the noise level should be higher than it is.  

  If we wanted an exact match, we could just apply the validation algorithm and wait until we 

reached the desired match precision.  

  The point we want to make is that for generic applications, where we aren’t that concerned 

with a perfect matching, handpicking the noise and weights is accurate enough, saving the 

user the days/weeks of computing time for converging the weights and noise standard 

deviation. 
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5. Results Discussion 

  In this chapter we will give context, discuss and critique the results. 

  Starting by giving a short overview of the results, we will proceed to critiquing the partial 

analogue approach: The usage of a RF front-end to acquire a digitized IF signal feed. 

  Next, will see how the partial analogue approach compares to a fully digital approach that 

also uses IF downconversion (high frequency sampling). 

  Ending with how high frequency sampling (with IF downconversion) matches against Direct 

RF sampling. 

 

 

5.1. Introduction  

  With all the theory explained we now step into discussing the results. We aim to answer 

several questions: 

• How do all the different search approaches compare against each other? 

• How do the “strip off” methods fare against each other? 

• Is SDR a viable Acquisition platform? 

• Is Direct RF sampling viable? 

5.2. Results 

  We implemented two downconversion methods to bring any signal to baseband (Section 

3.3) and five search algorithms to extract the C/A codes (Section 3.4).  

 

  Regarding the downconversion methods, we applied both approaches to the real data and 

the simulation data, ending up with four different routes. A way to intuitively understand what 

each of the approaches represents can be seen in Figure 5.1. 



 64 

 
Figure 5.1: Visual representation of each of the downconversion methods applied for both the real and 

the simulated data. “MHz Frequency Signal (1) and (2)” correspond to different IFs, both in the MHz 

order. Red lines correspond to analogue signal, blue lines to digital signal. 

  Since the algorithms are “blind” towards the input, they receive a signal and either transfer it 

to an IF, or to baseband, resulting in two sets of scenarios:  

• The real data already comes digitized at an IF. The algorithms either downconverts it to a 

second IF (before baseband), or directly to baseband; 

• The simulation data comes as a digitized RF signal. Appling the same logic, it is either 

downconverted to an IF before baseband, or directly to baseband. 

  Despite us using two different signals from different sources, and the four resulting 

approaches differing quite a lot from each other, thanks to the fact that we are emulating our 

real world scenario in our simulator, both “Baseband Signals” end up resembling each other.  

 

  Regarding the search algorithms, three of them were implemented both with and without IF 

downconversion. The reason for this is the three first search algorithms were made for the 

purpose of being benchmarks for the results discussion. Also, for the last two it does not 

make much sense to categorize them as “IF” or “Direct”, since they have their own specific 

way of removing the carrier waves. 
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  In a structured manner, the Acquisition times of every approach can be seen in Table 5.1. 

 
Table 5.1: Acquisition time, in seconds, of each of the algorithms implemented. “IF” refers to 

downconverting to an intermediate frequency (between the frequency at which we receive the data, and 

baseband) before downconverting to baseband. “Direct” refers to downconverting from the frequency at 

which we receive the data directly to baseband. 

  As a side note, we remind the reader that the “Real Data” comes at a frequency of 4130400 

Hz and 16367600 Hz sample rate. Since the algorithms are “blind” towards the input, they 

treat it with the same procedures as if it was a GHz frequency signal, but in this case we have 

a substantially lower input size, and that is reflected in the Acquisition times. 

 

  We will now slowly dissect Table 5.1 for the remainder of this chapter. 

5.2.1. SDR Receiver: Partial Analogue Approach 

  Simply comparing both “Direct” (or “IF”) columns in Table 5.1 is a fallacious thing to do, 

because the Real Data results in the table were not originated from high frequency sampling, 

as opposed to the Simulation Data results, which were. 

  Starting with the “Real Data” numbers, they are a good illustration of the present day 

approaches and they answer the questions of, if we are receiving an analogically 

downconverted to intermediate frequency signal, what would be the time it would take to 

perform Acquisition using a SDR approach, if: 

• (Direct) We immediately downconvert the signal to baseband? 

• (IF) We downconvert the signal to a second intermediate frequency, lower the sample 

rate, and only then to baseband? 

 

  We now understand that the “Real Data” section gives us valuable benchmark information. 

Taking into account that nowadays even basic processors have clock speeds around the 

GHz, a present day GPS SDR receiver usually goes directly from the analogue intermediate 

frequency to a digital baseband signal. This is the approach mainly taken in the literature, 

where a USRP (or similar device) takes care of analogically downconverting the signal to an 

intermediate frequency, and then passes it through an A/D converter. This is also the signal 

genesis of our real life downloaded signal [14]. In this approach, the user only has access to 

the digitized raw (intermediate frequency) feed. 
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  Further analyzing both Real Data columns uncovers the origin of the present day norm: We 

can see that there is no meaningful time advantage in downconverting to a second 

intermediate frequency (Real Data: IF vs Direct column), while having the extra computational 

hurdle of performing an additional downconversion. This further supports the approach 

suggested in the literature [3] [12]. We remember that additional downconversions also add 

extra degradation of the correlation peaks, further discouraging the “Real Data: IF” approach. 

  All of this leads to the conclusion that the “Real Data: Direct” column really is a good 

estimation of Acquisition times with a GPS SDR receiver with present day technology, as 

stated previously. 

  As a side note, from the 5 algorithms, we can see that the Circular Correlation is the fastest, 

which corroborates the claims made in the literature [3, p. 159]. 

 

  Having developed an algorithm that can simply be plugged into a digitized intermediate 

frequency GPS feed (both real world data or simulated) and performs Acquisition in less than 

0.6 seconds, we can now safely say that an SDR approach is a viable alternative to using a 

fully analogue approach.  

5.2.2. SDR Receiver: High Frequency Sampling 

  Proceeding to the next topic, how practical is the high frequency sampling approach? To 

answer that, we need to focus on the “Simulation Data” vs. the “Real Data: Direct” results. 

  The thought experiment we are doing from this point forward is: “Let’s assume that we have 

an A/D, that receives the raw analogue GPS feed, and from it is capable of producing a high 

frequency (L1 frequency) high sampling rate (>10 GHz) digital signal”.  

  It is thanks to our Simulator that we can now delve in this hypothesis. 

 

  First regarding the “Simulation Data: IF” approach: Here we are downconverting the original 

signal (GHz) to an intermediate frequency (MHz), and only then downconverting it from there 

to baseband. Now however, this whole process is done digitally. This is the “high frequency 

sampling” analogous approach to present day generic GPS SDR receivers (which results can 

be seen in the “Real Data: Direct” column). 

  Rephrasing, where nowadays a first downconversion is done analogically (to an 

intermediate frequency) and then a second downconversion is done digitally (to baseband), 

with a high frequency sampled signal everything is done digitally.  
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Figure 5.2: “Real Data: Direct” vs “Simulated Data: IF” visual representation. Red lines correspond to 

analogue signal, blue lines to digital signal. 

  By inspecting Table 5.1 we find out that these two mentioned approaches correspond to the 

“Real Data: Direct” vs “Simulation Data: IF”. Comparing both columns, we can see 

immediately that we achieve around the same time results. This proves that it is possible and 

viable to construct an SDR high frequency sampling approach to substitute present day 

Acquisition. 

  The benefit of this “Simulation Data: IF” approach (when compared to the “Real Data: 

Direct”) can be easily seen in Figure 5.2: At the cost of having to introduce a high frequency 

A/D, we wouldn’t need any of the extra electronic components contained in the USRP (the 

likes of filters, amplifiers and local oscillators [3, p. 120]) to downconvert the signal to 

intermediate frequencies. This may cheapen the production cost in the future, but even if that 

is not the case, it will certainly cheapen the maintenance, since newly found AI and 

mathematical approaches can simply be programmed earlier in the process of treating the 

GPS feed. 

 

  With the relationship between these two established (“Real Data: Direct” and “Simulation 

Data: IF”), we could simply gravitate towards the fastest algorithm: Circular Correlation. As 

alluded to in the literature [3] [12], nothing can compete with it in Acquisition speed. And as 

shown in the table, we achieve approximately the same Acquisition speeds using the digital 

approach instead of the analogue/digital one (Table 5.1: 0.85 vs 0.53 seconds). 

  This simply proves that in the future, when we eventually have the technology to do high 

frequency sampling, we will only need a single ADC to have an equivalent receiver to present 

day state of the art GPS SRD Receivers. 
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  But why blindly copy what the present day norm is? We should note that to achieve these 

extreme Acquisition speeds we need to downconvert the signal to an intermediate frequency, 

and we remind the reader that this approach produces undesirable extra degradation of the 

correlation peaks (Section 3.3.3). So if we could find an approach with competitive Acquisition 

speeds, without this pesky extra degradation, that would be ideal. At this point we start 

gravitating towards the “Simulation Data: Direct” column. 

5.2.3. SDR Receiver: Direct RF Sampling 

  Nowadays we are forced to analogically downconverting the signal to an intermediate 

frequency and only then digitally sampling it, but in the future that might not be the case. The 

high frequency sampling approach, coupled with Direct RF sampling, gives us a meaningful 

choice:  

• High Speed with numeric deterioration  (“Simulation Data: IF”), vs; 

• Low speed without numeric deterioration (“Simulation Data: Direct”).  

 

  Ideally we want high speed without deterioration, and striving towards this ideal drove us 

to create all these alternative algorithms (and the simulator).  

  With the Direct RF sampling plus SDR approach, we open up a whole new world, but at first 

glance a “very slow one”. So we mixed in the AI approach to try to speed things up! 

 

  Inspecting Table 5.1: “Simulation Data: Direct” column, we can immediately see that if we 

want a robust high speed without deterioration Acquisition method, Circular Correlation is not 

the answer: Despite circular correlation totally bypassing the Offset and Delay state space 

nodes, its goal test is affected by the amount of samples per symbol. To further explain, 

performing FFTs and inverse FFTs becomes slower and slower the bigger the vector we are 

working with, and for Direct RF sampling we are dealing with approximately 15 ∗ 10! 𝐻𝑧 ∗

1 𝑚𝑠 = 15 ∗ 10!  length vectors. This is reflected in the “Simulation Data: Direct” Circular 

Correlation bracket, where we can see worse results than even Bruteforce.  

  We must therefore find alternatives, and Bruteforce surely will not be one: As one would 

expect, an algorithm that simply goes through every possible state, despite being good for 

validation, has no practical application, due to its prohibitive Acquisition times. 

  We are left with both Pruning methods and the Hill-Climb algorithms.  

  Starting with the Aliasing Pruning, the algorithm simply is not robust enough to be a 

contender: Despite the promising time shown in the table, the previously mentioned “doubling 

of the noise” (Section 3) makes it so that we can barely get 4 satellites most of the time. This 

goes against our ideal of no extra deterioration. 

  The Offset Pruning does not incur the problem of degradation of the correlation peaks, while 

significantly increasing the Acquisition speed (around 30 times faster than Circular 

Correlation!). Nonetheless, 20 seconds is still too much time in this day and age. 
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  The Hill-Climb at a first glance seems even worse than the Offset Pruning, but we remind 

the reader that this approach has two major players working at the same time, the “Creating 

the Doppler and Delay subspace” and the “Search” that works over it. Since they are 

separate entities, nothing stops the algorithm from being implemented in a parallelized 

fashion: It can be searching for the satellites while at the same time preparing the next 

subspace. In light of the parallelization, what once was a 29 seconds time, is now reduced to 

the greater of its two components: 18 seconds.  

 

  But what exactly are these “10 and 18 seconds”? We come back to the two components (or 

blocks) of the algorithm. There is an intimate “relationship” between the “subspace creation” 

and the “search” and so there are many ways to code this “relationship”: 

• In one extreme, the subspace creation could be responsible for only creating the “map of 

points” where the search algorithm should start searches. This is the most intuitive 

approach, and the one described in Section 3.4.5. 

This approach puts the heavy burden on the search part; 

• On the opposite end, the subspace creation could have the task to: 

- Create the “map of points”; 

- Downconvert the source signal with all possible Dopplers/offsets pairs to baseband; 

- Pre-prepare all possible local C/A codes with all possible delays.  

This approach puts the heavy burden on the subspace creation, allowing the search to 

focus solely on “searching” (climbing mountains). 

 

  These are the 2 extremes, but anything inbetween can also be done. This goes to show that 

the Random Mutation Hill-Climb Algorithm is extremely flexible, and by working on both parts 

simultaneously and fine-tuning the task distribution between them, we can reach lower 

Acquisition times. 

  In our implementation of the Random Mutation Hill-Climb algorithm, we chose to task the 

“subspace creation” part with “Creating the map of points” and “Downconverting the source 

signal”, and the “search” part with creating “local C/A codes with all needed delays” and 

“climbing mountains”. 

 

  Tackling now the question, as we can see in Table 5.1, the Real and the Simulated Data 

have a thing in common: Both have the 10 second part, plus a variable time (0.46 or 18 

seconds). In our case, these “10 seconds” corresponds to the “search through C/A and 

delays”, and the variable part the “subspace creation and the downconversion”.  

  It may not seem intuitive, but the explanation is simple: No matter the samples per symbol 

the raw signal feed has, the “subspace creation” outputs a “grid” of downconverted baseband 

signals, always with the same samples per symbol (or to reword it, the “subspace creation” 

block outputs a “mesh” always with the same refinement). The “search” always receives a 

grid with the same “dimensions”, so no matter the input on average it takes the same time to 
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go through it (proven by the similar 10 seconds time in both columns in Table 5.1, despite the 

substantial initial samples per symbol difference: 16 to 15400). 

 

  In the spirit of task redistribution to achieve greater speeds, the “subspace creation” could 

downconvert only promising Dopplers, and only if the “search” algorithm can not find a 

meaningful correlation peak, then the “search” has the task to decode the rest. This would 

lower the “18 seconds” time and increase the “10 seconds” one. Promising Dopplers would 

have to be information derived either from previous Acquisitions, or from likelihood of 

detecting satellites in specific Dopplers, etc. Many other forms of task redistribution can be 

argued for, meaning there is much room for optimization. 

  Ideally we would want to mess around with the flexibility of task redistribution and parallel 

processing to fine-tune the “Simulation Data: Random Mutation Hill-Climb” time to around 14 

seconds each part (the middle point between 18 and 10). 

 

  Another important thing to state about this algorithm is that the results shown have no 

performance enhancements. There is nothing stopping us from fusing any of the other 

methods with this algorithm, making such a hybrid algorithm extremely faster. As an example: 

• Merging in Offset Pruning concepts would lower the 18 seconds time to a little over one 

fourth of it, around 5 seconds (one fourth due to going from 4 to 1 possible offsets, plus 

the time of pruning them); 

• Incorporating the “bypass delays through FFT” part of Circular Correlation would greatly 

lower the 10 second part of the algorithm, to around 1 second, since we would go from a 

two dimensional climb (the algorithm climbs in a Doppler/Delay “grid”) to a one 

dimensional climb (just Dopplers).  

Again in this case it would be wise to rearrange the workload to favor equal work time, ideally 

leading to a 3 second computation time (middle ground between 1 and 5). 

  Of course with these kinds of enhancements the algorithm identity becomes less and less 

“Random Mutation Hill-Climb”, so we advise for future work to simply use this identity as the 

starting point. 

 

  Concluding, taking parallel processing and task re-distribution into account, without 

performance enhancements, we would be talking about 14 seconds; with those 

enhancements, the best-case scenario is a 3 seconds Acquisition time. Let’s take a moderate 

posture and assume a value of 10 seconds or less. 

  Less than 10 seconds is a respectable Acquisition time, with the added bonus of no extra 

deterioration due to IF downconversions, but still nowhere near the “less than 1 second” 

Acquisition times achieved nowadays (Table 5.1: Real Data: Circular Correlation). Still the 

point made here is that where the Circular Correlation is a perfected state of the art 

Acquisition model, without much more room to grow, AI models have enormous growth 

potential.  
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  One negative aspect must be remembered: The Random Mutation Hill-Climb algorithm is 

not optimal. Just to give context to the user, in all of more than 100000 Acquisitions 

(including test runs) with the real signal, we consistently extracted 4 or more of the highest 

S/N satellites. But despite seeming reliable, it may seem so just by pure luck. 

   As explained in Section 3, the algorithm may not find the correlation peaks due to local 

maximums. So either the algorithm is enhanced with other algorithms to achieve optimality, 

or one must be prepared to eventually fail Acquisitions as a compromise to achieve the best 

Acquisition speed possible.  

  Going deep in this dilemma goes beyond the scope of our work, so we will just say that from 

our work experience, we feel like favoring Acquisition speed, when coupled with a very low 

chance of failure, is a favorable trade off: As an example, when reaching <1 s Acquisition 

speeds, the computational burden of detecting Navigation Data bit transitions outweighs the 

time it takes to perform another Acquisition. If you take into account that the probability of 

error due to Navigation Data bit transition is roughly 1/20, we would file under “acceptable 

trade-off” any probability of algorithm error lower than 1/20, and according to our many test 

runs the Random Mutation Hill-Climb algorithm falls in this category.  

 

  Concluding the whole “high frequency sampling” vs. “Direct RF sampling” approach (Table 

5.1: “Simulation Data” columns), since we were able to conceive less than 10 seconds 

Acquisition times, with current day technology, we can safely say that in the future, when 

Direct RF sampling becomes viable, direct downconversion will eventually become the 

standard Acquisition approach. 

  Methods like Circular Correlation are optimized to such an extreme that they will mostly not 

benefit from extra computational power: For them, faster CPU clock speeds simply means 

going through code loops faster. So the 0.8 seconds Acquisition times in Table 5.1 will not get 

much faster in the future, leading us to conclude that the whole “digitally downconvert to an 

Intermediate Frequency” method hasn’t much room to grow (to put in perspective, doubling 

the CPU speed would at best halve the time, meaning we would go from 0.8 to 0.4, a 0.4 

seconds time decrease). 

  On the contrary, the same percentage clock speed increase would greatly benefit direct 

downconversion and AI based algorithms. Not only will we be able to consume a higher and 

higher amount of samples per symbol without any performance backlash, but also the time 

savings in absolute value would be much higher. Different AI algorithms benefit differently 

from more computational power, and the challenge of future work will be in finding the one 

that can harness it the best. 
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5.3. End Notes 

  As a chapter endnote, we remind the reader that these are the Acquisition times without 

stopping the search algorithms upon reaching a goal state. If we assume that on average the 

algorithms find the solution at a half point through the search, these times are cut in half.  

  This means that for a complete self localization algorithm, the Acquisition times are 

effectively half (on average), because the only thing we are interested in is finding the goal 

state, the rest of the search being spurious information. 

  AI methods like Heuristics and Machine Learning can instruct the search algorithms to find 

the goal state way before the “half point”, meaning that for future work, combining search 

optimization with these methods would greatly lower the self localization time, and so this is 

the path we recommend investing in. 

 

  It is also important to mention that, similarly to the parallelized trend of nowadays receivers, 

where there are multiple “channels” that work simultaneously on the same signal, we could 

also implement all of the previously mentioned algorithms in a parallelized fashion in GNU-

Radio. A present day common practice is to have each “channel” responsible for each C/A 

code, effectively dividing the receiver workload by 32. 

  GNU-Radio allows (and even promotes) this kind of approach, thus one should keep in mind 

that the times shown in Table 5.1 represent the majorant of the Acquisition times. 

  As an example, if we had 32 dedicated USRPs (32 channels) in parallel, one for each C/A 

code, all the previously discussed time results should be divided by 32 before any critique. 

  It is up to the developer to decide what and how much should be parallelized: As a positive, 

parallelizing the 21 Dopplers may produce better results than the 32 C/A codes. As a 

negative, too much parallelization will vastly increase the monetary cost of the receiver, 

without a significant speed increase. The key is in balancing the amount of parallelization. 

  Concluding, parallelization is a very promising subject that must be delved in in future work. 
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6. Conclusions 

  In this chapter we will summarize the work done, what we’ve learned from it, and future work 

to be done. 

 

 

6.1. Wrap-Up 

  What started as a real life approach, using the USRP E-100, turned into a simulation 

approach, due to unforeseen technology limitations. We were able to successfully create a 

GPS constellation simulator, which allowed us to simulate the Acquisition of GPS signals at a 

sample rate way beyond the clock speeds of the fastest computing processors [28].  

  That opened the door to study not only the viability of an SDR approach, but also the 

viability of high frequency sampling and Direct RF sampling (direct downconversion to 

baseband). 

  As the literature-proposed algorithms to perform Acquisition crumble when faced with GHz 

sample rates, our work mutated into more and more of an AI approach to GPS signal 

Acquisition. Different AI strategies where applied to be able to perform Acquisition in 

reasonable time frames. By the end of the journey we were deep inside AI territory, trying to 

create an AI algorithm that could process more than several millions of samples fast enough 

for the results to be meaningful. 

6.1.1. Partial Analogue Approach 

  We were able make a strong point that a SDR Acquisition model, when coupled with a RF 

front-end, is a viable way to perform GPS Acquisition: We successfully developed an 

algorithm that, feeding off a real life digitized intermediate frequency GPS feed, performs 

Acquisition in less than 0.6 seconds (Table 5.1: Real Data: Direct: Circular Correlation). This 

result should be treated with caution when compared with results shown in the literature [12, 

p. 85], due to the different computational power used. 

  The importance of this result isn’t how it fares against SDR results from other authors, but 

how it fares against nowadays receivers: If we assume that the Acquisition regards half of the 

Hot Start TTFF, even for the most demanding case (TTFF <1 sec [10, p. 34]), we were able to 

achieve competitive results using an SDR approach. 



 74 

  In light of this, in the immediate future it will be harder and harder to justify using dedicated 

electronic components to perform a task that can be easily done by the likes of a Raspberry 

Pi. 

6.1.2. High Frequency Sampling 

  As higher and higher clocking speeds are achieved, we predict that downconversion from a 

raw digitized feed will be the norm. 

  We started by creating and validating a software simulator capable of recreating a real life 

GPS constellation pattern. Without the sampling frequency limitations that real life receivers 

have, we were able to explore the consequences of high frequency sampling. 

  We were pleased to see that we can achieve approximately the same Acquisition times (<1 

ms) using high frequency sampling instead of an analogue RF front-end. In both instances we 

extract the C/A codes after downconverting to an intermediate frequency, and the impact of 

doing it all in a digital form is negligible. 

  When ADC become powerful enough, mass-market GNSS applications like smartphones, 

the priority of which is producing small devices, fast TTFF and low cost [10], will eventually 

transition to fully digital.   

6.1.3. Direct RF Sampling 

  Without the hardware limitations, we were also able to study the very limits of the Acquisition 

process: Directly downconverting from GHz to baseband. 

  Immediately, the algorithms that nowadays perform Acquisition became obsolete, with 

Acquisition times of more than 600 seconds. By delving deep in AI, we were able to solve this 

problem, and by the end of our journey we were able perform 20 seconds Acquisitions, or 

even less if we consider fusing the proposed algorithm with other discussed performance 

enhancements. 

  Continuing again with the assumption that the Acquisition regards half the Hot Start TTFF, if 

we take the 10 sec time (referenced at the end of Section 5.2.3) as a landmark, and compare 

it with the Hot Start TTFF of activities that require the highest precision possible (TTFF <15 s 

[10, p. 57]), we can safely say that a Direct RF method is competitive time wise, and simply 

the superior one accuracy wise (in line with what we explained in Section 3.3.3). 

  In the distant future, with the help of AI, Direct RF sampling will simply be a better alternative 

to any other method mentioned in this work, in every aspect: We will achieve the same (or 

better) Acquisition times, with the minimum possible degradation of the correlation peaks. 

New algorithms will be easier to test and implement, translating into cheaper cost of 

implementation, maintenance and update. 
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6.2. Future Work 

  Many examples of future work were pointed out during the chapters. The most notable ones 

are: 

• Developing an analogous In-phase component of our simulator; 

• Study the propagation of the numeric degradation generated by downconversions, and 

possible ways to attenuate it; 

• Creating a robust noise model, that allows a flexible signal degradation; 

• Increase the depth of the AI model, with the help of subjects like Heuristics and Machine 

Learning. 

Also some important mentions are: 

• Add a Graphical User Interface for both the Simulator and the Acquisition code; 

• Implement support for analogous GNSS systems like GALILEU. 

 

  Specifically, for a present SDR GPS Receiver, the aim of the future work should be to apply 

what was shown to be possible here to a real time GPS feed: 

• Extract an IF digitized GPS feed using a powerful enough USRP; 

• Create an algorithm that decomposes a complex GPS feed into the respective I/Q 

components in real time. 

By outputting a Quadrature component in real time into our algorithms, one would have a real 

time GPS SDR Acquisition model. 

  This would be the needed prior work over which the algorithms discussed here would 

operate. 

 

  For the Direct RF sampling topic, one interesting subject to meddle with is to emulate high 

frequency sampling with low frequency sampling. 

  Further explaining, it can be shown that in very specific cases, one does not need to respect 

the Nyquist theorem, and one of those cases is for Repetitive Signals [45]. In light of our 

carrier wave being a “Repetitive Signal”, meaning a sinusoid with a very well defined 

frequency, three orders of magnitude higher than the frequency of the information we want to 

extract from it, one could use a very specific sample rate that simultaneously: 

• Is well over the Nyquist sampling frequency restriction for C/A codes, meaning several 

MHz; 

• Is accurate enough to sample the carrier wave at very specific points in time.  

From these samples we could reconstruct the original carrier wave, without losing any 

information contained in it.  
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Figure 6.1: Process of reconstructing the L1 frequency carrier wave. Time in seconds. Frequency in 

Hertz. Reconstruction (blue) wave sampling frequency is 1.5598e+9 Hz. 

As we can see in Figure 6.1, we can fully reconstruct the carrier wave using a sampling 

frequency inferior to the L1 Nyquist frequency.  

  Careful planning will be needed to achieve the goal of a correct reconstruction. One of the 

immediate problems relates to the C/A code bit transitions: Since we are concatenating 

replicas of d), when eventually the C/A code has a bit transition, we would be replicating that 

transition numerous times (in the example above it would be 100 replicas). 

  Surely many other problems will need to be tackled. In the end, with a successful 

reconstruction we would have at our disposal the closest possible signal feed to a Direct RF 

sampling real world scenario feed, using a nowadays USRP. This would allow further work 

into Direct RF sampling. 

  To emulate the real world signal feed, a “slowed down” GNU Radio environment would be 

needed. The GNU Radio would receive the raw USRP data, sample it and reconstruct the 

higher sample rate frequency signal, and then feed it to the Acquisition algorithms in a 

“slowed down” version of real time. 

6.3. End Note 

  Our major contribute was to inquire about the consequences of high frequency sampling and 

solving one of the problems that Direct RF sampling will bring to the table.  

  Hinted through all of the “European GNSS Agency GNSS Technology Report, Issue 1” is: 

“Now is the time to invest research time in this field” [10]. With this work we matched the 
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demand of two markets: High frequency sampling with a single IF fulfils the needs of “mass-

market” applications (the likes of Smart-phones and Internet of Things), while Direct RF 

sampling fulfils the “industry” needs (the likes of Agriculture, Surveying and Construction). 

 

 



 78 



 79 

Works Cited 

[1] LOWRIE, W. Fundamentals of Geophysics. 2nd. ed. London: Cambridge University 

Press. ISBN 978-0-521-67596-3. 

[2] NUNES, P. J. A. Os instrumentos náuticos na obra de Pedro Nunes. Universidade de 

Lisboa: Faculdade de Letras. Lisboa. 2012. 

[3] TSUI, J. B.-Y. Fundamentlas Of Global Positioning System Recievers: A Software 

Approach. 1st. ed. [S.l.]: John Wiley & Sons, Inc., 2000. ISBN 0-471-38154-3. 

[4] DANCHIK, R. J. An Overview of Transit Development. Johns Hopkins APL Technical 

Digest, v. 19, n. 1, 1998. 

[5] ALEXANDROW, C. The Story of GPS. DARPA. [S.l.]. 

[6] STANFORD UNIVERSITY. A brief history of satellite navigation. Stanford News, 13 95. 

[7] ICAO. ICAO Completes Fact-Finding Investigation. ICAO. Montreal. 93. 

[8] DEFENSE STANDARDIZATION PROGRAM OFFICE. NAVSTAR Global Positioning 

System (GPS): A Military Standard Transforms Global Navigation. U.S. Department of 

Defense. [S.l.]. 

[9] U.S. GOVERMENT. GPS Accuracy. gps.gov, March 2017. Available at: <https://www. 

gps.gov/systems/gps/performance/accuracy/>. Accessed: March 2018. 

[10] © EUROPEAN GNSS AGENCY. GNSS User Technology Report, Issue 1. © European 

GNSS Agency. [S.l.]. 2016. (978-92-9206-029-9). 

[11] U.S. GOVERNMENT. NAVSTAR GPS USER EQUIPMENT INTRODUCTION. [S.l.]. 

1996. 

[12] BORRE, K. et al. A Software-Defined GPS and Galileo Receiver: A Single-Frequency 

Approach. 2nd. ed. [S.l.]: Birkhäuser, 2007. ISBN 978-0-8176-4390-4. 

[13] ALBORG UNIVERSITY. Danish GPS Center. Available at: <http://gps.aau.dk/dgc/ 

dgc_activities/>. Accessed: March 2018. 

[14] PLAUšINAITIS, D. GNSS And Other Topics: Samples of GNSS Signal Records. GNSS 

And Other Topics. Available at: <http://gfix.dk/matlab-gnss-sdr-book/gnss-signal-

records/>. Accessed: 2018. 

[15] ÉCOLE NATIONALE DE L'AVIATION CIVILE. École Nationale de l'Aviation Civile: 

Research. Available at: <http://www.enac.fr/en/global-navigation-satellite-system>. 

Accessed: March 2018. 

[16] DEPARTMENT OF ELECTRONICS, OPTRONICS AND SIGNAL PROCESSING - 



 80 

DEOS. ISAE SUPAERO. Available at: <https://www.isae-

supaero.fr/en/research/departments/department-of-electronics-optronics-and-signal-

processing-deos/department-of-electronics-optronics-and-signal-processing-deos/>. 

Accessed: March 2018. 

[17] ISTITUTO SUPERIORE MARIO BOELLA (ISMB). Research Areas: Navigation 

Technologies. Istituto Superiore Mario Boella (ISMB). Available at: <http://www.ismb.it/ 

en/Navigation_Technologies>. Accessed: March 2018. 

[18] RENATO FILJAR, M. F. A. L. Software-defined GNSS receiver as a framework for 

GNSS-related research and education. Faculty of Maritime Studies, University of Rijeka, 

Croatia. [S.l.]. 2016. 

[19] KINNARI, S. Tampere University of Technology. Research Fields: Signal processing for 

wireless positioning. Available at: <http://www.tut.fi/en/research/research-fields/ 

electronics-and-communications-engineering/signal-processing-for-wireless-positioning/ 

index.htm>. Accessed: March 2018. 

[20] GRAZ UNIVERSITY OF TECHNOLOGY. Graz University of Technology. Research: 

Navigation. Available at: <https://www.tugraz.at/institute/ifg/research/navigation/>. 

Accessed: 27 March 2018. 

[21] GAGE RESEARCH GROUP. Research Group of Astronomy and Geomatics. Technical 

University of Catalonia (UPC). Available at: <http://gage.upc.edu/>. Accessed: March 

2018. 

[22] UNIVERSITY OF NOTTINGHAM. Nottingham Geospatial Institute: Research. University 

of Nottingham. Available at: <https://www.nottingham.ac.uk/ngi/research/propagation-

effects-on-gnss/index.aspx>. Accessed: March 2018. 

[23] GENIUS. GNSS Education Network for Industry and UniversitieS: About. GENIUS. 

Available at: <https://www.nottingham.ac.uk/genius/about/about.aspx>. Accessed: March 

2018. 

[24] TEXAS INSTRUMENTS INCORPORATED. High Speed ADCs (>10MSPS) – RF 

sampling. Texas Instruments, 2018. Available at: <http://www.ti.com/data-converters/ 

adc-circuit/high-speed/rf-sampling.html>. Accessed: March 2018. 

[25] GUILLAUME LAMONTAGNE, R. J. L. A. B. K. Direct RF Sampling GNSS Receiver 

Design and Jitter Analysis. MDA Corporation, Satellite Systems Division, Sainte-Anne-

de-Bellevue, Canada; École de Technologie Supérieure, LACIME Laboratory, Montréal, 

Canada. [S.l.]. 2012. 

[26] ETTUS RESEARCH. About USRP Bandwidths and Sampling Rates. Ettus Research. 

Available at: <https://kb.ettus.com/About_USRP_Bandwidths_and_Sampling_Rates>. 

Accessed: March 2018. 

[27] JAYAMOHAN, U. Not Your Grandfather's ADC: RF Sampling ADCs Offer Advantages in 

Systems Design. Analog Devices. Available at: <http://www.analog.com/en/technical-



 81 

articles/rf-sampling-adc-offer-advantages-in-systems-design.html>. Accessed: March 

2018. 

[28] CHIAPPETTA, M. AMD Breaks 8GHz Overclock with Upcoming FX Processor, Sets 

World Record. Hot Hardware, 13 September 2011. Available at: <https:// 

hothardware.com/news/amd-breaks-frequency-record-with-upcoming-fx-processor>. 

Accessed: March 2018. 

[29] JOSHKNOWS.COM. joshknows.com: Presentation for October 2009 GNU Radio 

Hackfest. joshknows.com. Available at: <http://www.joshknows.com/grc>. Accessed: 

March 2018. 

[30] TOMÉ, G. M. Post-Processed Acquisition & Tracking of GPS C/A L1 Signals: A 

Software-Defined Receiver Approach. Universidade de Lisboa: Instituto Superior 

Técnico. [S.l.]. 2015. 

[31] TEXAS INSTRUMENTS. LM97600RB Reference Board Users’ Guide. Texas 

Instruments Incorporated. [S.l.]. 2012. 

[32] TEXAS INSTRUMENTS. High Speed Data Converters. Texas Instruments. [S.l.]. 2012. 

[33] U.S. GOVERNMENT. INTERFACE SPECIFICATION: IS-GPS-200: Navstar GPS Space 

Segment/Navigation User Interfaces. GLOBAL POSITIONING SYSTEMS 

DIRECTORATE. [S.l.]. Version H, September 24, 2013. 

[34] PENSTATE. PenState: GPS and GNSS for Geospatial Professionals: The Navigation 

Message. PenState: Colledge of Earth and Mineral Sciences. Available at: <https:// 

www.e-education.psu.edu/geog862/node/1734>. Accessed: March 2018. 

[35] LEDVINA, B. M. et al. A Real-Time GPS Civilian L1/L2 Software Receiver. Cornell 

University. [S.l.], p. 992. 2004. 

[36] ETTUS RESEARCH. Ettus Research: USRP™ E100/E110 embedded series. Ettus 

Research, 2012. Available at: <https://www.ettus.com/content/files/07495_Ettus_E100-

110_DS_Flyer_HR_1.pdf>. Accessed: March 2018. 

[37] ETTUS RESEARCH. Ettus Research: USRP Hardware Driver and USRP Manual. Ettus 

Research. Available at: <https://files.ettus.com/manual/page_general.html# 

general_ounotes_overflow>. Accessed: March 2018. Version: 3.11.0.1-0-no-hash. 

[38] ACTIVECAT. discuss-gnuradio: Re: [Discuss-gnuradio] about matlab and Gnuradio. 

discuss-gnuradio, 2014. Available at: <https://lists.gnu.org/archive/html/discuss-

gnuradio/2014-03/msg00273.html>. Accessed: March 2018. (Mailing List). 

[39] GNU RADIO. GNU Radio Companion Waveform Generators: Signal Source. GNU Radio 

Companion: Block Documentation, 2013. Available at: <http://www.ece.uvic.ca/~elec350/ 

grc_doc/ar01s02s01.html>. Accessed: March 2018. 

[40] GNU RADIO. GNU Radio Companion Waveform Generators: Noise Source. GNU Radio 

Companion: Block Documentation, 2013. Available at: <http://www.ece.uvic.ca/~elec350/ 

grc_doc/ar01s02s03.html>. Accessed: March 2018. 



 82 

[41] GNU RADIO. GNU Radio Manual and C++ API Reference: delay. GNU Radio Manual 

and C++ API Reference, 2016. Available at: <https://gnuradio.org/doc/doxygen/ 

classgr_1_1blocks_1_1delay.html>. Accessed: March 2018. 

[42] GNU RADIO. GNU Radio Companion Misc: Throttle. GNU Radio Companion: Block 

Documentation, 2013. Available at: <http://www.ece.uvic.ca/~elec350/grc_doc/ 

ar01s03s07.html>. Accessed: March 2018. 

[43] RUSSELL, S. J.; NORVIG, P. Artificial Intelligence: A Modern Approach. 3rd. ed. New 

Jersey: PearsonEducation,Inc., 2010. 80 p. ISBN 978-0-13-604259-4. 

[44] HIGHAM, N. J. Accuracy and Stability of Numerical Algorithms. University of 

Manchester. Manchester, England. 2002. (0-89871-521-0). 

[45] WESCOTT, T. Sampling: What Nyquist Didn’t Say, and What to Do About It. Wescott 

Design Services. [S.l.], p. 13-16. 2016. 

  

 



 83 

Appendix A 

  This appendix serves to explain in detail how the simulation validation algorithm works. 
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A.1. Simulation Validation Algorithm 

  The validation algorithm needs as a prerequisite the data it wants to replicate. This means 

that the user must a priori choose a search algorithm, and feed it as much real data as they 

see fit, to collect the Acquisition results with the precision they desire. Let’s for simplicity 

assume that we will be using the Bruteforce algorithm. 

 

  The validation algorithm accepts the real data and calculates the averages, maximums and 

minimums of all satellites, for both correlation peaks and averages. At this point, the algorithm 

injects the confidence error into these estimations. This corresponds to the “Real Signal Data” 

in Figure A.1. 

  In parallel to all this, there is a pool of synthetic signal without noise, already available to the 

algorithm. The pool compounds the sum of the signal of each satellite the user desires to 

match. In this work, the signal pool is made of satellites [22, 3, 19, 14, 18, 11, 32, 6, 28, 9]. 

This corresponds to the “Synthetic Signal Data” in Figure A.1. 

  The objective of the validation algorithm is, with this pool of synthetic signal and added 

noise, match the 32 correlation peak averages and limits from the real signal. 

 

The whole process is illustrated in Figure A.1. 

 
Figure A.1: Overarching explanation of the simulation algorithm. StD regards standard deviation. Red 

circle represents an infinite loop block. Red arrow represents the infinite loop controller. 

  The synthetic signal starts by being multiplied by the initial weights. To the weighted signal is 

then added the noise with the initial noise standard deviation. This is then fed to the infinite 

loop. The length of this loop is controlled by the Belief function, with a set initial length. The 

user defines all of these initial parameters. 

  The infinite loop (red circle in Figure A.1) can be summarized as: 
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• Receive a fresh noise feed; 

• Sum the fresh noise feed to the weighted synthetic signal; 

• Perform Acquisition and store the results; 

• (Repeat). 

  After performing all the loops ordered by the Belief function, the infinite loop outputs all of 

the stored Acquisition results. These are then fed to the Comparer. Since our primary 

objective is to match the averages of the correlation peaks, the Comparer calculates said 

averages of the Acquisition results (for each satellite), and calculates the error of said 

averages vs. the real signal data correlation peaks averages. 

  These errors are fed to the Belief function. The Belief function then acts upon these errors:  

• The errors regarding satellites [22, 3, 19, 14, 18, 11, 32, 6, 28, 9] are used to 

increase/decrease the corresponding satellite weights, proportionally to the size of the 

error; 

• The errors regarding the non-present satellites are used to estimate the new noise 

standard deviation, proportionally to the size of the error; 

• The entirety of the errors (32 errors) is used by the Belief function to decide the length of 

the next infinite loop. 

  These new weights and standard deviation are applied to the synthetic signal and noise 

respectively, and another infinite loop starts: 

• Receive a fresh noise feed (with the updated standard deviation); 

• Sum the fresh noise feed to the weighted synthetic signal (with the updated weights); 

• Perform Acquisition and store the results; 

• (Repeat). 

  When this infinite loop runs its course (defined by the Belief function), it outputs new 

Acquisition results, which are fed to the Comparer. The Comparer computes the new errors 

and feeds them to the Belief function. The Belief function computes the new weights, 

standard deviation and the length of the next infinite loop. And so on. 

  This whole circular process (the entirety of Figure A.1) occurs endlessly until the user 

decides to stop it. The lengthier the process, the greater the converging precision. 

 

  Regarding the Belief function, let’s first address how the errors are translated into the new 

weights and standard deviation. 

  There are two ways the Belief function can achieve this: 

• It may accept the errors as (𝑟𝑒𝑎𝑙 𝑟𝑒𝑠𝑢𝑙𝑡𝑠 𝑑𝑎𝑡𝑎) –  (𝑠𝑖𝑚𝑢𝑙𝑎𝑡𝑖𝑜𝑛 𝑟𝑒𝑠𝑢𝑙𝑡𝑠 𝑑𝑎𝑡𝑎), multiply them 

by a constant and sum the result to the old weights and standard deviation; 

• It may accept the errors as (𝑟𝑒𝑎𝑙 𝑟𝑒𝑠𝑢𝑙𝑡𝑠 𝑑𝑎𝑡𝑎)/(𝑠𝑖𝑚𝑢𝑙𝑎𝑡𝑖𝑜𝑛 𝑟𝑒𝑠𝑢𝑙𝑡𝑠 𝑑𝑎𝑡𝑎), multiply them 

by a constant and multiply the old weights and standard deviation by the result. 

  Regardless of the method chosen, the only part that needs careful planning regards the 

choice of the “constant”. 
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  In our work, the choice of this “constant” is a dynamic one, and goes hand in hand with the 

way the Belief function defines the length of the infinite loop. 

 

  The first few times we go through the whole Figure A.1, our objective is to converge as 

quickly as possible. For that we only need rough estimates of the correlation peaks averages. 

This means that a couple hundred Acquisitions are enough, and so the Belief function 

strongly restricts the length of the infinite loop. 

  After many hours passed, we’ve already converged (with some degree of confidence) to the 

real averages, meaning that our concern now is the matching of the interval limits. For that we 

need as many Acquisitions possible with the same weights and standard deviation, to be able 

to compute the whole spectrum of interference of the noise with the synthetic noiseless 

signal. 

 

  As we can see, we need to go from “very short” infinite loops at the beginning, to infinite 

loops “as lengthy as possible” at the end (ideally infinite length). We remind that the “infinite 

loop” regards the whole process inside the red circle in Figure A.1. 

  In light of this, the Belief function is responsible for: 

• Initially overestimating the “constant” to promote faster convergence, and slowly dragging 

the constant to zero as the infinite loop length increases; 

• Initially restricting the length of the infinite loop to promote a faster estimation of the 

Acquisition errors, and exponentially increasing the infinite loop length as the error 

becomes meaningless and the matching of the interval limits becomes relevant. 

We use an exponential increase because the refinement of the results does not increase 

linearly with the amount of computing time, meaning that as we are requesting more and 

more accurate intervals (i.e. better matches for averages and/or limits), more and more 

Acquisitions are needed to fully grasp the extreme interactions of the noise with the synthetic 

signal (constructive and destructive). 

 


