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Abstract—The current computing paradigm makes use of pro-
grams that are consistently more complex and demanding of the
underlying hardware. This is a special concern for mobile plat-
forms, as they offer a lower performance than workstations and
have restricted energy budgets, due to their reliance on batteries.
Computationally heavy applications such as video encoding based
on High Efficiency Video Coding (HEVC) standard are especially
difficult to run on these platforms. This is mostly due to its highly
demanding temporal prediction, more specifically the Motion
Estimation (ME) module, that may take more than 40% of the
computation time. This project aims at creating an optimized
HEVC encoder for heterogeneous platforms based on the x265
HEVC encoder. The proposed encoder will take advantage of
two typical computing units present in most mobile platforms:
their big.LITTLE architecture and an integrated GPU. The
main contributions of this project are a modified parallelization
model that takes advantage of the big.LITTLE core count, by
reducing the dependencies between Coding Tree Unit (CTU)
rows; Graphics Processing Unit (GPU) co-processing, that adds
a device dedicated to processing ME tasks in collaboration
with the Central Processing Unit (CPU); and CPU mapping,
that takes advantage of the heterogeneous nature of the high-
performance/low-power big.LITTLE CPU cores. The proposed
encoder delivers an increased performance and energy efficiency
per encoded frame, at the expense of an increased output in
bandwidth.

I. INTRODUCTION

The objective of this project is to demonstrate the possi-
bility of creating a heterogeneous HEVC encoder for mobile
platforms, making use of mobile Systems on a Chip (SOC)
equipped with a high CPU core count, and different time and
power performance, GPU cores with high thread parallelism
with low penalties for context change and non-unified task
scheduling, and a unified memory architecture. Additionally,
the heterogeneous CPU cores should be mapped to encoder
tasks according to their specific characteristics.

This aims at creating an encoder implementation that is
optimized to explore the full platform it has access and to
gain as much time and power efficiency as possible.

Additionally, while HEVC is already built to work with
parallel architectures, this project also aims at expanding
the parallelism within the algorithm. This will imply the
establishment trade-offs in terms of stream quality, and such
trade-offs must be evaluated during the project.

A. Main Contributions

This project is comprised of three main contributions, firstly,
it uses a deconstructed Wavefront Parallelism approach, in

which the chain of dependencies between encoding tasks is
modified to allow for a higher degree of parallelism during
Motion Estimation processing. Increasing HEVC’s parallelism
has three effects: higher CPU core counts are used more
efficiently, since all cores may work at their full performance
spending less time waiting for work to perform; cores with
different performances also balance their workload holistically
by taking different percentages of the available work, since
most tasks become independent. This effect is even more
accentuated since low-performance cores cannot hold up high-
performance cores as they did when tasks were more inter-
dependent. The increased parallelism comes at the cost of
not using some encoding modes, so higher bandwidths are
expected.

The second contribution is that the encoder uses both CPU
and GPU to process motion estimation tasks in HEVC, this
increases the number of compute units that are involved in
processing Motion Estimation as well as alleviating CPU
power consumption by drawing away processing time from
High-performance CPU cores. The implemented work sharing
mechanism also allows for an automatic load balancing that
scales with the amount of work that needs to be processed,
since both the CPU and the GPU can take in tasks and
neither the CPU or the GPU act as a bottleneck for each
other since their difference in performance allows them to
take in a portion of the available tasks proportional to their
processing capability. This feature also takes advantage of the
shared memory architecture within their platform that allows
it to transfer data between the two devices (GPU and CPU)
very quickly by using pinned memory. Since the two devices
share the same physical memory.

The final contribution is the ability to map CPU tasks
between both high performance and high energy efficient
cores, taking advantage of ARM’s big.LITTLE architecture,
enabling the use of high energy efficient Cortex-A7 cores to
support less demanding tasks within the encoder and high-
performance Cortex-A15 cores for time-critical tasks, such as
Motion Estimation.

II. OVERVIEW OF THE HEVC STANDARD

The increasing diversity of services, together with the
increase in availability of High Definition (HD) and higher
resolution video contents are creating a stronger need for
coding efficiency, beyond what H.264/MPEG-4 AVC can offer.



HEVC has been jointly developed by the ITU-T Video
Coding Experts Group and the ISO/IEC Moving Picture
Experts Group and is described in greater detail in [25].
The main goal of HEVC is to enable improved compression
performance in relation to existing standards (in the range of
50% bit rate reduction for equal perceptual video quality).
H.265/HEVC uses the same general approach with a mixed
inter and intra picture compression that has been present in
all video compression standards since H.264.

A. HEVC Encoder Overview

The encoding process of an HEVC (Figure 1) bitstream
mainly consists of choosing motion data for each frame and
encoding the resulting residual image. For each frame, the
algorithm tries to find a set of Motion Vectors that predicts
the direction in which each pixel block will move in the
following frames. These Motion Vector, when applied to a
reference image, should generate the predicted frame. In order
to transmit as little information as possible, the following
modules calculate the difference between the original frame
and the predicted frame with all its motion vectors applied.
This difference is called the residual information. The residual

Fig. 1. HEVC Encoder Block Diagram [25].

information is then transformed using a linear spatial transform
to generate coefficients that are scaled, quantized and entropy
coded. Finally two filters are applied to the frame to be
transmitted: a de-blocking filter and a Sample Adaptive Offset
(SAO) to reduce artifacts generated by the motion vectors.

The information is then transmitted to a decoder so that it
can play the video sequence.

B. X265 HEVC Encoder

X265 is an Open Source H.265 Encoder developed by
MulticoreWave based on the X264 AVC Encoder. X265 is
designed as a video encoder library, to be used in other
applications, via an API. Its primary objective is to be the
reference encoder available with the highest compression
efficiency and performance. It was developed in C++ and
x86 assembly language, but the public-facing Application
programming interface (API) was developed in C to guarantee
the widest possible portability [18].

C. Time Profiling

As the tables show, the Motion Estimation in X265’s
execution is the most time-consuming portion of the program.
It represents between 42.7% of execution time when using
Diamond Search to 49.9% when using Star Search.

This result confirms the assumptions that the motion esti-
mation portions of HEVC are where most performance (and
as such power) gains can be obtained.

Star Search
Method Name % Of Execution Time

MotionEstimation::motionEstimate
MotionEstimation::subpelCompare
MotionEstimation::StarPatternSearch

49.9
31.8
13.2

Search::encodeResAndCalcRDInterCU
Analysis::CheckMerge2Nx2N rd0 4
Lookahead::sliceTypeDecide
Quant::transformNxN

17.5
15
8.3
7.1

TABLE I
TIME PROFILING FOR X265 EXECUTION USING STAR SEARCH.

Hexagon Search
Method Name % Of Execution Time

MotionEstimation::motionEstimate
MotionEstimation::subpelCompare

45.7
34.8

Search::encodeResAndCalcRDInterCU
Analysis::CheckMerge2Nx2N rd0 4
Lookahead::sliceTypeDecide
Quant::transformNxN

8.5
5.1
4.3
3.4

TABLE II
TIME PROFILING FOR X265 EXECUTION USING HEXAGON SEARCH.

Diamond Search
Method Name % Of Execution Time

MotionEstimation::motionEstimate
MotionEstimation::subpelCompare

42.7
36.5

Search::encodeResAndCalcRDInterCU
Analysis::CheckMerge2Nx2N rd0 4
Lookahead::sliceTypeDecide
Quant::transformNxN

20.3
12.1
9.6
8.1

TABLE III
TIME PROFILING FOR X265 EXECUTION USING DIAMOND SEARCH.

III. MOBILE HETEROGENEOUS ARCHITECTURES

High performance requires fast CPU’s, which can be hard
to fit in mobile devices due to their low power and thermal
”budgets”. At the same time, battery and power consumption
technology are still not at a level that can support sustained
high performance without significant battery consumption [1].

Design of mobile processors is thus necessarily guided by
the following factors:

• At the high-performance end: High compute capability
within the thermal bounds;

• At the low-performance end: Very low power consump-
tion.

A. big.LITTLE Architecture

big.LITTLE technology was designed to address the above
stated requirements, by using two types of processors in
tandem: ”LITTLE” processors designed for maximum power
efficiency and ”big” processors designed to provide maximum
compute performance These two types of processors share
the same instruction set, guaranteeing full compatibility on



all tasks to be run by either processor. As such, by carefully
scheduling tasks, a big.LITTLE architecture should be able
to achieve a better overall resolution to the compute/power
consumption compromise by using a combination of both
”big” and ”LITTLE” cores to run tasks.

There are three software models that enable task scheduling
in big.LITTLE architectures [5], as shown in Figure 2:

Fig. 2. big.LITTLE Task Scheduling Models [5].

• Cluster Switching - In which only either the big or the
LITTLE cores may be active at any given time

• CPU Migration - In which every big core is paired to a
LITTLE core and only one of the pair may be active at
any given time

• Global Task Scheduling - In which any big or LITTLE
core combination may be active at any given time

1) High-efficiency CPU (LITTLE): The role of the high-
efficiency CPU is typically played by one of two ARM
processors: the Cortex-A7 (Figure 3) or the Cortex-A53 [13].

Fig. 3. Cortex-A7 High Level Schematic [11].

These are energy-efficient application processors designed
for smartphones, wearables, and embedded consumer appli-
cations. While the older Cortex-A7 is a 32-bit processor,
the Cortex-A53 is a 64-bit processor and it is seen as the
Cortex-A7’s successor, delivering more performance than its
predecessor, at a higher level of power efficiency.

Cortex-A7 processors were used in this project, since they
were the LITTLE CPU cores available in the used Devel-
opment Board. Their hardware architecture builds on an In-
Order 8-stage pipeline, an integrated L2 cache designed for
low power with low transaction latency and OS support for
cache maintenance and includes advanced branch prediction
features (direct and indirect), as well as memory performance
improvements when compared to lower end ARM models.
Its clusters can be configured to have up to four cores with
dedicated L1 caches and optionally, shared L2 cache con-
trollers and Interrupt Controllers. When used in a big.LITTLE
configuration, it performs as the most power-efficient but low-
performance core.

2) High-performance CPU (big): Just as with the High-
efficiency cores, the High-performance cores may be chosen
from a large range of CPUs, which typically are either
the Cortex-A15(Figure 4), Cortex-A57 or Cortex-A72 [13].
They are high-performance processors widely used in mobile
devices. All the processors have multi-issue, out-of-order,
superscalar pipelines as well as a low-latency, ECC-protected
L2 caches.

Fig. 4. figure
Cortex-A15 High-Level Schematic [9].

Architectural and process improvements also mean that the
newer processors enjoy higher power efficiency [10] [12].

The big-type processor that is available in the adopted
development board is the Cortex-A15. The instruction fetch
unit on the Cortex-A15 fetches instructions from the L1
instruction cache and delivers up to three instructions per
cycle to the instruction decode unit. It supports both dynamic
and static branch prediction. The unit also includes a 2-level
dynamic branch predictor with BTB for fast target generation,
a return stack, a static branch predictor and indirect prediction.
The instruction Decode unit also performs register renaming
to facilitate out-of-order executing by removing Write-After-
Write (WAW) and Write-After-Read (WAR) hazards.

B. ARM Mali Hardware Architecture

ARM’s Mali-T600 family of GPU’s are built on top of
their second generation ”Midgard” hardware architecture. This
hardware architecture follows what is called a Unified Shader
Model: processing units in the GPU cores have the same ca-
pabilities and instruction set and can perform vertex, fragment
and compute processing. This is opposed to having different
processors with different capabilities for different operations
(such as vertex and shader processing).

Although this hardware architecture has been succeeded
by ARM’s 3rd and 4th Generation of Midgard Hardware
Architecture and by ARM’s Bifrost Hardware Architecture,
the development board used in this project comes with a GPU
built under this hardware architecture.

This hardware architecture diverges from regular GPU hard-
ware architectures in its scheduling strategy: most standard
GPU hardware architectures issue instructions by thread Warp:
a group of 32 threads that executes the same instructions over
different data. Meaning that it issues the same instruction for
all of the 32 threads, which leads to large losses over branches
and thread divergence. This mechanism means the threads
must operate in lock-step and if they do not (for example



if there is a branch in the code and threads take different
directions) the threads are said to be divergent since they must
now run different instructions. When threads are divergent,
the two operations are split and must be computed twice.
In ARM’s Midgard hardware Architecture, each core runs its
threads in a round robin fashion, on every cycle switching to
the next thread that is ready to execute, and each thread has
its own individual program counter (as opposed to a Warp’s
shared program counter). This means that if any individual
thread is waiting on a branch, it can be switched out for any
thread that is ready to execute, to the granularity of a single
thread. The consequence of this design philosophy is that it
should be more robust to control instructions like for loops
or if conditions.

Mali-T600 series GPUs can have up to 8 identical Shader
cores and each can support up to 256 concurrently executing
threads. Each core has two to four Arithmetic (A) Pipelines,
one Load/Store (LS) Pipeline and one Texturing (T) Pipeline
and supports Very Long Instruction Words (VLIW), such that
each Pipeline contains multiple units and instruction words can
contain instructions for each unit. It can also be classified as
a Single Instruction Multiple Data (SIMD) device, as each
instruction can operate on multiple data elements packed
in 128-bit vector register. In the Mali T-628 MP6, there
are 6 Compute Units, divided into two logical devices: one
with 4 Compute Units and one with 2 with separate work
queues each. Each Compute Unit has 256 Processing Elements
that can be organized in up to three dimensions and each
Processing Element will correspond to an OpenCL Work Item.
Each Work Item will execute on a processing element, so each
work groups should have 256 Work Items so that it can fully
utilize the resources of the shader core it is executing. When
enqueueing a GPU kernel the number of Work Groups should
be a multiple of the number os shader cores in the logical
device. Unlike workstations, Mali GPUs have no separate
physical memories for OpenCL’s Global, Local or Private
memories. They all reside in the SoC’s main memory and
are backed by the devices’ L1 and L2 caches [3]. For this
device’s SoC, the main memory’s size is 2GB.

C. OpenCL Framework

In order to use the GPU as a general purpose compute
element there needs to be a framework that enables its use
by creating a standard language for general computing, means
of communicating data, managing devices and a compiler
that is compatible with the GPU’s Instruction set architecture
(ISA). OpenCL [24] is an open standard for general purpose
parallel programming across CPUs, GPUs, and other proces-
sors/accelerators and is implemented by ARM for its Mali
GPU’s.

OpenCL consists of an API for coordinating parallel com-
putation across heterogeneous processors as well as a cross-
platform programming language.

By providing a common language, programming interface
and hardware abstractions, OpenCL enables acceleration of
applications in a heterogeneous computing environment con-

sisting of the host CPU and any attached OpenCL devices.
Such devices may or may not share a memory with the host
CPU and typically have a different Instruction Set.

1) Shared Memory Architecture: Since the CPU and the
GPU share their main memory, this means data transfer is
very fast as there is no need to transfer the data to different
memories. This also means that strategies that attempt to map
shared memory between the CPU and GPU, such as OpenCL’s
Map/Unmap Commands can be successful. Since Local and
Private memories in the same physical Memory as Global
memory there is no heavy penalty for using global memory
(and thus data sharing), but there is also no advantage to
copying memory into local space other than to enable the use
of vector instructions [2].

IV. OVERVIEW OF EXISTING PARALLEL AND
HETEROGENEOUS HEVC IMPLEMENTATIONS

In this chapter an overview of the state of the art shows us
the different approaches that have been used. These also exem-
plify the main topics of interest regarding HEVC encoders and
Heterogeneous architectures. In terms of HEVC, most of the
work focuses in decreasing the computational cost of Motion
Estimation be it by increasing the parallelism within the algo-
rithm or by using GPUs to accelerate it. As for heterogeneous
architectures, the focus in is producing frameworks for CPU
and GPU collaboration to increase performance or in creating
computing strategies to decrease energy consumption.

A. Encoder Parallelism

Several approaches to increase parallelism in HEVC im-
plementations have been proposed. These aim at increasing
WPP’s and Tiles partitioning parallelism. In this section,
three approaches are presented: Global Parallel Method, Local
Parallel Method, and Overlap Wavefront.

The first method, Global Parallel Method, described in [27],
starts by computing all 4x4 Prediction Units(PU) in parallel for
the entire frame. The obtained results are then used to aid in
the motion estimation computation for their respective larger
PUs. This helps with data parallelism since it does not consider
dependencies between spatial neighbors, which can all be
processed in parallel. This approach can lead to some coding
efficiency loss in trade of higher performance. Local Parallel
Method [27] states that for larger PU blocks the Motion
Estimation computation is carried out in a similar approach
to WPP, where dependencies regarding spatial neighbors are
maintained, but that from a certain partition size and smaller,
all PU’s can be processed in parallel.

Finally, the Overlapped Wavefront [4] method tries to im-
prove on the Wavefront parallelism scheme in HEVC: instead
of only processing a picture at a time, it considers that more
successive pictures can be encoded simultaneously. This means
that when a compute unit is free to process a new row of
CTU’s but there is none whose dependencies allow it in the
picture being encoded, the compute unit will then go and
process the first available CTU row in the following picture.



B. Heterogeneous architectures

1) CPU and GPU collaborative frameworks: The next
contributions focus on the frameworks that have been used
for load balancing and for collaborative Motion Estimation
between CPU and GPUs.

The authors of [17] proposed a framework for load bal-
ancing in H.264/AVC (still applicable to H.265/HEV). The
general structure of the algorithm consists of two phases:
the Initiation phase and the Iterative phase. The Initiation
phase is used to assess the performance parameters corre-
sponding to the considered modules of the algorithm. The
iterative phase ensures that the load is balanced, within each
frame, by scheduling the collaborative modules using linear
programming. The results achieved by this framework showed
performance several times higher than by using a single device.

Another proposed strategy for the use of many heteroge-
neous compute units is described in [16]. The frame being en-
coded is partitioned among all CPU and GPU devices and each
of them performs Motion Estimation. The resulting motion
vectors are then gathered from all devices and sub pixel motion
estimation tasks are then divided again among all devices
followed by the final ME results. The load distribution in this
algorithm is implemented on each Macro block (MB) row at
two synchronization points: at the end of the simultaneous
processing of the ME and interpolation stages and at the end
of the sub pixel motion estimation stages with the number of
rows to be processed by each device being redetermined. The
experimental results show that this framework has speedups
of 1.4 and 2.5 in a system with a multicore CPU and a GPU
and 2.3 and 4 for a system with two GPUs, both against a
single CPU and single GPU.

2) Heterogeneous CPU Encoding applications: The two
following contributions are not directly related to this work
but can be analyzed as being another example of the use of
heterogeneous CPU architectures for high-performance media
applications and how the scheduling in such architectures can
be approached.

The first approach, [20] uses Dynamic Voltage and Fre-
quency Scaling (DVFS) to bring the CPU to a more or less
power efficient state, depending on workload. The presented
implementation uses this technique to create a power-aware
HEVC decoder with a tunable image quality for maximum
power efficiency. This architecture removes the In-Loop Filters
(Deblocking and SAO) since they are not essential to decode
the results. As for the Motion Compensation stage, the number
of taps on each of its finite impulse response (FIR) filters
(used for the interpolation of both Chroma and Luma) are
reduced in order to reduce the filter’s complexity. A method
for fine-grained quality tuning is added with a frame level
decision to use either the modified or the original version of
Motion Compensation (MC) filters and the in-loop filters. The
modified version introduces at most 1.2 dB of distortion to the
Peak Signal-to-Noise Ratio (PSNR). The authors also define an
Activation Level parameter to decide which level of Activation
to use (from 0 to 12), each representing an increase of 0.1dB

to PSNR and increasingly higher power saving. Comparing
to the reference encoder, the highest power savings can be
observed when using ARM architectures with a bitrate setting
of quantization parameter (QP) =37, when power savings go
up to 28%.

The second contribution [19] explicitly uses DVFS to create
a power efficient HEVC encoder called the Playing Aware
DCFS (PAD) that tries to execute the HEVC decoder by using
a CPU running as slow as possible while respecting real-time
requirements. In order to cope with large complexity variations
and still maintain real-time constraints, a frame buffer is used
which charge of receiving each decoded frame and delivering
it to the display functions. The status of the frame buffer
is used as a means to analyze how close the decoder is to
missing its deadlines, and as such can be used as a trigger to
increase the CPU frequency using the DVFS functionality of
the CPU to minimize power consumption while complying
with its constraints. This feature is split into two phases:
firstly, it computes the necessary frequency to minimize the
decoding throughput and secondly, that frequency is adjusted
by increasing or decreasing the CPU frequency. The proposed
architecture showed that up to 50fps the encoder would realize
more than linear power savings and from 60fps onwards the
decoder provides smaller power savings.

C. Energy efficient HEVC implementations

While this project focuses on increasing the performance
through parallelism and exploitation of heterogeneous archi-
tectures, it is also important to consider the work being done
in energy efficient architectures.

In [21], the authors focus on a low powered HEVC decoder
using big.LITTLE with DVFS, data-parallelism (SIMD) and
task-parallelism (SMP). By using a complexity estimator, in
order to control CPU frequency, and a frame buffer to handle
high complexity peaks, the author can then use a low pass
frequency filter to estimate the average complexity of each
frame while the frame buffer provides some slack time. The
results obtained show a power consumption reduction of up
to 40% in certain sequences.

While this approach only considers the frame complex-
ity, [22] takes into consideration the parallel processing
that HEVC introduces through Wavefront Parallel Processing
(WPP) by mapping each row being processed to a CPU core.
By also taking advantage of ARM’s big.LITTLE architecture,
the author maps the higher priority rows to the big cores and
dynamically reassigns the row mapping when big cores finish
their tasks.

These previous approaches consider power saving by spend-
ing less overall time computing information. As such in the
long haul, they minimize energy consumption, at the expense
of high power usage during execution. This approach is called
race-to-idle, as shown in [23]. With that in mind, there is
another approach that reduces CPU frequency to the minimum
while still meeting the proposed deadlines. This approach is
explored in [26], [15] and [14]. In [19], the author proposes an
HEVC decoder that uses this approach to decode the stream



as slow as possible while not missing a frame display deadline
and achieves similar results when compared to works by the
same author such as [20].

A different approach to the power efficiency problem is
taken by [8]. In his approach, he considers applications where
there is a finite power budget - the battery - and uses
that information to make decisions about how to encode a
sequence. This approach considers the battery level of the
device it is working on to define the complexity level of a
video stream. By using information about the power reserve,
it defines the stream’s complexity by choosing encoding modes
that require less computing, at an expense of video quality. The
experimental results show that by using only 10% of battery,
their architecture can stream 34 minutes of video versus 27
for a non battery-aware approach.

V. PROPOSED HETEROGENEOUS ARCHITECTURE

A. Full WaveFront Parallelism

Traditionally, WaveFront Parallelism enables parallel pro-
cessing of CTU rows while keeping in line certain internal re-
strictions: the CTU being processed must at all times guarantee
that its top and top-right CTUs have already been processed.
This is shown in Figure 5: CTU M can only start processing
when CTU N+1 has already been processed. Additionally,
there are also external dependencies: the reference frames
that it will be using needs to be available for use. When
these dependencies become satisfied, then a CTU may start
processing.

Fig. 5. Wavefront processing dependencies.

In order to increase the row encoder’s parallelism, the first
step is to change the way in which the dependencies are
cleared. When a task is enqueued to be performed by a thread,
it should first go through every row, checking the row encoder
external dependencies and clearing the internal dependencies
so that the first row is immediately able to execute. As such,
when the first-row encoder is executed by one of the worker
threads it will be tasked with enabling all other row’s internal
dependencies All dependencies for row processing are cleared,
but the row filters are still respecting the normal HEVC
dependencies.

In order for this strategy to work, other parts of x265
need to be adapted: merge mode needs to be disabled since
this mode uses the motion vectors estimated from the top
and top-right CTU’s. We can optimize the algorithm even
further by shortening the amount of reference frames used
in each direction allowing us to increase performance. These
optimizations have an impact on coding performance and will
produce results that do not minimize the coding efficiency, as it
has less encoding modes to chose from, less reference frames

and since the search algorithms considered are not exhaustive
there is a higher probability of not finding the results that
minimize coding efficiency, as such it is expected that the
bitrate of the final results to degrade comparing to the baseline
encoder.

B. Motion Estimation acceleration in the GPU

The fact that Motion Estimation takes the largest slice of
computation means that it is a good module to accelerate, since
offloading part of it to the GPU would have a large impact on
the full encoder.

Since each Motion Estimation procedure can have multiple
and smaller search tasks within it, with sizes ranging from
64x64 pixel tasks to 8x8 tasks. A single GPU task can encom-
pass all of the motion estimation tasks inside a single CTU.
This approach works for motion estimation since the SADs
from each mode and depth can be obtained by combining the
SADs calculated for smaller 8x8 CU’s. As such, by calculating
the SAD for each 8x8 Coding Unit (CU), this result can then
be combined to obtain results for all modes in a CTU. By
processing the resulting modes inside a CTU at the same
time, we can also optimize the data accesses to the current
and reference frames since it will stay in cache after the first
access from main memory. After the GPU has processed all
the motion estimation for a single CTU, its results become
accecible to the CPU who only needs to read them.

Finally, the buffers where the kernels will write this results
are allocated on the GPU’s memory. When the frame content is
copied into the program’s memory, it is immediately mapped
into the GPU’s memory, using mapped/pinned memory.

Since the CTU is the basic work unit for both the CPU and
the GPU, it is necessary to make sure that each CTU may be
taken exclusively by the each device or that they are aware
of each other. A framework to track the CPU and GPU work
is then needed. This will allow the CPU to use pre-processed
results and the GPU to avoid redundant work.

1) Row Scheduling: After the GPU threads have been
triggered, they run through all the frames being encoded,
starting from the last one (to try and avoid the CTUs rows
being encoded by the CPU). The Rows in the Frame are then
iterated to find the first one to be worked on, starting from the
last Row in order to avoid possible conflict between the CPU
and GPU. Finally, the GPU Thread checks if the CTU row is
shared with the CPU or not.

2) CTU Row Sharing: For each CTU row there may be
three different use cases: The CPU is the only device working
on the row’s CTUs, the GPU is the only device working on
the row’s CTUs or finally, both the CPU and the GPU are
working on the row’s CTU. For this last use case, the order in
which each device starts working on the CTU Row may lead
to different behaviors from the CPU or GPU.

For both devices to efficiently share the CTU row processing
and pre-processing, they have be able to know the following
informations when they start working on a CTU Row:

• Whether the other device is also working on the CTU
row.



• If so, the CPU must know which CTUs have already been
pre-processed and the GPU must know which CTU’s have
already been processed.

On the GPU side, once the row has been selected for a
certain GPU Thread, it then checks if the CPU has already
marked any of its CTUs as his. If none has been marked by
the CPU, then the GPU will assume the row as its own, if
not then it nows that it is sharing the row processing. If upon
row selection the GPU already knows it must share it with the
CPU, then the GPU will not start processing on the first CTU
on the row, since that CTU may have already been processed
by the CPU. It thus needs to find the first CTU that has not
been processed, to start processing the CTU row from that
point, starting with a gap of 1 CTU from the point where they
are processed by the CPU to try, in this way, to minimize
collisions in already processed CTUs.

After processing each CTU, the GPU marks it as processed
so that the CPU may know it and use the results that have been
pre processed instead of computing the motion estimation.

These structures allow for the GPU and the CPU schedule
rows and share the CTU processing tasks in order to balance
their load intrinsically:

• All motion estimation tasks can be processed by either
the CPU or the GPU so if one device is lagging the other
will be able to pick up more tasks

• The fact that each CTU’s status is known in
m_ctusDone means that the CPU and the GPU will
avoid doing redundant tasks and the GPU can adjust
which CTUs it processes if the CPU is catching up to
it

• by always trying to start working in opposing rows (first
for the CPU and last for the GPU) and different frames

In this way as long as there are motion estimation tasks
to process, the CPU and GPU should process them at a rate
proportional to their performance.

3) GPU Kernels for motion estimation: In this project
three irregular search algorithms were considered: Diamond
Search, Hexagon search and Star Search. The complexity of
the algorithms increases from Diamond to Hexagon to Star
Search, respectively and they all represent iterative algorithms
that search a fixed number of positions around a center point
(that changes to the best position found in each iteration) trying
to minimize the Sum of Absolute Differences between the
frame to encode and the reference frame resulting in a final
motion vector when the algorithm reaches its final iteration.
As well as the search algorithms, the sub-pixel interpolation
of half-pixels is also implemented in the GPU.

The performance of the algorithms was optimized using
vectorial instructions and memory transfers with the host
minimized through the use of mapped memory.

Since these algorithms are irregular, the GPU is expected
to suffer in terms of performance due to its lack of branch
handling.

The GPU workload was programmed by using the OpenCL
API. Since the original X265 encoder was not programmed in

OpenCL, a module was added to the program to manage the
GPU’s OpenCL environment.

C. CPU Mapping

On big.LITTLE systems, not all CPU cores are equal, with
some cores delivering higher compute performance at the cost
of power expenditure and other CPU cores delivering higher
power efficiency at the expense of lower performance. If task
mapping is left to the Linux Kernel, tasks may be allocated to
CPUs that are not desirable, due to their computing importance
within the encoder, since the task scheduler is not aware of
the importance tasks have, only of their current computational
weight. It is then important to manage task allocation to
CPU cores, in order to optimize the performance of compute-
intensive tasks and to make sure that tasks that are not
compute-intensive do not take up processing time on CPU
cores that deliver higher compute performance. In particular,
It is important to make sure that all the motion estimation task
are executed in the big Cortex-A15 cores. Not only are these
the most time-intensive tasks, as they represent a very large
portion of the execution. As such they represent the largest
opportunity in terms of overall increase in power and time
efficiency.

At the same time, the need to make sure that the GPU is
occupied as often as possible makes it important to flush the
CTU Rows as fast as possible, to unlock external dependencies
in other frames. As such, it is relevant to make sure that
the Transforms, Quantizations and the loop filters are also
allocated to the fastest Cortex-A15 cores, thus enabling the
processing to move up to the next CTUs and Frames.

As such, the following modules are mapped to the high-
performance cores: Motion Estimation, Transform, Quantiza-
tion, SAO and Deblocking Filter.

Tasks that exclusively run on low power cores should be
only control tasks and should not affect the encoder execution.
In this case, only the GPU Threads and the encoder initiation
were explicitly bound to the low power cores. The GPU
threads do not affect the execution of the rest of the encoder,
since the CPU’s execution is not dependent on the GPU.
Bottlenecks on the GPU would only be felt on the CPU by
generating lower speedup and not by decreasing the CPU’s
execution. Since the GPU’s work itself is not dependent on
CPU Bindings (as it is a separate device), this limits the
GPU threads to the GPU’s control procedure, since all motion
estimation pre-processing is done on the device itself.

By binding the encoder initiation to low-power tasks we
also make sure that the support and control tasks surrounding
the encoder are not executed by high performance cores and as
such they are available for more critical encoder tasks. Binding
the GPU threads to the low power CPUs can also help to re-
move unnecessary workload from the high performance cores,
leaving them to do more important tasks. It also promotes the
reduction of the GPU power overhead as well as a reduction
of the overall power consumption for CTU processing, since
instead of using high performance cores for CTU processing
tasks, the GPU and Cortex-A7 cores are being used.



VI. RESULTS

A. Experimental Setup

The experimental setup that was used for this project is
composed of an Hardkernel Odroid Xu3 development board
[7], with and an Exynos 5422 SoC [6]. This Soc has an ARM
octa-core big.LITTLE CPU with four Cortex-A15 processors
clocked at 2.0GHz and four Cortex-A7 processors clocked
at 1.5GHz, with Global Task Scheduling mode for the job
scheduler. The GPU present in the SoC is an Arm Mali-T624
MP6, with 6 shader cores clocked at 533MHz. The SoC has
2GB of LPDDR3 RAM clocked at 933MHz with 14.9GB/s
bandwidth. The system has an attached SSD and is remotely
controlled through SSH. The development board is running
the Linux kernel, version 3.10.58+ #13 SMP PREEMPT, and
Ubuntu 14.04.1 LTS as its operating system.

The executed encoding software consists of the proposed
encoder, based on x265’s March 2014 version. The OpenCL
in use is version 1.1, which implements OpenCL’s FULL
PROFILE. The application was developed using C++ and built
using the g++ V4.8 compiler with -O3 optimization level for
higher performance.

The metrics used to evaluate the project are:
• Frames per second(Fps) to measure throughput
• Joules per Frame(JpF) to measure Energy Effi-

ciency(calculated: Power(W )×Execuion Time(s)
Number of Frames );

• Bits per Second to measure Bandwidth;
• Number of CTUs co-processed by the GPU to measure

load Balancing.
The experiments were carried out using four different

search algorithms (Diamond Search, Hexagon Search, Star
Search) for the Motion Estimation modules of the encoder
and three different video sequences (mobile cif - resolu-
tion of 352x280: 101.376 pixels; ducks take off - resolu-
tion of 720x1280: 921.600 pixels; crowd run - resolution of
1080x1920: 2.073.600 pixels).

For each of the contributions, search algorithms and video
sequences all four metrics were recorded, with contributions
being included incrementally.

B. Encoding Throughput analysis

In terms of number frames encoded, the highest speedup
comes from using Diamond Search on a 352x488 video
sequence with an increase of 2.16 times the number of frames
encoded per second. Conversely, the lowest results comes from
using Hexagon search to encode a 720x1280 video sequence
with an increase of 1,19 in performance. The global average
speedup across all considered search algorithms and video
sequences is 1,64.

Looking at throughput (Figure 6)though an all-in perspec-
tive on Search algorithms, Diamond Search shows the highest
average speedup across all video sequences with a speedup of
1,74.

These results show that the proposed encoder does indeed
increase HEVC’s performance, as intended.

Fig. 6. Encoding throughput analyzed in Frames per second for each search
algorithm and video sequence, broken down by each contribution.

C. Energy Efficiency analysis

Energy consumption, measured in Joules per Frame, also
saw a decrease across the board by an average of -33%, a
maximum of -47% (Hexagon Search with a 352x288 video
sequence) and a minimum of -13% (Diamond Search with
a 720x1280 video sequence). The highest all-in search algo-
rithm’s decrease in energy consumption is observed using star
search.

This again is a success as it shows that the proposed encoder
does achieve its goal of reducing power consumption, as
seen in Figure 7. Although on average Power consumption

Fig. 7. Energy analyzed in Joules per Frame for each search algorithm and
video sequence, broken down by each contribution.

increased by 6% this result is expected since not only was a
compute unit added (GPU) but the big cores in the CPU had
their performance maximized, although the overall increase in
throughput compensates for the increase in encoder’s energy
consumption and generates a net decrease in joules spent per
frame encoded.

Overall, the power consumption observed in the GPU in-
creases 1.9 times, which is expected since it is idle in the
baseline encoder. Cortex-A7’s drawn power decreases 31%,
since in the final version of the encoder it is barred from
processing CTUs, sticking only to support and GPU handling
tasks while at the same time Cortex-A15 cores are barred



from processing those same support and GPU handling tasks,
focusing their action in CTU encoding, which means that
their drawn power should increase, However, since the CTU
encoding process is shared with the GPU, there are fewer tasks
to encode so the overall drawn power is maintained on average.
We can notice this effect in the results and observe that power
usage between the Cortex-A15 cores and the GPU alternates.
When the Cortex-A15 cores are at higher performance, there
are fewer CTUs available for the GPU to co-process and
as such, GPU power drops. Conversely, when the GPU’s
performance increases, Cortex-A15 core’s power decreases.

The inclusion of the GPU in the encoder, an average 21% of
the CTUs were co-processed by the GPU, with that fraction
reaching values in the final encoder as high as of 33% for
Diamond Search’s 1080x1920 frame size and as low 4% for
Star Search’s 352x288 frame size.

D. Bandwidth analysis

When evaluating the results (in Figure 8) from the inclusion
of modified wavefront parallelism algorithm, it is visible that
the bandwidth increases for all frame sizes, when compared
to the baseline encoder. This can be explained by the fact
that the modified wavefront parallelism decreases the number
of reference frames to one in each direction at most. This
decreases the efficiency of the encoding process since the
best motion vector may be on a reference frame that is now
not considered. The use of the new Wavefront Parallelism
also meant that Merge and Skip modes were also disabled
since these need each row of the encoder to be offset by two
CTUs. When used, these modes increase the efficiency of the
encoder since the only formation that needs to be streamed
for each CU that used Merge or Skip mode is the information
which reference CU is used for Merge or Skip. The remaining

Fig. 8. Bandwidth analyzed in bits per second, for each search algorithm and
video sequence, broken down by each contribution.

contributions are focused on parallelizing the encoder and thus
have little effect on bandwidth. The observed increase when
GPU co-processing is introduced is evidenced by the fact that
the GPU does not use any mvp candidates and as such its
search area is always centered at the center of the PU. Since
the search algorithms’ outputs are dependent on their starting
positions, the output mvp may be different between CTUs if

processed by the CPU and the GPU. Since the GPU does not
use any mvp candidates, it stands to reason that its starting
position may lead to worse results on average.

The up-tick in bandwidth due to the introduction of CPU
mapping can similarly be explained by the general increase
in the fraction of CTUs processed by the GPU which, as
explained, may lead to worse results.

E. Load balancing analysis

Load balancing is measured by the percentage of the CTUs
that are co-processed by the GPU and the CPU. The ideal
situation would have both the GPU and the CPU working at
their maximum, with as little idle time as possible in order to
maximize performance. For this to happen the GPU needs to
have a job queue that is empty as seldom as possible, while
the CPU must have enough CTUs that are co-processed to
minimize the time spent encoding it, while also having enough
CTU tasks to encode itself to make sure that it does not idle
nor does the GPU task queue become too big or too small (this
is mitigated by the fact that CTUs in the GPU’s task queue
that have not been processed can be ’stolen’ by the CPU).

From the contributions studied in this project, only when
the GPU is added to the encoder for co-processing does
load balancing become a factor to be analyzed. We can see
(Figure 9) that the fraction of CTUs that are co-processed
by the GPU increase with the frame size, as there are more
CTUs to process, since the number of CTUs and GPU threads
increases with Frame area and the number of CPU cores
remains fixed, thus making it easier for the GPU’s task queue
to be fed. As the complexity of the search algorithm increases,

Fig. 9. Load Balancing analyzed in percentage of CTUs processed by the
GPU, for each search algorithm and video sequence, broken down by each
contribution.

the complexity of the task that the GPU is processing also
increases. All the considered search algorithms are irregular,
meaning that each step of the algorithms is dependent on
various comparisons and loops that end depending on con-
ditions that may or may not be met and as such its threads
will have divergent paths. For GPUs, this generally means
a performance penalty. Even though that is mitigated by
ARM’s Midgard hardware architecture it still suffers from it.
For this particular experiment, Star search is more complex



and has more steps than Hexagon search, which in turn has
more steps and comparisons than Diamond search. As such,
it is expected that the GPU’s performance to decrease for
the most complex search algorithms. Although the CPU also
suffers a performance loss when executing the more complex
algorithms, unlike the GPU, it has various features (such as
branch prediction and out of order execution) that allow it
to suffer from a smaller performance loss due to the irregular
characteristics of the search algorithms. As such, it is expected,
that the CTU percentage that is co-processed by the GPU will
decrease with the increasing complexity of the tested search
algorithms.

With the inclusion of CPU Mapping we are able to better
define the tasks for each processor which includes making sure
that Cortex-A7 cores are only performing support tasks, such
as handling encoder support tasks and GPU handling. In this
situation, Cortex-A7 cores can spend more time creating GPU
jobs. While looking at Figure 9 we can also see a decrease in
GPU fraction in certain situations. It occurs when the Cortex-
A15 cores are working at higher performance, and in these
cases the increase in power consumption is nearly double when
compared to the increase of power consumption in other frame
size/algorithm combinations. In these cases, Cortex-A15 cores
will win the competition for CTUs to process versus the GPU.
This means that there is a threshold of CPU performance that
can drive power efficiency down - since the GPU is more
power efficient than the CPU - while not necessarily increasing
time performance. Star Search and Hexagon Search experience
similar increases in power performance, while one is driven
by GPU performance and the other by CPU performance.

VII. CONCLUSIONS

A. Conclusions

The present work was able to implement a heterogeneous
HEVC encoder using two different types of compute elements,
with each having two heterogeneously performant elements
and each with two different compute paradigms. Overall, the
main achievement was a significant performance increase, both
in frames encoded per second and energy efficiency across all
considered algorithms and picture size and the creation of a
scalable heterogeneous HEVC encoder for mobile platforms.

B. Future work

My suggestions and recommendations for continued work
on this subject, and on this project, in particular, would be
based on three approaches:

• Improving GPU performance: By further optimizing the
GPU Kernels for each specific algorithm and improving
memory access and cache hits.

• Improving CPU allocation by using dynamic algorithms,
as opposed the static approach of this project.

• Improving Load Balancing between GPU and CPU when
co-processing CTUs.

• Improving encoding efficiency and understanding its con-
sequences in terms of image quality by analyzing the
PSNR of resulting sequences
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