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Abstract 

Fact-checking has recently become a real world hot topic, especially in what concerns 

political claims. Several big players, such as, for example, Google or Facebook, have started 

addressing/making contributions to make “fact-checking” possible/available to the general 

public. However, most, if not all fact-checking platforms are largely manual, in the sense that 

most of the contributions and of the actual checking is performed by humans. Automatic 

computational fact-checking is still very far from being reliable and available on a large scale.  

The current work is a contribute to the goal of automatic fact-checking by presenting 

features to distinguish checkable from uncheckable sentences and a fuzzy approach to 

computing sentence checkability, i.e., to answer the question: “is it possible to know if a sentence 

is worth to be checked?”. Even though, this is a hot topic, few to none solutions have been 

presented to automatically assess the worthiness and liability of the verification of a sentence. 

The solution that is proposed is mainly based on Natural Language Processing methods, 

linguistics and fuzzy logic. 

Assessing the checkability of a sentence can have many applications besides automatic 

fact-checking, like, for example: a broader fact-checking view (automatic checking of webpages 

and articles), the summarizing of information and the evaluation of factual information on texts. 

The main goal, however, was to focus on analysis of individual sentences, to provide an 

important tool to automatic fact-checking, by finding if a sentence is worth to, and can, be 

checked. 

Keywords 

Automatic Fact-checking, Sentence checkability, Fuzzy sets, Natural Language 

Processing, Linguistics. 

  



  



Resumo 

A verificação de factos tem-se tornado recentemente um assunto de grande destaque, 

especialmente no que toca a afirmações políticas. Grandes empresas, como por exemplo a 

Google ou o Facebook, começaram já a abordar e a dar o seu contributo para tornar a verificação 

de factos possível e disponível para o público. No entanto, a maior parte, se não todas, as 

plataformas de verificação são predominantemente manuais, no sentido que a maioria das 

contribuições e da própria verificação é feita por pessoas. A verificação automática de factos está 

ainda longe de ser fiável e disponível em larga escala. 

Este trabalho é um contributo para o desenvolvimento de um sistema de verificação 

automática de factos, apresentando características para distinguir frases não verificáveis de 

frases verificáveis e métodos para calcular a verificabilidade de uma frase. Apesar de este ser um 

tema de destaque, poucas ou nenhumas soluções foram ainda apresentadas para, 

automaticamente, determinar a importância e fiabilidade da verificação de uma frase. A solução 

proposta é baseada principalmente em métodos de Processamento de Linguagem Natural, 

linguística e lógica difusa. 

Determinar a verificabilidade de uma frase pode ter muitas outras aplicações, como, por 

exemplo: uma visão mais ampla de verificação automática (verificação automática de páginas 

web, artigos e notícias), resumo de informação e avaliação de informação factual em textos. 

Apesar disso, o foco principal foi a análise de frases, para fornecer uma ferramenta importante 

para a verificação automática de factos, determinando se a frase vale a pena verificar e se pode 

sequer ser verificada. 

Palavras-chave 

Verificação automática de factos, Verificabilidade de frases, Conjuntos Difusos, 

Processamento de Linguagem Natural, Linguística. 
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Chapter 1 

1. Introduction 

 

1.1. Motivation 

With the widespread of the internet, and the social web playing such an important role in 

peoples’ lives, the necessity for automatic ways to validate the veracity of the information 

circulating in the web is increasing rapidly, and is currently a very hot topic.  

Automated Fact-checking is the name given to the process of, given a claim, a fact or, in 

general, a sentence, automatically assess its veracity based on publicly available sources of 

information in the internet. The current work focuses on one of the first steps deemed necessary 

to achieve “Automated Fact-checking”: measure the potential for a sentence “checkability”. This 

is an important step since it allows to distinguish between sentences whose veracity can be 

verified and sentences that do not (“uncheckable” or “checkable”). Additionally, it allows to 

measure how easy a sentence’s veracity can be verified, measuring the confidence on the quality 

of the verification. 

Since articles, news pages and webpages in general, usually consist of numerous sentences 

and claims, a broader view was also taken: quantize the sentences’ “checkabilities” in such way 

that allows to order sentences according to their potential to be checked. With this, information 

in general, sentence, text or webpage, can be analyzed, the sentences with the most potential can 

be extracted and the information can be checked in a more expedite way (opening the door to 

automatic verifying a whole webpage’s veracity, extrapolating from the most checkable 

sentences). Interesting additional applications could also be: 

 Summarize the information – given a text, extract the most checkable sentences, which 

in most of the cases coincide with the most important sentences [1]; 

 Evaluate the quality of a text (article or newspage, for example) – given the text, how 

many sentences are checkable? And how many have a high checkability? Articles written 
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with basis on a high number of facts have more quality and should be more reliable than 

articles with less factual information. 

The potential of this system is vast and the system that was developed paves the way for all 

these applications.  

 

1.2. Objectives and Expected Results 

Two main objectives were defined: finding if a sentence is verifiable (its veracity can be 

automatically classified) and if so, how verifiable/checkable it is. Deep down, the first objective 

relates to analyzing the non-factual information of the sentence and if it makes the checking 

impossible. The second one relates to measuring the potential quality of the checking (lower 

“checkability” indicates that the sentence would have a lower probability to have a correct 

veracity classification). These objectives came when experimenting with ClaimBuster [2], since 

the solution revealed several incorrect results when computing this potential/“checkability”. So, 

we decided to develop a proof of concept to compute this measure and distinguish checkable 

from uncheckable sentences. 

As an example of a sentence that can be checked, or, its veracity can be assessed, is “Albert 

Einstein was born in 1879 in Germany”. On the opposite side, “What was accomplished 

yesterday was nearly perfect” cannot be checked, because, not only it is not easy to define what 

is “perfect” and what a “perfect event” is, but besides, it is impossible to define what a “nearly 

perfect event” is. This classification has to comprise two outputs/categories: “checkable” 

(meaning that the sentence’s veracity can be verified) and “uncheckable” (meaning that it cannot 

be verified). 

As an example of the quantization of the “checkability”: the sentence “Albert was born in 

1879” should score (and does score on the developed system) less than “Albert Einstein was 

born in 1879”, since the search related to the latter will have more relevant information and the 

classification has more relevant information to check. This classification has to comprise a 

continuous score, between 0 and 1 (or 0 and 100%) to classify what is intended and allow the 

ordering of checkable sentences according to their potential. 
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1.3. Achievements 

The exact meaning of “what is checkable” or “check-worthy” is not trivial. In this work it was 

opted to consider that “checkable sentences” must be factoids (or exhibit similar 

characteristics). To identify these sentences, the necessary characteristics were defined and a 

set (or chain) of rules, based on Natural Language Processing (NLP), was implemented in order 

to ensure that sentences that are not facts/factoids are ruled out (classified as “uncheckable”). 

Several results were obtained and analyzed for this classification and, considering the analysis 

with a dataset of 200 sentences and an analysis comparing with ClaimBuster, the results were 

sound and reveal the potential of the system. 

Likewise, the definition of “checkability” or the potential that was spoken of, is not easy to 

describe. It was defined as the measure with the characteristics stated earlier on the document 

and it was decided that it should measure the potential of the quality of a future fact search and 

the accuracy of the veracity classification, i.e., the higher the “checkability”, the higher should be 

the chance to get a correct classification. To address the topic of measuring how “checkable” a 

sentence is, an approach based on NLP and Fuzzy sets was used, with several additional 

methods that modify the output of the Fuzzy Logic. Similar to the prior classification, several 

results were analyzed, and again, for the analysis with the dataset and the analysis comparing 

with ClaimBuster, the results were more than satisfactory.  

Additionally, as a result of this thesis, two papers have been published/accepted. The first 

paper entitled “A Fuzzy Approach for Measuring Sentence Checkability – Preliminary Results” 

was published and presented on the conference ESCIM2017. The second paper is an extended 

version that will be published as a book chapter in the Springer series “Studies in Computational 

Intelligence”. A third paper is also being written to be submitted to “WCCI2018 – IEEE World 

Congress on Computational Intelligence” (Core-A rank). 

 

1.4. Structure of the document 

Given that the document comprehends numerous sections, subsections and contents, a brief 

description on its structure is required.  

First, on Chapter 2, we present and explain several important concepts, either for the 

document or for the system. Then, on Chapter 3, there is the state of the art, where the current 

situation and current solutions in Automated Fact-Checking and checkability are analyzed. Next, 
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the resources (tools and techniques) used on the work and the system’s architecture are 

described in two brief sections: Chapter 4 and Chapter 5. 

Regarding the development of the system, four sections are presented: the preprocessing on 

Chapter 6, where the methods and analyses on this stage are discussed; a section presenting the 

methods and features that allow the classification of checkable/uncheckable sentences, which is 

presented on Chapter 7; a chapter describing the process of computation of the checkability 

(Chapter 8); and finally, one chapter describing the methods on the post-processing stage, on 

Chapter 9. 

Last of all, the system is evaluated on Chapter 10 using comparisons with classifications 

from the competitor system and from human evaluators. In addition to the results, we present 

some possible improvements and describe the path for the future work on Chapter 11. 
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Chapter 2 

2. Concepts 

In this chapter, some important concepts are defined to facilitate the understanding of the 

development of the system and this own document. There is an explanation of the concepts and 

of some important methods/techniques used on this solution. 

 

2.1. Checkable, uncheckable and checkability 

There are three main terms that are essential to be defined as they are used constantly on 

this document: 

 Checkable – this term characterizes a sentence that automatically (through algorithms, 

training methods, etc.) and with sources of information, could be evaluated according to 

its veracity (“true” or “false”); 

 Uncheckable – stating that a sentence is uncheckable, is the same as stating that, even 

with information, it would be impossible to automatically and unquestionably be drawn 

a conclusion about its degree of truth; 

 Checkability – finally, checkability, characterizes a measure of how checkable a sentence 

is. The checkability measures the potential for a sentence to be searched and, with the 

gathered information, be classified as true or false. 

A clear distinction between a checkable sentence and an uncheckable one is not possible to 

define. Even the definition of “uncheckable” is not rigid and, so, it is possible to have different 

views of how checkable a sentence is. The first step was to define these three terms, as 

presented above, but further details on how to distinguish a checkable sentence from an 

uncheckable sentence had to be described to lower the degree of variability and define how to 

unequivocally classify sentences. These distinctions are presented on the following subsection. 
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Regarding checkability, its definition is much clearer: this measure should correlate on how 

easy a sentence’s veracity can be verified. If the sentence is easily checkable, the score should be 

higher, if it is hardly checkable (for lack of information, unclear meaning, incorrect syntax or 

simply because there is nothing to check, for example), the score should be lower. The obstacle 

on the concept of checkability is how to clearly measure: for example, how should an easily 

checkable fact be classified? As “100%”, “1”, “90%”, “0.8”, “high”, “very high”, “clearly checkable”, 

or any other classification? And how can this fact be distinguished from other fact that is easier 

to check? Should the first one be classified as “0.9” and the second as “1” or both as “1”? It was 

decided to compute the checkability as a score between 0 and 1 (in order to be possible to 

measure it as a percentage) and to have different categories, representing levels of how 

checkable the sentence is (“uncheckable”, “low”, “medium”, “high”). 

 

2.2. What is a checkable sentence? 

The first step to define a system and the desired output is defining how are the input and the 

output related. In this case, this relationship is not clear: given a sentence, the classification 

checkable/uncheckable is not easily defined and neither is the computation of the checkability. 

To simplify the classification, it was decided to define a checkable sentence as a sentence 

that has the same characteristics as a fact or a factoid [3]. Given this definition, a checkable 

sentence cannot: 

 Be a question; 

 Have no verbal group or have an invalid one (this corresponds to the situation where the 

verb makes a semantical analysis impossible); 

 Have less than two nominal groups (otherwise it has not enough relevant content); 

 Have less arguments than the minimum expected by the verb (related to Semantic Role 

Labeling); 

 Have expressions of possibility, obligation and indefinite expressions of place, time, 

degree, amounts, etc.; 

 Reveal incorrect modality; 

 Be incorrectly formed (syntactically or semantically); 

 Express one’s beliefs, opinion or dialogue (“say”, “think” or “believe”, for example). 
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Each concept is detailed along the work and were used to rule out sentences with 

characteristics that make the veracity checking impossible (at least unequivocally, using any 

kind of algorithm).  

 

2.3. Lemmatization and Ngrams 

One technique important to the understanding of this work is lemmatization [4]. This is a 

common NLP technique that takes a word as the input and transforms it into its base form. For 

example, the word “dogs” is the plural of the base word “dog”. Using lemmatization, the original 

word is transformed to its base form, or lemma, being “dog” in this case. Verbs are also common 

to be lemmatized because they exist in numerous verb tenses. For example, the verb “writing” is 

the gerund of the verb “write”, and so, the lemma of the first word is “write”. This technique is 

particularly useful when the exact meaning of the word is not relevant for the algorithm 

(“writing” vs “write”, for example) or when the word has to be searched in a database of lemmas 

(which is the case on this system). 

Another important NLP technique is N-grams [5]. This technique analyzes the words of a 

sentence by their frequency and divides the sentence into sets of N words. For example, the 3-

grams of the sentence “George will have to go the office” are “George will have”, “will have to”, 

“have to go”, “to go the” and “go the office”. This was used in conjunction with a weighted mean 

to aggregate scores of sets of 4-grams but is mainly used when training models (supervised 

learning) as an alternative to input the whole sentence to the system. 

 

2.4. Syntactical analysis 

In linguistics, the scientific study of language, one of the vital analysis that are performed on 

a sentence is a syntactical analysis [6]. Its objective is to identify each word’s role on the 

sentence: verb, noun, determiner, etc. This analysis allows the attainment of an understanding 

on the sentence’s structure, as well as each word’s grammatical role (or Part of Speech) on the 

sentence.  

With the syntactic analysis, the sentence is fragmented and classified grammatically. The 

largest fragment, the sentence itself is classified as “S”, of “Sentence”. Then, the groups of Noun 

Phrases, which are made up of a noun and its modifiers, and Verb Phrases, which are made of 

verbs and helping verbs, are identified recursively (“drilling” down, up to single words). Finally, 
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each word is classified according to its Part of Speech. An example of this analysis is presented in 

Figure 1. 

 

Figure 1 – Example of syntactical analysis on the sentence “The dogs ran fast”. A determiner, a noun, a 
verb and an adverb were found to be the constituents of the sentence. 

 

Accompanying this analysis is, as mentioned, the Parts of Speech analysis, which comprises 

the classification of the word with tags giving detailed information about its syntactical role. For 

example, usually “was” is identified in a “VP” or Verb Phrase in a syntactical analysis and its Part 

of Speech as “V” or “VBD” (depending on the tagging used), which represents “Verb” or “Verb in 

Past Tense” [7]. The classification of Parts of Speech, especially with a deeper level of detail, is 

very useful as it allows the understanding of several characteristics of the sentence: locate the 

action in time and place (past, present or future through the Part of Speech of the verb, for 

example), identify entities, among others. 

 

2.5. Semantical analysis 

A semantical analysis of a sentence aims to understand its context and meaning. Through 

this analysis, it is possible to really understand what is the action, who are the actors, when is 

the time and what is the place, what are the affected objects/persons, what is the cost for the 

action, among others. It is a more practical analysis since it allows to interpret a sentence 

according to the information that it tries to transmit. 

By combining syntactical and semantical analysis it is possible to draw several conclusions, 

not only about the sentence’s syntax, but also about its constituents. Therefore, both analyses 

are essential to the current work and are the starting point on finding if a sentence is either 

checkable or uncheckable (and even on the computation of the checkability). 
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Accompanying this analysis, there is a technique called Semantic Role Labeling, which 

identifies verbs and their arguments [8]. With Semantic Role Labeling (SRL), each verb on the 

sentence is identified, and for all the words on the sentence, it decides if they are arguments for 

that verb. The arguments can either be directly related to the verb (for example, for the verb 

“stole”, the arguments “who stole?”, “what was stolen?” and “who was it stolen from?” are 

expected), or supplementary information (for the given example, additional arguments could be 

“when was it stolen?” or “where was it stolen?”). An example of Semantic Role Labeling is 

displayed in Figure 2. 

 

Figure 2 – Example of semantical analysis on the sentence “John went to Spain last week”. Four 
constituents were identified: “who did it?”, “what did he do?”, “where did it happen?” and “when?” 

 

With this procedure, a sentence can be decomposed in subphrases and for each one, it is 

possible to identify the verb, arguments, meanings of each argument and relationship between 

the arguments. For example, the sentence “John Doe sold a computer and bought a smartphone” 

can be decomposed into “John Doe sold a computer” and “John Doe bought a smartphone” and 

the arguments for the verbs can be clearly identified for what they constitute on the sentence. 

 

2.6. Coreference resolution 

Coreference or anaphor resolution, is the task of identifying mentions in a text that refer to 

the same real-world entity [9]. This is pretty common and of key importance in linguistics as it 

allows a further understanding of the sentence.  

The use of pronouns and shorter references to entities is a usual dialectal practice, and even 

recommended, in texts. Since each sentence is analyzed independently, this constitutes a 

problem for this system because the entity is not on the same sentence. This method allows to 

minimize this problem given that it links every mention to its entity using dependency parsing. 

There are two main syntactic groups where coreference resolution can apply:  
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 Pronominal resolution – identifies pronouns and links them to their referred entities. 

This is the most important coreference since a pronoun by itself does not provide any 

information; 

 Nominal resolution – identifies nouns or nominal expressions and links them to entities 

that have a more detailed reference. It is used when there are references to an entity that 

were shortened for simplicity. It is less crucial because the reference still has some 

information about the entity. 

As an example of this method, on the text “Tom was searching for its key. He found it under 

the table”, the pronouns “its” and “He” refer to the entity “Tom” and “it” to the entity “its key” 

and, so, with coreference resolution the text could be converted to “Tom was searching for Tom 

key. Tom found Tom key under the table”. On the original text, the second sentence has no 

content for itself, whereas on the second text both sentences have their content and their claims 

well-defined and, so, both could be used on the system to classify their checkability. 

 

2.7. Definite vs indefinite entities, pronouns and adverbs 

An important concept when talking about checkable sentences and checkability is the 

definition of what “definite” is. This is truly important when dealing with entities, pronouns and 

adverbs on the sentence. For example, the sentence “Sam was born in Los Angeles” is clearly 

more checkable than “He was born in Los Angeles”, since the first one has an entity that can be 

referenced (definite entity) and the second one does not (indefinite entity). Solely with that 

second sentence, it is almost impossible to know who “he” is.  

In person, dialoguing or with context it could be possible to link these entities to some 

definite entity, but the focus of the current work is to assess checkability to automatic 

algorithms and, so, these situations have to be taken into account to reduce the checkability of 

the sentences. 

Even entities like “The ship” or “Several men” are considered indefinite since it is impossible 

to unquestionably reference the entity and, so, they count negatively to the checkability. 

Regarding adverbs, the definition is slightly different but the point is the same: guarantee 

that adverbs that are used do not convey indefiniteness to the sentence. Adverbs like 

“somewhere” or “anytime” make a sentence not checkable (given the definition of a checkable 

sentence).  
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2.8. Modality 

Another important notion in linguistics is the concept of modality. This concept represents a 

category of linguistic meaning related to the expression of possibility and necessity [10].  

Given that checkable sentences were defined to be sentences with characteristics resembling 

facts and factoids, the existence of modality in a sentence immediately discards it. For example, 

the sentence “Joanna may be in Portugal” is not checkable as it expresses a possibility rather 

than factual information. Expressing possibility, the information to be checked becomes rather 

abstract, as it is not defined what is being checked: the positive or the negative (“Joanna is in 

Portugal” or “Joanna is not in Portugal”). Besides possibility, expressions of necessity also 

jeopardize a sentence’s checkability as they make a sentence deviate from the definition of facts 

and factoids. For example, the sentence “Sam ought to take the second exam” does not constitute 

factual information, since Sam’s necessity to take the exam is not checkable (at least not 

according to the definition). 

This concept is one of the most important criteria used when distinguishing a checkable 

sentence from an uncheckable one. The existence of modality expressions on a sentence results 

on an immediate uncheckable classification because the whole sentence’s checkability becomes 

compromised. These expressions are divided into several modality categories: 

 Alethic modality (what is possible or necessary in the widest sense and associated with 

“truth in the world”) - defined for historical reasons, similar to epistemic modality; 

 Epistemic modality (possible or necessary given what it is known) – “People are arriving 

with umbrellas; it has to be raining.”; 

 Deontic modality (necessary, permissible, or obligatory given a body of law or a set of 

moral principles or the like) – “Visitors have to leave by six pm”; 

 Bouletic modality (possible or necessary given a person’s desires) – “You have to go to 

bed in 10 minutes”; 

 Circumstantial modality (possible or necessary given a particular set of circumstances) – 

“I have to sneeze”; 

 Teleological modality (possible or necessary for achieving a particular goal) – “To get 

home in time, you have to take a taxi”. 

Given these categories, several expressions can be identified and used on the classification, 

for example: “always”, “never”, “probably”, “may”, “must”, “is capable of”, “consistently”, etc. 
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2.9. Fuzzy Logic 

Fuzzy sets and fuzzy logic [11] were used in this work as an aggregation technique. Whereas 

a mean is a rather simplistic way of aggregation, fuzzy logic is much more flexible and powerful. 

Fuzzy set theory provides mathematic tools for dealing with inputs that can be uncertain and 

incomplete. For example, it is possible to define a fuzzy set “human height”, which comprises the 

height in centimeters, with several inputs with several classifications and with overlaps (useful 

because of the uncertainty between the classifications) and then use them on the aggregation to 

conclude about the “human height”. 

The steps used in this work, which are part of the process of fuzzy rule based inferences are: 

1. Define the fuzzy sets – the inputs, their ranges and the regions/classifications to use on the 

aggregation; 

2. Define the membership functions – map inputs to their regions. Using the last example, for 

the fuzzy set “human height”, we can have an input “height in centimeters”, where the region 

“short” has a membership function that decreases from 0 to 150 cm (linearly for example). 

3. Define the fuzzy rules – the main logic on the method. With “If…Then…” rules, decide on the 

output from the membership degrees of the inputs. 

The first step, defining a fuzzy set comprises the definition of any relation inputs-output that 

it is possible to explicitly characterize (what it is measuring, the inputs and the logic between 

assessing the output from the inputs). For example, for the “human height” fuzzy set, we can 

have two inputs: “height in centimeters” and “age”, because both are necessary to conclude 

about a person’s height. For “height in centimeters”, the regions can be “short”, “average” and 

“high”. For “age”, the regions can, for example, be “infant”, “teenager”, “adult” and “elderly” (it is 

possible to define any number of regions, as long as the relationship between what was 

measured and the region is obtainable). A third input could also be “gender”, which is important 

to conclude about a person’s height too. 

The second step, defining the membership functions, is used to define how each input and its 

regions are associated. These membership functions can take any shape (being the triangular, 

trapezoidal and gaussians the most common) and are independent for each region (allowing 

overlaps and different shapes for each region). These functions are used so that the input value 

membership degree can be computed for each region, and then used on the fuzzy rules on the 

aggregation. Continuing with the previous example, the membership functions for “height in 

centimeters” could be all triangular and defined between 0 and 150 for “short”, between 130 and 

180 for “average” and “high” from 170 to the maximum; and for “age” could all be trapezoidal 
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and defined between 0 and 11 for “infant”, 10 and 18 for “teenager”, 16 and 75 for “adult” and 

“elderly” from 70 to the maximum (overlaps on all the regions, given the difficulty to distinguish 

between the borders of each region). 

Finally, with fuzzy rules, the regions of the inputs can be aggregated to the output with any 

logic intended. This method uses the degree of membership of each input (in respect to the 

regions) and the rules to compute the output’s region. Fuzzy rules comprise a logic and intuitive 

way to map inputs to the output given that the conditions are expressed in regions. Finishing the 

example: if the output’s regions are “low”, “medium” and “high”, rules like “If short and adult, 

then low” or “If high and teenager, then high” can easily be defined and the output can be 

described accurately from the inputs, counting on the uncertainty between the input’s regions 

(different rules would apply and the output would be computed accordingly). 
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Chapter 3 

3. State of the art 

Even though Automated Fact-Checking is a current subject of great discussion and extensive 

research is put into automating this process, current technologies are still either too “manual” or 

limited. 

Regarding search and veracity classification, there are currently several approaches being 

studied and several implementations. For example, FightHoax [12] and ClaimBuster [13] (based 

on Artificial Intelligence and both in beta), WikiTribune [14] (the facts are verified by 

professional journalists), Google’s Fact Check [15] (labels news or claims if they were fact-

checked previously by news publishers or fact-checking organizations) or politifacts [16] 

(claims classified by editors and reporters from the Tampa Bay Times). 

Regarding the identification of check-worthy sentences, the only solution with some 

adhesion is ClaimBuster, which classifies a sentence’s checkability in respect to “how factual it 

is” and “how relevant to the public it is if checked”. This solution is very limited though, a deeper 

comparison between the two solutions was made and is presented later on the document in 

Examples and Comparison with ClaimBuster. For example, the claim “Donald Trump plans to 

build a wall dividing EUA and Mexico” scores 22% in ClaimBuster. The “check-worthiness” of the 

claim is relative and different for each person, but a score of 22% (almost not checkable) seems 

too low for a well-written and relevant claim.  

In addition, ClaimBuster’s output is a score between 0 and 1 (limits excluded), making it 

impossible to categorize uncheckable sentences, except if a threshold is defined. Since 

ClaimBuster uses algorithms based on artificial intelligence (the system was trained with several 

sentences classified by participants), it has a better performance in terms of processing time per 

sentence. Despite that, the system that was developed takes only about 1 to 1.5 second per 

sentence (mostly caused by the preprocessing step) and provides significantly more reliable 

results.  
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When talking about scoring/ordering of sentences in a text/webpage, there is an alternative 

with several implementations: summarizing tools. There are several solutions, like Microsoft 

News2, Google1, FreqDist, Sumplify, among others [1]. They all share a characteristic though, the 

score of each sentence is computed using features unsuited for the concept of checkability: the 

frequency of appearance of the words, relationship with the title/headline and location on the 

text. No syntactical or semantical analysis is performed whatsoever and the title can misguide 

the algorithms to identify incorrectly the main sentences (if there is even a title), leading very 

frequently to incorrect classifications. Furthermore, the goal of a summarizing tool is not the 

same as this system’s goal. The summarizing tool aims to extract the main sentences of a text 

according to the subject/title and the system to extract the facts and the sentences with the most 

factual information of the text. 
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Chapter 4 

4. Resources 

Throughout the work and the development of the system, several tools were used. Most of the 

tools/technologies integrate the system that was developed, while others were used on the 

analysis of the results: 

 Geonames [17] – based on their datasets, a list of cities and countries was built to verify 

the existence of locations. The system identifies locations and then checks this list to 

verify if it exists somewhere on the globe. Section 8.6.1; 

 CrowdFlower [18] – platform used on the analysis of results. Rows of data are submitted 

and participants in the platform classify the data according to choices and guidelines. In 

this particular case, it was asked of CrowdFlower’s users to classify 200 sentences 

according to their checkability. Section 10.3; 

 Subjectivity NLTK [19] – library used to measure the subjectivity of a sentence. The two 

classifications available are “objective” and “subjective”, which are used on the 

computation of the checkability. Section 8.1.2; 

 CoreNLP [9] – tool used with numerous objectives: coreference resolution, 

lemmatization, divide a text into sentences and syntactic analysis. Section 6.2; 

 Diffbot [20] – this website provides an API that allows the extraction of the main text 

from any URL/website. With this, it is possible to use the system to analyze information 

on the web. Section 5.2.2; 

 Sentiment Vader [21] – library used to measure the sentiment and opinion on a 

sentence. The classification is a score ranging from -1 (negative sentiment or opinion) 

and +1 (positive sentiment or opinion) that is used to compute the checkability. Section 

8.1.1; 

 SENNA [22] – tool used with two main objectives: perform Part of Speech tagging and 

Semantic Role Labeling of a sentence, that are used in both classifications: 

checkable/uncheckable and the checkability. Section 6.5; 
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 Scikit-Fuzzy [23] – library that provides several methods and algorithms related to fuzzy 

logic. It is used on the aggregation of the scores to the checkability (three scores 

compose this measure). Section 8.5; 

 Python RAKE [24] – library used to calculate a score used to compute the checkability. 

The RAKE technique extracts the keywords of a sentence, aggregating them in clusters 

and giving each cluster a score. Section 8.3.1; 

 Ternip [25] – related to the validation and normalization of temporal expressions. This is 

used to verify if a temporal expression on a sentence is valid and can be normalized to a 

definite point in time. Section 8.6.1; 

 Scipy Interpolate [26] – the python package Scipy provides several methods and tools, 

including methods to interpolate. On the system, there was the need to define pairs of 

points <x,y> and, therefore, the necessity to interpolate between those points. This tool 

answers to this necessity. Section 8.4; 

 Google Places [27] – Google offers an API, called Google Places, to input any expression 

and verify if it links to a location. This is an additional method to the database built with 

geonames. If the location is not found on the database, the system tries Google Places and 

if it doesn’t exist on Google, that location doesn’t exist. Section 8.6.1; 

 WordNet [28], VerbNet [29] and PropBank [30] – databases used for two main reasons: 

verify if a verb exists and to find the minimum number of arguments expected by that 

verb (related to Semantic Role Labeling). All three were used to expand the coverage of 

both the number of verbs and their information (arguments). Section 7; 

All the tools and techniques are described in detail along the document in the indicated sections. 
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Chapter 5 

5. System’s Architecture 

In this chapter, an overview of the architecture of the system is described in respect to: 

 The analyses performed on the text/webpage; 

 The methods defined to interact with the system. 

The system is therefore presented in a brief and direct view, that allows the understanding 

of the system, inputs and the desired output. 

 

5.1. Architecture Overview 

In this first subsection, the architecture is presented using a diagram, with each box 

representing the system’s components. The diagram is presented in Figure 3.  

Starting with the input (any text or webpage) the steps used to compute the output are: 

 Preprocessing, in which the text is stripped out of invalid characters and pre-

analyzed (with coreference resolution, for example) and it is then divided into 

sentences, so that each one can be analyzed at a time.; 

 Then, each sentence is classified as checkable or uncheckable, indicating that the 

sentence’s veracity can or cannot be verified; 

 If, the sentence is checkable, then its checkability is computed using different metrics 

and methods; otherwise, the checkability is zero; 

 Lastly, the text has a final processing, in which redundancy is removed, for example.  
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Figure 3 – Architecture of the system showing the process workflow. 
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5.2. Main developed methods (API) 

Since the developed system is to be used with either a text or a webpage as its inputs, two 

main methods were defined: 

 Process Text – takes any text, sentence or claim and classifies each sentence’s 

checkability. This method is particularly useful when, for example, assessing a single 

claim’s checkability or finding the most checkable claims on a given text, a debate for 

example; 

 Process URL – takes a URL and classifies each sentence on the page’s main content 

container, according to its checkability. This method is particularly useful, for example, 

for finding the most checkable sentences on a news page to later assess its veracity (find 

if the information on the news is true or false). 

 

5.2.1.  Process Text 

This method simply receives a text and computes each sentence’s checkability. 

Additionally, it orders the results according to the scores and, so, from the output, the sentences 

with the most potential to be checked can be easily obtained.  

The method was mainly developed to use with: 

 Any claim or, in general, any sentence – this is the simplest classification: given a 

sentence, assess if it can be checked, and if so, measure the potential for it to be checked; 

 Any text, containing multiple sentences – a generalization of the previous operation, 

given a text, find the checkable sentences and the checkability of each one; 

 Political debates – a particular and very interesting use of the last method, given a debate 

(in text), classify the claims’ checkabilities. With this, several interesting conclusions can 

be drawn, like: who on the debate used the higher number of facts supporting their 

ideas? 

Prior to the analysis of each sentence, the text is preprocessed, with one of the 

operations being the text tokenization in sentences, so that each one can be analyzed 

independently. This is performed because the checkability of sentences is almost independent 

(that is the main reason for the use of Coreference Resolution: reduce dependencies between 

sentences, linking entities throughout the texts). 
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With the preprocessing executed, each sentence passes through the chain of rules to 

reject uncheckable sentences, then the checkability score (0 to 1) is computed for each one and 

finally post-processing methods are applied to improve results and clean up outputs. 

 

5.2.2.  Process URL 

This method takes an URL, uses DiffBot [20] to obtain the text from the page’s main 

container and uses the previously described method “Process Text” to classify the page’s 

sentences according to their checkability. 

The method was mainly developed to use with: 

 Articles – this method provides a way to identify the sentences with higher potential to 

be checked on scientific papers, information pages (like Wikipedia), among other types 

of pages that express some kind of knowledge, to assess their veracity; 

 News pages – with the amount of news appearing every second, this method provides an 

important tool to identify the main claims of the information (which usually is the 

headline but can easily appear somewhere along the text) to assess its truth; 

 Opinion pages / posts in social networks – with the internet and social networks’ 

accessibility and influence increasing, this method is crucial to identify the most 

checkable claims on opinions and posts and classify the information’s veracity. 

This method, that processes a given URL, was developed with the well-defined purpose of 

stopping fake information from spreading and more importantly: automatically (while the 

current methods, which are manual, are not easily scalable). 

Any HTML text extractor could have been used. It was decided to use DiffBot as it provided 

the most viable webpage’s interpretations. BoilerPipe [31] would be a valid alternative, but with 

a few experiments, the tool provided incorrect outputs and, given that a good webpage 

interpretation is crucial in this method, it was decided to use DiffBot (which provided correct 

results for those cases). 
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Chapter 6 

6. Preprocessing 

In this chapter, we describe the preprocessing stage, which was needed to define a phase that 

applies methods to improve results, to do minor corrections and to obtain elements to use when 

analyzing each sentence. The steps on this stage are described on the following subsections. 

 

6.1.  Pre-modifications 

The first step of the preprocessing stage is to do some substitutions on the text itself. The 

necessity for these substitutions is related with the main tools that are used (CoreNLP [9] and 

SENNA [22], described on following sections) and are performed purely to improve results. Each 

one is described below: 

 Change the encoding to ‘ascii’, ignoring characters that are not recognized  

 Remove characters <”>, <’>, <´>, <`> and, as it should be, any other characters that are 

not used in English or are used to delimitate strings 

 Replace characters <\t> with a single space´ 

 Replace characters <\n>, <…>, <..> and <!> with <.> - from a semantic point of view, they 

have identical meanings and the mentioned tools interpret better a period than those 

characters. 

 Identify verbs and transform them to lower case (only verbs, because nouns have to stay 

with upper case to be identified as Proper Nouns). This is performed because both tools 

do not identify verbs if they are in upper case (which can happen, either by error or if all 

the words on the sentence are in upper case on purpose, in news’ headlines for example), 

making it impossible to do a satisfactory semantic analysis. The process to perform these 

substitutions is: 

o Run CoreNLP to find the lemmas (the base form of a word) of all the words on 

the sentence; 
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o For each pair {word, lemma}, verify if the lemma exists on the verb databases 

that were used (PropBank [30], VerbNet [29] and WordNet [28]); 

o If the lemma exists on any database, replace the word on the sentence with the 

same word in lower case. 

 

6.2.  Coreference (anaphor) Resolution 

This is one of the essential steps of the preprocessing. Coreference, or anaphor, resolution is 

the linking of identical entities in different mentions on a given text. For example, the sentences 

“John Williams was born in 1904. He died in 1984” have the same subject, even though they are 

in different forms: “John Williams” is a Proper Noun and “He” a Personal Pronoun. 

For this system, only pronominal coreference resolution was implemented, but it would also 

be possible to implement nominal coreference resolution. For example, on the sentences: “SMS 

Kaiser was the lead ship of her class of battleships of the Imperial German Navy. The ship was 

built by the Imperial Dockyard at Kiel”, the article and the noun “The ship” refer to “SMS Kaiser”. 

It was decided to use only pronominal coreference resolution because nominal is much more 

fallible and, in general, less important for this work. 

This is particularly useful to ensure the existence of definite entities on each sentence, 

allowing the decrease of checkability of sentences with no entities (they’re much harder to check 

for its veracity). 

Several tools were studied and it was decided to use CoreNLP [9], a tool developed in 

Stanford University and is, for English, the state of the art on coreference resolution. This tool 

has available 3 main methods: deterministic, statistical and neural. The chosen method was the 

statistical method, since it provides a compromise between processing time and accuracy of the 

results. A comparison between the methods is presented on Figure 4. 

 

Figure 4 – Benchmarks of the CoreNLP methods. The most accurate is the “Neural” method and the fastest 
is the “Deterministic”. The “Statistical” method provides a compromise between both. 
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The statistical method uses a set of machine learning models with a significant size 

(approximately 2.3 GB in memory with all of CoreNLP loaded into memory) to infer about the 

classifications of a sentence. The algorithm is based in an entity-centric coreference system, 

meaning that instead of training the system with pairs of mentions, the system is trained with 

clusters of mentions. 

Given that CoreNLP is written in java, there was the necessity to develop an interface python 

to java (the system was developed in python). To launch CoreNLP, a new system process is 

created from python with the sentence as input and the classifications as the output. CoreNLP’s 

output is then parsed to obtain the desired classifications: lemmas, groups of Noun Phrases, 

Coreference Resolution sets and the set of sentences (divided from the text). With the set of 

sentences and the links between pronouns and entities, the resolution is then performed 

replacing the pronouns by their respective entities. 

 

6.3.  Syntactic Analysis – Groups of Noun Phrases 

In addition to performing Coreference Resolution, CoreNLP also provides a syntactic 

analysis that was used to reduce checkability of sentences with indefinite entities. For example, 

the sentence “Several men played football on the street” is harder to check than “John and Tom 

played football on 13th street”, since the last one has two explicit actors (John and Tom) and an 

explicit location (13th street). The first sentence seems much vaguer and, so, much harder to 

check if it is true or false. The goal of this method is to identify groups of Noun Phrases (“Several 

men”, “football” and “the street”, for example) for a posterior analysis. 

To obtain the identification of these groups, the sentence passes through CoreNLP, which 

performs a syntactic analysis. The tool does an analysis and returns a tree-like structure of Noun 

Phrases (NP) and Verb Phrases (VP) [32] like the one depicted on Figure 5. 
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Figure 5 – Example of the syntactical analysis performed by CoreNLP. The output is a string depicting this 
tree, using parenthesis, the tags and the words that constitute the sentence. [33] 

 

Since the output of CoreNLP is a string with the tree in a given format, a parsing was then 

applied to obtain the groups of NP. For that, the Noun Phrases were identified on the “tree” and 

the children were obtained and aggregated. For the example given on the Figure 5, the groups 

that would be obtained are “the angry bear” and “the frightened little squirrel”. 

 

6.4.  Sentence Boundary Disambiguation 

Since checkability is a property almost intrinsic to a sentence and independent of the text in 

which the sentence is in (with some exceptions, minimized through Coreference Resolution) and 

sentence analysis is much simpler than a full text analysis, it was necessary to divide a text in 

sentences. This necessity is simply answered dividing the text in its periods, exclamation points 

and in question marks but this method can lead to wrong results: for example, the sentence “I 

heard the Mozart play No. 3 yesterday.” is a single sentence with two periods and the simple 

division by its periods would give, incorrectly, two sentences. 

This problem is commonly referred as “Sentence Boundary Disambiguation” and two tools 

were considered to obtain the sentences: NLTK Punkt sentence tokenizer [34] and CoreNLP. The 

first one is a very simple approach using a common python library (NLTK) that uses a dataset to 

make inferences on sentences boundaries. The second one is the tool that was used to perform 

Coreference Resolution and obtain the groups of Noun Phrases and, as mentioned, uses a 

statistical method that is also based in a dataset (with a much larger dimension). 



26 
 

The chosen tool was, again, CoreNLP, not only to maintain coherency with another system’s 

methods but also because it is less error prone (some errors were found using Punkt Sentence 

Tokenizer). 

 

6.5.  Parts of Speech Tagging and Semantic Role Labeling 

Prior to conclusions about the sentence, two analyses were found to be crucial: Part of 

Speech tagging (PoS) [6] and Semantic Role Labeling (SRL) [8]. Both analyses describe the role 

of each word on the sentence. Whereas the PoS tagging describes the role of the word in a 

syntactic point of view, the SRL describes it in a semantic point of view. 

Using both analyses, it is possible to obtain a deeper understanding about the sentence’s 

structure, grammar and semantic elements. As a simple example: with Semantic Role Labeling is 

possible to identify the verbs (and their arguments) on the sentence, and, so, if no verbs were 

identified using this technique, the sentence is immediately classified as uncheckable (it is 

impossible to check if the action to be checked is not known). 

Moreover, using SRL, the different subphrases on a sentence are identified and can be 

analyzed independently. This is particularly useful when dealing with conjunctions because a 

checkability is computed for each subphrase and for the whole sentence. For example, “John 

Smith was born in 1905 and he died in 1975” comprises two subphrases (“John Smith was born 

in 1905” and “John Smith died in 1975”), in addition to the whole sentence. Using Semantic Role 

Labeling and the Coreference Resolution, it is possible to compute the checkability for each 

subphrase and then aggregate them (or compute) for the whole sentence.  

Several tools were studied but for Semantic Role Labeling in English, one tool stood out: 

SENNA by Ronan Collobert [22]. It consists of a self-contained, fast and state of the art software 

with several outputs: Parts of Speech tagging, Chunking, Name Entity Recognition, Semantic Role 

Labeling and Syntactic Parsing. Some benchmarks of the software are presented on Figure 6. 
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Figure 6 – Benchmarks of SENNA classifications. Only Part of Speech and Semantic Role Labeling are used. 
It is observable that Semantic Role Labeling has the lowest performance but it is an important step for the 

system. 

 

Given that SENNA is written in C, there was the necessity to develop an interface python to C. 

To launch SENNA, a new system process is created from python with the sentence as input and 

the classifications as the output. SENNA’s output is then parsed to obtain the desired 

classifications: Parts of Speech and Semantic Role Labeling. 

 

6.6.  Verb Lemmatization 

The final important step of the preprocessing stage was to lemmatize the verb. This is 

needed because the verb and the Semantic Role Labeling are used to analyze the sentence’s 

structure and the available databases of verbs only have lemmas. 

Since CoreNLP (the tool used on Coreference Resolution) already provided lemmatization of 

the sentence and provides better results than, for example, NLTK WordNet Lemmatizer [35], the 

verb lemmatization was performed using this tool. CoreNLP even lemmatizes correctly verbs as 

the one in “I’m John” to “be”, situation in which NLTK WordNet Lemmatizer fails to perform the 

lemmatization. 

The reason why this step is essential is because of the semantic analysis that is performed. If 

the verb is not found in any of the databases used, it is not a valid verb and, therefore, no 

analysis is possible, classifying immediately the sentence as “uncheckable”. For example, the 

sentence “I hv to Portugal” has a valid structure: two nominal groups (“I” and “Portugal”), a 

preposition (“to”) and an apparent verbal group but, semantically, is impossible to analyze since 

the verb “hv” does not exist. As the verb does not exist, it is impossible to know its meaning and 

what/how many arguments the verb is expecting and, so, it is unknown what a semantically 

well-structured sentence is. 
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Chapter 7 

7. Is a Sentence checkable? 

In this chapter, we present the methods for the first classification: assess if the sentence is 

“checkable” or “uncheckable”. These methods are applied in a “Chain of Rules”, which means that 

if any condition fails, the sentence is classified as not checkable. Sentences that fail this Chain of 

Rules are classified as “uncheckable” and are assigned a checkability of 0. The rules/methods are 

detailed on the following subsections. 

 

7.1.  Indefinite Pronouns/Adverbs and Incorrect Modality 

The first rule that was used is conceptually rather simple: given a list of words, if the 

sentence is composed by any of those words, results in a classification of uncheckable. The lists 

of words are: indefinite pronouns (like “anything” or “something”) [36], indefinite adverbs of 

time (like “always” or “rarely”), indefinite adverbs of degree (like “almost” or “nearly”), 

indefinite adverbs of manner (like “boldly” or “furiously”), indefinite adverbs of place (like 

“somewhere” or “elsewhere”) [37], expressions that express incorrect modality for 

facts/factoids (like “the majority of cases”, “probably” or “could”) [38] and expressions used in 

expressing opinion (like “believe” or “his opinion”). 

This rule may seem too aggressive but it ensures that a checkable sentence is a factoid or a 

fact. Moreover, two features were taken into account to reduce the impact of incorrect results: 

 The rules are applied only when the word exists on the sentence and has the respective 

Part of Speech (‘NN’/noun, ‘RB’/adverb, ‘MD’/modal or all, in some cases); 

 The list is totally customizable (allowing to remove and add words as needed) and, so, 

the filtering checkable/uncheckable depends only on the definition of “checkable”. 
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7.2.  Verb Conditions 

The next rule checks for the existence of a main verb on the sentence. As mentioned earlier, 

SENNA determined the Semantic Role Labeling of the sentence, that is, each verb and its 

arguments. So, for each subphrase of the sentence, if the Semantic Role Labeling did not find a 

verb, the sentence is classified as uncheckable. Additionally, if after the lemmatization of the 

verb, it does not exist in any of the databases, the sentence is also classified as uncheckable. This 

is related to the impossibility of performing a semantical analysis, which reveals that the 

sentence is incorrectly formed, and so, not verifiable. 

The verb databases that were used are: PropBank [30], VerbNet [29] and WordNet [28] and 

together cover the vast majority of the verbs existent in English. So, if the lemma is not found in 

any one of them, chances are that it is not a valid verb.  

On the other hand, if SENNA didn’t even identify a verb on the sentence, the sentence is 

improperly built and no further analysis on the sentence can be executed. 

There was the possibility for additional conditions on verbs, but it was decided not to 

implement them as they were too restrictive, even though they would make sense restricting 

checkable sentences to facts and factoids. These additional uncheckable verbs could be: 

 Verbs in Gerund (like “running” or “writing”) – used in actions that are happening in the 

present, making them, conceptually, hard to check, especially automatically; 

 Verbs in Past Participle (like “written” or “driven”) – used in actions that began on the 

past but are still occurring, for the same reason as the Gerund; 

 Verbs in their base form (like “be” or “swim”) – usually used together with some other 

verbs/expressions or in abstract sentences (like “I like to swim” or “I will be the first”), 

providing little value to the sentence’s checkability if they are the main verb. 

These conditions would be easily implemented since the Part of Speech of each word is 

computed and they have defined tags: “VBG” (for gerund), “VBN” (past participle) and “VB” (base 

form) [7]. The reason why they were not implemented was that it would classify some sentences 

incorrectly as unckeckable (identified by SENNA in Past Participle instead of Past Tense). This is 

a limitation of the used tool and its effects were minimized with decisions like this one.  

Furthermore, with the checkable definition that was taken, despite the incorrect verb tense 

in sentences like “John True writing Book 2 in 1904” (could be “wrote” instead of “writing”), the 

content is present and the sentence’s verification should still be possible. 
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7.3.  Arguments on Semantic Role Labeling 

This is the most interesting rule: based on the Semantic Role Labeling and on verb databases, 

the sentence is classified as checkable only if it has enough content (arguments) for the verb. 

The process is: 

1. SENNA does Semantic Role Labeling on the sentence, identifying each verb and its 

arguments; 

2. The verb is lemmatized; 

3. A search on PropBank, VerbNet and WordNet using the lemma of the verb is performed, 

obtaining the minimum number of arguments for the verb (minimum of arguments of 

the three databases); 

4. If the number of arguments on the sentence is larger than two (defined as the minimum 

for the sentence to have enough content to search) and larger than the minimum number 

found on the databases, the sentence is classified as checkable and uncheckable 

otherwise. 

For example, the sentence “John Smith wrote Book 3 in 1999” has three arguments: “John 

Smith” (corresponding to the writer), “Book 3” (corresponding to what was written) and “in 

1999” (corresponding to when it was written). Since this number is larger than two and the 

minimum number of arguments for the verb “write”, is also two, the sentence is potentially 

checkable. On the other hand, the sentence “John went to” is considered uncheckable since it 

only has one argument: “John” for the verb “go”. 

This rule presents however another limitation of SENNA: The Semantic Role Labeling does 

not provide correct results in most of the cases when the main verb is “be”. This happens 

because, by default, SENNA takes “be” and “have” as auxiliary verbs and doesn’t provide a SRL 

analysis for these verbs. Only by explicitly setting SENNA to use these verbs (using a 

configuration of the tool) is possible to obtain Semantic Role Labeling. Given that the labeling for 

these verbs was not taken into account on the development, it is normal to obtain incorrect 

results. To minimize this limitation, this rule is not applied if the main verb is “be”. It is still 

applied to “have” because it provides correct results, despite the limitation.  
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Chapter 8 

8. Checkability Score 

In this chapter, we describe the steps used to compute the checkability of a sentence. Three 

scores are necessary on this computation: a score representing the degree of sentiment, opinion 

and subjectivity, a score measuring the entropy (quantity of the information) and a score 

measuring the keywords relevance (quality of the information). These scores are then 

aggregated using a fuzzy system and some additional semantic and syntactical conditions are 

applied to either increase or decrease this score. 

 

8.1. Subjectivity and Sentiment/Opinion Score 

 

8.1.1. Sentiment/Opinion 

Studying several sentences, claims and texts from articles and news, it was clear that 

sentiment and opinion expression should be taken into account when computing the degree of 

checkability of a sentence. For example, “The hotel bed is comfortable”, reveals a personal 

opinion and, so, is considerably less checkable than, for say, “The hotel is located in Portugal”. 

To assess the level of sentiment or opinion on a sentence, the library that was used was 

Sentiment Vader from the package NLTK [21]. A score on the range [-1; 1] is obtained using an 

extensive list of positive/negative words and a rule system. This score reveals negative opinion 

if below zero and positive if above zero. Since the polarization is irrelevant for the sentiment 

computation (positive or negative, reveals sentiment/opinion equally), only the absolute value is 

used and, so, we use a score between 0 and 1. Empirically, a score of 0.6 was found to be the 

threshold of considerable sentiment/opinion expressing, although is not crucial to be this exact 

value. A score between 0.4-0.7 can also be used with no dramatic changes.  

Unfortunately, the method used by Sentiment Vader yields, sometimes, incorrect results, 

mostly because it is used in “opinion mining”, which is a task with different requirements. For 



32 
 

example, the existence of the lemma “win” (independent of its verb tense), leans the score to the 

positive side. So, even if the word on the sentence is “won”, which indicates a past occurrence 

and, thus a fact, the sentence is, incorrectly, considered to have a high degree of opinion. 

To improve results and reduce the effect of problems like the one given on the previous 

example, some additional steps were introduced. 

One of those methods requires the classification of the sentence in either “Objective” or 

“Subjective”. If the sentence is classified as subjective, the sentiment/opinion score is used on 

the computation, otherwise it depends on the next step. 

The other step uses the threshold previously indicated (of 0.6). This threshold is used to 

mark the point from where this score is used on the computation of the checkability without 

requiring a “subjective” classification. If the score is superior to the threshold then is used on the 

computation, otherwise, counts as a score of 0 (if “objective”). 

The final step, takes into account the computation of the score from Sentiment Vader: the 

score is only sensible to relevance of sentiment/opinion and not to the quantity. That is, if a 

word that reveals sentiment or opinion is present on the sentence, the computed score is always 

high, independent of the length of the sentence. This needed to be corrected since long and 

objective sentences’ checkabilities were being vastly penalized because of single words. To 

attenuate single word’s sentiment/opinion and correctly measure the quantity of sentiment and 

opinion on a sentence, it was decided to: 

 Divide the sentence into 4-grams; 

 Compute the score from Sentiment Vader for each 4-gram; 

 Aggregate the scores with a simple arithmetic mean. 

Summing up, the sentiment/opinion score is based on N-grams and used on the 

computation if either condition 1 or 2 are fulfilled, see Table 1. 

Table 1 – Conditions for the Sentiment/Opinion score to be used. They were defined to reduce the impact 
of incorrect scores. The score is used if the sentence is classified as “subjective” or the score is greater than 

0.6. 

Condition Sentiment/opinion Score Objective/Subjective (O/S) 

1 - S 

2 > 0.6 - 
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8.1.2. Subjectivity 

NLTK Sentiment Utils was used to perform the subjectivity classification, another 

method integrating the NLTK package [19]. This method uses a Naïve Bayes Classifier trained 

with 5000 objective sentences and 5000 subjective sentences from the Pang/Lee dataset to 

classify sentences in either “objective” or “subjective”.  

This method, as the one used in Sentiment Vader is simple, fast and easy to set-up but, 

unfortunately, is also not perfect. Several sentences are classified incorrectly, for example: 

“HSBC lays off 120 technology staff in Hong Kong in cost cutting plan” is incorrectly classified as 

“Subjective” (and classified as “Objective” if “cost cutting” is replaced with “cost-cutting”). 

Despite this, joining both Sentiment/Opinion classification and Subjectivity classification leads 

to significantly better results and makes this score essential to compute the checkability of a 

sentence. 

 

8.1.3. Examples 

Giving a few examples:  

 “John Smith was born in 1904” scores 0.0 (Sentiment/Opinion Score) and is classified as 

“subjective” – the score is correct, because the sentence has no sentiment or opinion, but 

the classification of “subjective” is incorrect. As mentioned, both classifications have 

issues but using both it was possible to minimize the impacts. In this case, a score of 0.0 

would be used, having no effect on the checkability; 

 “I think that my club will win the championship” scores 0.6478 and is classified as 

“subjective” – both the score and the classifications are correct given that the sentence 

expresses a personal thought and preference. In this case, the score of 0.6478 is used to 

vastly penalize the sentence’s checkability; 

 “Thomas Edison invented the incandescent light bulb in 1879 in USA” scores 0.0 and is 

classified as “objective” – both the score and the classification are correct, given that the 

sentence is a fact. 

Through numerous tests, including the ones presented above, it was possible to conclude 

that, even though each classification has errors, the whole method tends to provide accurate 

results. 
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8.2. Entropy Score 

 

8.2.1. Modified Shannon Entropy 

The amount of information on the sentence was another metric that was identified to be 

necessary to assess the sentence’s ability to be checked. The more information on the sentence, 

the more information there is to check and more definite the entities on the sentence are.  

Regarding information theory and the necessity to measure the amount of information 

on the sentence, computing the entropy is one of the most common methods [39]. The entropy 

uses probabilities of each symbol, or words in this case, to compute the desired measure. It is 

worth noting that, since the measure uses probabilities, it accounts for duplicated/repeated 

words that do not bring any new information. 

Shannon Entropy was the method used to compute this measure, and is calculated using 

Equation 1. 

 

Equation 1 – Computation of entropy with Shannon’s method 

𝐻(𝑠𝑒𝑛𝑡𝑒𝑛𝑐𝑒) =  −∑𝑃(𝑤𝑜𝑟𝑑𝑖) logb 𝑃(𝑤𝑜𝑟𝑑𝑖)

𝑛

𝑖=1

(1) 

 

Looking at the equation, we can see that the basis (b) is a variable and is necessary to 

define its value. A basis of 2 was used, to make the result be expressed in bits/word. However, 

tests with 2, 3 and 4 were conducted with no significant impact on the checkability. 

A classic approach was used to compute the probability of each word, which uses the 

frequency of occurrence of the word in the “Bag of Words” (set of words). The probability was 

computed using Equation 2. 

 

Equation 2 – Classical probability 

𝑃(𝑤𝑜𝑟𝑑𝑖) =
𝑁𝑖

∑ 𝑁𝑘
𝑛
𝑘=1

 , 𝑤𝑖𝑡ℎ 𝑁𝑖 = 𝑁𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑜𝑐𝑐𝑢𝑟𝑟𝑒𝑛𝑐𝑒𝑠 𝑜𝑓 𝑡ℎ𝑒 𝑤𝑜𝑟𝑑 𝑖 (2) 
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To improve results, not all of the words on the sentence were used. From the usual “Bag of 

Words”, it was excluded: 

 Words in the stop words set from NLTK corpus (“the”, for example) 

 Words (not numbers) with 1 or 2 characters (“Mr”, for example) 

These words were excluded because they do not have relevant information and are very 

common. Without excluding them, the computed entropy was largely affected and sentences 

with the same intrinsic information could have the same entropy with one having significantly 

less information but more stop words. 

Additionally, to improve results, all the punctuation was taken from the sentence since in 

some cases it would count as a word and wrongly increase the computed entropy.  

A possible better approach would be to compute the entropy with each word’s probability 

on the language (instead that the probability on the sentence). There are several databases with 

this information and the implementation would be direct, although forcing to reevaluate the 

normalization of this score. It was decided not to implement this, since the entropy scores 

obtained with this approach were, during the tests, satisfactory. 

 

8.2.2. Normalization 

Since the computed entropy can take values between 0 and +∞ and that range is 

unusable (there is no maximum value, no optimum value and not even the perception of what a 

good value is), the score has to be normalized. 

It was decided that the output of the normalized score should: 

 take values between 0 and 1; 

 represent how good is the amount of information on the sentence (that is, for example, a 

normalized score of 0.5 means that the sentence has a “medium” amount of information). 

With this in mind, using several sentences with different amounts of information (classified 

with the desired score by hand), some pairs {computed entropy, entropy score} were defined 

and plotted in Figure 7. It is important to notice though that the computed entropy was 

represented in 2𝐻(𝑥), with H(x) being the entropy computed as in Equation 3. This allows a 

better understanding of what this measure means in practice (represents, if all the words are 

different, the number of words on the sentence) and facilitates the definition of the pairs 

previously mentioned.  
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Figure 7 – Normalization of the entropy score. The objective is to map the computed entropy, which can 
take any value between 0 and plus infinity, to a score between 0 and 1. 

 

The normalization was made by the developer experimenting with dozens of sentences 

and through a deep study of how the computed entropy and the quality of the entropy score 

correlate. 

 

8.2.3. Interpretation and examples 

As observed on Figure 7, three regions were defined for the entropy that was computed 

(2𝐻(𝑥)): 

 From 0 to 2 – the score is 0 - which in practice represents, if all the words are different, 

two words or less. This region marks the starting point to a well-constructed sentence 

(at least two nominal groups, each with a different word, and a verb). Even though a 

sentence with two different words and a verb is well constructed, does not have nearly 

enough information to be checked (“Object is big”, for example), and, so, it was decided 

to define 2 as this threshold. 

 From 13 to +∞ - the score is 1 – which represents 13 or more words on the sentence. 

This requires 6 and 7 words per nominal group if there are only 2 groups on the 

sentence; 3, 3 and 4 if there are 3 groups; etc. This number marks the starting point from 

which adding more information to the sentence, does not make it more checkable 

(saturated). Why 13? This value was obtained through “fine-tuning” (experimenting to 
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the optimum) but some value between 8 and 15 would be as good as the one used 

because the final score wouldn’t change dramatically (there is several other metrics and 

Fuzzy Logic is used which makes this less sensible). 

 From 2 to 13 – the score depends on the computed entropy – this is the most interesting 

region because the entropy score depends on the computed value. What was decided 

was to make the score linear on the computed entropy, as plotted in Figure 8, because it 

is not crucial to the final score and makes it so that if the number of words grows, the 

entropy score grows exponentially. This results in a high entropy score beginning in 6, 7 

or 8 words, which is already a satisfactory amount of information. 

 

 

Figure 8 – Normalization of the entropy score. The objective is to map the computed entropy, in a linear 
unit in this figure, to the entropy score that takes values between 0 and 1. 

 

For example, the sentence “John scored 20” scores 0.3 (Entropy Score) because it has the 

bare minimum information for the sentence to be checkable, the sentence “John scored 20 goals 

last season” scores 0.7, having almost the ideal amount of information for a sentence to be easily 

checkable and “John Davis Williams scored 20 goals in 2014 on the secondary English League” 

scores 0.95, near the maximum score, because the sentence does not lack information (quantity) 

to check the sentence. 
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8.3. Keywords Score 

 

8.3.1. Modified RAKE 

The final metric that generates a score is a measure that quantifies the sentence’s 

keywords and their relevance. This score is a “dual” of the Entropy Score since it measures the 

information on the sentence. Differently from the entropy score however, this score measures 

not the amount of information but the quality of the information.  

This is necessary because solely measuring the amount of information on the sentence is 

insufficient. For example, the sentence “Yesterday, I went to the shopping to eat lunch and then I 

went to see a movie in 3D because I had a discount” has a sufficient amount of information 

(resulting on a high “Entropy Score”), but, obviously, has no relevant information and, so, it 

results on a low “Keywords Score”.  

On the other hand, measuring the amount of information on the sentence is also 

necessary because the Keywords Score is normalized according to the length of the sentence 

(otherwise long sentences would always originate higher scores than shorter sentences and 

what would be measured would be, again, the amount of information. Since this normalization is 

used, shorter sentences with “relevant keywords”, for example: “John Smith went to United 

Kingdom”, are classified with a high Keywords Score (90% with the method used), but have, 

nonetheless, a low degree of checkability for lack of information to check. Taking the example 

given: who is John Smith? Where on the United Kingdom did he go? When did he go? The 

information given is not enough to unquestionably check if the sentence is true or false. 

To compute this score, a very simplistic approach was used: the RAKE method [24]. This 

method identifies keywords by going through the sentence and splitting it to remove stop words 

(a list that can be provided to the method). Summing up, the method: 

 Starts with the first word; 

 If the next word on the sentence does not belong to the list of stop words, aggregate the 

words, if it does belong, stop aggregating and what was aggregated until that point is a 

cluster of keywords; 

 Iterate through the sentence; 

 At the same time, for each word, make a dictionary and count the number of occurrences 

of the word (used later to compute the score). 
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Taking, again, the example given earlier (“John Smith went to United Kingdom”) would 

generate the set of keywords <John Smith> and <United Kingdom>, since “went” and “to” belong 

to the provided list of stop words.  

In addition to finding these clusters, the method also computes a score for each one. The 

final Keywords Score is simply the sum of the clusters’ scores. Each score is computed based on: 

the number of words (consecutive non-stop words) and the number of occurrences of each one 

on the sentence. 

To improve results however, this method was slightly modified: 

 All the punctuation was removed from the sentence before the method. It was found that 

some characters, like the comma, could incorrectly change the computed scores. Taking 

the comma example: it usually appears next to a word and, therefore can derive sets like 

“Einstein” and “Einstein,” which are, in fact, the same word and should increase both 

scores on the sets that they belong. With comma, this does not happen and they are 

recognized as different words. 

 Since RAKE does not give, for itself, score to numbers and they take a huge part on the 

subject of study (a sentence with, for example, dates, values, percentages or amounts 

should have a higher checkability), the output was modified to, if the set is a number, set 

its score to 1.5. This number is also not crucial to be exactly 1.5, it should, however be 

within 1.0 (the score associated with only one word on the set) and 4.0 (the score 

associated with two words on the set) to have the intended effect.  

 

8.3.2. Normalization 

Since this score could take values within [0, +∞] because it results from a simple sum of 

scores, there was the necessity to normalize it as well. The first step consists in normalizing 

according to the length of the sentence. This is necessary since the score will always increase as 

the length increases, even if the scores of the clusters are low. To simplify, this normalization 

was performed using a simple division between the score and the number of words on the 

sentence. The second step, is normalizing to a score within [0, 1] with the same characteristics of 

the Entropy Score. Reminding those characteristics, the score should: 
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 take values between 0 and 1; 

 represent how good is the quality of the information on the sentence (that is, for 

example, a normalized score of 0.5 means that the sentence has a “medium” quality of 

information for that sentence’s length). 

To perform this normalization, an identical approach as the one used to normalize the 

Entropy Score was used. Summing up, using several pairs <Sentence, Keywords Score from 

RAKE divided by length> and classifying each one (by hand) on a desired final Keywords Score, 

several points were obtained and a curve of 

𝐾𝑒𝑦𝑤𝑜𝑟𝑑𝑠 𝑆𝑐𝑜𝑟𝑒 (𝐾𝑒𝑦𝑤𝑜𝑟𝑑𝑠 𝑆𝑐𝑜𝑟𝑒 𝑓𝑟𝑜𝑚 𝑅𝐴𝐾𝐸 𝑑𝑖𝑣𝑖𝑑𝑒𝑑 𝑏𝑦 𝑙𝑒𝑛𝑔𝑡ℎ) was designed. This curve 

and the obtained points are plotted on the Figure 9. 

 

Figure 9 – Normalization of the keywords score. The objective was to map the computed score, which can 
take any value from 0 to plus infinity, to a value between 0 and 1. 

 

As a side-note, on the previous figure it is easily observed that the mean score is placed, 

approximately, on 1.0. This corresponds to a Keywords Score computed by RAKE equal to the 

length of the sentence, that is, each word is placed on its own set (with score 1.0). In practice this 

is impossible to happen (a word is isolated only if surrounded by stop words and if there are 

stop words those won’t have score of 1.0), but it was thought to correspond to the hypothetical 

situation that each word is relevant by itself and independent of the surrounding words. 
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8.3.3. Interpretation and examples 

As observed on Figure 9, 3 regions of Keywords Score were defined (same as previously with 

the Entropy Score): 

 From 0 to 0.5 – the score is 0. This region marks the starting point to a satisfactory 

amount of relevant information on the sentence. The score of 0.5 corresponds, for 

example, to “John was born in 1974”, as it has 5 different words and the score of each set 

is <”John”, 1.0> and <”1974”, 1.5>. The sentence has some information, but only the 

words “John” and “1974” are relevant, with low scores because they do not aggregate to 

surrounding words (stop words) and, so, the sentence does not have enough relevant 

information to make the search for sources and even to assess its verity.  

 From 1.6 to +∞ - the score is 1. As an example of a sentence that generates a score which 

falls into this region is “HSBC lays off 120 technology staff in Hong Kong in cost cutting 

plan”. This sentence has 13 words and scores 21.0, resulting in ≈1.615. This sentence 

has more than enough relevant information to check as it has several relevant sets: 

<”HSBC”, “lays”>, <”120”, “technology”, “staff”>, <”Hong”, “Kong”> and <”cost”, “cutting”, 

“plan”> and they constitute the majority of the sentence. This region marks the starting 

point to the “saturation” of this measure, that is, if additional relevant information is 

added to the sentence, it does not make it “more” checkable. This happens because, even 

though the search would return more information, the algorithm that verifies the 

veracity of the sentence would struggle to verify all the subphrases and meanings on the 

sentence. So, they would counterbalance, not bringing advantages on the increase of the 

sentence’s information. 

 From 0.5 to 1.6 – the score depends on the computed RAKE score and the length of the 

sentence – this is, again, the most interesting region because the score depends on the 

computed values. What was decided in this case was to make the score have a slow 

growth before and a rapid growth after the mean value. This behavior was decided 

through testing with several sentences and is what produces the best results. With these 

characteristics defined, it was found that the curve that had the most identical 

characteristics was the Heaviside Step Function and so, the points were rearranged to 

resemble a curve of this type. 

Note that, as in the Entropy Score, these threshold values are not crucial to be the exact 

mentioned values and were obtained through several tests. Again, with the variety of metrics 

and the aggregation method used (fuzzy logic), it is ensured that a slight change on one of these 

parameters won’t result on a dramatic change on the final checkability score. 
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For example, the sentence “He was born in that country” scores 0.0 (Keywords Score) 

because it has no relevant content, the sentence “He was born in Lisbon, Portugal” scores 0.75, 

having a decent amount of relevant information for the sentence and “John Smith was born in 

Lisbon, Portugal” scores 1.0, the maximum score. In addition, to demonstrate the normalization, 

the sentence “Yesterday, I went to the shopping to eat lunch and then to see a movie in 3D 

because of the discount” scores 0.0 because, especially considering the length of the sentence, 

there is no relevant information to check. 

 

8.4. Interpolation of Entropy and Keywords Scores 

Since the normalization of the previous scores produced a set of points of the format 

{𝐶𝑜𝑚𝑝𝑢𝑡𝑒𝑑 𝑉𝑎𝑙𝑢𝑒, 𝑁𝑜𝑟𝑚𝑎𝑙𝑖𝑧𝑒𝑑 𝑉𝑎𝑙𝑢𝑒}, it was necessary to perform an interpolation to obtain a 

normalized value for any computed value. As seen in Figure 7 and Figure 9, both curves (for the 

intermediate regions) were constructed with a well-defined behavior and can be very accurately 

interpolated using: 

 

 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 𝑆𝑐𝑜𝑟𝑒 (𝑐𝑜𝑚𝑝𝑢𝑡𝑒𝑑 𝑣𝑎𝑙𝑢𝑒) {

0, 𝑖𝑓 < 2
 𝐿𝑜𝑔𝑎𝑟𝑖𝑡ℎ𝑚𝑖𝑐 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛, 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 2 𝑎𝑛𝑑 13

1, 𝑖𝑓 > 13
 

 𝐾𝑒𝑦𝑤𝑜𝑟𝑑𝑠 𝑆𝑐𝑜𝑟𝑒 (𝑐𝑜𝑚𝑝𝑢𝑡𝑒𝑑 𝑣𝑎𝑙𝑢𝑒) {

0, 𝑖𝑓 <  0.5
 𝐻𝑒𝑎𝑣𝑖𝑠𝑖𝑑𝑒 𝑆𝑡𝑒𝑝 𝐹𝑢𝑛𝑐𝑡𝑖𝑜𝑛, 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.5 𝑎𝑛𝑑 1.6

1, 𝑖𝑓 > 1.6
 

 

Despite this, what was used was a simple linear interpolation between the points because it 

is significantly easier and does not alter the quality of the results. The Entropy and Keywords 

Score, with interpolation are presented in Figure 10. 
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Figure 10 – Interpolation of the entropy and the keywords scores. Several sentences were studied and 
numerous points were obtained for each score. This process allows to infer the values between those 

points. 

 

It is observable that, in the case of the Entropy Score, even a linear interpolation makes a 

very accurate approximation of the curve intended (a logarithmic curve). The interpolation of 

the Keywords Score is not so accurate, approximating a Heaviside Step Function with some 

errors. Despite this inaccuracy, it does not impact the final score since the scores are used on 

fuzzy regions. The Keywords Score can go wrongly, for example, from 0.5 to 0.55 which still is 

within the same fuzzy region. Both interpolations were performed using a library integrating the 

Scipy Package [26]. 

 

8.5. Aggregation of Scores – Rule Based Fuzzy System 

Next, to aggregate the scores, it was decided to use a rule based fuzzy system [11] given that: 

 The scores’ weight (to the checkability score) is very dependent of their value; 

 Even after normalization, they can take any value between 0 and 1; 

 The separation between regions of the scores (Low, Medium, High, etc.) is ambiguous 

and, so, the regions overlap, and the aggregation method has to deal with this 

particularity. Fuzzy logic deals with this ambiguity with the concept of fuzzy 

membership functions; 

 Several thresholds and functions were used based on testing and they are not proven to 

be optimal and, so, the method to be used should be robust and not change drastically 

with the change of these defined parameters. 
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To implement the fuzzy system, it was decided to use scikit-fuzzy [23], a fuzzy logic toolbox 

for python, since it provides several methods and algorithms, including methods to define the 

regions, the membership functions, the rules and the output computation. 

 

8.5.1. Fuzzy Regions 

The first step to implement the fuzzy system is to define the regions for the scores that 

are used, both the inputs and the output of the system. This is known as defining the granularity 

of the fuzzy system. Larger the number of regions, larger the granularity and larger the 

“accuracy” or the “sensitivity” of the system. 

For the inputs, only 3 regions were defined because it is very difficult to differentiate 

between, for example, “Very Low” and “Low” scores. As an example: what is the classification of 

the amount of information of “John is tall”? Both “Low” and “Very Low” would be a correct 

classification and the border between one and the other is indefinite. On the other hand, 

separating “Low”, “Medium” and “High” is considerably easier, both automatically and through 

the methods used and by hand. 

So, for the inputs, the regions that were defined are: 

 

 𝑆𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡/𝑂𝑝𝑖𝑛𝑖𝑜𝑛/𝑆𝑢𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑖𝑡𝑦 𝑠𝑐𝑜𝑟𝑒 {
𝐿𝑜𝑤 − 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0 𝑎𝑛𝑑 0.3

𝑀𝑒𝑑𝑖𝑢𝑚 − 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.2 𝑎𝑛𝑑 0.6
𝐻𝑖𝑔ℎ − 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.5 𝑎𝑛𝑑 1

 

 𝐸𝑛𝑡𝑟𝑜𝑝𝑦 𝑆𝑐𝑜𝑟𝑒 {
𝐿𝑜𝑤 −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0 𝑎𝑛𝑑 0.4

𝑀𝑒𝑑𝑖𝑢𝑚 −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.2 𝑎𝑛𝑑 0.8
𝐻𝑖𝑔ℎ −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.6 𝑎𝑛𝑑 1

 

 𝐾𝑒𝑦𝑤𝑜𝑟𝑑𝑠 𝑆𝑐𝑜𝑟𝑒 {
𝐿𝑜𝑤 − 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0 𝑎𝑛𝑑 0.4

𝑀𝑒𝑑𝑖𝑢𝑚 − 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.2 𝑎𝑛𝑑 0.8
𝐻𝑖𝑔ℎ − 𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.6 𝑎𝑛𝑑 1

 

 

Note that, even with only 3 regions it is impracticable to define an absolute border between 

them and, so, there are overlaps between the regions. This characteristic is dealt by Fuzzy Logic 

by treating each region separately, computing how much the score “belongs” to the region and 

then aggregating the results, eliminating the problem of these “indefinite” borders between 

regions. 
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The output, being a (almost) final score, could be defined with more regions in order to 

increase the granularity. It was decided to use 5 regions with equal size. The regions that were 

defined are: 

 

𝐶ℎ𝑒𝑐𝑘𝑎𝑏𝑖𝑙𝑖𝑡𝑦 𝑆𝑐𝑜𝑟𝑒 

{
 
 

 
 
𝑉𝑒𝑟𝑦 𝐿𝑜𝑤 −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0 𝑎𝑛𝑑 0.2
𝐿𝑜𝑤 −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.2 𝑎𝑛𝑑 0.4

𝑀𝑒𝑑𝑖𝑢𝑚 −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.4 𝑎𝑛𝑑 0.6
𝐻𝑖𝑔ℎ −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.6 𝑎𝑛𝑑 0.8

𝑉𝑒𝑟𝑦 𝐻𝑖𝑔ℎ −  𝑏𝑒𝑡𝑤𝑒𝑒𝑛 0.8 𝑎𝑛𝑑 1

  

 

 The objective was to give a score to how checkable a sentence is (in percentage), that is, a 

sentence with a score of 80-100% is easily checkable. On the other hand, a score of 0-20% 

means that the sentence can be checked, but with great difficulty and the classification in 

“True”/”False” will possibly be wrong or uncertain, being by lack of information to search, low 

amount of information obtained through the search, because the sentence is too subjective, hard 

for the algorithm to make its classification with confidence, or any other reason. 

In Improving the Checkability Score, some additional metrics are described that also 

affect this score. They are independent of the fuzzy system and comprise additional conditions 

that affect either the search or the ability to classify the veracity of the sentence. 

 

8.5.2. Fuzzy Membership Functions 

For the membership functions, a very standard approach was used: trapezoidal 

functions. Other functions would be possible: triangular, sigmoids (also pretty common), 

gaussian, generalized bell, pi shaped, etc. The decision was to stick with the simplest curves that, 

at the same time, could provide satisfactory results.  

The first tested function was triangular, but lead to some problems: when the scores 

approached the borders of the regions, the membership function computed very low 

membership values for that region, even though the score was still on the region. For example, 

the previously mentioned sentence “HSBC lays off 120 technology staff in Hong Kong in cost 

cutting plan”, that was incorrectly classified as “Subjective”, had a Sentiment/Opinion Score of 

0.128, which is still within the “Low” Region, but the triangular function is already low at that 

point and lead to a substantial penalty on the final score (from 91,67% to 42,87%).  
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The second tested function was trapezoidal, which gives much more flexibility on the 

function’s shape than the triangular. With this function, the results were sound and since 

trapezoidal computation is efficient, there was no need to analyze other functions.  

A deeper analysis and comparison between functions, since only Triangular and 

Trapezoidal were taken into account, can be a topic for future work. 

In Figure 11, the regions and membership functions (MF) are plotted for the different 

inputs. 

 

 

Figure 11 – Membership functions defined for each of the inputs. The entropy and keywords scores have 
identical membership functions with thresholds in 0.2, 0.4, 0.6 and 0.8. The sentiment/opinion score is 

slightly different, having thresholds in 0.2, 0.3, 0.5 and 0.6 (tends to be in a higher region). 
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8.5.3. Fuzzy Rules 

Finally, the fuzzy rules that define how the inputs and checkability relate. This is one of 

the crucial parts of the method. Through the definition of the rules, on the aggregation, each 

input can have any weight that is needed and even depend on the value of the score. Using these 

rules is a logic, straightforward and flexible way to define the relationship output vs input. 

These rules were defined based on expert knowledge and vast testing and are presented 

on Table 2. 

 

Table 2 – Representation of the fuzzy rules. A higher sentiment/opinion score tends to lead to a lower 
output, whereas the increase on entropy or keywords scores tend to lead to an increase on the output. 

Sentiment/Opinion Entropy Keywords Checkability 

High - - Very Low 

Medium Low - Very Low 

Medium - Low Very Low 

- Low Low Very Low 

Medium or High Medium or High Medium or High Low 

Low Medium Low Low 

Low Low Medium Low 

Low Medium Medium Medium 

Low Low High Medium 

Low High Low Medium 

Low Medium High High 

Low High Medium High 

Low High High Very High 

 

8.5.4. 3D representation 

Given the number of rules and relations between the checkability and the three scores, 

understanding the relations takes effort. To give a better idea, in Figure 12 there is a 3D 

representation of these relations. 
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Figure 12 – 3D representation of the fuzzy rules. It is possible to observe the increase on the output with 
the increase on entropy keywords scores and the decrease with the increase on sentiment/opinion score. 

 

With this figure, it is possible to observe and summarize some decisions: 

 For a high sentiment/opinion score, no matter the entropy or keywords score, the 

checkability is always computed as very low; 

 For a medium sentiment/opinion score, only if the entropy and keywords score are both 

medium or high, the checkability is low, instead of very low; 

 For a low sentiment/opinion score (the most common), the checkability is crescent with 

both the entropy and the keywords score, moving up a degree when either one moves up 

also. The maximum checkability is reached for a low sentiment/opinion score and both 

entropy and keywords score with a high score. 

It is worth to note, however, that the inputs have continuous scores and can belong to 

multiple categories at a time because of the overlaps on the regions. So, the output can be 

computed using multiple of these rules, making it possible to compute any score between 0 and 

1, and not limited to {0, 0.2, 0.4, 0.6, 0.8, 1.0}, that corresponds to the number of output regions 

that were defined. 

  

Low
Medium

High

0

0.2

0.4

0.6

0.8

1

Low Medium High Low Medium High Low Medium High
Keywords

Score

C
h

e
ck

a
b

il
it

y

Entropy score

Checkability Score vs Inputs' regions

Sentiment

Opinion
High Medium Low



49 
 

8.6. Improving the Checkability Score 

 

8.6.1. Additional Semantic Metrics - Valid/Invalid Expressions 

The first additional metric that was introduced is a rather simple one, in concept, but 

complex on implementation. If, in Semantic Role Labeling, a temporal expression or a location is 

identified, the “validity” of the expression is evaluated. Semantic Role Labeling is used to link 

arguments to verbs, that is, for each sentence the technique decomposes it in sets of <verb, list of 

arguments>. In this particular case, the two types of important arguments are the temporal 

expressions and the locations. For example, on the sentence “Thomas travelled to Lisbon last 

month”, “Lisbon” is identified as a location and “last month” as a temporal expression. 

For the temporal expressions, what is understand as “valid” is, for example, “24 March 

1976”; and as “invalid” is, for example, the expression “at some point”. Validity in the case of the 

temporal expressions relates to verify if the expression expresses a definite date, time or time 

interval. Even expressions like “today” or “this week” are valid, because they can be normalized 

to a valid expression. On the other hand, expressions like “at some point”, “one of these days” or 

“in the future” cannot be linked to any point or interval in time. To check the validity of the 

expressions, a library named ternip was used [25]. This library includes tools to recognize and 

normalize temporal expressions. If the Semantic Role Labeling identified a temporal expression 

and it wasn’t recognized by ternip, then it is not valid, if it was recognized, then it is valid. 

For the location, what is understood as valid is slightly different: for a location to be 

valid, it has to be a definite location and exist somewhere around the world. For example, 

“Portugal” or “Lisbon” are valid locations; “somewhere” or “above the table” are not. To check 

the existence of the expression, two methods were implemented: first the expression is searched 

on a personalized database built based on data from geonames [17] (constructed on a dictionary 

to provide a very fast search) and then (if not found on that database) is searched using Google 

Places [27] (which uses an API from Google and is much slower but much more accurate). The 

personalized database was built with two sets of information: cities and countries. These sets 

were combined, each entry was analyzed (to remove irrelevant information), converted to ascii 

and to upper case (to facilitate the comparisons) and added to a python dictionary (a location 

exists if is a key of the dictionary). 

To mitigate problems involving the Semantic Role Labeling (in some cases, these arguments 

are “swapped”, that is, a temporal expression classified as a location or a location classified as a 

temporal location), it was decided to evaluate this metric for both at the same time: 
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 If a temporal expression or a location is identified by Semantic Role Labeling, both are 

checked; 

 If either a valid temporal expression or a valid location is found, then increase the 

checkability computed earlier by 10%; 

 If neither a valid temporal expression nor a valid location is found, then decrease the 

checkability by 40%. 

The 10% increase was set to allow sentences to reach 100% of checkability (the maximum 

output of the Fuzzy was set to ≈91-92% because of how the scores, the membership functions 

and the regions were implemented). The penalty of 40% is the decrease that led to better 

results, nonetheless, during tests, it was found that any score between 30 and 50% would also 

be fair and acceptable (depending on the importance given to this metric). 

 

8.6.2. Additional Syntactic Metrics - Personal Pronouns 

This metric is related to the use of coreference resolution (prior to the computation of 

the checkability, as the Semantic Role Labeling). This technique links pronouns (like “he”, “her”, 

“they”, etc.) or nouns (like “the ship”, “this fact”, etc.) to the respective entity and was modified 

to do the substitution.  

To perform the coreference resolution, a system from Standford was used: CoreNLP, 

which does not only pronominal coreference resolution but also nominal coreference resolution 

[9]. It was decided to only execute pronominal coreference resolution because the results were 

significantly better and this technique was not important to the objectives (classify in checkable 

or not checkable and measure the checkability).  

As a result, at this stage, all the personal pronouns like “he” or “I” should be replaced by 

the respective entity. If some pronoun is still present on the sentence (assuming that CoreNLP 

worked as intended), there is not an entity to link the pronoun and, so, the sentence is much 

harder to check, because the entity is indefinite. For example, “John bought a new bag because 

she needed one” is a sentence that can be checked, but without knowing who, in fact, needed the 

new bag, makes it much harder and makes an error on the classification much more probable. A 

penalization of 40% was decided, to be coherent with the penalization used with the 

valid/invalid temporal expression or location, even though it could be even higher. 
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8.6.3. Additional Syntactic Metrics – Groups of Noun Phrases 

The final additional metric penalizes indefinite entities on the sentence. For example, the 

expressions “A man …”, “The ship was built” or “several objects…” are indefinite entities. 

Sentences with this kind of entities are still checkable, but make the classification harder and 

more error prone since the entity cannot be referenced unequivocally. 

This is accomplished using, again, CoreNLP, which does a syntactic analysis and indefinite 

entities are then identified following: 

 Parse the syntactic analysis to group Noun Phrases (NP). This is performed so that each 

noun and their modifiers are grouped together and separated from other groups of Noun 

Phrases. For example, “John Doe went to Paris on the last winter” is decomposed into: 

<”John Doe”>, <”Paris”> and <”the last winter”>; 

 For each group, analyze the Part of Speech of each word. If there is a common name (if 

the Part of Speech tag is “NN” or “NNS” [7]), verify if there is an article (“a”, “the”, for 

example) or an adjective (“several”, “red”, for example) before the name: 

o If there is, verify if there is something after the noun within the same group 

(something that describes the noun);  

o If there is not, the sentence’s checkability is penalized because this is an 

indefinite entity.  

For example, the sentence “The red pen is above the table” is penalized because of “The 

red pen”, which is an indefinite entity (there is not a way to unequivocally identify the pen); 

because of “the table”, for the same reason; and also, because “the table” is identified as a 

location by the Semantic Role Labeling (describes where the pen is) and is not a valid location; 

To preserve coherence on the penalizations, for each indefinite entity on the sentence, the 

checkability decreases, again, 40%. The only difference is that this metric can apply multiple 

times, one for each indefinite entity. 
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Chapter 9 

9. Post-processing 

After the analysis of the sentence and the computation of its checkability, there was the need to 

add a few methods to aggregate and improve results. In this chapter, the three main methods are 

described: 

 Multi-pass – given a sentence, pass it through the system as many times as wanted; 

 Remove duplicates (identical subphrases) and subphrases that are contained in other 

subphrases – a method to simply clean up results and sum up the sentences and 

checkabilities to display; 

 Aggregate the subphrases’ checkabilities – aggregate subphrases’ checkabilities 

(identified using Semantic Role Labeling) to the checkability of the sentence. This is used 

because in general the analysis is performed on subphrases and the intended is to obtain 

the checkability of the whole sentence. 

 

9.1. Improving Results using Multi-pass 

Given that the sentence is deeply analyzed, processed and even divided in subphrases, it is 

possible to obtain as outputs the different processed subphrases and reconstruct them as a new 

text to input to a new iteration of the system. This reduces the impact of errors, specially of the 

tools CoreNLP and SENNA that occasionally have inaccuracies on Coreference Resolution, Part of 

Speech tagging and Semantic Role Labeling (the three crucial processes of the system) because 

the subphrases on successive iterations become more and more processed and simplified, 

becoming less error prone.  

Despite this, a large number of iterations cannot be used, because not only it increases the 

processing time significantly, but also because the sentence/subphrases is excessively modified 

and the results saturate or can even deteriorate. It was found that the ideal number of iterations 
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is between 1 (single iteration, being the normal operation) and 3 (results can worsen for a larger 

number).  

Typically, only 1 iteration is used, as it provides the best performance and there is only a 

slight improvement on the results.  

When analyzing the results, only 1 iteration was used because the difference in 

classifications does not pay off, as the processing time of each sentence/text doubles. 

 

9.2. Remove duplicates and irrelevant subphrases 

With the use of Semantic Role Labeling, several subphrases arise from a sentence and a few 

particularities come with this fact: 

 The whole sentence can be identified as one of the subphrases. If this happens, there are 

two possibilities that arise: 

o the sentence is checkable, the checkability is computed directly for the whole 

sentence, and, so, is not relevant to display the checkability of subphrases.  

o the sentence is classified as uncheckable, and, so, the checkable subphrases are 

left to display because they might be relevant; 

 The same subphrase can be derived multiple times (from the same sentence or from 

different sentences on the text) and it is not relevant to display the same subphrase and 

checkability more than one time (repeated information); 

 One checkable subphrase can be contained in another checkable subphrase, which is not 

only meaningless information, but can also result in a vast list of outputs, because this is 

common on Semantic Role Labeling. 

 

9.3. Aggregation of subphrases’ checkabilities 

As it was mentioned earlier, when using Semantic Role Labeling, several subphrases are 

identified for a given sentence and a checkability is computed for each one. Given that the point 

is computing the sentence’s checkability, there was the need to define a process to aggregate 

subphrases’ checkabilities. If the sentence’s checkability is not directly computed (for several 

reasons, like for the use of conjunctions), the process that was defined was: 
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 If any subphrase is uncheckable, the whole sentence is uncheckable – even if there are 

checkable subphrases, the existence of an uncheckable indicates that a part of the 

sentence cannot be verified; 

 If all subphrases are checkable, their checkabilities are aggregated using a weighted 

mean – the weight of each subphrase is crescent with its length and is used so that 

subphrases closer to the original sentence have a larger weight than shorter and less 

alike subphrases. The sentence’s checkability is computed using Equation 3. 

Equation 3 – Aggregation of the checkabilities of subphrases. Their weight is crescent with their length. 

𝐶ℎ𝑒𝑐𝑘𝑎𝑏𝑖𝑙𝑖𝑡𝑦(𝑠𝑒𝑛𝑡𝑒𝑛𝑐𝑒) =∑𝐶ℎ𝑒𝑐𝑘𝑎𝑏𝑖𝑙𝑖𝑡𝑦(𝑠𝑢𝑏𝑝ℎ𝑟𝑎𝑠𝑒𝑖) 𝑥 
𝐿(𝑠𝑢𝑏𝑝ℎ𝑟𝑎𝑠𝑒𝑖)

∑ 𝐿(𝑠𝑢𝑏𝑝ℎ𝑟𝑎𝑠𝑒𝑘)
𝑛
𝑘=1

𝑛

𝑖=1

  (3) 

𝑤𝑖𝑡ℎ 𝐿(𝑠𝑢𝑏𝑝ℎ𝑟𝑎𝑠𝑒𝑖) = 𝑙𝑒𝑛𝑔𝑡ℎ 𝑜𝑓 𝑡ℎ𝑒 𝑠𝑢𝑏𝑝ℎ𝑟𝑎𝑠𝑒 𝑖 
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Chapter 10 

10. Examples, Applications and Validation Results 

 

10.1. Examples and comparison with ClaimBuster 

To analyze the results and outputs of the system, a few examples and comparison with the 

state of the art solution is presented in Table 3. The examples consist of random sentences, with 

different lengths, meanings and degree of truth, relevance, objectivity and expression of opinion. 

They were used as input to both ClaimBuster [2] and the developed system. The scores from the 

developed system were rounded to the unit (decimal numbers are not relevant for the 

comparison). 

Looking at the examples, it is observable that ClaimBuster’s classifications are much more 

conservative than those obtained with the system and have very small variances, being mostly 

around 20-50%. The classifications are plotted in Figure 13 for a more visual comparison. 
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Table 3 – Examples of sentences and their classification in ClaimBuster and in the system. Sentences with 
a wide variety were used to provide a more accurate evaluation of both systems. 

Sentence 
ClaimBuster 

Score 

Computed 

Checkability 

“HSBC lays off 120 technology staff in Hong Kong in cost-cutting 

plan” 
37% 100% 

“Thomas Edison invented the first commercial light bulb in 1879” 35% 100% 

“Donald Trump plans to build a wall dividing USA and Mexico” 22% 88% 

“In state after state polls make clear that the American public 

understands the Kelo ruling is a disaster” 
36% 61% 

“Seven US Navy crew members are missing after their ship collided 

with a merchant vessel off the coast of Japan.” 
45% 55% 

Previous sentence without the period (the score should be equal) 39% 55% 

“This is the best thing to happen to this country.” 10% 8% 

“Donald Trump - it is rising 50 percent” 53% 35% 

“Harry Davis 30 or 40 potatoes in percent 300 350 and 400 

percent.” 
75% 0% 

“THE European Union (EU) has waded into a row over Ryanair's 

shock decision to cancel up to 2,100 flights.” 
50% 87% 

“The budget airline has angered travelers after announcing plans 

to axe between 40 and 50 flights per day until the end of October” 
63% 90% 

“London has banned app Uber” 25% 52% 

“Coreference or anaphor resolution, is the task of identifying 

mentions in a text that refer to the same real world entity.” 
25% 81% 

“The first Sherlock Holmes was written in 1887 by Sir Arthur 

Conan Doyle” 
47% 96% 

“Lisbon has a weak system of public transports” 18% 27% 

“ServiceNow, Inc. is a cloud computing company headquartered 

in Santa Clara, California.” 
36% 95% 

“It was created in 1904 somewhere along the coast of that 

country.” 
50% 0% 

“iOS 11 update blocks Microsoft accounts from sending emails.” 28% 92% 

“Officers investigated, only to find it was a puppet stuffed with 

straw.” 
37% 29% 

“Several tourists were impressed by the ship.” 31% 6% 

 

  

https://en.wikipedia.org/wiki/Cloud_computing
https://en.wikipedia.org/wiki/Santa_Clara,_California
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Figure 13 – Representation of the 20 classifications of each system. It is possible to observe that 
ClaimBuster’s classifications have a low variance comparing to this solution. 

 

Furthermore, it is observable that even for facts, completely checkable and correct, 

ClaimBuster has an output that is extremely low. For example, the sentence “Thomas Edison 

invented the first commercial light bulb in 1879” has an output of only 35%. on ClaimBuster, 

significantly inferior to the checkability assessed by the system (100%). Another similar 

example is the sentence “HSBC lays off 120 technology staff in Hong Kong in cost-cutting plan”, 

which scores 37% in ClaimBuster and 100% in the system. To further exemplify the flaws of this 

solution, it is observable that these two facts are classified with the same checkability as the 

sentence “Officers investigated, only to find it was a puppet stuffed with straw.”, which makes 

absolutely no sense given the low factual information on the sentence. 

These low scores given by ClaimBuster could result from the fact that the solution evaluates, 

not only the checkability, but also the importance of checking the sentence, nonetheless 

sentences like “Donald Trump plans to build a wall dividing USA and Mexico” still, inexplicably, 

have a low output score (22%), especially comparing with the system (88%) 

The only sentence that achieved a high score was “Harry Davis 30 or 40 potatoes in percent 

300 350 and 400 percent.” which is meaningless and has no content to check, no verb but it has 

a named entity and several numbers, which gives the impression that ClaimBuster’s scores are 

somehow proportional to the amount of words like “percent”, numbers and of named entities on 

a sentence.  
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It is impossible to conclude which solution is correct, but the developed system seems more 

sound and able to translate better the checkability to its real world meaning: the potential to 

check the veracity of a sentence. 

 

10.2. Articles and news extraction from websites using 

checkability 

In this section we show examples of how the developed sentence checkability method can be 

used to process articles and news extraction from websites. The main goal is to do a pre-analysis 

on a webpage, identifying the key sentences so that these sentences can be checked for their 

veracity and then a conclusion can be drawn about the webpage’s veracity. It is the first step on 

automatic fact-checking because it allows to only check a sample of the webpage’s sentences 

(reducing processing time, complexity and proneness to errors). A few examples of webpages 

and their key sentences (the sentences with the largest checkabilities on the webpage) are 

shown on Table 4. 

Analyzing each webpage and the key sentences that were found by the system, it is 

possible to infer that the system identified correctly their main information. An absolute 

conclusion is impossible to be drawn since the “main” information of a text is relative and varies 

from person to person, but the system tends to capture the sentences with the most important 

content. 
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Table 4 – Examples of websites and their most checkable sentences. The webpage’s main content was 
extracted, their sentences were classified by the system and the three sentences with the higher 

checkability are presented. 

News 

Webpage 

http://www.scmp.com/business/article/2082492/hsbc-lays-120-technology-staff-

hong-kong-cost-cutting-plan - retrieved in 12 of September of 2017 

Sentence Checkability 

“HSBC lays off 120 technology staff in Hong Kong in cost-cutting plan” 100% 

“The latest job cuts are part of HSBC’s ongoing cost cutting drive.” 55% 

“This savings push, announced in 2015, set out the goal of slashing US$5 billion in 

costs, and cutting as many as 25 000 jobs worldwide by the end of 2017.” 
50% 

Article 

webpage 
https://en.wikipedia.org/wiki/Quantum - retrieved in 12 of September of 2017 

Sentence Checkability 

“On December 14, 1900, Planck reported his findings to the German Physical Society, 

and introduced the idea of quantization for the first time as a part of his research on 

black-body radiation.” 

92% 

“"Quanta", short for "quanta of electricity" (electrons), was used in a 1902 article on 

the photoelectric effect by Philipp Lenard, who credited Hermann von Helmholtz for 

using the word in the area of electricity.” 

90% 

“In physics, a quantum (plural: quanta) is the minimum amount of any physical 

entity involved in an interaction.” 
87% 

Opinion Webpage 
https://www.theguardian.com/commentisfree/2017/sep/18/lifting-public-

sector-pay-cap-tories - retrieved in 12 of September of 2017 

Sentence Checkability 

“An Age UK study estimated the NHS lost 2.4m bed days, costing it £669m over five 

years, as shortages of social care support means frail patients can’t be discharged.” 
95% 

“Job advertising isn’t cheap and new recruits take time to settle in.” 92% 

“Trade unions are calling for a 5% pay rise across the public sector (3.9% in the 

NHS) to start to claw back some of the lost income public sector workers have 

experienced since rogue bankers crashed the economy.” 

86% 

 

In the first example, a news article giving information about dismissals of staff in a major 

bank company, the sentence with the larger checkability is the headline which contains the topic 

of the article. Except that sentence, the system classifies the other sentences with substantially 

less checkability meaning they are less checkable, and so, not as important/checkable as the 

headline. 

On the second, an article writing about “Quantum”, the sentences with higher 

checkability are the most important: what is “Quantum”, when and by who was it 

discovered/invented and where and when was it used for the first time. The only issue is the 

order of the sentences, but as the scores are similar, it is hard to assume which one is the more 

important (in this example would be the “what is Quantum”, which comes with the third largest 

score). An approach to improve this could be to extract these sentences (the most checkable 

http://www.scmp.com/business/article/2082492/hsbc-lays-120-technology-staff-hong-kong-cost-cutting-plan
http://www.scmp.com/business/article/2082492/hsbc-lays-120-technology-staff-hong-kong-cost-cutting-plan
https://en.wikipedia.org/wiki/Quantum
https://www.theguardian.com/commentisfree/2017/sep/18/lifting-public-sector-pay-cap-tories
https://www.theguardian.com/commentisfree/2017/sep/18/lifting-public-sector-pay-cap-tories
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sentences) and order them according to their appearance on the text (most of the cases, the 

more important the sentence is, the earlier it appears on the text). 

On the third example, an opinion article, is impractical to find the most important 

sentences, as the author addresses several topics but the sentences that were identified by the 

system are, in fact, checkable and cover the theme of the article: the job market. Finding three 

sentences with high checkability on the article also reveals that the author based his writing not 

only on his opinion, but also on facts/factoids. 

With this system, inserted in an end-to-end fact-checking system, the key sentences 

identified through this method could then be searched and, with the information obtained from 

several sources for that sentence, the veracity of each sentence could be evaluated. With the 

classified veracity of each sentence, the veracity of the webpage/article could then be 

extrapolated. If the search for information and the classification of the veracity of each sentence 

are automated (which currently is being developed using several approaches), it is possible to 

create an end-to-end system to evaluate any webpage’s veracity (estimated), creating the 

possibility to automatically identify fake news and fake articles.  

 

10.3. Validation 

In order to validate the developed approach, we created and annotated a dataset. The 

classifications of the dataset were made using both the system and manual classifications (a 

platform, the developer and three students) for a further analysis and comparisons between the 

system and human opinions. In this section, we describe the dataset, the classifications and 

present and interpret the results. 

 

10.3.1. Dataset 

The dataset that was built, contains 200 sentences with different characteristics and the 

sentences were chosen, individually, to test a wide diversity of situations. The dataset targeted 

mainly three types of content: news headlines, common sentences from dialogues and facts. It 

was built based on devised sentences and semi-random sentences from Factslides [40] and data 

from the UCI Machine Learning Repository [41]. The sentences were chosen to have a wide 

range of checkability scores, with some questions (considered uncheckable), facts (completely 

checkable), common sentences and headlines (which have, in general, a low to medium 
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checkability) and news headlines (which, in general, have uncheckable to low checkabilities). 

Additionally, sentences with potential to result in “polemic” classifications were also chosen, to 

evaluate the system behaviour comparing with human opinions, and even among persons (some 

classifications are controversial because of the vagueness of the concept). 

 

10.3.2. Annotation 

All the sentences from the dataset were classified, each at a time, by the developed 

system and their scores were annotated. For the manual classification, and given the quantity of 

data, it was decided to use CrowdFlower [18], a platform where rows of data, classification 

choices and information are defined and real people make their classifications according to the 

guidelines and the choices. Since the classifications were to be made by real people with no 

knowledge whatsoever about the topic, to facilitate their understanding and classifications, 

some changes on the concept were defined: 

 It was asked their opinion on the checkability of the sentences, and not to classify the 

potential to check automatically and it was not defined what a checkable sentence is. The 

guideline was: “Regarding a sentence, with the web at your disposal to search for 

information, how easily could you confirm if the sentence is true or false?”; 

 Only four classifications were defined – “Not Checkable”, “Checkable but with 

difficulties”, “Checkable” and “Easily Checkable”, whereas the system has a continuous 

output score and, in general, six fuzzy regions (“Uncheckable”, “Very Low”, “Low”, 

“Medium”, “High” and “Very High”). 

These changes led to some expected errors on the classifications but the results are, overall, 

satisfactory. To reduce the inaccuracy of the classifications, it was asked of CrowdFlower three 

classifications for each sentence, so, each sentence has the opinion of three different persons. 

The three classifications are then aggregated to a single sentence classification by CrowdFlower 

with a value of confidence, using a concept they call “trust”. Together with the sentences and the 

classification details, it was provided to CrowdFlower a set of sentences with possible 

classifications and explanation of the choices. With this, CrowdFlower trained the users and 

based on their percentage of right classifications it computed a trust for each one, which is then 

used to aggregate the classifications and compute the confidence. 

Additionally, the sentences were also classified by three different students with more 

knowledge on computing and algorithms, from Biomedical Engineering and Computer Science. It 

was only provided the 200 sentences, the guidelines (including the explanation of the choices), a 
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brief explanation of the system/algorithms and three examples. Understanding the concept of 

checkability, the overview of the system and the potential of this classification to future works, 

the students, naturally, had more concordance with the system and the developer itself. 

 

10.3.3. Results 

The dataset was applied to the developed system and the distribution that was obtained 

is displayed on Figure 14 (converting the score into 4 categories, “Uncheckable”, “Low”, 

“Medium” and “High”). 

 

Figure 14 – Distribution of the classifications on the dataset. The sentences were chosen so that the 
distribution was as even as possible, to evaluate a broad variety of situations.  

 

Some metrics computed with the results are displayed on Table 5 and the full results are 

available on Appendix A. The table has metrics for: 

 Comparison between the output from the system and the classifications from 

CrowdFlower; 

 Comparison between the output from the system and the classifications from each of the 

three persons; 

 Comparison between the output from the system and the developer/author 

classification. 
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It is also important to note that the output from the system is a score from 0 to 1. Since the 

other classifications are only 4, the output from the system had to be mapped to have equivalent 

four categories. It was decided that a good approximation was to map 0 to “Uncheckable”, from 0 

to 0.3 to “Low”, from 0.3 to 0.7 to “Medium” and from 0.7 to 1 to “High” (given the fuzzy regions 

that were defined). 

The metrics that were computed are: 

 Concordance – this metric represents how many classifications are equal in category 

(both have the same classification for the sentence). For example, the developed system 

classifies the sentence as “low” and CrowdFlower as “Checkable but with difficulties”; 

 Almost concordance – this metric represents how many classifications are equal or differ 

by just one level of categories (same classification or one classification lower or higher). 

For example, the developed system classifies the sentence as “high” and CrowdFlower as 

“Checkable” or “Easily Checkable” (or the other way around); 

 Average score difference – represents the mean of the differences in score. Given that 

both CrowdFlower and the personal classifications used categories, it was decided to 

convert the categories into the score at the middle of each category. This was computed 

to give a dual of the previous metrics (they translate the score of the system to categories 

and this metric translates the categories to a score); 

 False positives – represents the number of sentences that, being classified by the 

developed system as checkable, were classified as uncheckable by the other classifier. 

That is, the metric represents the concordance on the classification checkable vs 

uncheckable between the system and CrowdFlower/persons/developer; 

 False negatives – represents the opposite of the previous metric: the developed system 

classifies the sentence as uncheckable and the CrowdFlower/developer classify as 

checkable (either “Low”, “Medium” or “High”). 
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Table 5 – Results of the analysis with the dataset. The system was compared with classifications from 
CrowdFlower (platform where people classify rows of data using a few guidelines and training), from 3 

persons that were familiar with the theme/algorithms and from the developer. 

 
System vs 

CrowdFlower 

System vs 

Person 1 

System vs 

Person 2 

System vs 

Person 3 

System vs 

developer 

Concordance 33.50% 46.50% 47.00% 54.00% 74.50% 

Almost 

concordance 
85.50% 81.00% 86.50% 90.00% 98.00% 

Average score 

difference 
25.61% 24.59% 22.27% 19.55% 12.54% 

False positives 9.74% 16.88% 12.34% 11.04% 2.60% 

False 

negatives 
63.04% 39.13% 45.65% 36.96% 17.39% 

 

Regarding the metrics that were obtained, it is clearly observable that, comparing with 

CrowdFlower, the results were substantially better comparing the system to the developer’s 

classifications, with the three persons having intermediary results. This happens because of the 

deeper understanding on the subject, on what is intended and because each classification was 

carefully made, whereas the classifications from CrowdFlower were made with only a few 

guidelines (and assumptions) and as part of a routine.  

Despite the difference between CrowdFlower and the developer’s opinions, the results still 

reveal a concordance between the system and persons from this platform, with a complete 

concordance in category in 33.50% of the cases (67 sentences) and almost concordant in 

85.50% of the cases (171 out of the 200 sentences).  

Regarding the three persons with deeper knowledge on computation and on the subject, the 

concordance is even more clear: complete concordance happened in 46.50-54.00% of the cases 

(93 to 108 sentences out of the 200) and almost concordance in 81.00-90.00% of the cases (162 

to 180 sentences). This “almost concordance” was measured because of the difficulty in 

separating categories and the conversion between score and category of the output of the 

system. It is actually a more accurate metric than the concordance because the whole process 

has a level of variability that does not allow to directly compare outputs. With this measure, only 

an error rate in difference of categories of 2 or 3 is considered, taking into account the possible 

inaccuracies of the evaluation process. For this metric, there is an almost concordance if the 

classifications are: 
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 One is “uncheckable” and the other is “uncheckable” or “low”; 

 One is “low” and the other is “uncheckable”, “low” or “medium”; 

 One is “medium” and the other is “low”, “medium” or “high”; 

 One is “high” and the other is “medium” or “high”. 

The average difference in score was also computed to complement those metrics. The value 

of 25.61% was obtained for the comparison with CrowdFlower and 19.55-24.59% for the 

persons, which means that a score computed by the system errors, in average, by 19.55-25.61%. 

This value is pretty satisfactory given that the categories that were defined each contain 

30/40% (except the uncheckable category) and even distributing equally for the four categories 

it would be 25%. This means that, in average, the system had a score error that is below a full 

category and this value reveals that the system computes a score that clearly leans towards real 

people’s classifications. 

Finally, the false positives and false negatives. As expected, the value obtained for the false 

negatives is relatively high, with 63.04% of the sentences considered uncheckable by the system, 

classified as checkable by CrowdFlower. This happened because of the guidelines given to the 

users. Given that the system uses the checkable sentence definition on What is a checkable 

sentence?, which is strict and rules out many sentences that can lead to doubts about their 

checkability, the users consider many sentences checkable because, in fact, they could process 

the sentence and the search results in such a way that automatically is not possible. For example, 

the users even classified the question “What are the benefits of jumping into the Microsoft 

ecosystem with an Xbox One?” as checkable, even though, in addition to being a question, which 

is out of scope, also has no information whatsoever to check. Another example: “The Top 25 

Transformers” is classified, correctly, as “uncheckable” by the system, the three persons and the 

developer, but is classified as “medium” by CrowdFlower and as “low” by ClaimBuster [2], 

confirming that there were gross errors on CrowdFlower’s classifications. The three persons 

with deeper understanding had lower false negatives: 36.96-45.65% because, using their words, 

no algorithm would have the intelligence to check several sentences. 

Regarding the false positives, the results are more than satisfactory. This metric is much 

more important since, in an end-to-end fact checking system, in these situations the system 

could let uncheckable sentences go through to posterior steps. Of the sentences classified as 

checkable by the system, just 9.74% were classified as uncheckable by CrowdFlower, which is 

translated into an accuracy of 90.26%. This is significantly better because the ability to check a 

sentence is considered lower on a computer, so, if a human cannot check the sentence, 

automatically should be impossible as well, and the sentences were correctly ruled out. 
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Concerning the three persons, this was the only metric that provided slightly worse results, 

achieving 11.04-16.88% of false positives (which is still satisfactory, since it results in an 

accuracy of 83.12-88.96%). Knowing that it would be an algorithm to check, they classified as 

“uncheckable” even more sentences than what was defined on the system, resulting in a larger 

number of false positives, but on the same order of magnitude as the one of CrowdFlower. 

 

10.4. Performance 

When analyzing the results of a system, there is an additional important measure: the time it 

takes to process the input and compute the output. This system in particular, has a given text as 

the input and the checkability of each sentence as the output. Given that the system has two 

distinct stages, the measure of the time was divided into: 

 Loading time – time that the system takes to load the models and data necessary to 

its operations. The majority of this measure is taken by the loading of CoreNLP and 

its models; 

 Processing time – the time the system takes to compute the checkabilities for all the 

sentences on a given text. 

The first, the loading time, is independent of the input and, so, it is easily obtained. 

Furthermore, it only occurs when the system is loaded, being irrelevant on normal operation 

(input of multiple texts). The second, the processing time, relates closely with the quantity of 

words on each sentence and, so, is the subject for a more interesting analysis. The processing 

time is the time that, in a normal basis, the text will take to be processed and the checkabilities 

to be computed.  

To measure both times, the computer that was used was a common laptop with an Intel Core 

i7-6500U (2.5 GHz of base frequency and 3.1 GHz of maximum turbo frequency), with 8 GB of 

RAM (1600 MHz DDR3L) and a HHD of 1 TB (5400 RPM). For the loading time, the measure that 

was obtained was 35 seconds and on Table 6 some measures of the processing time are 

presented, for different texts with different lengths. The processing times were measured after a 

“warming time”, that is, after one iteration of the system, so that additional libraries, like 

WordNet, could load their models and data. 
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Table 6 – Time spent analyzing several pieces of text. The table contains information about the 
sentence/text, the number of characters, the number of sentences and the time the system took to analyze 

the information. 

Input 
Number of 

Characters 

Number of 

Sentences 

Processing 

Time 

(seconds) 

“HSBC lays off 120 technology staff in Hong Kong in 

cost cutting plan.” 
68 1 0.7 

“John Williams was born in 1904. He died in 1984.” 48 2 1.0 

“This savings push, announced in 2015, set out the 

goal of slashing US$5 billion in costs, and cutting as 

many as 25 000 jobs worldwide by the end of 2017.” 

154 1 2.25 

“A lot of people don't know that 50000 Americans 

now make their living off eBay. They gain revenue 

through buying and reselling products. Most 

countries, though, have local taxes for this activity.” 

195 3 2.1 

The abstract of this dissertation 1587 10 10.1 

The section “Future work and Conclusions” of the 

dissertation 
2073 8 41.1 

http://www.bbc.com/news/technology-37307825 

retrieved in 10 of October of 2017 
1968 17 20.3 

 

Combining these measures, it is possible to evaluate the potential for the system to be 

used on a large scale. Even though the optimization of the system was not the main objective 

(allowing further development), and a better computer can be used to allow better performance, 

the times that were obtained indicate that the system is usable in a large scale. Even using the 

system “as is”, it is possible to analyze 1800 to 3600 sentences per hour. Additionally, the system 

can easily be modified to parallelize the analysis of texts (having only the CoreNLP [9] as 

bottleneck because it only processes a text at a time). With this parallelization, and no additional 

modifications, it is possible to have 4 to 8 texts analyzed almost simultaneously, with each one 

taking between 1 second to 1 minute. The worst case considered, in which, in average, each 

sentence has 250 characters (or 50 words of 5 letters) is still processed in under a minute and a 

common news page (with the retrieval using DiffBot [20]) is processed in 20 seconds, revealing 

the potential of the system. 

  

http://www.bbc.com/news/technology-37307825
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Chapter 11 

11. Future work and Conclusions 

 

Given the complexity of the classifications and of the concept, the system accomplished 

results with enough quality to use on a day-to-day basis for the several applications referred on 

the Motivation. Despite this, further steps would be necessary:  

 Review all the methods that were used and perfect them – for example, the 

sentiment/opinion/subject computed score, the analysis by CoreNLP [9] and the 

analysis by SENNA [22] have incorrect results at times, so they would have to be 

perfected prior to the deployment of the system. The library Pattern [42] could be 

studied as an alternative to perform the sentiment/opinion analysis, for example; 

 A more complete analysis of the system’s results and comparison with similar 

technologies would have to be executed to validate that the system is the state of the art 

in assessing the checkability of a sentence; 

 The system would have to allow parallelization to allow concurrent analyses of texts. 

Without parallelization, the system would have to process a text at a time, which is 

impracticable; 

 With the previous steps guaranteed, the system would have to be deployed to allow the 

use by the public (with a User Interface, or UI) and by other systems (with an API). 

With the system implemented and deployed, the next logical step is to bring the elements of 

Automatic Fact-Checking together: this system, a system which performs the search of 

information according to the sentence and a system that, with the information and the sentence, 

classifies the sentence’s veracity. 

To conclude, the system that was developed identifies several important features when 

dealing with the concepts of uncheckable/checkable and checkability. It provides an important 

tool on the hot topic of Automatic Fact-Checking and for additional applications like 
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summarization of information and evaluation of factual information on a text. The results that 

were obtained prove that the system is reliable and its classifications tend to be in concordance 

with people’s classifications.  

Furthermore, even being only a proof of concept, the results that are obtained seem to be 

more sound than the results of ClaimBuster, which is the only alternative solution to this system.  

On a final note, the developed system demonstrates a high potential and future work will be 

made on the subject. As an example of this, two papers are being prepared for publication and 

the two systems integrating the theme “Automatic Fact-Checking” are being developed. In 

addition, prior to the deploy, the methods of the system will be perfected to ensure its complete 

correctness. 
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Appendix 

Appendix A – Full results of the dataset 

Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

What are the 
benefits of jumping 
into the Microsoft 
ecosystem with an 

Xbox One? 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
low 

not 
checkable 

0,410 

There are people 
who want you to 

crowdfund a plush 
Flappy Bird 
controller 

0,000 
not 

checkable 
not 

checkable 
low low 

not 
checkable 

0,110 

Midnight Rider' 
Director Randall 
Miller Indicted In 
Fatal Train Crash 

1,000 high high high medium high 0,320 

Fiat Merger With 
Chrysler Approved 

by Shareholders 
0,250 medium high high medium high 0,270 

How one 
contaminated cow 
can infect millions 

of pounds of 
hamburgers 

0,000 low 
not 

checkable 
not 

checkable 
low 

not 
checkable 

0,140 

Ebola outbreak 
presents serious 

challenges 
0,450 medium medium low medium low 0,210 

Home sales remain 
hot, but experts 
warn of cooling 

0,685 
not 

checkable 
low medium medium medium 0,250 

Microsoft's Bing 
tries to target local 

web advertising 
0,855 low medium low medium medium 0,190 

The Tesla Model X 
SUV is coming in 
early 2015 with 
Gull-Wing doors 

0,957 high high high high high 0,270 

Gas prices down to 
start the week 

0,000 low low low medium low 0,220 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

Dick Wagner, 
Guitarist for Alice 

Cooper, Lou Reed & 
More dies at 71 

1,000 high high high high high 0,330 

And They're Off: 
Episode VII Began 

Filming In Abu 
Dhabi 

0,843 low low medium medium high 0,270 

The purpose of the 
giant 'Batman v 

Superman' 
Superman statue 

revealed 

0,000 
not 

checkable 
medium low low 

not 
checkable 

0,220 

Google Self-Driving 
Cars Powered By 
Maths, Not Magic 

(Allegedly) 

0,917 low 
not 

checkable 
not 

checkable 
medium medium 0,360 

Maine's 
unemployment rate 
falls to 5.9 percent 

0,780 medium high high medium high 0,400 

Lupita Nyong'o is 
People's 'Most 

Beautiful': What's 
her next move? 

0,000 
not 

checkable 
low 

not 
checkable 

low 
not 

checkable 
0,160 

Google plans to 
invest in Sir Richard 

Branson's Virgin 
Galactic 

0,917 medium medium high low high 0,150 

US continues its 
losing streak in 

health care quality 
comparison 

0,550 
not 

checkable 
low low medium low 0,260 

Chris Colfer 
abandoned Glee 
Due To Personal 

Issues 

0,550 low high high medium high 0,210 

Storyful's 
Verification Tech 
launched to Stop 
Fake News From 

Spreading On 
Facebook 

0,860 low medium medium low high 0,170 

Sofia Vergara is 
dating Magic Mike's 

Joe Manganiello 
0,917 high high high medium high 0,180 

Eurozone inflation 
drops to lowest 
level since 2009 

1,000 high high medium medium high 0,460 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

Xbox users are not 
happy with Aaron 

Paul's new 
commercial 

0,395 medium medium 
not 

checkable 
low low 0,240 

Transcendence' 
fails to transcend 

0,220 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,150 

Samsung plant was 
robbed of $36 

million in devices 
0,737 high high high medium high 0,520 

Big Red Soda Ad - 
How Will YOU 

Prepare For Age of 
Extinction? 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
low 

not 
checkable 

0,190 

Earthrise was 
captured By NASA's 

Reconnaissance 
Orbiter 

0,750 high high high high high 0,240 

Predator' franchise 
will be reborn with 

Shane Black 
0,750 low high low medium high 0,150 

OkCupid defends 
human 

experiments: 
'That's how 

websites work' 

0,000 
not 

checkable 
not 

checkable 
low medium low 0,120 

4012 Pounds Of 
Beef Recalled 

0,000 low low medium 
not 

checkable 
not 

checkable 
0,270 

Cliff Bleszinski 
defends Oculus-
Facebook deal 

0,780 low medium low medium high 0,310 

US Trade Deficit 
decreases to $44.4 

Billion in May 
0,515 high high medium medium high 0,460 

Mosquito with West 
Nile Virus found in 

Chesco 
0,858 high high high medium high 0,210 

Consumer Spending 
Ticks Up 

0,000 
not 

checkable 
low low 

not 
checkable 

not 
checkable 

0,340 

Libya says halts 
tanker outside rebel 

port 
0,000 low low medium medium 

not 
checkable 

0,260 

Paul Walker's 
brothers recruited 
to complete 'Fast 

and Furious 7' 

0,000 medium high high medium high 0,300 

Greece returns to 
bond markets with 

a bang 
0,450 

not 
checkable 

low 
not 

checkable 
not 

checkable 
low 0,190 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

Robin Thicke says 
he hasn't seen Paula 

Patton in four 
months 

0,000 
not 

checkable 
medium medium low 

not 
checkable 

0,350 

Apple and Samsung 
beat all other phone 

makers in brand 
loyalty 

0,360 medium high medium 
not 

checkable 
low 0,210 

Lake Bell displays 
her bump in 

sweeping red gown 
as she attends the 

Met Gala 

0,229 
not 

checkable 
medium low high low 0,170 

Drinkable 
Sunscreen will 

'Vibrate on Your 
Skin' 

0,500 
not 

checkable 
not 

checkable 
not 

checkable 
low 

not 
checkable 

0,140 

Chen: Prefer to 
build value at 

BlackBerry 
0,493 low 

not 
checkable 

not 
checkable 

not 
checkable 

not 
checkable 

0,140 

Bionic' pancreas 
shows promise in 

diabetes test 
0,150 medium medium low medium low 0,230 

Taco Bell's Waffle 
Taco review: new 

breakfast 
disappoints 

0,000 low low 
not 

checkable 
low 

not 
checkable 

0,180 

GM is moving 
Cadillac SRX 

Production from 
Mexico to 
Tennessee 

0,780 high high high high high 0,300 

Toyota shuts two 
India plants in 

lockout over wages 
0,550 medium medium low medium high 0,560 

Apple's stock split: 
Why 7 to 1? 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
low 

not 
checkable 

0,390 

Apple's latest move 
is terrible news for 

Microsoft 
0,250 

not 
checkable 

not 
checkable 

not 
checkable 

low low 0,210 

Insider selling: 
David M. Shannon 

sells 2445 shares of 
NVIDIA stock 

(NVDA) 

0,917 medium medium high low high 0,340 

Here's a chance for 
you to star in 'Star 

Wars'! 
0,158 

not 
checkable 

not 
checkable 

not 
checkable 

not 
checkable 

not 
checkable 

0,200 

PSN Services 
restored after DDoS 

attack 
0,198 high medium high medium medium 0,240 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

The Top 25 
Transformers 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
medium 

not 
checkable 

0,230 

Aldi and Lidl 
continue to set the 

pace of 
supermarkets 

0,342 medium low 
not 

checkable 
medium medium 0,200 

Ditch the 
handshake: Fist 
bumps are more 

hygienic than 
handshakes 

0,500 medium medium low low medium 0,420 

Miley Cyrus 
hospitalized for 
reported severe 
allergic reaction 

0,515 high medium medium medium high 0,240 

Nokia recalls 30000 
chargers for Lumia 

2520 tablet 
0,917 high high high medium high 0,380 

Our View: Water's 
the hot topic in the 

Valley 
0,000 

not 
checkable 

not 
checkable 

not 
checkable 

not 
checkable 

not 
checkable 

0,140 

11 human cases of 
West Nile Virus 

reported in Butte 
County 

1,000 high high high medium high 0,210 

Amazon Fire phone 
size comparison 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
medium 

not 
checkable 

0,210 

Poll results: 
explorers liked 

getting monthly XE 
Software Updates 

0,766 medium low low low medium 0,300 

Google Glass: 
Seeing the world 

through geek-
colored glasses 

0,450 medium 
not 

checkable 
not 

checkable 
medium low 0,290 

HTC One (M8) vs 
HTC One (M7) 

comparison: did 
they make a better 

one? 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
low 

not 
checkable 

0,580 

CDC: Vaccines save 
hundreds of 

thousands of lives 
0,750 high medium medium medium high 0,400 

eBay was hacked: 
time to change your 

password again 
0,500 low low low low medium 0,090 

Halo 5: 343 
industries could 
learn from this 

awesome UI 

0,000 low 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,310 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

Colon cancer rates 
drop owing to 

efficient 
colonoscopies in 

America 

0,917 medium medium low medium high 0,240 

Crime is rising. 0,083 low low low medium low 0,390 
During the 

(Benghazi) attack a 
stand-down order 
was given and our 
troops were told to 
change their clothes 

four times. 

0,000 low high high low low 0,560 

Almost every 
country on Earth 
sees America as 

stronger and more 
respected today 

than they did eight 
years ago when I 

took office. 

0,000 
not 

checkable 
medium 

not 
checkable 

low 
not 

checkable 
0,490 

Hate crimes against 
American Muslims 
and mosques have 
tripled after Paris 

and San 
Bernardino. 

0,531 medium high high medium medium 0,410 

Hillary Clinton 
surged the trade 

deficit with China 
40% as Secretary of 

State costing 
Americans millions 

of jobs. 

0,873 medium low low medium medium 0,670 

I have now put out 
all of my emails. 

0,030 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,210 

What the facts say 
is the best scenario 
for kids is a loving 

mom and dad. 

0,000 low 
not 

checkable 
not 

checkable 
medium 

not 
checkable 

0,240 

We've rebuilt China. 0,000 
not 

checkable 
low 

not 
checkable 

not 
checkable 

not 
checkable 

0,350 

You have to be a 
citizen to vote but 

with same-day 
voter registration 
you have places 

where people just 
walk in and vote. 

0,000 low low 
not 

checkable 
not 

checkable 
not 

checkable 
0,260 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

When this 
campaign began I 
said that weve got 

to end the 
starvation 

minimum wage of 
$7.25 raise it to 

$15. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
medium 

not 
checkable 

0,540 

Frankly (Hillary 
Clinton) doesn't do 

very well with 
women. 

0,000 
not 

checkable 
low 

not 
checkable 

not 
checkable 

not 
checkable 

0,350 

Homicides 
increased 17 

percent last year in 
America's 50 

largest cities, that's 
the largest increase 

in 25 years. 

0,600 medium high high medium medium 0,800 

Look we are at war 
with these people 

and they don't wear 
uniforms. 

0,545 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,240 

More than 90 
percent of the gains 
goes to 1 percent of 

the population. 

0,272 medium low high medium low 0,680 

The states that have 
raised the minimum 

wage (this year) 
have had faster job 

growth than the 
states that havent 

raised the minimum 
wage. 

0,691 low medium high medium low 0,550 

Income inequality is 
worse in towns run 

by Democrat 
mayors than in 
towns run by 

Republican mayors. 

0,597 medium high medium medium medium 0,480 

It cost us more to 
shut the 

government down 
than to keep it 

open. 

0,000 low low 
not 

checkable 
medium low 0,280 

Global warming is a 
hoax. 

0,197 medium medium 
not 

checkable 
not 

checkable 
low 0,210 

I've been here 
almost every day. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
medium 

not 
checkable 

0,190 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

Washington has 
incentivized the 
militarization of 

local police 
precincts. 

0,281 medium low 
not 

checkable 
medium medium 0,390 

By 2006 the 
American people 

were 
overwhelmingly 
against the Iraq 

War. 

0,260 medium medium low medium medium 0,450 

Thom Tillis cut 
$500 million from 

education. 
0,780 high medium high medium high 0,710 

When I talk about 
(raising the) 

minimum wage half 
of Republicans 
agree with it. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,250 

Over the past three 
years deep poverty 

has reached its 
highest level on 

record. 

0,216 medium medium high medium low 0,650 

If you have a union 
job you're making 
on average $950 a 
week, if you have a 

non-union job 
you're making $750 

a week. 

0,489 medium medium high medium medium 0,500 

Our economy (in 
Louisiana) has 

grown 50 percent 
faster than the 

national GDP even 
since the national 

recession. 

0,689 low high medium medium high 0,700 

The longer people 
get unemployment 
insurance greater 
the disincentive to 

work. 

0,330 low low 
not 

checkable 
medium medium 0,240 

In April Sen. McCain 
came out against 
helping women 

earn equal pay for 
equal work. 

0,922 medium medium medium high high 0,470 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

The 1908 Model T 
earned better gas 

mileage than a 
typical SUV sold in 

2008. 

0,893 high high high low high 0,560 

Limberbutt 
McCubbins (a five-
year-old cat) is a 
candidate in the 

2016 presidential 
election. 

0,906 high high high low high 0,420 

Every poll said I 
won the debate. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
medium 

not 
checkable 

0,330 

Spanish was the 
first European 

language spoken in 
United States of 

America. 

0,955 high high 
not 

checkable 
medium high 0,390 

I have tremendous 
support from 

women. 
0,135 

not 
checkable 

not 
checkable 

not 
checkable 

not 
checkable 

low 0,340 

We had a massive 
landslide victory as 

you know in the 
Electoral College. 

0,217 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,240 

Boeing is building a 
new 747 Air Force 

One for future 
presidents. 

0,499 high medium medium medium high 0,400 

One hundred and 
ninety-four 

countries signed 
the Paris 

Agreement to 
control greenhouse 

gases. 

0,917 high high high medium high 0,510 

We have no 
regulation of 
drones in the 

United States in 
their commercial 

use. 

0,248 high low high medium medium 0,440 

Corporate profits 
are up CEO pay is 

up but average 
wages of Americans 

are flat. 

0,479 low low medium medium medium 0,590 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

New Mexico was 
46th in teacher pay 

(when he was 
elected) now we're 

29th. 

0,220 low 
not 

checkable 
high medium medium 0,490 

Bill Richardson 
passed the first law 
of the nation giving 

National Guard 
soldiers $400000 in 

life insurance. 

0,917 high high medium medium high 0,670 

America is one of 
the highest-taxed 

nations in the 
world. 

0,418 medium medium low low medium 0,390 

The president is 
brain-dead. 

0,150 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,240 

I'm probably one of 
the four or five 

best-known 
Americans in the 

world. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,290 

Each year 18000 
people die in 

America for lack of 
health care. 

0,600 high medium medium low medium 0,390 

Sixty-one percent of 
our active military 
are currently listed 

as overweight. 

0,801 low low high medium high 0,530 

What they will do is 
socialized medicine. 

0,151 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,190 

Took on the 
Olympics and 
turned them 

around. 

0,220 
not 

checkable 
not 

checkable 
not 

checkable 
medium low 0,340 

He has never voted 
for a federal 

restriction on gun 
ownership. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,400 

Congressman Paul 
introduces 

numerous pieces of 
substantive 

legislation each 
year. 

0,600 low low low medium medium 0,370 

I've cast a couple of 
99-1 votes and been 
the lone dissenter. 

0,231 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,450 

I'm pro-life. 0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,160 
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Sentences System Person 1 Person 2 Person 3 
Crowd 
Flower 

Developer 
Claim 
Buster 

When I was 
secretary of state I 

had a very high 
approval rating. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,320 

Most of our food 
system in this 

country is 
genetically 
engineered. 

0,533 medium 
not 

checkable 
not 

checkable 
low low 0,360 

About 40 percent of 
Hispanic 

homeowners in 
United States have 

mortgages. 

0,780 high medium high medium high 0,510 

John Kerry was at 4 
percent in the polls 

in December of 
2003. 

0,550 high high medium medium high 0,580 

First he was in 
favor of my plan 

now he's attacking 
it. 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,350 

A lot of people don't 
know that 50000 
Americans now 

make their living off 
eBay. 

0,280 low low 
not 

checkable 
medium low 0,280 

Fred's never had a 
100 percent record 

on right-to-life in 
his Senate career. 

0,000 low medium low medium low 0,530 

I believe in tax cuts. 0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,260 

As governor of 
Arkansas I cut taxes 
and fees almost 100 

times saving the 
taxpayers almost $ 

380-million. 

0,000 low 
not 

checkable 
low medium 

not 
checkable 

0,700 

In the 1990s the 
Biden Crime Bill 

added 100000 cops 
to America's 

streets. 

1,000 high high high medium high 0,470 

Two-thirds of our 
economy is a 

consumer economy. 
0,345 medium 

not 
checkable 

low medium medium 0,330 

The 1990s were a 
time of prosperity. 

0,165 medium low low medium medium 0,300 

The fact is it's not 
amnesty. 

0,132 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
low 0,270 
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Could I just point 
out that I seem to 

get the first 
question all the 

time? 

0,000 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
not 

checkable 
0,150 

Hillary Clinton 
believed NAFTA 

was a 'boon' to our 
economy. 

0,000 
not 

checkable 
low low medium 

not 
checkable 

0,340 

Over 50 women 
were elected for 

president or prime 
minister in modern 

history. 

0,871 medium low medium medium high 0,560 

Selfie sticks are 
banned from all 

Disney theme 
parks. 

0,780 high high high medium high 0,320 

Sir Arthur Conan 
Doyle, who created 
Sherlock Holmes, 

was a founder and 
the first goalkeeper 

of soccer club 
Portsmouth FC. 

0,917 high high high medium high 0,360 

The Bank of 
England has an 

inflation calculator 
with data starting 

from 1209. 

0,768 high high high medium high 0,420 

The Spanish 
Inquisition lasted 

356 years. 
0,780 high high high medium high 0,360 

In 2008, Italy spent 
US$65 million to 

bail out the 
Parmesan cheese 

industry. 

0,906 high high high medium high 0,680 

Time anxiety occurs 
in a person when 

they are perpetually 
afraid of being late, 
or of others being 

late. 

0,537 medium medium high low medium 0,240 

35% of tourists that 
visit Amsterdam 

also visit a 
coffeeshop to buy 
Marijuana during 

their stay. 

0,629 high medium medium medium medium 0,470 
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An Auditorium at 
the National 
Autonomous 
University of 

Mexico has been 
occupied by 

political protesters 
since 2000. 

0,580 high high medium high high 0,520 

Carlsberg Special 
Brew beer was 

created for Winston 
Churchill in 1950 

on the behest of the 
Danish government. 

0,958 high high medium high high 0,460 

Netflix has more 
U.S. subscribers 
than Cable TV. 

0,345 high high high medium medium 0,420 

In the United States, 
which contains 8 

percent of the 
world's forests, 
there are more 

trees than there 
were 100 years ago. 

0,585 medium high high medium medium 0,690 

The amount of 
electricity that runs 
the Bitcoin Network 

is equivalent to 
powering 1.3 

million homes. 

0,759 low high medium low medium 0,570 

There are five debt-
free countries in the 

world: Macau, the 
British Virgin 

Islands, Brunei, 
Liechtenstein and 

Pala. 

0,917 high high high medium high 0,490 

Pink Floyd, the 
iconic rock band, 

was originally 
called Screaming 

Abdabs. 

0,917 high high medium medium high 0,320 

Humans have 
caused 322 animal 

extinctions over the 
past 500 years. 

0,344 high medium low low medium 0,640 

Smoking a cigarette 
causes damage in 

minutes, not years. 
0,090 medium medium medium low low 0,230 
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When David Bowie 
died his ashes were 
scattered in Bali in 

accordance with 
Buddhist ritual. 

0,957 high high high medium high 0,410 

Benjamin Franklin 
and Napoleon 

Bonaparte were 
beaten by a chess 

robot, the 
Mechanical Turk, 
who toured the 
world, beating 

masters and 
novices alike. 

0,809 medium high high medium high 0,330 

There are six 
villages in France 

called Silly, 12 
called Billy and two 

called Prat. 

0,871 high high high medium high 0,530 

Half of all new cars 
in Norway are 

electric or hybrid. 
0,375 medium low high medium high 0,350 

The Philippines 
consists of 7641 

islands. 
0,500 high high high high high 0,390 

Kenny G broke a 
Guinness World 

Record in 1997 for 
playing the longest 
note ever recorded 

on a saxophone. 

0,718 high high high medium high 0,420 

The average U.S. 
household has 

300000 objects, 
from paper clips to 

ironing boards. 

0,750 low medium high medium medium 0,460 

The longest 
baseball game in 
history lasted for 

two days. 

1,000 high medium medium medium high 0,470 

The Kentucky Coal 
Mining Museum is 
powered by solar 

energy. 

0,550 high high high medium high 0,310 

The average British 
garden contains 

over 20000 slugs 
and snails. 

0,330 low high high low medium 0,510 
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In 2017, a church in 
Wittenberg, 

Germany 
introduced a robot 

priest, called 
BlessU-2, that gives 

blessings. 

0,698 medium high high medium high 0,520 

The universe is 
expanding at 74.3 
km per second per 

megaparsec. 

0,219 high high high high medium 0,570 

The operating cost 
of GPS is 

approximately $2 
million a day. 

0,468 high high high medium high 0,520 

Inside Singapore's 
Changi Airport 

there is a butterfly 
garden, a rooftop 

swimming pool and 
a free 24-hour 

cinema. 

1,000 high high high medium high 0,440 

The Eiffel Tower 
was inaugurated 

the same year 
Nintendo was 

founded and Adolf 
Hitler was born: in 

1889. 

0,840 high high high medium high 0,540 

56% of Americans 
believe Adam and 

Eve are real people, 
a 2014 poll found. 

0,000 low 
not 

checkable 
medium medium 

not 
checkable 

0,530 

13th century Japan 
cultivated a 

particular banana 
for its fibers, which 

were used to line 
the insides of 

kimonos. 

0,689 medium high medium medium medium 0,450 

‘Cheesy' originally 
meant ‘excellent'. 

0,750 medium low low medium high 0,220 

To your brain, one 
sleepless night is 

the cognitive 
equivalent of being 

legally drunk. 

0,416 medium low 
not 

checkable 
medium medium 0,310 
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The ancient Greek 
philosopher 
Heraclitus 

attempted to cure a 
serious illness by 
lying in the sun 
covered in cow 

dung. 

0,347 medium high medium medium medium 0,440 

The Persian famine 
of 1917 and 1918 
caused deaths by 

starvation, and 
cholera, of 4 to 10 
million people in 

Iran. 

0,750 high high high medium high 0,690 

Stephen D Unwin, a 
PhD in theoretical 
physics, calculated 
that the probability 

that God exists is 
67%. 

0,816 high high high medium high 0,460 

The UK continues 
printing and storing 
its laws on vellum, 
made from calf or 

goat-skin. 

0,885 high high high medium high 0,310 

Humans are not at 
the top of the food 
chain but near the 
middle, on a level 

with pigs and 
anchovies. 

0,300 medium low medium medium medium 0,260 

According to TSA 
rules, you can get 
drinks through a 

U.S. airport security 
if they're frozen 

solid. 

0,000 high high high low 
not 

checkable 
0,250 

In 1824, Andrew 
Jackson won the 
popular vote and 

got the most votes 
in the electoral 

college, but lost the 
U.S. presidential 
election anyway. 

0,433 medium high high high medium 0,520 
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Soccer player Edson 
Arantes do 

Nascimento (or 
Pelé) was named 

after Thomas 
Edison. 

0,591 medium low low medium high 0,310 

Shakespeare and 
Pocahontas were 
alive at the same 

time. 

0,054 medium high high 
not 

checkable 
medium 0,250 

Snapchat's mascot 
has name: 

Ghostface Chillah. 
0,750 high high medium medium high 0,210 

The world's first 
organ transplant 

was performed by 
Indian doctors, who 
used skin grafts to 

repair injuries. 

0,885 high high medium high high 0,380 

Watermelons 
contain an 

ingredient called 
citrulline. 

0,703 high high high high high 0,240 

Sweden has their 
own national font, 

Sweden Sans. 
0,750 high high medium medium high 0,350 

Pancakes are round 
because gravity 

pulls on fluid 
uniformly. 

0,769 medium high high medium high 0,300 

Morning sickness in 
pregnant women 

has been linked to a 
significantly 

reduced risk of 
suffering a 

miscarriage. 

0,565 medium medium medium low medium 0,490 

Only about 4% of 
people seeking 
treatment for 

spider bites actually 
have confirmed 

spider bites, a U.S. 
study found. 

0,000 medium low high high low 0,570 

In Ancient Greece, 
the normal size of a 
jury was about 500 

people. 

0,688 high medium low medium medium 0,540 
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Strawberry leaves 
contain iron, 

calcium and vitamin 
C. 

0,780 high high high high high 0,320 

Leonardo Da Vinci 
was an 

accomplished lyre 
player. 

0,750 high low low medium high 0,200 

Earth's Northern 
Hemisphere is 1.5 

°C warmer than the 
Southern 

Hemisphere. 

0,769 medium low high medium high 0,470 

Rome, in Italy, has 
2500 free-flowing 
drinking fountains. 

0,917 medium high high medium high 0,460 

Bitcoin handles a 
maximum of 3 to 7 

transactions per 
second, while Visa 

handles a maximum 
of more than 24000 

transactions per 
second. 

0,467 medium high medium high medium 0,750 

In Nepal, Mount 
Everest is known as 

Chomolungma, 
meaning "Goddess 

Mother of 
Mountains." 

0,962 high high low high high 0,290 

The U.S. joined 
Syria and Nicaragua 
as the only nations 
that aren't part of 

the Paris agreement 
to limit carbon 

emissions. 

0,917 high medium high high high 0,470 

A bird's feathers 
weigh more than its 

entire skeleton. 
0,450 medium high high medium medium 0,390 

In 1859, daredevil 
Charles Blondin 
walked across 

Niagara Falls on 
stilts. 

0,917 high high medium medium high 0,380 

Elon Musk had a 
malaria infection in 

2000 following a 
trip to Brazil and 

South Africa. 

0,858 high high high medium high 0,370 
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Judges are more 
lenient after lunch. 

0,000 low low low 
not 

checkable 
not 

checkable 
0,220 

Pope Francis has 
never used the 

Internet. 
0,000 

not 
checkable 

medium low 
not 

checkable 
not 

checkable 
0,360 

Black Sabbath, the 
heavy metal band, 

was originally 
called Polka Tulk 

Blues Band. 

0,917 high high medium high high 0,310 

Disneyland serves 
2.8 million churros 

every year. 
0,600 medium high high medium medium 0,730 

Emmanuel 
Macron's father has 

published 
extensively on 
physiology of 

sneezing in cats. 

0,957 medium low low medium medium 0,310 

 


