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Abstract
Collision detection is a core component in every physics-based simulation, where the objects of a scene
have to interact with each other. In interactive applications, simple geometry, such as spheres or boxes,
are traditionally used to approximate the physical objects for performance reasons. However, they hardly
retain the detail present in the higher resolution meshes, used in 3D environments. On the other hand,
polygonal meshes are slow as contact geometries, thus, when used, only a low-resolution version can
satisfy the strict performance constraints of interactive applications. Even more challenging to approximate are deformable objects, like cloth, which can change shape over time, thus any stiff representation
become inadequate.

This thesis, studies the feasibility of using a type of implicit smooth convex surface, namely
superellipsoids, as a contact geometry. And presents an iterative method to compute the minimum distance to an arbitrary point in space, as well as the nearest point on the superellipsoid’s surface. Since it
can be used for elementary collision tests with vertices, this approach aims to provide a more efficient
and less memory-demanding alternative to meshes in physical simulations, especially in the simulation
of deformable models.

To test the performance of the contact detection algorithm, a case-study of a tablecloth falling
onto a superellipsoid, and another of a sequence of superellipsoids falling into a bowl, were performed.
Benchmarks show the developed algorithm is adequate for real-time applications and provide better
efficiency and accuracy than mesh-based methods, with speedups of 5 to 26 times faster.

Keywords: collision detection, superellipsoid, cloth simulation, rigid body simulation
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Resumo
A deteção de colisões é um componente fundamental em qualquer simulação física, onde os objetos
de um cenário interagem entre eles. Tradicionalmente, em aplicações interativas, geometrias simples
de contacto, tal como esferas e cubos, são utilizadas para aproximar os objetos físicos por razões de
desempenho. Porém, estas representações pouco retêm o detalhe presente em malhas de alta definição, utilizadas em ambientes 3D. Por outro lado, malhas poligonais são lentas enquanto geometrias de
contacto, por conseguinte, quando são utilizadas, apenas uma versão de baixa resolução consegue
satisfazer as rígidas restrições de desempenho em aplicações interativas. Mais difícil ainda de aproximar são objetos deformáveis, como tecido, que mudam de forma ao longo do tempo, tornando qualquer
representação rígida inadequada.

Esta tese estuda a viabilidade da utilização de um tipo de superfície suave e convexa, nomeadamente superelipsóides, como geometria de contacto. E apresenta um método iterativo para calcular
a distância mínima a um ponto arbitrário no espaço, bem como o ponto mais próximo na superfície do
superelipsóide. Uma vez que pode ser utilizada para testes de colisão elementares com vértices, esta
abordagem visa proporcionar uma alternativa, mais eficiente e menos exigente em memória, a malhas
poligonais em simulações físicas, especialmente na simulação de modelos deformáveis.

Para avaliar o desempenho do algoritmo de deteção de colisão foram realizados dois casos de
estudo: uma toalha a cair sobre um superelipsóide e outro de uma sequência de superelipsóides em
queda para uma taça. Os resultados indicam que o algoritmo desenvolvido é apropriado para aplicações em tempo-real e providencia uma maior eficiência e precisão em relação a métodos baseados em
malhas, com tempos de computação 5 a 26 vezes mais rápidos.

Palavras-chave: deteção de colisões, superelipsóide, simulação de tecido, simulação de corpos
rígidos
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Introduction

1.1 Motivation
The study and comprehension of physical bodies and their behavior in the world is the subject to the
science of Mechanics. Their movement and interactions with the environment, under the action of forces,
are mathematically described by three fundamental principles known as the Newton’s laws of motion.
By employing these formalisms, an exact analysis and prediction, of a given mechanical system, is
possible. This allows the construction of a mechanical model and its mapping for computational use.
Thus, leveraging the computational power to solve more complex problems.

Commonly referred as the action-reaction law, the third law of motion is directly related with one
of the major interactions between material bodies, that is, the collision between them (Johnson et al
1987). When two bodies intersect at one point or region, an opposite force is exerted in one another,
simultaneously. While in the real world this phenomenon happens naturally, this is not true when the
same is mapped to a physical simulation. The geometry of the simulated object must be modelled and
programmed to detect and respond to an intersection. These can be called as contact geometries, and
without them objects would simply pass through each other undetectable.

The problem of collision detection and response in computer graphics can be analogous to the
referred classical mechanical formulation: the detection of the intersection corresponding to the action,
and the collision response to the reaction. The first, is dependent on the considered objects geometry,
which dictate the positions of the contact points, as well as the distance between the objects. As the
latter, with the previous information as input, must take into account the physical properties of the objects, for instance, their linear and angular velocities, density or weight, to realistically simulate the resultant reaction.
Since the geometry used for contact detection can greatly influence the object’s behavior, it
should be carefully chosen, so that the simulation is convincing when compared to its real counterpart.
A common way to represent contact geometries in computer graphics is to approximate objects using
polygonal meshes. Since they are traditionally used to visually represent a 3D object, it makes sense to
use them as its own contact geometry. Although, simple shapes are frequently used instead, when it is
not required to have a precise collision behavior or when a certain performance goal must be met.
Despite meshes being the “motto”, an object can alternatively be defined by analytical curves and surfaces (Barr 1981). There is clearly a trade-off to consider when choosing contact geometries, between
realistic accuracy and performance.

Throughout the different fields in computer graphics, this trade-off can be easily distinguished.
In video games, performance is the main priority. Due to their real-time interactive nature, a sufficiently
high framerate is needed to have a smooth experience, only visually plausible to the player’s eye. Also,
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very often in games, a collision problem is simplified to just knowing if two objects intersect or not, as a
mean to trigger certain events, like the explosion of a grenade or the activation of a trap. Therefore,
simple geometric shapes are the norm in this field. However, these incorrect representations of the
objects can lead to awkward behaviors (Fig. 1). The concept of visual plausibility is taken to the extreme
in the field of cinematography. Here, albeit disregarding physical correctness, more complex collision
geometry can be used, as simulations are ran offline and performance is not as important as in games.

Fig. 1. Example of hitbox dissonance in Brawlhalla (Blue Mammoth Games Co. 2015). Although the top character
should hit the other first, the attack hitbox(pink) does not reach the other character’s hitbox(green), but happens in
the other way around with the bottom character hitting the top one.

On the other side of the spectrum, there are applications which call for accuracy-controlled algorithms
on the subjects of physically-based simulations, geometric computing and robotics. These usually work
with high resolution meshes to retain the geometric fidelity and often require that not a single collision is
missed or meshes are maintained intersection-free throughout the simulation. A more complex approach to contact detection called Continuous Collision Detection(CCD) is commonly used to deal with
these cases (Tang et al. 2009), in which the detection is made before the objects movement, based on
their specific trajectories. The added complexity in the contact geometries and algorithms, rises the
computation times for collision detection, which in consequence hinders the performance of these applications. Hence, the search for fast and reliable methods or contact geometries is a high demand in
these areas of computer graphics.

While collision detection for rigid bodies is well investigated, a challenging problem arises when
simulating deformable models (Nealen et al. 2006). As these objects can change shape over time, any
attempt to represent them with stiff geometries become inadequate. Thus, the solutions for this normally
pass by decomposing the object or space into smaller parts and then, after a broad-phase culling, doing
elementary tests using the respective vertices or triangles (Teschner et al. 2005). Popular methods are
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based on bounding volume hierarchies (James et al. 2004), distance fields (Koschier et al. 2016) and
spatial partitioning (Wong et al. 2014).

A well-researched class of deformable bodies, which has many applications, is cloth. There is
a great potential for cloth simulation in several areas: from computer graphics to industrial computeraided design (CAD) and prototyping applications, the entertainment industry and E-commerce (Jiang et
al. 2008).

The most popular methods to simulate cloth are force based. The simplest one being the massspring system (Provot 1995), consisting of a network of point masses connected by springs. Another
popular method is the Finite Element Method (FEM), which considers the entire volume of the object
instead, by splitting it into several elements with finite sizes (Etzmuß et al. 2003). A more recent, geometric based approach in dynamics simulation, namely, Position-Based Dynamics (PBD) (Müller et al.
2007) differs from the traditional force and impulse based methods in the way that it acts directly on
positions, omitting the velocity and acceleration layers. This method is based on the solution to a quasistatic problem (Bender et al. 2014), where a set of geometric constraints between particles define the
equilibrium of the system. By resolving these constraints iteratively, the next positions of the particles
can be computed. This approach provides speed and a high level of control compared to other methods,
which will be the base for this thesis.

In real world applications of cloth simulation, the modelling of the other objects in the scene, which
should interact with the cloth mesh, presents itself with a drawback. Usually, the primitive geometric
shapes available are not flexible enough to represent the desired object with detail. And so, to convey
a convincing sense of realism, developers tend to resort to meshes. However, since this representation
can only display straight faces, any curve must be discretized. Thus, to approximate a smooth curvature
and improve collision precision, a large number of vertices are used, producing high resolution meshes,
which in consequence, slow down the collision detection algorithms and can have a high memory footprint.

There are, as already mentioned, analytical alternatives to polygonal meshes. One type of
Smooth Convex Surface (SCS), namely superellipsoid (SE), which has a flexible closed shape, could
be an adequate solution to this problem. Some work has already been done in applying this type of
shape in modelling (Gonçalves 2015), where the author presented a sketch-based framework to build
articulated objects, using superellipsoids as contact volumes. The main motivation of this thesis consists
in studying the viability of using superellipsoids, as a non-polygonal alternative to meshes, for contact
representation and presenting a fast collision detection algorithm, suitable for the interaction with rigid
and deformable models, with a special attention to cloth.

Hence, the subjects of study in this thesis are vertex-based models and implicit surfaces, and
how to accelerate collisions between them for an interactive simulation.
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Therefore, this work is built upon two pillars described above: 1) position-based dynamics is the
base for the simulations, which already provides good speed and the controllability required; 2) solid
objects interacting with the vertex-based models (deformable and complex rigid meshes) in the simulation are modelled using SEs, replacing the traditional mesh representation. This type of surfaces provides better precision in collision detection and efficiency alongside the use of acceleration structures.

1.2 Problem statement
Primarily, this thesis aims to research and analyze the potential of using superellipsoids for collision
detection with vertex-based objects. For an elementary collision test, i.e., a vertex of the deformable or
rigid model, which was deemed close enough to the contact geometry after a broad-phase culling, the
geometric problem of contact detection can be formulated as the following: given an arbitrary superellipsoid and an arbitrary point in non-conformal configurations (arbitrary position, orientation and dimensions), what is the minimum distance between them and what is the nearest point on the surface of the
superellipsoid? Based on this distance, it is possible to determine if the two objects are colliding or not.
And together with the information of the nearest point, it is certain how to correctly push an intersecting
vertex out of the surface or how to avoid an apparent incoming collision.

The solution to this problem should be capable of providing real-time levels of performance,
suitable for interactive applications. Performance in this kind of applications is, first and foremost, evaluated through the number of rendered frames in every second, or frames per second (FPS). Usually 24
fps are the minimum the human eye needs to create the illusion of movement, but at least 30 fps are
needed to be deemed acceptable in the gaming community, for instance. Normally, between 30 and 60
fps is a good interval for real-time applications. This entails a restriction of 33 to 16 milliseconds, respectively, for the entirety of computations of a frame to be done. Part of this timespan is reserved to graphics
rendering, which leaves only the remaining for physics calculations, including collision detection and
response. The solution should also be capable of achieving better geometric precision than polygonal
meshes, given the performance restrictions. For good visually plausible results in interactive applications, a target of 1e-3 meters is desired.

1.3 Scopes and objectives
The main objective of this thesis is to accelerate deformable and rigid bodies simulations while exploring
the benefits and potential of coupling this with object collisions based on analytical surfaces like SCS,
specifically superellipsoids. The proposed goals for this work are summarized below.

1.3.1

Contact detection

As a core contribution, this dissertation will present a versatile collision detection module between a
superellipsoid and an arbitrary vertex, customizable in terms of target precision and number of iterations.
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Useful in narrow-phases for elementary tests with vertices and in broad-phases for distance queries
using few iterations. Summing up, the objectives are as follows:
•

Develop an efficient superellipsoid-vertex contact detection module, based on iterative geometric approximations using the implicit surface properties of the SE;

•

Compare the proposed method against polygonal meshes. The comparison metrics to consider
are computation efficiency, accuracy and robustness.

1.3.2
•

Cloth simulation
Develop and integrate the proposed collision detection module with a cloth simulation module,
using Position-Based Dynamics, and able of running on an interactive level of performance;

•

Benchmark the non-polygonal(implicit) approach to contact detection with cloth, in terms of realtime performance;

•

1.3.3
•

Understand the potential of using analytical surfaces for collisions with a cloth object.

Rigid bodies simulation
Develop and integrate the proposed collision detection module with a rigid bodies simulation
module, using Position-Based Dynamics, and able of running on an interactive level of performance;

•

Benchmark the non-polygonal(implicit) approach to contact detection with rigid bodies, in terms
of real-time performance;

•

Understand the potential of using analytical surfaces for collisions with a rigid object.

5

6

2

Literature review

Section 2.1 provides some brief explanation of the geometric concepts underlying this Thesis work and
the related research works are described in section 2.2.

2.1 Background concepts review
Section 2.1.1 exposes the different 3D object representations and their most important properties regarding this dissertation. Section 2.1.2 defines the specific shape used in the proposed contact detection
method. The concepts of broad-phase and narrow-phase are explained in section 2.1.3. Finally, an
overview of the standard simulation algorithm used in PBD is presented in section 2.1.4.

2.1.1

Contact geometries

The representation of an object, used for collision detection, is often called contact geometry. This geometric description is not necessarily equivalent to the visual representation of the object, which is ruled
by polygonal meshes in 3D environments. A polygonal mesh, as the name connotes, is a collection of
polygons composed by vertices, and triangles are the standard choice of polygon, since the 3 vertices
that form a triangle are guaranteed to be coplanar and any polygonal representation can be decomposed
into triangles.

Meshes hold convenient properties for graphics rendering, however, they can only faithfully describe faceted objects and any smooth curve must be approximated by triangulation. For contact detection this is undesirable, as collision detection algorithms become slower and memory usage higher, the
more vertices and triangles are used. That being said, the choice of contact geometry is very important,
as it ultimately defines the accuracy and speed of collision detection.

Geometric shapes may also be represented implicitly, by an implicit function, which defines the
surface:

𝐹(𝑥, 𝑦, 𝑧) = 0

(1)

where 𝑥, 𝑦 and 𝑧 are the Cartesian coordinates of a 3D point located on the surface. The implicit function
is also called an inside-outside function, because its evaluation states if a point is either inside, outside
or on the surface itself. For points inside the surface the result is less than 0, while points outside the
surface evaluates as greater than 0. And a result equal to 0 meaning the point is upon the surface.

Another two important aspects of surfaces and objects, regarding the representations studied
in this thesis, are their smoothness and convexity (Fig. 2).
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Fig. 2. (a) Smoothness or continuity on surface patches. (b) Convex and concave objects. (Lopes 2013).

A mathematical real function of a number of variables is said to be smooth if it can be differentiated up
to a desired order, over its entire domain. Thus, a smooth surface, defined by a smooth function, do not
present any sharp edges or peaks, and the surface tangents and normals are always defined and can
be calculated. The edges of polygonal meshes are an example of C 0 continuity, meaning the surface
normal direction is not defined in these regions.

An object is said to be convex if the straight line connecting any pair of points of the object lies
inside the object for the entirety of its length. Planes, cubes, spheres and ellipsoids are examples of
convex objects.

2.1.2

Superellipsoid

The superellipsoid is a generalization of the ellipsoid proposed in (Barr 1981) and it is defined by its
implicit function:
2

𝐹𝑆𝐸 (𝑥, 𝑦, 𝑧) =

𝑥 𝜖
(|𝑎 | 1
1

2

+

𝜖1

𝜖2
𝑦 𝜖
|𝑎 | 1 )
2

2

+

𝑧 𝜖
|𝑎 | 2
3

(2)

where 𝑎1, 𝑎2, 𝑎3 > 0 are the radii dimensions of the shape in the 𝑥, 𝑦 and 𝑧 directions of the local Cartesian
coordinates, and 𝜖1, 𝜖2 ∈ ]0,2[ are the roundness factors for the 𝑥O𝑦 plane and 𝑧 axis, respectively. The
range between 0 and 2 of the roundness exponents, ensures the resulting shapes are convex. Thus,
the inside-outside function of the superellipsoid in its canonical form, i.e., centered at the origin with
axes aligned with the local coordinate system, is:

𝐹𝑆𝐸 (𝑥, 𝑦, 𝑧) − 1 = 0

(3)
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Because the superellipsoid’s surface is C

2

continuous, the surface normal direction, 𝐧𝑆𝐸 = ∇𝐹 =

T

[n𝑥 n𝑦 n𝑧 ] , can be readily computed by taking the gradient of FSE, which is a useful property and is the
basis of the proposed collision method in this work:

2
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The radial distance of a given point in space, 𝐱𝑆𝐸 = [x𝑥 x𝑦 x𝑧 ] , to the surface of the superellipsoid, i.e.,
the Euclidean distance from the surface to the point along its radial direction, can be obtained analytically
as described in (Jaklič et al. 2000). A slightly modified version to allow negative distance is:

𝜖2

𝑑𝑅𝑎𝑑𝑖𝑎𝑙 (𝐱) = ‖𝐱‖ (1 − 𝐹𝑆𝐸 (𝐱)− 2 )

(5)

Furthermore, a superellipsoid can also be represented parametrically using angle-center parameters
(Wellmann et al. 2008):

sign(cos 𝜑1 cos 𝜑2 ) 𝑎1 |cos 𝜑1 |𝜖1 |cos 𝜑2 |𝜖2 −𝜋 ≤ 𝜑 < 𝜋
1
𝜋
𝐒𝑆𝐸 (𝜑1 , 𝜑2 ) = [ sign(sin 𝜑1 cos 𝜑2 ) 𝑎2 |sin 𝜑1 |𝜖1 |cos 𝜑2 |𝜖2 ] , 𝜋
−
≤
𝜑
≤2
2
𝜖
2
sign(sin 𝜑2 ) 𝑎3 |sin 𝜑2 | 2

(6)

This parametric representation is useful for the visualization of the shape, as a polygonal mesh can
easily be generated from these parameters. Fig. 3 and Fig. 4 depict examples of superellipsoids.

Fig. 3. Superellipsoids with varying exponent values (𝜖1 = 𝜖2 = 𝜖). From left to right (𝜖): 0.3, 0.65, 1.0, 1.35, 1.7 (Gonçalves 2015).
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Fig. 4. Two examples of interesting superellipsoids with non-uniform exponents. From left to right: (𝜖1 = 1.0, 𝜖2 =
0.3), (𝜖1 = 1.0, 𝜖2 = 1.6).

2.1.3

Broad-phase and narrow-phase

Collision detection methods can be very complex and computationally expensive. Even more, when the
simulation involves a high number of bodies. The performance of the application can rapidly degrade, if
every possible pair of contacts needs to be tested for collision, even when the objects are not close to
each other. A solution to this problem consists in a form of culling, with the intention of minimizing the
total number of collision tests. A traditional approach called Space Partitioning (Ericson 2004), is to
divide the simulated space into hierarchically smaller regions, considering only the collision pairs that
share the same region or cell. Another form of collision culling is the use of so-called bounding volumes,
which consists in employing simpler geometric primitives to fully enclose the simulated objects and perform proximity queries on these first. Since they completely surround the objects, if two of these are
reported as not intersecting, it is certain that the corresponding contact pair can be discarded. Proximity
queries between these primitives are usually very fast, effectively accelerating the overall collision detection. Bounding volumes are commonly used and well-studied (Bergen 1997). Some examples are
depicted in Fig. 5.

The process of culling the total number of possible collisions is called the broad-phase, leading
to a set of contact pairs known to be, at least, very close to each other. Thereafter, the more complex
collision detection methods are utilized on the designated narrow-phase. An advantage of this two-stage
division, is the possibility of having a simpler and faster detection algorithm for the broad phase and one
with better precision for the narrow phase.

Fig. 5. Examples of bounding volumes used in broad-phase collision detection. (Zhang & Kim 2012) {Adapted}
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2.1.4

Position-based dynamics

Position-Based methods are especially useful in interactive environments, because they are stable and
provide great controllability. It is the simplicity and robustness of these methods that makes them popular
for games, special effects and other interactive systems. For a more in-depth explanation of this topic
the reading of (Bender et al. 2014) is recommended.

The simulated object can be considered as a system of particles and its equilibrium state defined
through geometric constraints. Thus, an object is represented by a set of N particles and M constraints.
Each particle i contains three values, namely:

mi

mass

xi

position

vi

velocity

A constraint j is represented by:

nj

cardinality

Cj : ℝ3nj → ℝ

scalar constraint function

{ i1,…inj }, ik ∈ [ 1,…N ]

set of indices

kj ∈ [0…1]

stiffness parameter

unilateral or bilateral

type

Constraint j is satisfied if Cj = 0 for bilateral types and Cj ≥ 0 for unilateral type constraints. The stiffness
parameter kj defines the strength of the constraint. Given a time step Δt, the algorithm for the simulation
is as in (Fig. 6), where pi is the new position of the particle i.

Fig. 6. Position-based dynamics algorithm (Bender et al. 2014).

11

In line 5-6, permanent exterior forces such as gravity or wind are used to update the velocities and
positions through a time integration operation. These new locations pi are only used as predictions for
the collision detection step in line 7, from which a set of constraints is generated. Then, the solver (810) utilizes the information from the system constraints along with the set obtained from external collisions to iteratively project the predicted positions to new corrected locations. Lastly, the corrected positions are used to update the finals velocities and positions.

For deformable models, such as cloth, problems like self-intersections can occur. Self-collisions
within the cloth can be handled by adding additional unilateral constraints. For a vertex q moving through
a triangle p1, p2, p3, the constraint function
C(q, p1, p2, p3) = (q – p1) ∙ n – h
where n is the triangle normal and h is the cloth thickness, makes sure the vertex stays above the
triangle at a distance equal to h (Fig. 7).

Fig. 7. Constraint to solve self-collision in PBD (Bender et al. 2014).

2.2 Related work
The following review of the literature focuses on research work done in the context of position-based
dynamics, cloth simulation and usage of the superellipsoid shape. One section presents PBD methods
applied to cloth simulation or deformable models in general, as well as some general research on cloth
simulation outside the scope of PBD. Another section is dedicated to contact detection and shape modelling using ellipsoidal surfaces. A brief table analysis of the most important research projects on cloth
simulation discussed during this section is available in Appendix A.

2.2.1

Position-based dynamics and cloth simulation

In cloth simulations, reducing the mesh resolution not only reduces the cost of a single solver iteration
but also the number of iterations required to get visually pleasing results (Bender et al. 2014).

In (Müller et al. 2010) the authors proposed a way to create convincing high-resolution cloth
behavior on top of coarse simulation meshes. The method is based on the observation that global dynamic behavior of the cloth and wrinkle formation can be separated. Therefore, expensive dynamic
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simulation and collision handling is performed on a low-resolution mesh while the detail generation is
handled on a high-resolution mesh that is attached to the coarse mesh (Fig. 8; Fig. 9).

Fig. 8. Main idea of wrinkle meshes. The high-resolution vertices (white dots) are attached to the base dynamic
mesh (black dots) and allowed to move within the grey regions (Müller et al. 2010).

Fig. 9. Visualization of the base mesh (wireframe) and the attached wrinkle mesh (solid) (Müller et al. 2010).

To make the high-resolution mesh form wrinkles and follow the dynamic mesh, geometric constraints
need to be defined (Fig. 10). Attachment constraints make sure the vertices of the wrinkle mesh stay
close to their attachment points and a one-sided constraint can be used to avoid penetrations with other
objects by limiting the wrinkle vertices to stay on the outside of the dynamic mesh. The stretching and
bending constraints are responsible for the wrinkle formation.
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Fig. 10. Static constraints on a wrinkle mesh: Attachment constraint (top left), one sided attachment constraint (top
right), stretch constraint (bottom left) and bending constraint (bottom right) (Bender et al. 2014).

Strain limiting is an important topic in the field of cloth simulation. This is due to the fact that real-time
applications use a low solver iteration count which yields stretchy cloth. Since the human eye perceives
most cloth types as completely inextensible, it is important to make simulated cloth inextensible to
achieve the visual plausibility required and avoid disturbing visual artifacts (Goldenthal et al. 2007)
(Bender et al. 2008).

What a strain limiting method does is to constrain the overall stretch of the cloth below a certain
threshold. In force based simulations, strain limiting is a separate pass which is executed before or after
the regular cloth solver. In most cases, this pass moves the positions of vertices directly, even in force
based simulations. Therefore, most strain limiting methods fall under the category of position-based
methods (Bender et al. 2014).

Provot (Provot 1995) was among the first to use strain limiting in the context of cloth simulation.
He performs a single iteration through all cloth edges after a force based solver and project adjacent
particles so that the edge length does not exceed the stretch limit. Later, Desbrun (Desbrun et al. 1999)
and Bridson (Bridson et al. 2003) extended this strain limiter method, but with multiple iterations through
all edges. Because this technique is so simple and cheap, it is still one of the most often used strain
limiting methods in cloth simulations.

A surprisingly simple and robust approach called Long Range Attachments (LRA) presented by
(Kim et al. 2012) exploits the fact that over-stretching almost always occurs when cloth is attached. They
apply unilateral attachment constraints to all vertices by attaching each vertex to one or more attachment
point directly instead of relying on error propagation of the solver from these attachments to the rest of
the cloth object (Fig. 11). This prevents cloth from getting stretched globally with low iteration counts
(Fig. 12). The rest lengths of these long-range attachments can be set to either the Euclidean distance
in the rest state or by measuring geodesic lengths along the cloth.
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Fig. 11. LRA method used to simulate an inextensible rope attached at one end. Particles movement is constrained
to a sphere centered in the attachment point (red dot). When particles move outside the allowed space they are
projected to target locations (green dots) (Kim et al. 2012).

Fig. 12. Comparison of different simulation settings on the same character. Left) LRA with 5 iterations, Middle) PBD
with 5 iterations, Right) PBD with 15 iterations (Kim et al. 2012).

Another geometrically motivated technique to simulate deformable objects, called shape matching (Müller et al. 2005), utilizes a meshless approach to produce visually plausible elastic and plastic deformations. The idea is that the original shape of the object is specified by some arrangement of particles,
which is stored, and when forces are applied to the particles they lose this shape. Hence, only external
forces and collisions are considered. Instead of using internal constraints, goal positions are determined
by finding the best transformation to match the initial shape to the deformed configuration. Each particle
is then pulled towards its goal position, eventually returning the object to its original form. An overview
of the shape matching algorithm is shown in (Fig. 13).

Fig. 13. Particles in their original shape (a). After a force is applied, particles lose their shape (b). The shape matching algorithm finds the best transformation which will convert the original shape to the current shape, generating
the goal positions gi (c). Finally, the particles move towards their goal positions (d) (Müller et al. 2005).
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In (Stumpp et al. 2008) the authors present a region-based shape matching approach for the simulation
of cloth. In their work, they use a region for each triangle in the model, defined by the outer corners of
its adjacent triangles. In consequence, this results in overlapping regions that enable the bending resistance of the cloth object.

Since the model of Stumpp et al. uses regions with only three vertices, the objects seem
stretchy, producing unrealistic results. Therefore, they introduce the so-called fiber clusters to increase
the stretching stiffness. However, this effect is limited and for high-resolution models the stiffness is still
too low to achieve a realistic cloth behavior.

Bender et al. solve this problem by the introduction of multi-resolution shape matching (Bender
et al. 2013). They define a region for each edge and each triangle in a cloth model and perform the
shape matching on different resolution levels. What this does is increase the influence of these simple
regions and therefore the stretching and shearing stiffness of the model. A simulation using this method
with 5 resolution levels is shown in (Fig. 14).

Fig. 14. A stiff cloth model with 32467 triangles simulated with multi-resolution shape matching (Bender et al. 2013).

Data-driven methods offer an alternative to complex constitutive models, which try to model the mechanical behavior of various materials but tend to be computationally expensive and challenging to tune.
They work by interpolating data from examples to compute and map detailed geometry over a lower
resolution mesh, also called Data-Driven Upsampling.

In (Kavan et al. 2011) a position-based data-driven method is used to compute cloth animations
with detailed wrinkles at interactive frame rates. In their approach, the geometry is tracked from dynamic
simulations and making use of data learning, the high-resolution cloth positions are computed. A similar
method is used in (Zurdo et al. 2013) to compute cloth wrinkles as a function of large-scale deformation
and a small set of example poses, as shown in (Fig. 15).
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Fig. 15. Top row) low-resolution model of a dress with 381 triangles. Bottom row) high-resolution wrinkles are
interpolated from six example poses and the deformation of the low-resolution dress (Zurdo et al. 2013).

Position based techniques are also used in (Somasundaram 2016) as a post simulation effect, to provide
artists a simple and fast way to direct, cleanup, and enrich the look of simulated cloth. For every frame,
a smooth mesh is created from the original mesh which are then compared. By measuring the distance
between smoothed and original vertices or measuring the angle between adjacent faces, they can selectively and dynamically detect and smooth folds in a cloth mesh. This gives artists the controls to
emphasize or de-emphasize certain folds, cleanup simulation errors that can cause crumpled cloth (Fig.
16).

Fig. 16. a) Original cloth with folds, b) Larger folds and boundary detected, c) Smaller folds smoothed out, d) Original
cloth with folds, e) Smoothed cloth with interpenetrations, and f) Smoothed cloth with collision resolution (Somasundaram 2016).

It is also possible to simulate fluids in the PBD framework even though it has been used almost exclusively for the simulation of deformable objects. We mention fluids simply as an item in the list of possible
constraints because all that is needed to simulate liquids and gases is a specialized constraint (Bender
et al. 2014).

At a first thought, a clear approach would be to model the fluid as a system of particles with
minimum distance constraints between each other. However, this leads to granular-like behavior and
will typically fail to reach hydrostatic equilibrium when coming to rest. In (Macklin et al. 2013), Macklin
and Müller present a method to model fluids using density constraints to enforce fluid incompressibility
(Fig. 17), adopting a concept of a density estimator from Smoothed Particle Hydrodynamics (Monaghan
1992; Monaghan 1994).
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Fig. 17. A wave pool scene consisting of 128k fluid particles simulated in 10ms/frame on the GPU. Incompressibility
is enforced using density constraints solved using position based dynamics (Bender et al. 2014).

Cloth simulation is a computationally intensive problem, for this reason the need for better and better
performance has always been present, even more when collision handling is also considered. The cloth
object being discretized as thousands of particles, and local interactions involving only a small set of
them, it was evident that a major performance gain could be achieved if the computations were parallelized. It was not long before the CG community started to attempt the use of the Graphics Processing
Unit (GPU) for this kind of simulations. To access the GPU capabilities, the programmer has several
“tools” at his disposal, such as the well-known shaders of graphics languages as well as the growing
GPGPU1 solutions. In (Vassilev 2010), the author compares some of these “tools” for parallel programming in terms of platform and device compatibility, features and ease of use.

The first implementation of cloth simulation on the GPU came by the work of Green, in 2003
(Green 2003). Early implementations on the GPU exploited shader tricks to control the graphics card
resources. Later, with the release of GPGPU tools and libraries, like CUDA® (NVIDIA Corporation 2017)
or OpenCL (The Khronos Group Inc. 2017), the access to the GPU became even easier. Today, simulation on GPU has become a standard not only for cloth but for any kind of physical simulation that
involves a great number of elements.

While the GPU allowed fast cloth simulation algorithms to run at interactive levels with better
visuals, it also provided the slower, more accurate, simulation algorithms significant improvements.
Force-based simulations are usually used with very high-resolution cloth meshes for the best possible
realism and accuracy. This kind of cloth simulations could take 20 to 40 minutes per frame for 2M triangles on the CPU (Selle et al. 2009), even with multi-core parallelism. Utilizing the GPU computational

1

http://gpgpu.org/about
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power brought down these times to a few minutes or less, as reported in (Tang et al. 2013) which presented a force-based algorithm for high resolution cloth completely ran on the GPU, capable of simulating a 2M triangle mesh in 2 to 3 minutes per frame (Fig. 18).

Fig. 18. Dropping cloth on a dragon. The dragon model consists of 100K triangles and the cloth consists of 2M
triangles (Tang et al. 2013).

Simulation of cloth objects is also present in videogames when its deformable nature is required for a
particular mechanic. Thence, game engines like Unity3D (Unity Technologies 2017) have implemented
built-in support for cloth models along with collision detection and response. This imply complex physics
calculations which are often entrusted to full dedicated physics engines, such as PhysX (NVIDIA Corporation 2017) and Havok (Havok 2017). The Unity3D cloth object is represented by meshes and in
version 4, it was well controllable and allowed user defined external forces in runtime. Since version 5,
the interactive cloth module was unfortunately simplified and no longer allows the use of external forces
through code nor collisions with arbitrary world geometry, only spheres and capsules 2.

2.2.2

Contact detection and modelling with ellipsoidal surfaces

This sub-section focuses on work related with smooth convex surfaces, particularly, ellipsoids and superellipsoids. A substantial amount of work exists using ellipsoids for contact detection, and in a lesser
extent, superellipsoids. These geometric representations gained visibility since they are more flexible
than other convex shapes. Thus, capable of modeling a wider range of objects or being used as bounding volumes for objects with similar shapes. Smooth convex surfaces are an alternative to the common
polyhedron or mesh approach for object representation. They can be defined analytically, are more
precise and less memory-demanding.

In (Chen et al. 2012), the authors propose a method to compute the closest/farthest point on an
ellipse or ellipsoid, with respect to a specified point. The ellipse and ellipsoid can be affine, i.e., the two
axes may not be perpendicular to each other, and the solution involves solving a quartic equation or a
system of quartic equations for each case, respectively. With the intent of using these shapes as bounding volumes, an iterative example application of the method to compute the minimum distance between
two ellipsoids is presented (Fig. 19), achieving an error of less than 1e-6 in 11 iterations. However, the
method is not compared with other approaches.

2

https://docs.unity3d.com/Manual/class-Cloth.html
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Fig. 19. Iterative process of determining the minimum distance between two bounding volumes modeled with affine
ellipsoids (Chen et al. 2012).

Most collision detection algorithms involving smooth convex surfaces, including ellipsoids and superellipsoids, rely on a consequent important characteristic of these surfaces: the common normal concept.
This concept states that given two points, P and Q on two C

1

continuous surfaces respectively, the

normal direction of each surface at those points must be the same and have the same direction of the
distance vector between P and Q (Fig. 20). Using the distance between these points, it is possible to
assert whether the surfaces are in collision or not.

Fig. 20. Orthogonal and collinear vector relationships that define the common normal concept among the surface
normals, the distance vector, and the tangent vectors.

In (Chakraborty et al. 2008), an interior point approach is presented to compute the minimum distance
between implicit convex surfaces in general, or convex objects formed by the intersection of implicit
primitives. The method is used to solve an optimization problem based on the common normal concept
and the authors report computation times of around 1 ms for a distance query.

(Pazouki et al. 2012) propose a three-level parallelizable algorithm for simulating large scale
multibody systems, using ellipsoids. The top level is a space partitioning method, followed by a simple
yes or no intersection query between a pair of ellipsoids on the intermediate level. Finally, on the lowermost level, an optimization problem, based on the common normal concept method of (Wellmann et al.
2008), is solved to compute the minimum distance points.

Superellipsoids were used in (Moustakas et al. 2007), to accelerate mesh-mesh collisions. The
object’s mesh is first decomposed into sub-objects, suitable to be tightly enclosed by a superellipsoid
bounding volume. Afterwards, the distance between the SE and the mesh is projected to the superellipsoid’s surface and stored, effectively creating a distance field. These are pre-calculated before the simulation, so that during the simulation, collision detection is performed using the superellipsoid and the
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distances information, instead of triangle per triangle tests, decreasing memory requirements and computational costs.

A mathematical framework for efficient and accurate distance computation between two smooth
convex surfaces is presented in (Lopes et al. 2010), which relies on the common normal concept and
the robust Householder formula to compute orthonormal sets of 3D vectors given a surface normal
vector (Lopes et al. 2013). Unlike other popular methods, the proposed contact methodology does not
resort to optimization problems. Ellipsoidal surfaces were used to test said framework and results indicate that it is suitable for interactive simulations.

Implicit SCS, including superellipsoids, were studied in (Lopes et al. 2015) in the context of
surface fitting for the modeling of kinematic biostructures. Also, in the analysis of human gait movement,
a superellipsoid-plane contact model was developed and applied to simulate foot-ground interactions
(Lopes et al. 2016).

The work of Lopes et al. was later extended in (Gonçalves 2015) to develop an efficient contact
detection for game engines and robotics. The author implemented a Unity3D module for the calculation
of the minimum distance between an infinite plane and a superellipsoid. A superellipsoid-cloth collision
detection algorithm was also proposed. The implicit function of the superellipsoid is evaluated at each
vertex of the cloth’s mesh, and a collision is reported if any of those vertices evaluates as being inside
or on the surface of the object. AABBs were used to avoid performing this test for every vertex of the
mesh, first grouping the cloth’s vertices in AABBs and limiting the vertex collision test, only to the vertices
inside the AABBs that are colliding with the superellipsoid’s own AABB, at a given time-step (Fig. 21).
A force is then applied to intersecting vertices with the direction of the normal to the surface of the
superellipsoid. Even though the results are visually convincing, the approach of using the surface normal
can be very unprecise, unless the vertex is exactly on the superellipsoid’s surface. This method also
does not provide any information on the minimum distance or nearest contact point.

Fig. 21. The 41 × 41 = 1681 cloth vertices are grouped and bounded into AABBs, of 6 × 6 = 36 vertices each
(yellow). In this case, only four AABBs (purple) intersected the superellipsoid’s AABB (not pictured). Thus, the
implicit function value for the superellipsoid will only be computed for the 144 vertices inside the purple AABBs
(Gonçalves 2015).
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Finally, the author presented a sketch-based application for 3D modeling of articulated bodies, using
superellipsoids as contact volumes for the different body parts. The tool was designed with touch-screen
devices, such as tablets and table-top screens, in mind and has an intuitive workflow divided into 3
modes. The first lets the user lay out the bones, connected by joints (Fig. 22), while in the second, each
joint’s degree of freedom is configurable. The third and last mode, allows the user to create the superellipsoids, which attach to the bones.

Fig. 22. Depiction of modes 1 & 3 of Multibody Sketcher. Left) Creation of a simple humanoid skeleton, in a sequence of screenshots; Right) Superellipsoid used as contact volume of a bone, and its configuration widget. (Gonçalves 2015) {Adapted}

In (Gonçalves et al. 2017), the authors propose the usage of superellipsoids and superovoids, which
are a natural extension of the former, as contact geometries in accuracy-controlled simulations, instead
of using polygonal meshes. Implicit and parametric formulations, for minimum distance estimations between these shapes, were applied in robot grasp planning and dental occlusion case studies. The results
demonstrate that superovoid and superellipsoid models provide more efficient and compact representations than meshes, capable of greater geometric precision.

Superellipsoids were investigated as well in the context of particle shape effects on fabric of
granular packing (Zhao et al. 2017). Different configurations of the shape were tested for the effectiveness in packing density, with ellipsoids showing the lowest density.

As exposed in this subsection, superellipsoids are investigated and applied with positive results
across diverse fields of study, from geomechanics (Zhao et al. 2017) and biomechanics (Lopes et al.
2015; Lopes et al. 2016) to robot grasp planning (Gonçalves et al. 2017). In general, the state-of-the-art
focuses on accuracy controlled simulations, even though most works target interactive levels of performance as well. However, the applicability of this analytical shape in less accuracy-dependent interactive
applications, is scarce among the literature. Applications like the Multibody Sketcher (Gonçalves 2015)
could increase the appeal of using superellipsoids in this spectrum of interactive simulations and although the author applied it in cloth simulation, the solutions are still very incomplete.
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3

Contact detection algorithm

This work proposes the use of a type of implicit SCS, namely superellipsoid, as a modelling alternative
to meshes in physical simulations with deformable or rigid models, having cloth as a case study. Therefore, an algorithm for fast collision detection between a superellipsoid and an arbitrary vertex is presented, based on the implicit surface normals of the analytical shape. This approach takes inspiration
on the method of Newton-Raphson (Ypma 1995), used in numerical analysis, for root-finding. It works
by taking a first initial guess value which is then utilized to find successfully better approximations to the
roots of a real-valued function.

In an equivalent way, the proposed algorithm starts by finding an initial guess point on the surface of the superellipsoid, which is then used to iteratively converge to the correct point of minimum
distance to the intersecting vertex. Each iteration’s point and the corresponding surface normal is used
to compute the next potential collision point. With any iterative method, there are control variables to
stop the cycle, in this case, either a given error tolerance is achieved or the maximum number of iterations allowed is reached, breaking the loop.

The presented collision detection algorithm supports signed distance for vertices inside the superellipsoid and is intended for use in a narrow-phase, after a broad-phase culling of the colliding object’s vertices. The method’s inputs are as follows:
•

x – the intersecting point in local coordinates of the SE;

•

p – the collision point in local coordinates of the SE;

•

n – the contact normal from p to x;

•

d – the minimum distance;

•

εmin – the error tolerance;

•

N – the maximum number of iterations.

Of those, the intersecting point, error tolerance and the number of maximum iterations are passed as
constant values. The remaining are passed by reference for output, with the special case of minimum
distance which can also act as input (see 3.2 for a detailed explanation).

In the following sections, a detailed description on how this approach works is given. The data
structure of each iteration and how the geometric error is computed from it is defined in section 3.1. The
starting distance value for the algorithm is explained in 3.2. Section 3.3 presents the general concept
behind the calculation of a new guess point. Sections 3.4 and 3.5, expose the approaches followed in
computing the guess point for the starting point of the algorithm and during the iterative cycle. Section
3.6 explains how the size of each iteration’s step is controlled. The output of the algorithm is presented
in section 3.7 and implementation details are shown in section 3.8. Below, an overview of the algorithm
can be depicted (Fig. 23).
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Fig. 23. Overview of the contact detection algorithm flow.

3.1 Guess content and error calculation
Each iteration’s guess is comprised of four fields:
•

collision point (p) – the nearest point on the surface of the superellipsoid;

•

normal (nμ) – the vector from the collision point to the intersecting point;

•

surface normal (nSE(p)) – the implicit normal on this point of the surface;

•

distance (d ) – the Frobenius* norm of the guess normal.

* The Frobenius norm, also called the Euclidean norm: is a matrix norm of a mxn matrix A defined as
the square root of the sum of the absolute squares of its elements.
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At the end of every iteration, the absolute error of the current guess is calculated and compared
to the best, i.e., the smallest error achieved so far. If less or equal, the best guess gets updated with the
current one, otherwise, the current guess is reset to the best guess and the factor value (λ) is decreased,
which is a control variable directly related with how big the step of each iteration is.
The computation of this error is based on a smoothness property of the superellipsoid, the C 2
continuity. Since there are no sharp edges, a normal to the surface can always be derived, therefore,
the direction of collision with any point is always a surface normal. That being said, if the correct nearest
point on the surface p, to an arbitrary vertex x, would be projected along its surface normal with length
equal to the correct minimum distance d, the resultant point would be equal to x and the absolute error,
i.e., the Euclidean distance between them, zero.

Accordingly, the error of each iteration is given by

𝜀 = ‖ (𝐩 + 𝑑 𝐧𝑆𝐸 (𝐩)) − 𝐱) ‖𝐹

(7)

This formulation works in the same way for a vertex inside the superellipsoid, using a signed negative
distance d. The error threshold for stopping the distance iteration is adjustable and passed as input,
although the proposed algorithm was developed with a precision of 1e-3 in mind, that is, 1 mm in a unit
system of meters. Considering that the algorithm is purely geometrically, it is not possible to compute
the more commonly used absolute error, relative to the correct nearest point on the surface, as this can
only be computed numerically. If the latter is desired, the error from Equation (7) can serve as indication
for, at least, the same order of precision, although in the majority of the cases, the real precision would
be several orders of magnitude less. Even when the algorithm barely hits a target tolerance of 1e-3, the
error relative to the correct nearest point is usually just around 1e-6 or less.

Despite this imperfection, the precision achieved is sufficient for real-time applications in computer graphics. A solution and application for more accuracy-dependent applications are discussed in
sections 4.1.4 and 5.2, respectively.

3.2 Radial distance
The base distance for the algorithm is the radial distance (Equation (5)) of the intersecting vertex (Fig.
24). Note that the radial distance can be utilized for broad-phase culling, if the intersecting object have
collision acceleration structures, such as BVH’s. Also, after successfully passing through the broadphase, in an elementary test, a collision distance tolerance can be checked using the radial distance as
an approximation. If this is the case and the radial distance was already calculated, it can be passed
pre-initialized to input and spare the algorithm from computing it, slightly increasing performance.
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Fig. 24. Isometric view of the radial direction of the vertex (yellow) and the radial distance: length of the exterior
section (red).

3.3 Collision point computation
Actually, every new collision point calculation is in fact a normal computation, i.e., the normal vector
which subtracted to the intersecting vertex gives off the new point on the surface. In Fig. 25, an intersecting vertex, represented by a small sphere(orange), is shown. On this original configuration, the radial direction(yellow) goes from the center of the superellipsoid to the vertex. The section of this line
exterior to the surface is considered the mentioned normal, with length equal to the radial distance of
the vertex. Thus, the collision point on the surface is computed as

𝐩 = 𝐱 − 𝑑 𝐧𝝁

(8)

with nμ previously normalized. In order to guarantee that the collision point belongs to the surface, every
resultant point is afterwards projected to the surface, along its radial direction:

𝐩

𝐩 = 𝐩 − 𝑑𝑅𝑎𝑑𝑖𝑎𝑙 (𝐩) ( ‖𝐩‖ )

(9)

𝐹

Since the point is slightly modified, the guess normal and distance must be corrected as well, to maintain
the algorithm stable and precise. This step is straightforward, the normal is just the vector from p to x,
𝐧𝝁 = 𝐱 − 𝐩 , and the distance is the Frobenius norm of the normal, 𝑑 = ‖𝐧𝝁 ‖𝐹 .
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Fig. 25. Radial direction of the vertex (yellow) and the surface normal (white) on the intersection with the surface.

3.4 First guess computation
Two approaches to compute the first guess were developed and are used conjointly. The first is extremely fast for flat or lightly curved areas of the surface, while the second is safer, thus better for more
prominent changes in curvature.

3.4.1

Mirroring the surface normal

The first approach mirrors the surface normal from the radial intersection point, as seen in Fig. 26, simply
subtracting it to the vertex. The corresponding surface normal on the new point(blue) is very close to
the correct solution, making this approach adequate for zones with little variance of curvature.

Fig. 26. The surface normal (white) is mirrored to compute the first guess point. The new surface normal (blue),
almost converges to the error tolerance of 1e-3. Note that the dimensions of the sphere utilized for visualization are
still 8 times bigger than the tolerance threshold.
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3.4.2

Distance adjustment

An important step before every new collision point computation is to adjust the distance value, so that
the new point is not far from the surface. In the above example, if the radial distance would be used
directly in Equation (8), the result would be a point inside the superellipsoid and the respective projection
to the surface (Equation (9)) could deviate excessively from the desired position. Thence, this problem
is reduced to a 2D right triangle trigonometry problem (Fig. 27). From the definition of cosine, cos 𝜃 =
𝑎𝑑𝑗𝑎𝑐𝑒𝑛𝑡⁄ℎ𝑦𝑝𝑜𝑡𝑒𝑛𝑢𝑠𝑒 (=) 𝑎𝑑𝑗𝑎𝑐𝑒𝑛𝑡 = ℎ𝑦𝑝𝑜𝑡𝑒𝑛𝑢𝑠𝑒 ∗ cos 𝜃, we can derive the adjusted distance, or adjacent triangle side, from the current distance and the dot product between the normal and the surface
normal:

𝑑 = 𝑑 (𝐧𝝁 ⋅ 𝐧𝑆𝐸 (𝐩))

(10)

Note that, both the normal and surface normal vectors should be normalized.

Fig. 27. Normal distance adjustment reduced to a 2D right triangle trigonometry problem. Collision normal (yellow)
as the hypotenuse, and surface normal (white) as adjacent side. The adjusted distance (length of blue surface
normal) is used to get the next point.

3.4.3

Weighted average of normals

The second approach is based on an average of the radial direction and the surface normal, and is used
when the first method fails to compute a good guess. To estimate this, after calculating the potential
point with the first method, the cosine of the angle between the, original and new (white and blue lines
in Fig. 26, respectively), surface normals is measured. The potential point is considered good enough if
the cosine value exceeds 0.97, 1.0 meaning the normals are parallel. The threshold of 0.97 was tested
to have good overall results among different shapes for the superellipsoid.
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When the threshold is not reached, it means the nearest point is in a more curved region of the
object, thus a safer first normal is required. For this reason, a weighted average of the radial direction
and the surface normal is computed, with 80% and 20% weight, respectively. An example can be depicted in Fig. 28, where the averaged normal (cyan) is subtracted to the vertex, concluding in the new
collision point. The assigned weights were chosen empirically for having good overall results.

Fig. 28. First point computed from the weighted averaged normal. Original and new surface normals, in white and
blue, respectively. Original and new normal directions, in yellow and cyan, respectively.

3.5 Iterative guess computation
Entering the iterative cycle of the algorithm, two different approaches were used together as well. One
is the standard method to compute the new normal, while the other makes use of two divergent iterations
to stabilize the changes in curvature.

3.5.1

Standard normal computation

The standard normal computation is similar to the weighted average in 3.4.3, with the difference that the
weights are regulated by a control variable, 𝜆 ∈ [0, 1].
The unit average 𝐯𝑎𝑣𝑔 , i.e. with length equal to 1, of two vectors 𝐯0 and 𝐯1 , can be obtained by
normalizing their sum, 𝐯𝑎𝑣𝑔 = ‖𝐯0 + 𝐯1 ‖. Since the average is always normalized, the weighted average
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is defined by the weights proportions relative to each other. In the sum, the weights are both 1.0, implicitly. Meaning that with equal weights, the resultant vector is always the uniform unit average. Based on
the previous formulation, the standard normal computation of each iteration is as follows,

𝐧𝝁 = (1 − 𝜆) 𝐧𝝁 + 𝜆 𝐧𝑆𝐸 (𝐩)
𝐧𝝁 =

(11)

𝐧𝝁
‖𝐧𝝁 ‖𝐹

Note that, while one of the weights decreases, the other one increases, with the sum of the weights
always equaling 1. Essentially, this variable controls how big the step of the iteration is. In zones with
abrupt changes of curvature where the algorithm starts to diverge, λ is decreased to adapt to the situation. The default value of this variable is 0.5, which produces the uniform average of the normals.

3.5.2

Stabilizing normal computation

The major difficulty of this algorithm happens at the peak changes of curvature (Fig. 29). The problem
is that even a minimal change in the collision point can have a drastic change on the direction of the
surface normals (Fig. 30).

Fig. 29. View of the top of a superellipsoid (𝜖1 = 𝜖2 = 1.6) with peaks of curvature along the axes.
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Fig. 30. Close-ups of Fig. 29, side view on the right. The surface normals of convergent and divergent guesses, in
green and gray, respectively. Note: sphere radius = 1e-3.

The second approach to the normal computation attempts to resolve this problem by taking advantage
of two consecutive guesses, when the last iteration’s guess is divergent, this is, a guess whose error
failed to improve the best guess so far. Both last and best normals are averaged

𝐧𝝁𝑎𝑣𝑔 = ‖𝐧𝝁𝑏𝑒𝑠𝑡 + 𝐧𝝁𝑙𝑎𝑠𝑡 ‖

𝐹

(12)

as well as the surface normals

𝐧𝑆𝐸 𝑎𝑣𝑔 = ‖𝐧𝑆𝐸 (𝐩𝑏𝑒𝑠𝑡 ) + 𝐧𝑆𝐸 (𝐩𝑙𝑎𝑠𝑡 )‖𝐹

(13)

to create a hypothetical point between the two. This is then used to compute the new normal in a similar
way to the standard one:

𝐧𝝁 = (1 − 𝜆) 𝐧𝝁𝑎𝑣𝑔 + 𝜆 𝐧𝑆𝐸 𝑎𝑣𝑔
𝐧𝝁 =

(14)

𝐧𝝁
‖𝐧𝝁 ‖𝐹

31

Another advantage of this approach is the fact that divergent guesses can be useful and not just wasted
computation time.

3.6 Factor value adjustment
In order to accommodate a bigger variance of curvature, the size of each iteration step should decrease
accordingly. The variable, 𝜆 ∈ [0, 1], controls this size by managing the weights of the averaged normal
of Equation (11) and Equation (14). The initial value for this variable is 0.5, which produces an equally
weighted average. On the boundaries, 0 and 1, the resultant averaged normal is equal to the normal
vector and the surface normal, respectively. The former generates a null step, because the new point
would be equal to the last. And the latter is analogous to mirroring the surface normal as in 3.4.1.

In every step, after the error calculation, the new error is compared to the best error so far. If
the first is worse, the guess is considered divergent and reset to the best guess values. In which case,
the factor value is decreased as, 𝜆 = 0.6 𝜆.
The use of multiplication is more adequate so that λ never reaches zero. The choice of 0.6 is
due to having good results overall.

Often, once the algorithm stabilizes, it can be slow to converge because the factor value (λ) is
too small. Therefore, to accelerate the convergence, this value can be increased. Likewise, when the
new guess is better compared to the best so far, the value is increased, although with a few conditions:
(1) The new guess was obtained through the standard normal computation only; (2) Both guesses are
close in terms of surface normals and collision points. In which case, the factor value is increased as,
𝜆 = 2 𝜆, and is kept from exceeding 0.95. The rate of increase is intentionally set higher than the rate
of decrease, and the value of 2 provided good results overall.

3.7 Algorithm output
Once the error tolerance or the maximum number of iterations is reached, the iterative loop stops and
the output variables are prepared using the best guess found. These are:
•

p - the nearest point in local coordinates of the superellipsoid;

•

n - the contact normal from p to the vertex in local coordinates of the superellipsoid;

•

d - the minimum distance between the superellipsoid and the vertex.

The output provides all the necessary information to correctly react to a collision. The nearest point is
guaranteed to be on the surface of the superellipsoid and the signed minimum distance provides penetration depth information. If the intersecting vertex penetrates the surface, the minimum distance is negative, thus projecting the vertex along n multiplied by d translates it to the surface of the superellipsoid.
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3.8 Implementation
The superellipsoid shape and the discussed algorithm were implemented in C++, in two open-source
libraries, FCL3 (Pan et al. 2012) and PBD4. Both use the latest version of Eigen5 for all matrix and vector
operations. They were also implemented in Unity3D, in C#, for ease of debugging and visualization of
the work.

3
4
5

https://github.com/flexible-collision-library/fcl
https://github.com/InteractiveComputerGraphics/PositionBasedDynamics
http://eigen.tuxfamily.org/index.php?title=Main_Page
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4

Results and discussion

A benchmark study to compare two contact geometry representations (polygonal meshes and superellipsoids) in terms of computational efficiency and geometric accuracy, was performed in FCL. The
benchmark consists of four tests which directly compare the presented algorithm against the FCL meshbased method, plus two independent tests to additionally showcase each method’s characteristics. Two
case studies, performed with the PBD library, showcases an application of the proposed method to
collision detection in a cloth simulation and rigid bodies simulation. The contact detection method presented computes de minimum distance between an arbitrary point (in the SE local coordinates) and the
superellipsoid. Therefore, one contact pair consists of one point and one superellipsoid, and the application of the method to this pair is considered a distance query. The point of a contact pair is analogous
to a mesh vertex, so the naming of point or vertex can be used interchangeably.
The machine used to run this project’s tests is a desktop (Intel® Core™ i5-6600 @ 3.30 to 3.90
GHz, NVIDIA® GeForce® GT 960 and 16 GB of RAM), running on Windows 10 x64.

4.1 Accuracy and efficiency
To evaluate these metrics, various configurations of the superellipsoid (implicit and mesh) and the hypothetical intersecting vertex were considered. For the vertex, two relative positions are considered, one
outside of the surface and another slightly inside. For the superellipsoid, the seven pre-defined shapes
of Fig. 3 and Fig. 4 were used, providing a good distribution along the domain of the roundness exponents.

To faithfully test the different curvatures posed in each superellipsoid, a battery of 10,000 points
is generated all along the surface, and the averaged computation times and geometric errors are measured. To generate these points an auxiliary superellipsoid is utilized: the parametric representation of
Equation (6) is used with the angle-center parameters, 𝜑1 and 𝜑2 , linearly interpolated between −𝜋 ≤
𝜋

𝜋

2

2

𝜑1 < 𝜋 and − ≤ 𝜑2 ≤ , respectively, to compute points across the surface. To define the desired distance of the points to the original superellipsoid, the radii dimensions are scaled to yield points inside or
outside the original shape (-0.015 and +0.05, respectively).

Note that, this does not produce equally spaced points across the surface but adaptively more
concentrated on the regions with curves, instead. This is fortunate, since in this way, the behavior of the
methods in regions of curvature is more noticeable, which is the real challenging part of the collision
detection.

The mesh-based method in FCL does not have an explicit vertex-mesh distance function, therefore, to simulate the vertex, a point sphere is utilized, since the method treats spheres as points in space,
and its radius is only used to adjust the minimum distance and the nearest point on the surface of the
sphere (in the sphere local coordinates) of the output. Thus, when measuring the error associated with
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the mesh-based method, the minimum distance is adjusted as 𝑑 = output. minDist ± 𝑟𝑎𝑑𝑖𝑢𝑠, increased
or decreased if the vertex is outside or inside of the surface, respectively.

Also, for the comparison benchmarks, a mesh resolution of 272 vertices was chosen to provide
a good balance between speed and precision and is around the maximum resolution advised in game
engines, for performance reasons. In 4.1.3, a benchmark of the meshes with varying resolutions is presented as well. For the implicit method, an error tolerance of 1e-3 was used as the precision target and
the maximum number of iterations was set to 30, as a safeguard.

4.1.1

Mesh vs implicit accuracy

Two comparisons of geometric accuracy, for points outside and inside de surface, are presented in
Table 1 and Table 2, respectively.
Table 1. Geometric error (average and standard deviation) on 7 different shapes (𝜖1 ; 𝜖2), taken from 10 000 queries
outside the surface (+0.05m), for FCL’s mesh implementation and the proposed algorithm. Additionally, the success
rate of reaching the precision target of 1e-3, and the error (average) achieved from unsuccessful queries.
Average error

σ of error

Convergence

Average error when

(mm)

(mm)

(%)

diverge (mm)

(0.3; 0.3)

6.89

3.99

10.52

7.64

Mesh(FCL)

(0.65; 0.65)

5.91

2.78

5.44

6.23

Mesh(FCL)

(1; 1)

5.30

1.98

5.28

5.58

Mesh(FCL)

(1.35; 1.35)

4.49

2.05

6.28

4.76

Mesh(FCL)

(1.7; 1.7)

3.94

3.53

19.56

4.75

Mesh(FCL)

(1; 0.3)

6.39

3.29

7.72

6.90

Mesh(FCL)

(1; 1.6)

3.83

2.04

6.32

4.06

Implicit

(0.3; 0.3)

0.41

0.27

100

0

Implicit

(0.65; 0.65)

0.59

0.21

100

0

Implicit

(1; 1)

2.11E-14

2.54E-14

100

0

Implicit

(1.35; 1.35)

0.46

0.19

100

0

Implicit

(1.7; 1.7)

0.73

0.55

86

2.50

Implicit

(1; 0.3)

0.40

0.28

100

0

Implicit

(1; 1.6)

0.34

0.24

100

0

Representation

Shape

Mesh(FCL)
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Table 2. Geometric error (average and standard deviation) on 7 different shapes (𝜖1 ; 𝜖2), taken from 10 000 queries
inside the surface (-0.015m), for FCL’s mesh implementation and the proposed algorithm. Additionally, the success
rate of reaching the precision target of 1e-3, and the error (average) achieved from unsuccessful queries.
Average error

σ of error

Convergence

Average error when

(mm)

(mm)

(%)

diverge (mm)

(0.3; 0.3)

1.09

0.79

56.88

2.01

Mesh(FCL)

(0.65; 0.65)

1.48

1.60

67.29

3.82

Mesh(FCL)

(1; 1)

1.88

2.31

66.71

5.00

Mesh(FCL)

(1.35; 1.35)

0.66

0.50

79.48

1.75

Mesh(FCL)

(1.7; 1.7)

0.48

0.34

87.64

1.61

Mesh(FCL)

(1; 0.3)

0.96

0.70

63.52

1.92

Mesh(FCL)

(1; 1.6)

0.59

0.37

85.92

1.66

Implicit

(0.3; 0.3)

0.21

0.11

100

0

Implicit

(0.65; 0.65)

0.06

0.02

100

0

Implicit

(1; 1)

2.10E-14

2.46E-14

100

0

Implicit

(1.35; 1.35)

0.06

0.03

100

0

Implicit

(1.7; 1.7)

0.19

0.21

96.08

1.37

Implicit

(1; 0.3)

0.15

0.09

100

0

Implicit

(1; 1.6)

0.09

0.09

100

0

Representation

Shape

Mesh(FCL)

The average error results clearly show the impact of lower resolutions on the mesh representation.
Because every curve has to be discretized, the first three shapes and the 6th, which are the most
rounded, reveal the greater loss in precision. While the two most faceted, 5th and 7th, have better results.

The implicit representation demonstrates globally better results than meshes. The shapes with
more abrupt changes in curvature, that is, the 1st and 5th, are the most challenging for the implicit representation, with the 5th and more faceted shape resulting in some unsuccessful queries. However, the
average error of these queries shows the results are close to the targeted precision, and still better than
the mesh equivalent on the outside version.
The exceptional result of the implicit method on the 3rd shape, with exponents equal to 1, is not
surprising. Since the superellipsoid with these parameters takes the form of a sphere, the surface normal
is coincident with the radial direction, across the surface. Consequently, the algorithm converges immediately.

The average standard deviations directly exhibit the rate of curved vs flat regions of the surface.
Shapes with a greater amplitude of curvatures show the greater deviation values, diminishing towards
the middle line, the sphere shape, where the curvature is consistent throughout the surface. The only
exception being the inside test with the mesh-based method, which seems to be inversed. This probably
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happens because, while outside of the surface, the surface normal direction is not defined on the triangle’s edges, when inside, the problem inverts and every point can have multiple candidates for the
nearest surface normal, explaining why the sphere has the worst results.

4.1.2

Mesh vs implicit efficiency

Two comparisons of geometric accuracy, for points outside and inside de surface, are presented in
Table 3 and Table 4, respectively.
Table 3. Computation times (total and average) on 7 different shapes (𝜖1 ; 𝜖2), taken from 10 000 queries outside
the surface (+0.05m), for FCL’s mesh implementation and the proposed algorithm. Additionally, the speedup of the
implicit version against the mesh-based method.
Mesh total

Implicit total

Mesh average

Implicit average

time (ms)

time (ms)

time (µs)

time (µs)

(0.3; 0.3)

350.16

26.27

35.02

2.63

13.33

(0.65; 0.65)

290.52

17.63

29.05

1.76

16.48

(1; 1)

325.72

12.34

32.57

1.23

26.39

(1.35; 1.35)

303.72

19.84

30.37

1.98

15.31

(1.7; 1.7)

336.65

58.63

33.66

5.86

5.74

(1; 0.3)

265.10

23.29

26.51

2.33

11.38

(1; 1.6)

392.70

21.25

39.27

2.12

18.48

Shape

Speedup

Table 4. Computation times (total and average) on 7 different shapes (𝜖1 ; 𝜖2), taken from 10 000 queries inside the
surface (-0.015m), for FCL’s mesh implementation and the proposed algorithm. Additionally, the speedup of the
implicit version against the mesh-based method.
Mesh total

Implicit total

Mesh average

Implicit average

time (ms)

time (ms)

time (µs)

time (µs)

(0.3; 0.3)

323.64

18.01

32.36

1.80

17.97

(0.65; 0.65)

236.48

16.98

23.65

1.70

13.93

(1; 1)

243.48

11.31

24.35

1.13

21.53

(1.35; 1.35)

254.48

16.33

25.45

1.63

15.58

(1.7; 1.7)

264.25

25.17

26.42

2.52

10.50

(1; 0.3)

281.01

22.66

28.10

2.27

12.40

(1; 1.6)

334.71

21.67

33.47

2.17

15.44

Shape

Speedup

In terms of efficiency, this is where the implicit representation really shines, with significant speedups
across every shape. The results indicate similar responses from the two methods to the different shapes:
shapes with more abrupt changes in curvature are the slowest to compute.
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4.1.3

Mesh-based method with varying resolutions

As already mentioned in this dissertation, polygonal meshes as a contact geometry suffer from the lack
of precision due to its faceted nature. The solution to having more accuracy is to increase the resolution
of the mesh, although in turn, the speed of collision detection methods deteriorates. In this section, this
tradeoff is showcased (Fig. 31), on the seven pre-defined shapes used previously.

Fig. 31. Average error (mm) and time (µs) on 5 different shapes (𝜖1 ; 𝜖2), taken from 10 000 queries outside the
surface (+0.05m), for the FCL’s mesh implementation. The implicit version average time is also included for reference. From left to right, top to bottom (𝜖1 = 𝜖2 = 𝜖): 0.3, 0.65, 1.0, 1.35, 1.7.
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As expected, the geometric error decreases and the computation time increases, the higher the resolution of mesh. Despite the gain in accuracy, it never really reaches the target of 1e-3 for points distanced
of the mesh by 0.05 m. Even for resolutions of 4160 vertices, which would be inadequate for collision
detection.

4.1.4

Implicit method with varying exponents

To completely evaluate the performance of the implicit method, the whole domain of the superellipsoid
exponents were tested and are showcased in this section. Since the error calculation is based on a
projection of the surface point and each iteration’s normal computation is influenced by the distance
from the surface to the intersecting vertex, the performance of the method is dependent on this distance
as well. Actually, the closer the vertex is to the surface, the better results the algorithm achieves, since
there is less space for error and the chance of a divergent normal computation is smaller. To showcase
this characteristic, three different distances were tested: 0.05 m and 0.01 m outside of the surface; and
0.01 m inside of the surface.

Fig. 32. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
varying exponents, taken from 10 000 queries at 0.05 m outside the surface.
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Fig. 33. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
varying exponents, taken from 10 000 queries at 0.01 m outside the surface.

Fig. 34. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
varying exponents, taken from 10 000 queries at 0.01 m inside the surface.

The tests show positive results overall across the different exponents, with the exception of the higher
ones for the 0.05m distance test, where the shapes are almost faceted. Consequently, on the regions
of the surface with sudden changes in curvature, the algorithm is slow to converge and more iterations
are used, leading to higher computation times as well.

As seen in Fig. 33 and Fig. 34, this flaw is minimized when the distance from the surface is decreased, producing almost flawless results. Actually, the distance of 0.05 m from the surface, used in
the tests, was chosen for being the default collision distance tolerance 6 in the PBD library, also used in

6

The exterior distance between the objects, from which, collision response should initiate, in order to avoid clipping issues.
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this thesis. However, this value is still very high for most applications with collision detection. Usually,
the distance tolerance is smaller and in some cases, zero, where collision response only activates when
the objects start to intersect each other. Since this thesis proposed algorithm is intended for narrowphase detection, the dependency on the distance to the surface is not impactful for the majority of applications.

The following graphs represent the superellipsoid configurations with non-equal exponents. The
value for 𝜖1 is left fixed, while the value for 𝜖2 ranges from 0.1 to 1.9. The tests are done for five different
value of 𝜖1: 0.3, 0.65, 1.0, 1.35 and 1.7. Each test is performed outside (+0.05m) and inside (-0.01m).

Fig. 35. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
𝜖1=0.3 and varying 𝜖2, taken from 10 000 queries at 0.05 m outside (top) and 0.01 m inside (bottom) of the surface.
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Fig. 36. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
𝜖1=0.65 and varying 𝜖2, taken from 10 000 queries at 0.05 m outside (top) and 0.01 m inside (bottom) of the surface.
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Fig. 37. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
𝜖1=1.0 and varying 𝜖2, taken from 10 000 queries at 0.05 m outside (top) and 0.01 m inside (bottom) of the surface.
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Fig. 38. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
𝜖1=1.35 and varying 𝜖2, taken from 10 000 queries at 0.05 m outside (top) and 0.01 m inside (bottom) of the surface.
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Fig. 39. Average error (mm), average error when diverge (mm) and average time (µs), of the implicit method with
𝜖1=1.7 and varying 𝜖2, taken from 10 000 queries at 0.05 m outside (top) and 0.01 m inside (bottom) of the surface.

Regarding the worse results with the higher exponents, an issue was identified and is depicted
in Fig. 40, where a vertex is close to a peak change in curvature in the xOy plane. Since the normal to
the surface is very sensitive in this region, the algorithm jumps from one side to the other, even though
the points on the surface seem so close to each other. Despite failing the precision target, the final
collision normal returned by the algorithm, displayed in blue, is in fact, the vector from the best nearest
point on the surface to the vertex, which would be very close to the correct solution.

Nevertheless, a potential solution to this problem is discussed: currently, the distance adjustment of each iteration, from Equation (10), does not take into consideration the curvature of the surface.
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It works ideally in flat regions and provides a very good approximation for most curvatures. However,
there is a limit to its effectiveness when the change of curvature is so abrupt. The implicit surface normal
of Equation (4), when computed with a point that is not on the surface, actually gives off the surface
normal on the projection of that point to the surface, along its radial direction. That being said, a better
solution would be to measure the curvature, or the tangents to the surface, of both last and new points,
and slightly decrease the distance accordingly. By doing that, the corresponding surface normal would
be closer to the turning point of curvature. Essentially, a distance adjustment taking into account the
surface curvature, would make the algorithm respond more accurately to these regions of the surface
and potentially reduce the number of iterations needed to converge, improving not only the computation
times, but the final precision achieved as well.

Fig. 40. Sudden change in curvature along the xOy plane of the superellipsoid (𝜖1 = 𝜖2 = 1.8), causing the algorithm
to fail the target precision. The sphere used for visualization has radius equal to the error tolerance, which means
the projected point for error calculation needs to be inside this sphere to reach the target precision. Surface normals
of good iterations (in green) and bad iterations (in gray). Radial direction (in yellow) and surface normal at radial
point (in white).

4.2 Performance in cloth simulation
In order to evaluate the performance of the proposed algorithm in the simulation of cloth or deformable
models in general, the superellipsoid shape was implemented within the PBD library, which provides a
cloth simulation based on position-based dynamics. A case study of a tablecloth falling onto a superellipsoid (Fig. 41), resembling a large table, was studied and is presented here.
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Fig. 41. A tablecloth, with 6254 triangles and 3240 vertices, falling onto a superellipsoid (𝜖1 = 0.4; 𝜖2 = 0.3) with radii
dimensions of 3.5, 3.0, 2.0 for the 𝑥, 𝑦 and 𝑧 directions of the local Cartesian coordinates.

The standard graphical systems performance tests were performed. The metric of interest to this work
is the typical in offline interactive applications, the framerate. Also, the timings of the most important
steps of the PBD algorithm in Fig. 6 were measured. The PBD library implements a slightly modified
version, where the solver constraint projections are split into two, position constraints projections and
velocity constraint projections. The collision detection step is performed between the two and the resultant constraints are solved on the velocity step. Therefore, the timings will be broken down as follows:
•

Time Integration;

•

Position Constraint Projections;

•

Velocity Constraint Projections;

•

Collision Detection;

•

Velocity Update;

•

Total Simulation Time.

By having disaggregated timings, the longer and less optimized steps can be identified for improvement.
Note that the collision detection step includes a broad-phase performed by the PBD library on the cloth
mesh, based on a hierarchy of sphere bounding volumes.

Some parameters of note: the superellipsoid mesh used for visualization has 1400 triangles and
702 vertices; the implicit method was set with a precision target of 1e-3 and 10 maximum iterations; the
collision distance tolerance was set to 0.025 m. The simulations ran for a total of 10 seconds, while
measuring the frames per second (Fig. 42; Fig 43) and the average timings mentioned above (Table 5;
Table 6).
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Fig. 42. Framerate of tablecloth (6254 triangles, 3240 vertices) falling onto a superellipsoid (10s of simulation). The
cloth starts to collide with the superellipsoid between seconds 2 and 3.

Fig. 43. Framerate of tablecloth (12600 triangles, 6460 vertices) falling onto a superellipsoid (10s of simulation).
The cloth starts to collide with the superellipsoid between seconds 2 and 3.
Table 5. Average time of the PBD algorithm most important steps. Cloth mesh with 6254 triangles, 3240 vertices.
Step

Average Time (ms)

Time Integration

0.025

Position Constraints

2.423

Velocity Constraints

0.914

Collision Detection

4.170

Velocity Update

1.540

Total Timestep

9.170
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Table 6. Average time of the PBD algorithm most important steps. Cloth mesh with 12 600 triangles, 6460 vertices.
Step

Average Time (ms)

Time Integration

0.066

Position Constraints

5.324

Velocity Constraints

1.544

Collision Detection

7.509

Velocity Update

1.599

Total Timestep

16.231

For the cloth resolution used in the first test, the simulation has more than enough performance for realtime interactive requirements, even with most of the vertices constantly in contact, as shown in Fig. 44.
The timings provide some insight of the load distributions for the cloth simulation: around 4 ms for collision detection and around 5 ms for the remaining steps related with the PBD simulation. Decreasing the
number of iterations or the target precision of the implicit method had no visible effect on the framerate,
suggesting that the collision algorithm is sufficiently efficient and precise, and the higher computation
time is due to the sheer number of vertices in contact. To prove this, another simulation was run, this
time with almost twice the cloth resolution, 6460 vertices. It was expected that the timings would be
roughly two times the values of the first test. The results are indeed close to what was expected but with
some interesting facts. The collision detection timings were slightly better than expected, while the timings of the position constraints solver step were worse. This confirms the implicit contact method is
sufficiently efficient for collision detection with cloth models alongside broad-phase culling, but also exposes a “bottleneck” in the PBD position constraints solver.

Fig. 44. Visualization of the contact points and normals for the tablecloth simulation.
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4.3 Performance in rigid bodies simulation
Since the proposed contact detection method works with any vertex-based model, the simulation of rigid
bodies is also investigated. To evaluate the performance of the algorithm in these cases, a case study
of 50 random superellipsoids falling into a rigid bowl (Fig. 45), was implemented in the PBD library and
is presented here.

In this simulation each superellipsoid is represented by a triangular mesh. The PBD framework
starts by creating contact pairs for broad-phase between each possible pair of rigid bodies, which means
that, for the same two rigid bodies, there are two unilateral contact pairs: the influence of the first object
on the second object and vice-versa. In consequence, between each two colliding superellipsoids, there
are two collision queries. Each collision query between two superellipsoids is performed by the implicit
contact detection method of the second object, using the polygonal mesh of the first object as input. It
starts by a simple AABB test, proceeding to a bounding volume hierarchy broad-phase culling of the
mesh vertices, and finally, elementary tests with vertices are performed by the proposed contact detection algorithm of this thesis.
The random superellipsoids have exponents (𝜖1; 𝜖2) ranging from 0.1 to 1.9, and radii dimensions (𝑎1, 𝑎2, 𝑎3) between 0.5 and 0.6.

Fig. 45. A chain of 50 superellipsoids (1008 triangles, 506 vertices, each) with random exponents, dimensions and
starting positions, fall into a bowl with 10 000 triangles and 5 002 vertices.

The graphical system performance was evaluated by measuring the framerate as well as the timings of
the most important steps of the PBD algorithm mentioned in the previous section.
Some parameters of note: the implicit method was set with a precision target of 1e-3 and 10
maximum iterations and the collision distance tolerance was set to 0.015 m. To completely let the rigid
bodies rest on the bowl, the simulations ran for a total of 15 seconds, while measuring the frames per
second (Fig. 46) and the average timings mentioned above (Table 7).
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Fig. 46. Framerate of chain of 50 superellipsoids (1008 triangles, 506 vertices, each) falling onto a bowl (15s of
simulation). The SEs start to collide with the bowl between seconds 2 and 3, and stabilize around second 11.
Table 7. Average time of the PBD algorithm most important steps. Case study of chain of 50 random superellipsoids
falling into a bowl.
Step

Average Time (ms)

Time Integration

0.018

Position Constraints

0.001

Velocity Constraints

0.119

Collision Detection

5.520

Velocity Update

3.257

Total Timestep

8.922

In the case of rigid body simulation, the proposed algorithm proved capable of interactive framerates as
well. The load distributions of the PBD algorithm steps are very different compared to the cloth case
study, but not surprising. Since the objects are rigid, constraints are solved for each object as a whole
and not for each vertex like with cloth, so the solver does not have to do much work, resulting in low
average times. The higher load in the velocity update step derives from the sudden changes in velocity
when the superellipsoids hit the bowl and the erratic collisions until they rest. Collision detection has the
highest load in the timestep due to the constant collisions, which maintain the superellipsoids packed
together.

Some visual interpenetration problems occur when low-resolution meshes are used to represent
other objects in the scene, due to the dependence of the contact detection algorithm on the vertices of
said mesh. If the distance between vertices is large compared to the size of the superellipsoid objects,
then parts of the triangles composing the mesh will not be acted by any contact force, and will penetrate
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the superellipsoids as seen in Fig. 47, where the bottom of the bowl mesh has a “gap” whose triangles
are very stretched and so there are no vertices to produce a contact response. This does place some
restrictions in the relative size of the simulated objects in the scene.

Fig. 47. Interpenetration between a superellipsoid (green) and the bottom of the bowl.
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5

Conclusions and future work

5.1 Conclusions
Real-time interactive applications imply strict performance constraints, in particular, processing times
and memory costs, which can often be difficult to meet in physical simulations, where geometric accuracy is of paramount importance. However, polygonal meshes are still standardly used for contact detection, due to their facility in approximating any complex 3D object. Yet, high-resolution meshes must
be used in order to achieve high geometric precision, which slows down collision algorithms. Bounding
volume hierarchies attempt to accelerate this process by culling the total number of elementary tests
performed but the contact algorithms still need to manage every elementary pair configuration between
both objects.

In this thesis, the usage of smooth convex surfaces as contact geometries was analysed. In particular, superellipsoids, which have a flexible closed shape, and their implicit representation were studied
and applied to physical simulations with mesh-based models, specifically, cloth and rigid bodies simulations. Since many real-life objects can be modelled with these analytically defined geometries, this
representation becomes interesting from a computationally point of view and can become an efficient
and less memory-demanding way to model our scenes.

A superellipsoid-vertex contact detection algorithm was implemented in FCL, and benchmarked
against the mesh-based equivalent method, in terms of geometric accuracy and efficiency. The implicit
superellipsoid version performed considerably faster than FCL’s mesh minimum distance query, with
measured speedups from 5.7 to 26.4 times, and with greater precision across every superellipsoid configuration, for a typical low-resolution mesh used in collision detection. The mesh-based method only
came close to the implicit method, regarding precision, when using mesh resolutions from 4k vertices
upwards. Besides, superellipsoids require considerably less memory compared to mesh geometries.

Two case-studies were performed in the PBD library, with the objective of studying the performance and applicability of the superellipsoid to deformable and rigid body simulations. The first was a
cloth model (3k and 6k vertices) falling onto a superellipsoid, with most of its vertices in contact; and the
second was a sequence of 50 random superellipsoids falling into a bowl until packed together. Both
simulations ran with framerates around 60fps or higher for a medium-high test machine, showing that
the proposed method is adequate for real-time interactive applications.

With collision detection being an essential part in a multeity of fields, and materials, such as cloth,
having so many applications, this solution can potentially enhance the current interactive applications
and promote future research and analysis, not only in physical simulations but other areas as well.
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5.2 Future work
The explored contact detection algorithm leave room for improvement and reveal interesting cases for
investigation, which are proposed in this section.
Curvature-sensitive distance estimation – The proposed method performs a distance estimation in every iteration, based on 2D right triangle trigonometry, which works ideally for flat surfaces.
It is, though, effective for most levels of curvature but falls short in more abrupt curves. A distance
adjustment taking into account the local curvature of the surface should improve the robustness and
overall quality of the method.
Extensive benchmarks and diverse case-studies on superellipsoid-vertex algorithm –
The presented tests to compare the implicit and mesh-based methods were performed on a set of predefined superellipsoid configurations. A more robust set of benchmarks should be performed to expose
the complete domain of the superellipsoids parameters, in terms of exponents and radii’s. In addition,
more diverse and common case-studies should be performed as well, to fully explore the potential of
this geometric representation.
Extension to superovoids – The approach to contact detection in this thesis basis itself on the
geometric properties of smooth convex surfaces, meaning it can be extended to other representations
within this class. Since superovoids are natural extensions of the superellipsoid, the contact algorithm
should be implemented for those shapes, improving its versatility and providing even more modeling
options to artists.
Reliability in fast distance queries for broad-phase methods – Broad-phase methods are,
by design, implemented to perform very fast, low-accuracy proximity queries. The superellipsoid shape
does not have an explicit fast distance computation, and only approximations based on, for instance,
the radial distance, can be used for this matter. Since the proposed iterative algorithm is configurable in
terms of number of iterations and precision target, it could be employed in broad-phase proximity-queries with few iterations, providing at least a more precise estimation compared to the radial distance.
This concept should be investigated and benchmarked with various methods, such as bounding volume
hierarchies composed of different shapes.
Applicability in initial estimations for numerical methods – Numerical methods used in contact detection are generally more accurate than geometric methods but they often require a good first
estimation to be able to converge and perform faster. The application of this thesis geometric method
should be studied in the context of computing the initial approximation in numerical methods, such as
the Newton-Raphson method. If proved faster than current approaches, it would allow the numerical
methods to converge with less iterations and provide better convergence rates. Potentially improving
accuracy-demanding simulations performance.
Integration with a GPU-based collision detection – The proposed method performance
scales linearly with the number of simultaneous queries, therefore, there is a limit to the resolution and
number of contact pairs that can be used, while keeping real-time performance requirements. A GPU
approach where each elementary test is done concurrently would minimize this problem and enable
much higher resolutions and large-scale simulations to be used/performed.
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Appendix A – Related work on cloth simulation – Table comparison

References
PBD
(Bender et al.

Simulation

Cloth

Contact

Method

Representation

Geometries

FoIB

SM

×

2008)
(Bender et al.

×

2013)
(Goldenthal et al.

×

×

2007)
(Gonçalves

×

2015)
(Kavan et al.
2011)
(Kim et al. 2012)
(Müller et al.
2010)

(Stumpp et al.
2008)
(Tang et al.
2013)
(Zurdo et al.
2013)

SDG

×

×

×

×

×

×

×

×

×
×

×

×

GPU

×

×

×

×

CPU
×

×

×

SCS

×

×

×

POL

×

×

×

2009)

2016)

BMO

×

(Selle et al.

(Somasundaram

CE

Parallel

×

×
×

×

×
×

×

×

×

×

×

×

×

×

×

×

×

×

×

Subtitle:
PBD – Position-based dynamics; FoIB – Force or Impulse based; SM – Shape Matching; CE – 3rd party commercial
engines;
BMO – Base mesh only; SDG – Separate detail generation;
POL – Polygonal; SCS – Smooth convex surfaces;
CPU – Parallel code on CPU; GPU – Parallel code on GPU (totally or partially).

