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ABSTRACT
The Named Entity Recognition and Disambiguation (NERD) task
concerns with recognizing entity mentions in textual documents
(e.g., recognizing names for diseases and disorders in clinical notes
and in the free-text contents associated to electronic health records),
and then associating the recognized entities to unambiguous entries
in a given knowledge base (i.e., associate the recognized diseases to
specific entries in the UMLS meta-thesaurus). NERD over clinical
documents is particularly challenging due to issues such as the fre-
quent usage of discontinuous entity mentions, the use of domain-
specific abbreviations, or insufficient contextual information. In
this paper, we describe simple adaptations over existing state-of-
the-art entity linking systems, developed for processing newswire
documents, in order to adequately handle clinical text. We report
on experiments with a well-known dataset in the area (e.g., with
data from previous SemEval challenges on the analysis of clinical
text), showing that existing NERD systems can easily be adapted
to perform well on this particular domain.
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1. INTRODUCTION
The Named Entity Recognition and Disambiguation (NERD) prob-
lem concerns with recognizing entity mentions in textual docu-
ments, and then associating the recognized entities to unambiguous
entries in a given knowledge base. Although the problem is well-
studied in the natural language processing (NLP) and information
extraction (IE) communities, most previous studies have focused on
applications involving newswire documents (i.e., resolving names
for persons, organizations and locations mentioned in newswire
text). The NERD task has received considerably less attention in
the biomedical and clinical domains, although there are many in-
teresting applications for the resolution of entity references (e.g.,
mentions to diseases) in clinical notes and in the free-text contents
associated to electronic health records.

In this paper, we propose to adapt state-of-the-art approaches for
NERD over newswire documents (i.e., Stanford NER1 [13] for the
case of the recognition task, and AIDA2 [16] for the case of entity
disambiguation), in order to adequately handle clinical text. NERD
over clinical documents is particularly challenging due to issues
such as the frequent usage of discontinuous and/or overlapping en-
tity mentions (e.g., in the sentence the left atrium is moderately
dilated, the discontinuous phrase left atrium dilated corresponds to
a disjoint disorder mention, and it should be associated to an en-
try corresponding to left atrial dilatation in a medical knowledge
base), the use of domain-specific abbreviations (e.g., the mention
RA should be associated to entries such as rheumatoid arthritis or
renal artery, depending on the context where the reference occurs),
or insufficient contextual information. We describe simple adap-
tations that can tackle these issues, and we report on evaluation
results over well-known datasets in the area (i.e., we report on ex-
periments with data from previous SemEval challenges focusing
on the analysis of clinical text). The obtained results show that
the proposed approach compares well against previously described
systems, thus attesting to the fact that existing NERD systems can
easily be adapted to perform well on the clinical domain.

The rest of this paper is organized as follows: Section 2 presents
fundamental concepts and previous work on the area. Section 3 de-
scribes the proposed procedure for recognizing disorders over clin-
ical text, resulting from the adaptation of the Stanford NER frame-
work. Section 4 describes the procedure for disambiguating the
recognized disorders into entries from the UMLS meta-thesaurus,
a task which we handled through an adapted version of the AIDA
system for named entity disambiguation. Section 5 describes the
experimental validation of the adapted system. Finally, Section 6
summarizes our conclusions, and presents possible directions for
future work.

2. CONCEPTS AND RELATED WORK
Most previous work on Named Entity Recognition and Disambigua-
tion (NERD) has focused on the newswire and social media do-
mains [18, 36]. Apart from few exceptions [10], most NERD sys-
tems have also been based on an architecture that involves two
separate components, namely for performing the recognition and
the disambiguation. Named Entity Recognition (NER) has been
widely studied, and modern approaches model the problem as a se-
quence classification task, which can be handled through structured
prediction models (e.g., Structured Perceptrons, Structured Support
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Vector Machines or Conditional Random Fields) together with effi-
cient procedures (e.g., the Viterbi algorithm or some form of beam-
search) for performing inference [34, 13]. The disambiguation
component is nonetheless significantly more challenging, and mod-
ern approaches can be divided into two categories, namely non-
collective and collective inference approaches. Non-collective in-
ference methods usually rely on prior popularity and context simi-
larity features, often within supervised models [1, 29]. The ranking
scores for each concept mention are in this case computed individ-
ually. Collective inference approaches are instead based on further
leveraging the global coherence between concept mentions, nor-
mally through supervised or graph-based re-ranking models [21,
16, 14]. Collective inference methods address the entity disam-
biguation problem through maximizing the agreement between the
text of the mention document and the context of the entities of the
knowledge base that supports the system.

Some previous studies have focused on extracting and/or normal-
izing entity mentions in biological literature [12, 40, 42]. For in-
stance Dai et al. addressed gene name normalization from biomed-
ical articles [7], i.e. a task that involved identifying genes that play
the interactor role in protein-protein interactions, the mapping of
these genes into unique identifiers, and the ranking of the results
according to their normalized confidence. Zheng et al. [42] in-
stead proposed an unsupervised collective inference approach (i.e.,
candidates are first pre-ranked using an entropy-based metric, and
then re-ranked using a collective approach based on graph similar-
ity) to link entities from the unstructured text of biomedical liter-
ature, into existing biology-related ontologies taken from BioPor-
tal3. Less work has been reported in the specific domain of clinical
documents (e.g., recognizing mentions to diseases and disorders
within the textual contents of electronic health records), although
we have that, recently, this domain has also started to attract more
attention in the research community [35, 26, 32, 9].

The concept of disease may be defined broadly as any impairment
of normal biological function. Given the wide range of entities that
may be categorized as diseases, their mentions in textual documents
naturally exhibit considerable variation. This variation presents it-
self not only in synonymous terms for the same disease, but also
in the diverse logic used to create the disease names themselves.
Disease names can for instance be created by combining roots and
affixes from Greek or Latin (e.g., hemochromatosis), or by combin-
ing a disease category with a short descriptive modifier, for instance
capturing anatomical locations (e.g., lung cancer) or causative agents
(e.g., staph infection). When diseases are mentioned in text, they
are frequently also abbreviated, exhibit morphological or ortho-
graphical variations, use different word ordering, or use synonyms.
The disease normalization task is further complicated by the ambi-
guity between disease concepts (i.e., the same names or abbrevia-
tions can be used to refer to distinct diseases or disorders), forcing
systems that locate and normalize diseases in text to balance the
handling of name variations with the proper differentiation between
concepts, in order to achieve a reasonable performance.

The MetaMap4 system, developed at the U.S. National Library of
Medicine and frequently used as a baseline in the area, recognizes
medical entities in text and finds the respective concepts in the
Unified Medical Language System (UMLS5) metathesaurus. This
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system uses shallow syntactic parsing to find noun phrases in the
text, and then attempts to match these phrases against UMLS con-
cepts [2]. The system uses rules to generate variants for the men-
tions in the text (e.g., possible acronyms, abbreviations, synonyms,
derivational variants, inflectional and spelling variants, etc.), and it
then uses a linear combination of heuristics (e.g.., notions of cen-
trality, coverage and cohesiveness) to compute mapping scores for
candidate disambiguations, finally selecting the most likely inter-
pretation for entity mentions.

The UMLS metathesaurus was also used to support the annotations
in the corpus of medical literature developed by Jimeno et al. [19],
which supported the evaluation of several different methods. Ji-
meno et al. reported that dictionary look-up already provides com-
petitive results, perhaps due to the fact that disease terminology is
highly standardized throughout the terminologies and in the litera-
ture. The authors also noted that MetaMap generates precise results
at the expense of a low recall, while a statistical method can obtain
better recall at a lower precision. The best performing method was
based on combining multiple approaches through a voting scheme.
The corpus of Jimeno et al. was latter extended and used by Kang et
al. [20] to evaluate an approach that relied on rules over NLP anno-
tations (rules that use parts-of-speech tags and chunking informa-
tion to address issues such as abbreviation expansion, noun phrase
adjustment and filtering, correction of the start and end positions of
recognized concepts, etc.) to improve the results of recognition and
disambiguation systems such as MetaMap.

Islamaj and Lu also described a rule-based method for mapping
disease names in PubMed abstracts into their corresponding con-
cepts in terminologies such as Medical Subject Headings (MeSH)
or Online Mendelian Inheritance in Man (OMIM) [17]. The authors
formulated disease name normalization as an information retrieval
task where input queries are disease names, and where the search
results are the disease concepts. The proposed procedure relied on
the Lucene6 retrieval system for supporting the searches, and the
authors proposed to further improve the results by taking into ac-
count the string similarity of query terms to the disease concept
name and synonyms.

Leaman et al. described the DNorm system for normalizing dis-
ease names in text, relying on a non-collective approach that uses
pairwise learning to rank to infer similarities between mentions and
concepts from training data [25, 26]. In DNorm, the entity recog-
nition task is handled through a pre-existing system described by
Leaman and Gonzalez [24], which uses 2nd order Conditional Ran-
dom Fields trained over a subset of the NCBI disease corpus [8],
with features that include lemmas, POS tags, token suffixes, pre-
fixes and n-grams. In the normalization task, both the mentions
and the concept names are converted into a vector space of dimen-
sionality corresponding to the number of tokens from all mentions
and all concepts (i.e., both the entity mentions and the concepts
are represented as Term Frequency-Inverse Document Frequency
vectors). Then, the disambiguation is made by searching for the
concept that maximizes a scoring function learned from the train-
ing data. Following a previously proposed learning to rank method
based on the idea of a margin ranking perceptron [3], the authors
train the similarity function through stochastic gradient descent, ad-
justing the model such that the predicted similarity between cor-
rect mention-concept pairs is higher than the similarity between
incorrect mention-concept pairs. The authors compared DNorm
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with several baseline techniques based on lexical normalization and
matching, for instance leveraging on MetaMap. DNorm achieved
78.2 in micro-averaged F-measure and 80.9 in macro-averaged F-
measure, i.e. an increase over the highest performing baseline of
1.21 and 0.98, respectively.

Several systems have also been described in the context of the re-
cent SemEval and ShARe/CLEF challenges on clinical text min-
ing [32, 33, 11]. A team from the University of Texas presented
the system that achieved the best results in the SemEval 2014 task
that focused on clinical text mining [41], advancing on the work
by Tang et al. [38] that achieved the first and third places in the
ShARe/CLEF eHealth 2013 joint evaluation tasks on entity recog-
nition and disambiguation. In ShARe/CLEF eHealth 2013, the
aforementioned DNorm system achieved the second and the first
places, respectively in the tasks of entity recognition and disam-
biguation [32]. The systems described by Tang et al. [38] and by
Zhang et al. [41] relied on rich features (e.g., word clusters de-
rived with the algorithm proposed by Brown et al. [5], or lexicons
derived from UMLS) and on a combination of methods for per-
forming entity recognition (i.e., the authors used systems such as
MetaMap or cTakes7, together with two models trained from an-
notated data, leveraging the formalisms of Conditional Random
Fields and Structured Support Vector Machines). For the normal-
ization task, the authors used an approach based on TF-IDF vector
representations for the mentions and the concept names, similar to
that from the DNorm system, but leveraging the standard cosine
similarity metric instead of a metric learned from training data.

In the 2015 edition of the SemEval challenge, Pathak et al. [30]
achieved the best results with a system that used Conditional Ran-
dom Fields for entity recognition, relying on features based on
other NLP annotations such as parts-of-speech tags and chunking
information, together with a separate classifier for handling dis-
continuous entities (i.e., a classifier that detected whether a rela-
tionship exists between pairs of disorder mentions or not). Dis-
ambiguation was based on matching mentions in the text against
UMLS concepts, using simple rules to generate variations and al-
ternative names for the mentions, together with a string similar-
ity algorithm for the cases where exact matching does not return
any results. The system from the University of Texas was ranked
3rd in the SemEval-2015 task of resolving references to disorders,
whereas a team from the University of Lisbon was ranked 2nd [23].

More recently, D’Souza and Ng presented a multi-pass sieve ap-
proach for the normalization of disorder mentions [9]. Each of the
10 sieves considered in this approach is composed of one or more
heuristic rules, which essentially try to transform the source men-
tions into forms that can be matched unambiguously against the
reference dictionary (i.e., through stemming, proper hyphenation,
etc.). Sieves are ordered by their precision, with the most precise
sieve appearing first. To normalize a set of disorder mentions in a
document, the system makes multiple passes over them: in the i-th
pass, it uses only the rules in the i-th sieve, and if the i-th sieve can-
not normalize a mention unambiguously, then the sieve will leave
it un-normalized. The authors have evaluated their system on the
ShARe/CLEF corpus and on the NCBI disease corpus, respectively
reporting on normalization accuracies of 90.75% and 84.65%.

3. RECOGNIZING DISORDERS
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Our approach for the recognition of disorders, as mentioned within
clinical text, is based on adapting the Stanford NER system to this
particular domain. These same ideas were already used in the con-
text of submissions from the University of Lisbon to the SemEval
challenge on clinical text mining [23].

The Stanford NER system uses a linear chain Conditional Random
Field (CRF) approach for building probabilistic models based on
training data [13, 22]. CRF model training is based on the L-BFGS
algorithm, and decoding is by default made through the Viterbi dy-
namic programming algorithm.

Stanford NER requires training data be properly tokenized, and en-
tity spans should be encoded according to a scheme such as IOB or
SBIEO [34]. The IOB scheme suggests to learn sequence classifiers
that identify the Beginning, the Inside and the Outside of the text
spans corresponding to entities. The SBIEO scheme instead sug-
gests to learn classifiers that identify the Beginning, the Inside and
the Ending tokens of multi-token chunks, as well as Single-token
chunks. The SBIEO scheme has been shown to achieve superior re-
sults in the presence of large amounts of training data [34], but both
these encodings are nonetheless only able to recognize continuous
entities. Given that we also need to recognize non-continuous enti-
ties, we started by modifying the Stanford NER software to use ei-
ther an IOBN or an SBIEON encoding scheme following the ideas
from Leal et al. [23]. These new schemes consider an additional
label corresponding to the Non-continuous cases, through which
we identify all the tokens that are between the beginning and the
end of an entity, but that do not belong to it (i.e., this label allows
us to model the in-between tokens of non-continuous entities). It
should be noticed that these encodings still do not support the case
of overlapping entities (i.e., although overlapping entities are rare,
only the first entity in each of the overlapping groups will be mod-
eled correctly, while the others will only be partially considered,
by annotating only the non-overlapping parts of the spans). To
adress this issue, we added a new tag to these schemes, in order to
properly address the overlapping entities. Thus, we introduce two
new encoding schemes, namely the IOBNV and the SBIOENV ap-
proaches, that can, in fact, model two overlapping non-continuous
entities. The additional V tag encodes the tokens that belong to
both entities, disregarding whether the overlapping token appears
in the beginning, middle or ending of both mentions. However, for
a correct reconstruction of both mentions the non-overlapping to-
kens of the entities must be separated by a N label. The restriction
arises from the need of having the tokens that belong only to one of
the entities separated from the other entity tokens, since when they
are together it is not possible to know where one entity starts and
the other ends.

We specifically used Stanford NER to train 2nd-order CRF mod-
els for recognizing diseases and disorders, relying on a rich set
of features that includes (i) word tokens within a window of size
2, (ii) the token shape (e.g., if it is upper-cased, capitalized, nu-
meric, etc.), (iii) token prefixes and suffixes, (iv) token position
(e.g., at the beginning or ending of a sentence), and (v) conjunc-
tions of the current token with the previous 2 labels. Besides these
standard features, we also considered (a) domain-specific lexicons
derived from UMLS (e.g., lexicons with abnormalities, diseases or
syndromes, symptoms, etc.), (b) token lemmas produced with Bi-
oLemmatizer [27], and (c) cluster-based word representations.

In what regards the cluster-based word representations, we used a
large set of documents from the clinical domain to induce word



clusters according to the procedure proposed by Brown et al. [5].
This algorithm is essentially a greedy agglomerative hierarchical
clustering procedure, that groups words to maximize the mutual
information of bi-grams. Clusters are initialized as consisting of
a single word each, and are then greedily merged according to a
mutual information criterion, based on bi-grams, to form a lower-
dimensional representation of a vocabulary that can mitigate the
feature sparseness problem. We considered 600 different clusters
of similar words for the SBIOEN, IOBN and SBIOENV schemes,
and 300 clusters for the IOBNV model. Empiracally, these values
were shown to produce the best results. We used an open-source
implementation8 of Brown clusters procedure, that follows the de-
scription given by Turian et al. [39]. These last authors have also
shown that, in the context of named entity recognition systems, fea-
tures based on cluster-based word representations can indeed result
in improvements.

4. DISAMBIGUATING MENTIONS
The normalization of the mentions to diseases and disorders, that
are recognized over the textual contents, is modelled as the task of
mapping each mention to the corresponding entry in the Unified
Medical Language System (UMLS) metathesaurus, also consider-
ing the assignment of a special identifier (i.e., CUI-less) to the cases
where one such mapping does not exist.

UMLS integrates resources that are used world-wide in clinical
care, public health, and epidemiology, including SNOMED-CT,
MeSH, ICD-9 and RxNORM. In addition, it also provides a se-
mantic network interlinking the different concepts, in which every
concept is represented by its Concept Unique Identifier (CUI) and
is also semantically typed [4].

In our particular disambiguation task, following the metodology
from the SemEval challenges on clinical text mining [33, 11], we
consider disorder mentions as any span of text that can be mapped
to a concept (i) in the part of UMLS that corresponds to SNOMED-
CT terminology, and (ii) that belongs a small set of UMLS seman-
tic types (i.e., congenital abnormality, acquired abnormality, injury
or poisoning, pathologic function, disease or syndrome, mental or
behavioral dysfunction, cell or molecular dysfunction, experimen-
tal model of disease, anatomical abnormality, neoplastic process or
signs and symptoms). The knowledge base supporting our disam-
biguation procedure contains the entire set of SNOMED-CT en-
tries from the UMLS metathesaurus, as well as all the concept’s
mentions in the training data. The entire SNOMED-CT contains
many entries that do not correspond to disorders, but when the most
likely disambiguation falls outside our particular definition of dis-
order mention, we instead assign the CUI-less identifier.

We specifically propose to address the disambiguation task through
the usage of an adapted version of AIDA, a state-of-the-art graph-
based NERD framework that supports the idea of collective infer-
ence [16], and that was developed at the Max Planck Institute for
Informatics. The AIDA framework deals with arbitrary text that
contains mentions of named entities, which are detected through
entity recognition models trained with the Stanford NER frame-
work (i.e., in our case, we replaced the standard model made avail-
able within Stanford NER, with a model for recognizing mentions
to disorders, as described in the previous section).

For each entity mention that was detected by Stanford NER, the en-
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tity disambiguation candidates are retrieved by a dictionary look-
up. AIDA originally considers a dictionary compiled from from
Wikipedia redirects, disambiguation pages, and link anchors. How-
ever, in our adapted version, this dictionary was instead built from
UMLS (i.e., taking the preferred and non preferred terms associated
to UMLS concepts) and from the set of training documents (i.e., we
also took the mentions in a training set clinical notes, associated to
UMLS CUIs, in order to build our dictionary).

It is important to notice that a procedure based on exact dictionary
matching does not distinguish between the textual representation of
the mention, and the normalized forms of mentions that should be
used to query the dictionary. For example, the mention left atrium
dilated is not present in the dictionary, but we instead have an entry
for left atrium dilation. This limitation was addressed through a
similarity search procedure, already implemented in AIDA, based
on representing both the mention strings and the dictionary keys as
vectors of character-trigrams, between which the cosine similarity
can be computed. If exact dictionary matching fails to return any
candidates, AIDA instead considers approximate matching. In this
case, AIDA only considers the candidate entity if the cosine sim-
ilarity between the mention and candidate entity keys is above a
certain threshold (i.e., a value of 0.7 that was experimentally deter-
mined).

For the actual disambiguation, AIDA constructs a weighted mention-
entity graph containing all mentions and candidates present in the
input texts as nodes. The graph contains two kinds of edges, namely
(i) mention-entity edges between mentions and their candidate en-
tities, weighted with the similarity between a mention and a can-
didate entity, and (ii) entity-entity edges between different entities,
with weights that capture the coherence between two entities. The
similarity between a mention and a candidate entity is computed
as a linear combination of two ingredients, involving (i) the prior
probability of a entity given a mention, which is estimated from the
fraction of mentions pointing to a given entity, and (ii) a measure of
the partial overlap between the mention’s context (the surrounding
text) and a candidate entity’s context (a set of key-phrases describ-
ing the entity). In the original version of AIDA, both ingredients are
estimated with basis on Wikipedia data (i.e., Wikipedia anchor text
is used to estimate the prior probability, and Wikipedia contents
are used to gather the key-phrases describing the entity). In our
adapted version, both ingredients are estimated mostly with basis
on UMLS. The prior probability is estimated by counting how of-
ten, in an upper-cased version of terms from the SNOMED-CT and
from the entities in the training dataset, a mention is associated with
a particular CUI, and by counting the number of times the entity
name appears in the same upper-cased dictionary. The key-phrases
associated with each entity are extracted from three sources: from
SNOMED-CT, where we use all names that refer to the entity, from
the mentions in the training dataset, and from the co-occurrence re-
lationship data within the UMLS metathesaurus, where if two enti-
ties are in a co-occurrence relationship, then the names associated
with one of the entities will be used as key-phrases for describing
the other. For entity-entity edges, AIDA either harnesses (i) exist-
ing links between the entities in the knowledge base (coherence is
in this case proportional to the number of entities which are simul-
taneously linked to both entities that are being compared) to esti-
mate the coherence weights through co-mentions [29, 28], or (ii)
textual contents, by measuring the overlap between sets of entity-
specific key-phrases [15]. In the original AIDA, both these methods
again leverage on Wikipedia, but in our case we rely on UMLS. The
entity links are obtained from relationship data within UMLS, and



also from the training data, in this latter case by linking all entities
with each other if they are in the same training document.

The disambiguations are given in the form of mention-entity pairs,
and they are obtained by reducing the aforementioned graph into
a dense sub-graph where each mention is connected to exactly one
candidate entity. Hoffart et al. define the density of a sub-graph as
the minimum weighted degree among its nodes, where the weighted
degree of a node is the total weight of the incident edges [16]. Find-
ing the best dense sub-graph is made through an adapted version of
an approximation algorithm originally proposed by Sozio and Gio-
nis for finding strongly connected and size-limited groups in large
social network datasets [37].

5. EXPERIMENTAL EVALUATION
The experimental evaluation of the proposed system, resulting from
the adaptation of Stanford NER and AIDA, was mostly based on
the datasets and evaluation methodology from the SemEval chal-
lenges on clinical text mining.

5.1 Datasets and Metrics
In SemEval-2014, two tasks related to clinical text mining were
considered [33]. Task A involved the recognition of mentions of
concepts that belong to the UMLS semantic group disorders. The
phenomena where a discontinuous phrase is the best representative
of the disorder occurs commonly in the clinical domain, and there-
fore these mentions were annotated as such. Task B involved nor-
malizing the recognized entities, by mapping each disorder men-
tion to a unique UMLS CUI. The mapping is limited to UMLS
CUIs of SNOMED CT codes. For both tasks, participants were
asked to use a sample of the contents from the ShARe corpus, con-
taining clinical notes from the MIMIC II database9 that were man-
ually annotated for disorder mentions, and where the disorder men-
tions were also normalized into an UMLS Concept Unique Identi-
fier (CUI), when possible.

The annotated datasets from SemEval-2014 consisted of 199 notes
for model training (i.e., 94K words and 5,816 disorder mentions,
of which 4,117 (72%) were associated to a UMLS CUI, and of
which 651 (11%) were non-continuous), 99 notes as development
data (i.e., 88K words and 5,351 disorder mentions, of which 3,601
(67%) had UMLS CUI annotations and with 439 (8%) mentions
that are non-continuous), and 133 notes for evaluation (i.e., 153K
words and 7,998 disorder mentions, of which 6,068 (76%) had
UMLS CUI annotations and where 624 (8%) mentions were non-
continuous). The organizers also made the rest of the MIMIC II
corpus of clinical notes (e.g., patient discharge summaries, ECG
reports, echo reports, and radiology reports), from which the anno-
tated notes were sampled, available as a larger corpus for explor-
ing semi-supervised and unsupervised methods (e.g., we used these
data, together with the samples of annotated documents, to infer the
Brown clusters of word tokens).

In Task A from SemEval-2014, systems were evaluated against the
gold standard according to the F1-score of Precision and Recall
scores, computed with basis on entity spans. There were two varia-
tions of the evaluation procedure, namely (i) strict and (ii) relaxed.
In the strict case, a span was counted as correct if it was identical
to the gold standard span, whereas in the relaxed case, a span over-
lapping with the gold standard span was also considered correct.

9
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Strict Relaxed
P R F1 P R F1

Best at SemEval 2014 84.3 78.6 81.3 93.6 86.6 90.0
IOBN 80.4 73.3 76.7 92.5 86.3 89.3
IOBNV 80.8 74.6 77.6 92.1 86.1 89.0
SBIEON 80.5 73.3 76.7 91.9 85.7 88.7
SBIEONV 80.7 73.2 76.8 92.4 84.8 88.5

Table 1: Results for the recognition of disorders.

For Task B, accuracy was used as the performance metric, corre-
sponding to the number of disorder mentions that were correctly
recognized (according to the strict recognition criteria, thus having
the exact same spans as in the gold standard) and normalized, over
the total number of disorder mentions in the gold standard. A re-
laxed notion of accuracy was also considered, differing in the sense
that it computes the ratio between the number of disorder mentions
that were correctly recognized and disambiguated, to the number
of disorder mentions that were correctly recognized.

The best performing system achieved F1-scores of 81.3 and 90.0,
respectively on the strict and relaxed recognition scenarios, and
accuracy values of 74.1 and 87.3, again on the strict and relaxed
evaluation scenarios. The test data from the ShARe/CLEF eHealth
2013 task was used as the development set SemEval-2014, and thus
it was possible to compare systems participating in both these eval-
uation challenges. The best systems at the ShARe/CLEF-2013 task
achieved F1-scores of 75.0 and 87.3 (i.e., respectively in strict and
relaxed evaluations) in the recognition task, and accuracy values of
58.9 and 89.5 (i.e., strict and relaxed) in the disambiguation task.

In SemEval 2015, the recognition of the spans of disorder mentions,
and their normalization into unique UMLS CUIs, were considered
as a single task [11]. Evaluation was carried out according to F1-
scores, again considering both strict and relaxed evaluation scenar-
ios. In the strict scenario, a predicted mention was considered a
true positive if (i) its predicted span is exactly the same as for the
gold-standard mention, and if (ii) the predicted CUI is correct. The
predicted disorder is considered a false positive if the span is incor-
rect or if the CUI is incorrect. In the relaxed scenario, a predicted
mention is a true positive if (i) there is any word overlap between
the predicted mention span and the gold-standard span (both in the
case of contiguous and discontinuous spans), and if (ii) the pre-
dicted CUI is correct. The predicted mention is a false positive if
the span shares no words with the gold-standard span, or if the CUI
is incorrect. The best performing system achieved F1-scores of
75.7 and 78.8, respectively on the strict and relaxed scenarios. The
annotated datasets from SemEval-2015 extended on those from the
previous edition, in the sense that the training set combined the
2014 training and development sets, while the SemEval-2015 de-
velopment set consists of the 2014 test set. The test set for the 2015
edition consisted of a previously unseen set of clinical notes from
the ShARe corpus. However, given that this test set was not re-
leased to the participants after the SemEval workshop, in this paper
we report on experiments using the SemEval-2015 training data for
model training, afterwards measuring results with the 2015 devel-
opment set, and using the metrics proposed in both editions of this
joint evaluation challenge.

5.2 The Obtained Results
In a first set of experiments, we compared CRF recognition models
trained with Stanford NER and using the four different encodings
that were introduced in Section 3. Table 1 presents the obtained re-



Strict Relaxed Accuracy
Precision Recall F1 Precision Recall F1 Strict Relaxed

Best Disambiguation at SemEval 2014 — — — — — — 74.1 87.3
Best Recognition at SemEval 2014 — — — — — — 69.4 88.3
AIDA Cocktail 73.7 68.1 70.8 77.0 71.2 74.0 68.1 91.3
AIDA Prior 73.8 68.1 70.9 76.9 71.1 73.9 68.0 91.2
AIDA Local 73.8 68.1 70.9 77.1 71.2 74.0 68.1 91.3
AIDA KORE 73.8 68.1 70.9 77.0 71.1 74.0 68.1 91.3

Table 2: Results for the disambiguation of disorder mentions in clinical text.

sults, showing that our models achieve results that are in-line with
those from the best participants at SemEval-2014, although slightly
inferior only to the best system in the competition, particularly on
the strict scenario, even though our new encoding can also model
some of the overlapping entities with a different encoding scheme.
However, the best recognition system is more complex than ours,
employing three different methods in an ensemble mode. Also note
that the SemEval dataset was reviewed, which can account to small
discrepancies between NER systems. Our results also show that the
IOBN encoding achieves similar results to the SBIOEN scheme and
that the IOBNV scheme outperforms the SBIOENV model, per-
haps due to the fact that we do not have enough training data for
taking advantage of the more complex encodings (i.e., a scheme
where the number of labels, and consequently also the number of
model parameters, is higher). A closer look on our results show
that the IOBNV model was indeed capable of encoding overlap-
ping entities, resulting in an increase in recall when comparing to
the IOBN scheme. The SBIOENV model, however, did not out-
perform the SBIOEN model, even though it is capable of encoding
overlapping entities.

In a second set of experiments, we used the Stanford NER model
that relies on the IOBNV encoding (i.e., the best performing NER
model), and instead focused on evaluating the disambiguation com-
ponent. We used different configurations for AIDA, corresponding
to (i) an AIDA Cocktail configuration, which uses several ingredi-
ents (i.e., the prior probability of an entity being mentioned, the
similarity between the context of the mention and an entity, as well
as the coherence among the entities, measured with basis on entity
co-mentions), (ii) an AIDA Prior configuration, which only uses the
prior probability, (iii) an AIDA Local configuration, which uses the
prior probability together with the similarity between the context
of the mention and the entity, and (iv) an AIDA Kore configura-
tion, which is similar to AIDA Cocktail but instead using a different
algorithm to measure coherence, that leverages on entity-specific
key-phrases instead of linkage information, for measuring entity
relatedness [15]. Table 2 presents the obtained results.

The best performing method corresponds to the AIDA Local con-
figuration, although results with the other configurations were very
similar. The obtained results are again in-line with those from the
best participants at SemEval, showing that existing NERD systems
can indeed be adapted to perform well on the clinical domain. No-
tice that the disambiguation accuracy in the relaxed scenario is
particularly high (i.e., higher than that of the best participants in
SemEval-2014), indicating that further improvements in the recog-
nition can perhaps lead to state-of-the-art results in the overall task.

In Table 3 we also present results for the disambiguation compo-
nent, but instead assuming a perfect recognition of the disorder
mentions in the clinical notes (e.g., using the gold standard spans

Accuracy
AIDA Cocktail 87.0
AIDA Prior 87.0
AIDA Local 87.1
AIDA KORE 87.0

Table 3: Strict disambiguation results, assuming a perfect
recognition of the disorder mentions.

provided for the test data). The results again attest to the high ef-
fectiveness of the disambiguation component.

6. CONCLUSIONS AND FUTURE WORK
The problem of Named Entity Recognition and Disambiguation
(NERD) has received significant attention in the NLP and IE com-
munities. Open-source software frameworks such as Stanford NER
or AIDA are nowadays quite robust, and these frameworks can
be adapted to any type of natural language text. In this paper,
we specifically propose (i) to adapt Stanford NER for recognizing
names for diseases and disorders in clinical text, and (ii) to adapt
AIDA for the task of disambiguating these entity mentions to the
corresponding entries in the UMLS meta-thesaurus. The resulting
system was evaluated with data from previous SemEval competi-
tions on clinical text mining, showing promising results that are
in-line with those from other state-of-the-art systems.

We have thus successfully shown that existing NERD systems can
easily be adapted to perform well on the clinical domain, although
several ideas can still be used to further improve the results. For
future work, we plan to experiment with different word represen-
tations, not just one based on Brown’s clustering algorithm. For
instance word representations inferred with state-of-the-art neural
embedding methods like GloVe [31] could be incorporated in our
NER model, since the use of this method has obtained good results
in recent experiments.

In what concerns the entity disambiguation procedure, future work
can for instance consider the development of other relatedness mea-
sures besides KORE [15] or the one from Milne and Witten [29],
for instance learned from training data [6]. We would also like
to experiment with a disambiguation procedure based on random-
walks with restarts, as proposed by Guo and Barbosa [14]. Finally,
we also plan to experiment with other heuristics for expanding en-
tity mentions prior to dictionary look-up, following on ideas from
previously proposed rule-based systems for clinical NERD [9].
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