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Abstract – Telecommunications businesses some-

times face new customers who subscribe services 

with no real intention of paying for them. This spe-

cial class of fraudulent customers – never-payers – 

are responsible for significant revenue losses, de-

spite being a tiny subset of all subscribers. This pro-

ject was developed in collaboration with a telecom-

munications company whose goal is to predict the 

never-payer population, consisting of post-paid cus-

tomers who are never going to pay for the newly 

subscribed services. The main challenge is to pre-

dict the outcome, even before the customer’s ac-

count is activated. The final platform is built on Mi-

crosoft BI stack tools based on the CRISP-DM 

methodology. The integration module is capable of 

loading, cleaning and summarising large amounts 

of input data that provide information about new 

customers. Then, the analytical module selects a 

specific set of relevant attributes to train several 

predictive models. Those models were tested, facing 

new, unknown customers to decide the likelihood of 

being customers who will never pay their debts. The 

solution was evaluated using data mining perfor-

mance measures. 

Keywords – Telecommunications, Fraud, Never-payer, 

Data Mining, Predictive Model, SQL Server 

1. INTRODUCTION 

Telecommunications businesses sometimes face new 

customers who subscribe to services but with no inten-

tion to pay for them - a form of subscription fraud. 

These so-called never-payers are responsible for the 
loss of significant amounts each month not only be-

cause of the bills that will never be paid, but also the 

costs and resources associated with the subscription of 

a given service by the fraudulent customer. The main 

challenge of this work is to predict this particular class 

of post-paid customers who are never going to pay for 

the newly subscribed services – the so-called never-

payers. 

This work will perform a preliminary analysis of the 

data provided by the data warehouse of a telecommu-

nications company, such as customer data, pricing 
plans, risk evaluations, usage, billing history, well as 

other common reference attributes and historical data 

typical of the telecom industry. This exploration anal-

ysis will help identify the set of attributes that best pro-

files a never-payer customer and defines a predictive 

model. Then, supervised mining models will be capa-

ble of profiling past debtors and learning about similar 

characteristics, enhancing the proactive detection of 

potential debtors. 

The final solution comprises a platform built entirely 

on Microsoft BI stack tools. Integration components 

are capable of loading, cleaning and summarising large 

amounts of input data that provide information about 

new customers. Then, analytical components select a 

specific set of relevant attributes to train several pre-
dictive models that will be responsible for facing un-

known customers and decide whether they will be cus-

tomers who will never pay their debts. 

2. CONCEPTS AND RELATED WORK 

This thesis focuses on understanding what enables a 

telecommunications company to predict the likelihood 

of a customer who simply does not pay his bills on 

time. Therefore, it is necessary to analyse the lifecycle 

of a bad payer. Figure 1 depicts an instantiation of the 
customer lifecycle, but for customers who incur in 

debt.  

 

Figure 1 – Diagram of the bad payer lifecycle. 

It may be called the bad payer lifecycle, featuring a hy-

pothetical telecom customer who signs a contract, uses 

subscribed services, but his bills are past due, most of 

the time. This cycle features three main phases: Acqui-

sition, representing the entry point for a prospect who 
wants to subscribe to some service. At this moment, 

the prospect supplies the telecom company with his in-

formation to draw up a contract and activate an ac-

count. The telecom company can perform some risk 

evaluation such as a background to avoid potential bad 

payers. Intermediate, on which he uses the services 

subscribed and bills are emitted. It should be lengthy 

and profitable unless he stops paying and enters the 

next phase. Recovery, when a bad payer endures a set 

of strategies carried out by the company to recover the 

bad debt. He could, ultimately, churn and leave volun-
tarily or even be forced to churn because of his irrecov-

erable debt. 
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Celka and Rojas patented a system for automatic de-

tection of never-pay datasets for credit services indus-

try, known as credit rollers [2]. It is designed to be as 

a tool to help financial service providers knowing 

whether the applicant is likely to never pay after ob-

taining the credit instrument. The architecture of this 

system comprises data sources and a never-pay module 

that runs the detection algorithm. Data sources contain 

customer data such as credit bureau (i.e. collection 

agencies) data, tradeline data, historical balance data, 

demographic data and additional data provided by the 
customer when applying for credit. The module is con-

figured to obtain customer records from the sources 

and compares them with already-proven never-pay 

profiles. Then, the likelihood score of being a never-

pay profile is calculated. Figure 2 presents the overall 

flow of the patented system and shows that predictive 

models can be combined with each other to compute a 

final score. If this score is below a given threshold, the 

application is approved. On the contrary, if the score is 

higher than the threshold, the application is sent for 

manual analysis. 

 

Figure 2 – Flowchart of the patented system that calculates a 

never-pay score to determine the approval of credit applications 
[2]. 

The patent does not specify how the predictive model 

is built; that is, how the never-pay profiles are created 

from actual credit rollers. It is suggested that profiles 

are composed of business rules that are compared with 

prospects and output a likelihood score. 

Mahdi et al. published a patent on a system for detect-

ing first-party fraud using a supervised model that cal-

culates a risk score for current applications for credit 
or goods, using identity information provided by the 

consumer [3]. This type of fraud depends solely on the 

will of the applicants, and whether they intend to pay 

after they get the credit. Figure 3 shows a diagram of 

the system modules as well as the information flow de-

scribing the method for predicting first-party fraud. 

 

Figure 3 – Diagram of the patented first-party fraud detection sys-
tem [3]. 

First, it receives the customer application containing 

consumer identity data such as social security number 

(SSN), name, address, phone number, date of birth, and 

others. The search module is responsible for matching 

the current application and prior individual applica-

tions provided by a historical module using linking 

keys. When identical, or similar, identity information 

is frequently used in a proximity of time for the same 

or another commodity, this is evidence of first-party 
fraud. Then, the generation module is responsible for 

producing markers (i.e. metrics) that are indicative of 

first-party fraud based the identity linking keys. Exam-

ples of such markers include the number of applica-

tions in the last week/month/year linked by address, 

SSN, or phone, or the number of unique emails used in 

the last week/month/year linked by the various identity 

elements described. Finally, the predictive module 

computes a risk score based on the markers; wherein 

the risk score represents a chance that the current ap-

plication represents first-party fraud. This module uses 
standard supervised machine learning algorithms built 

learning examples of previous fraud attempts. These 

algorithms can include neural networks, support vector 

machines, boosted trees or regressions. Table 4.1 pre-

sents this comparison. 

 Celka and Rojas 2008 Mahdi et al. 2014 

Target mar-

ket 

Credit Services from Fi-

nance, Telecom, Retail 

and other industries 

 Generic (Credit 

Services) 

Targeted 

fraudulent 

population 

Never-payers First-party fraud-

sters 

Data 

Sources 

Customer data, Tradeline 

data (balance history), 

Credit Bureau scores, De-

mographic data, Public 

Records 

Customer data, ID 

Network, Demo-

graphic data, Public 

Records 

Prediction 

timing 

Before account approval Before account ap-

proval 

Predictive 

Model Type 

Classification (Super-

vised) 

Classification (Su-

pervised) 

Predictive 

Algorithms 

Rule-based (?) Neural networks, 

support vector ma-

chines, boosted 

trees or regressions 

Result Risk score of being fraud-

ulent 

Risk score of being 

fraudulent 

Mitigation 

strategy 

Manual review N/A 

Table 1 - Comparison of the related work described in this docu-
ment. 
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The main subject of this study is a Portuguese telecom-

munications company, whose challenge is to detect 

fraudulent customers who never pay their debts. 

Firstly, it is important to understand its business model 

and all the steps the customer follows through from the 

time he intends to sign a contract until he runs into 

debt, that is, the customer lifecycle. Secondly, to sup-

port the business model, this company has imple-

mented a DW-like data model which represents the in-

put of this study and will also be described. 

 The central entity of this business model is the 
Customer, who undergoes several phases dur-

ing the already mentioned customer lifecycle. 

Considering the goal of this study is to iden-

tify, as soon as possible, customers who will 

never pay their bills, it becomes pertinent to 

describe each lifecycle phase. In addition to 

defining exactly what makes a customer a 

never-payer, we need to pinpoint the precise 

moment in time when we would have enough 

information to decide on his future. At the 

time of contract activation, the prospective 
client undergoes a Risk Evaluation, includ-

ing criteria that have to be fulfilled to be con-

sidered an eligible client. The eligibility crite-

ria are evaluated individually and include 

questions as the examples described below: 

 Is the client a returning client, and if so, did 

he leave any debts in the past?  

 Is the client featured in the database shared 

between the major Portuguese telecom con-

taining past debtors? Debtors are automati-

cally removed from this shared database if 

certain conditions apply, for instance, if the 
debt amount is less than 20% of the national 

minimum wage; if they are in an insolvency 

state; conversely, if debt has prescribed or has 

been relieved. 

 Is the client signalled for fraudulent or suspi-

cious behaviour? 

 Is the client contained in a white list? 

The Risk Evaluation is an automated process, and its 

results are then supplied to the assistant responsible for 

making the new contract. If the results indicate that the 

client is eligible, the assistant approves the activation, 
otherwise, the assistant can ask for a Manual Credit 

Evaluation which is performed by an activations’ spe-

cialist who will investigate historical data on the client 

(if available). Activations’ specialist gathers all the his-

torical information available on the potential client and 

tells the first assistant about the client eligibility. If the 

manual evaluation is positive, the assistant approves 

the client. On the other hand, a negative decision can 

suggest alternative methods for minimising the risk, 

such as the regularisation of the debt before entering 

into a new contract. This could include methods such 
as the payment of a bond that is recurrently deducted 

in subsequent invoices. And even if the evaluation is 

negative, the assistant can override the decision, 

providing a meaningful comment. Sometimes the as-

sistant does not have sufficient privileges to override 

negative eligibility. If so, he can up-delegate the deci-

sion to his manager. When the contract is entered into, 

the client’s account associated with the contract is as-

signed to one of possible billing cycles. For instance, a 

customer who enters into a contract on the 3rd day of 

the month will be assigned to Cycle 9, that is, the cycle 

that immediately follows the activation date. If that is 

the situation, the billing cycle will be closed on the 9th 

and, depending billing process speed, an invoice will 
be issued afterwards, to illustrate, on the 13th day (bill 

statement date). The bill due date is typically calcu-

lated by adding at least 11 working days (legally ac-

ceptable). 

One day after the bill is past due, the Collection Man-

agement system automatically opens a debt collection 

case. Depending on the Credit Rating of the debtor, 

warnings such as SMS alerts and letters will be sent at 

different timings, and even subscribed services may be 

suspended (hotline). If the debt is not liquidated after a 

certain amount of time, the client account is deac-
tivated. Each lane represents a distinct stakeholder, and 

the three phases Activation, Intermediate and Recov-

ery map exactly the bad payer lifecycle. At the end of 

recovery, if a client account is deactivated and none of 

the bills were liquidated, then it is regarded as a never-

payer. A never-payer is a client account which was de-

activated by any given reason and has not paid its bills, 

i.e. the billed amount equals the open amount (current 

and past due debt). This is the future we want to pre-

dict. After this point and several failed attempts to liq-

uidate client’s debt, the Collection Management Sys-

tem automatically runs a well-defined algorithm of col-
lection actions that could include sending letters, legal 

notices and even delegating the collection process to 

collection agencies and its lawyers. This thesis does 

not focus on the collection actions’ phase, but only up 

until the customer is deactivated and still has all bills 

unpaid. 

The data model supporting the business depicts the 

customer as the association between three main data 

entities, as seen in Figure 4. The entry point is the Cli-

ent, which aggregates at least an Account, which in 

turn subscribe at least a Service. 

As an example, a business (e.g. a large corporation) 

may have one Account for each one of its employees, 

which in turn subscribe to one or more Services (e.g. 

voice, fibre, TV). On the other hand, a consumer can 

be represented by a Client entity which in turn may 

have one or more Accounts, for instance, one for each 

one of his family members. Firstly, clients belong to a 

Segment, which has its own classification hierarchy. 

Secondly, a customer undergoes a Risk Evaluation 

each time he wants to activate an account. Thirdly, ge-

ographical data can be extracted using Postal infor-

mation from the customer account. Lastly, the sub-
scribed services include one or more Pricing Plans, 

which will be charged differently according to their 

rate. A customer belongs to a specific Segment, which 
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is stored at Client level. The client is segmented as 

Business or Consumer, for instance, the public sector 

and small and medium enterprises (SME) belong to the 

business segment while the general public can belong 

to the consumer segment. 

The types of services (and pricing plans) offered are 

specific to each segment. Prior to account activation, 

the client undergoes a Risk Evaluation based on its 

fiscal number to determine, in theory, if the account is 

activated. Each time a customer needs to activate a new 

account, at least a new risk evaluation will be per-
formed.  Some of the contact information provided by 

the Account entity includes the postal code and city, 

which roughly map with the national database of postal 

codes provided by the Portuguese Post Office (CTT) 

[4]. The Postal entity comprises postcode data associ-

ated with the municipality and district names, provid-

ing geographical insights that might be potential pre-

dictors of debt patterns. This system only analyses cus-

tomers who subscribe post-paid Pricing Plans; that is, 

customers who use the services provided by the tele-

com company and pay the bills generated at the end of 
each month. Examples of Pricing Plans include, for in-

stance, mobile voice post-paid plans, or even a triple-

play pricing plan that includes television, Internet and 

mobile services. All these seven entities represent the 

data that is present the moment before the customer is 

accepted by the telecom company, and a new account 

is created. In short, these entities are the ones affected 

during the customer Acquisition phase, and each of 

them has unique attributes that characterise a priori a 

telecom customer, in a way that these attributes are the 

only ones on hand at subscription time. Preferably, 

risky customers should be detected at the first oppor-
tunity, but we could look further into their behaviour 

right after customer accounts are activated. Figure 4 

adds four entities that will eventually become available 

after an account is created, and services are subscribed. 

 

Figure 4 - Diagram of all the entities available before and after the 
customer account is activated. 

The most evident sign of customer behaviour is the us-

age of the subscribed services. Usage logs each cus-

tomer behaviour regarding, for example, mobile calls 

and data usage, storing metrics that help understand 

customer behaviour and, ultimately, generate charges. 

In this system, and due to space and processing power 

limitations, usage data was aggregated on a daily basis, 

so a service has a corresponding usage record each day. 

The service usage generates charges associated with its 

account. Customer accounts are billed every month in 

by the Billing system, as it was once described by the 

billing cycles. Every billing cycle, a new bill is gener-

ated, and Billing keeps track of the charged amount, 

the due date and the amount that has already been paid. 

Each time a customer pays up, his account generates a 

new record which is stored in the Payment entity. 

Lastly, salespeople often contact customers (or pro-

spects) to accept additional services and these contacts 

are logged in the Campaign entity. 

3. DEBT ANALYTICS 

The general overview of the system is illustrated in 

Figure 5. 

 

Figure 5 – Application Architecture Overview 

The main application is composed by three layers: 

 Source layer, where customer and behav-

ioural data from across different dimensions 
of the customer is stored. CSV flat files are 

the common interface between the source sys-

tems and the application. 

 ETL layer, built on SQL Server and SSIS, is 

responsible for extracting the data, transform-

ing it and load the model set. 

 Data Mining layer, where predictive models 

are trained and tested, predictions are stored 

and evaluated. The analytical component is 

built on SSAS and orchestrated by SSIS. 

Additionally, reporting tools integrate seamlessly with 
the SQL Server database. A number of views and 

stored procedures are available to the user, containing 

results and statistics. 

CRISP-DM  is a data mining methodology and pro-

cess model that describes a common approach for con-

ducting data mining projects [5], [6].  The first step 

consisted in attending several meetings to identify its 

requirements, detail business processes and stakehold-

ers involved, assumptions and constraints. The require-

ments included: describing the typical profile of a 

never-pay customer; determining for every new poten-

tial customer, the probability (i.e. risk score) of being 
a never-payer subscriber in the future; predicting 

never-payer accounts preferably during their acquisi-

tion; the prediction can also be tested using a small 

amount of behavioural data (e.g. usage history); oper-

ationalising the learning and testing process. 

Several assumptions were established: At least one-

year of data must be provided for analysis; Data 
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sources are supplied by the company IT department in 

the form of flat files1. This simplifies the data loading 

process as flat files are a common interface between all 

the company systems and this data mining application; 

Data is provided by the IT department with a degree of 

aggregation that is possible for extraction, even if it is 

not fit for the application. Because of the sheer volume 

of data to be extracted and the processing time needed 

to transform data, some was not filtered/aggregated as 

it should be. This can introduce aggregation level and 

data quality problems that have to be solved during 
data preparation. The universe of customers is limited 

to those who have post-paid pricing plans. The main 

goal is to detect customers who never pay their 

monthly bills, that is, post-paid contracts. The aggre-

gation level required for data mining is established at 

the account-level. 

It was decided that all the solution should be developed 

using Microsoft BI tools. The main reason was because 

that this software was already available for the com-

pany to use. Besides, Microsoft provides a full-stack 

data mining development, wherein all the tools inte-
grate together really well. Thus, the software setup in-

cluded a server running Microsoft SQL Server 2012 

with the following components installed: Database 

server running Microsoft SQL Server 2012 (MSSQL); 

Integration server running Microsoft SQL Integration 

Services 2012 (SSIS); Analytic server running Mi-

crosoft SL Server Analysis Services 2012 (SSAS).; 

Microsoft Excel 2013 with the following components 

installed: Power View, Power Map, Power Pivot and 

Power Query. The hardware for developing the solu-

tion was limited, including a PC with an Intel i7 @ 2.9 

GHz processor with 8GB of RAM. Microsoft SQL 
Server 2012 was configured with 3GB of RAM, so the 

remaining memory was used other software compo-

nents. 

Concluding, the never-payer data mining problem 

was defined as a supervised, classification problem. A 

supervised data mining algorithm learns data patterns 

contained in examples provided by the user, just like 

the examples of never-payer accounts. It is a classifi-

cation problem because the model will predict events 

described by categorical labels such as “yes” or “no” 

[7] to answer one simple question: will she be a never-
payer customer? Also, a probability score is calculated, 

describing the likelihood of that event to happen. 

The IT department provided the first batch of data con-

taining customer data. This included a set of customers 

whose accounts were activated during one year, from 

April 2013 until the beginning of March 2015. This 

added up to approximately 613.000 clients with 

937.000 accounts and 2.877.000 services with corre-

sponding pricing plans. Additionally, behavioural data 

                                                        

 

1
 Data files containing text records with a fixed number of fields. 

was provided. This included more than 16 million cam-

paign contacts, and 4.6 million payments for 6.3 mil-

lion bills. Daily usage of services added up to 20 mil-

lion records. Later, one-year of risk evaluations were 

added to the picture, from September 2013 until Sep-

tember 2014. More than 17 million records featured the 

almost 2 million unique evaluations. Lastly, segment 

and pricing plan were included, as well as publicly 

available geographical data from the Portuguese Post 

Office (CTT) [4]. 

The process of collecting initial data into a staging 
area was implemented using SSIS. Several strategies 

for loading large amounts of data were used. The first 

one was using the highly efficient bulk insert2 T-SQL 

command. A number of stored procedures were devel-

oped to bulk load the data and apply data transfor-

mations at once. During every bulk loading process, 

some actions were taken to maximise storage effi-

ciency and processing speed: Trimming and uniform-

ising string attributes; Checking and removing dupli-

cate records considering each entity’s business key; 

Summarising data with the adequate aggregation level 
(daily vs. monthly); Creating database indexes to speed 

up lookups.  

Before any further data exploration, the dataset had to 

be classified for each account, in terms of the attribute 

we aim to predict. The classification step created an 

extra derived binary attribute using the never-payer 

condition; accounts that are deactivated and had all of 

their bills unpaid. It was detected that almost 28% of 

accounts had invalid or missing attribute values. One 

example of poor data quality was the account’s city 

and postal code attributes. They were marked as “de-

leted”, “not available” or were missing in about 
267.000 accounts. It was concluded that those custom-

ers were, in fact, invalid; this narrowed down the num-

ber of accounts to about 670.000 accounts and avoided 

future problems evaluating mining models. Figure 6 

shows an example the proportional distribution of 

never-payers across account’s cities. The cities with 

the biggest yellow bar are the cities with the greatest 

relative amount of never-payers (NP). For instance, a 

customer from Sintra is ~80% more likely to be a 

never-payer than a customer from Cascais. Table 2 

shows the detail of this distribution, wherein Sintra 
holds 3.14% of NPs whereas Cascais has only 1.74%. 

2
 Bulk Insert (T-SQL): https://msdn.microsoft.com/en-us/li-

brary/ms188365(v=sql.110).aspx  

https://msdn.microsoft.com/en-us/library/ms188365(v=sql.110).aspx
https://msdn.microsoft.com/en-us/library/ms188365(v=sql.110).aspx
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Figure 6 – Never-payer distribution across the cities around Lisbon 

(Power Map) 

 
Table 2 – Never-payer distribution across the cities around Lisbon 

(table view) 

Looking at the big picture, the likelihood of being a 

never-payer varies across different levels of geogra-

phy. Looking at the distribution across districts the top 

districts are those which have more probability of hold-

ing never-payers. It is important to consider the size of 

each the population; even though some locations have 

a considerable propensity towards debt, they can lose 

importance if their population size is not relevant. Be-

sides, the customer’s business segment (Consumer or 

Business) appeared to be very meaningful across loca-

tions. By analysing more carefully location data some 

interesting conclusions were made: Globally, there are 
~2% of NP consumers, whereas businesses are ~1% of 

the total population. When analysing by district this 

gap is even clearer, including: Ilha de São Miguel, 

where ~3% of consumers do not pay any bills, and 

nearly every business pays their bills (only 0.83% are 

NP); Ilha da Madeira is the top never-payer population 

(~6%), essentially because of its consumers (~7%); In 

Guarda, almost everyone pays their debts (~99%), es-

pecially in the business segment; In Viana do Castelo, 

2.59% of the businesses do not pay their bills, while 

consumers are below the average of NP likelihood. 
When looking at districts with at least 4.000 accounts, 

the worst consumers are located in Ilha da Madeira, 

Ilha de São Miguel, Setúbal and Lisboa. On the con-

trary, the best-behaved are from Santarém and Aveiro. 

The worst classified businesses are from Ilha da Ma-

deira, Faro, Setúbal and Lisboa, while the best are lo-

cated in Viseu and Leiria. 

The final case table also had attributes regarding the 

subscribed services (number of services) and pricing 

plans, containing the number of pricing plans, and 

other hierarchy dimensions. These attributes are re-

lated to the Services entity, and since the case table 
shows the account perspective, their values had to be 

pivoted and summarised. For that reason, all pricing 

plan attributes are numeric. Many plots were created, 

to understand if certain changes of mean values af-

fected the likelihood of belonging to the NP popula-

tion. Figure 7 is an example of how numeric attributes 

were plotted against the mean values of the consumer 

and business population. 

 
Figure 7 – Plot comparing the content of pricing plans for consum-

ers. 

Steepest slopes show that the never-payer population 

and the general population subscribe different pricing 

plans. For instance, the NP1 population subscribes 

more mobile broadband (MBB) pricing plans than the 

NP1 population, while that is the opposite for fixed, 

GSM (mobile voice) and M2M (machine-to-machine) 

pricing plans. Flat slopes indicate that, probably, that 

attribute will not be very good at predicting the never-
payer population. Another interesting insight is that 

businesses are able to subscribe consumer pricing 

plans, but the contrary is not true for consumers. The 

class of the pricing plan will be relevant only for busi-

ness predictive models. 

The total amount of seconds used in calls seems to be 

a good indicator. The never-payer population spends 

almost three times fewer seconds in calls than the NP0 

population. The second plot details the lines that were 

overlapped in the first one. Looks like the average 

number of call events per day do not vary within the 
population. Nonetheless, the amount of data trans-

ferred is also correlated; Never-payers spend ~80% 

less mobile data than NP0 population. 

Figure 8 shows that the risk evaluations executed be-

fore account activation are relevant. Businesses that 

have gone through the process of risk evaluation, on 

average, ~10.5 times are most likely to be never-pay-

ers, when comparing to the ~9.5 evaluations of the NP0 

population. In addition, the last evaluation score imme-

diately before activation is also relevant, wherein worst 

scores (higher values) belong to never-payer busi-

nesses. However, for the business counterpart, these 
conclusions are not so similar. In fact, there is a feeble 

correlation between these two attributes between the 

NP0 and NP1 population. Nevertheless, consumer 

never-payers seem to score worst but with fewer eval-

uations. 

2.21

1.39

0.14 0.28

0.00

1.00

2.00

3.00

NP_0 Cons NP_1 Cons

Pricing Plan Content - Consumer

FIXED

GSM

MBB
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Figure 8 – Plots comparing the number of risk evaluations before 
activation and the last evaluation score across different datasets. 

During data preparation, a total of 58 attributes were 

loaded. After initial data exploration and cleansing, the 

next step is feature selection [8] – using correlation to 

identify the top attributes having a strong relationship 

with the target variable (FlagNP). It has been proved 

effective in reducing dimensionality, improving min-

ing efficiency and accuracy, as well as enhancing result 

comprehensibility [9]. Some of the previously dis-

played tables and charts show the correlation between 
potential predictive attributes and the target attribute. 

Nonetheless, highly correlated predictive attributes 

should also be minimised, since they do not add value 

to the model. Table 3 shows the correlation analysis 

between numeric usage attributes. For instance, the av-

erage of actual events is basically the same as the av-

erage of total call events, therefore, the model set 

should only have one of them. 

 

Table 3 – Correlation analysis between usage attributes. 

This technique was successfully used for eliminating 

numeric attributes of the pricing plans, usage and risk 

evaluation. The final model set for the Consumer seg-
ment included the attributes: the account being evalu-

ated, flag indicating whether the account is a never-

payer, Postal Code (3 digits), Postal code (4 digits), 

Postal Name, Town, Municipality, District, Number of 

services subscribed, Number of GSM pricing plans, 

Number of FIXED pricing plans, Number of MBB 

pricing plans Total number of risk evaluations, Last 

Modify Login (Risk Evaluation), Last Score (Risk 

Evaluation), Average Total of Calls (Event), Average 

Total of Calls (Seconds), Average Total of Calls 

(MBytes), Average Actual Units (Event). 

For the Business segment, additional attributes were 
considered: Segment (Level 3), Segment (Level 1), 

Segment (Level 2), Number of M2M pricing plans, 

Number of ISP pricing plans, Number of AI pricing 

plans, Number of AD pricing plans 

Although the relative amount of risky customers is 

very tiny (~2%) when looking at the dozens of hun-

dreds of new subscriptions every month, they represent 

substantial losses that could be avoided or at least, mit-

igated. Because the dataset is highly imbalanced and 

particular strategies need to be followed. Sampling is 

the most widespread means for overcoming the class 

imbalance problem [10]. A direct method to solve the 

imbalance problem is to artificially balance the distri-

bution of the minority class (NP1, never-payers)  so 

that it is not under represented when training the clas-

sifier [11]–[13]. There are three basic approaches to 

overcome the class imbalance problem and several 

works in the literature that confirm the efficiency of 
these methods in practice [12]. These include Random 

Oversampling (ROS), which consists of sampling of 

the minority class (NP1) with replacement, until there 

are as many minority class examples as the majority 

class (NP0). This could lead to over fitting, since it pro-

duces exact copies of the never-payer class examples. 

Random Undersampling (RUS), balancing class distri-

bution through random elimination of majority class 

(NP0) examples. The major drawback is that it can dis-

card potentially useful data that could be critical for the 

induction process. Hybrid Sampling (ROS/RUS), 
combining ROS and RUS, wherein the majority class 

(NP0) is under-sampled and the minority class (NP1) 

is over-sampled. In these experiments, four strategies 

were implemented, namely: S1: The original training 

dataset was not altered. S2: Undersampling the NP1 

class. S3: Oversampling the NP0 class. S4: Under-

sampling of the NP1 class and oversampling the NP0 

class. 

Two moments of prediction were also configured. The 

first one including only “customer data” (CD) with at-

tributes available during acquisition and before ac-

count approval. The second, “behavioural data” (BD), 
adds the usage attributes that become accessible after 

the subscription. Three classification algorithms were 

tested: Decision Trees, Naïve-Bayes and Logistic Re-

gressions. These are classification algorithms [7], [14] 

which were implemented by Microsoft and included in 

SSAS. Several techniques and datasets were combined 

to find the best approach, including: (i) different seg-

ments: consumer or business; (ii) different balancing 

strategies: none (S1), undersampling (S2), over-

sampling (S1) or both (S4); (iii) different data availa-

ble: customer data (CD) or behavioural data (BD); (iv) 
different algorithms: decision trees, Naïve Bayes or 

Logistic Regressions. 

The deployment phase ensures the data mining process 

is repeatable across the enterprise [20]. The infor-

mation and knowledge that were extracted from data 

need to be organised and presented so the end-user can 

use it. This included the operationalization of all data 

mining steps using the available Microsoft BI stack 

technologies. Integration Services (SSIS) orchestrates 

the complete data mining process; wherein each step is 

implemented by a package (.dtsx file), deployed to the 

SSIS server. The detail of each step is described below: 

Extract is the data collection step that collects initial 

data from CSV flat files containing business entities 

with attributes that may be useful for prediction. Data 
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is stored in staging tables, and it is prepared, cleaned 

and summarised with the intended aggregation level. 

Classify is responsible for adding an extra target attrib-

ute named FlagNP. The classification process outputs 

the examples the supervised data mining algorithms 

learn to predict future never-payers. Load integrates 

all business entities in a single case table. Each data 

record is the commonly called a case, whose columns 

are the attributes with predictive potential as well as 

the target attribute, FlagNP. Sample automates the 

process of randomly sampling the case table for train-
ing, putting aside examples for subsequent testing, to 

validate the models. Additionally, sampling strategies 

had to be implemented, producing different datasets 

that artificially increase the proportion of never-payers 

among the account population. Train systematises the 

process of training each model with the corresponding 

dataset. Test mechanises the classification of testing 

account examples that were set aside for testing. Addi-

tionally, it is possible to test new accounts fed by the 

user, which is, in fact, the main purpose of this appli-

cation. 

There are two main folders mapped into the user’s file 

system. The “Input” folder is where train and test files 

are dropped and processed, whereas the “Output” 

folder will contain the results of account predictions. 

From the user’s point of view the interaction with the 

application begins with the input of the data needed to 

train the models, as well as the new accounts that he 

needs to evaluate. The “Input” folder contains a “Data” 

folder with folders for each business entity, where CSV 

flat files must be placed, and format files3 (.fmt exten-

sion) describe the input data structures. 

The whole data mining process can be started on de-
mand by clicking a batch file that starts an SQL Server 

Job that is responsible for running each one of the pro-

cess packages. If the input files are faulty or some error 

occurs, errors are logged, and the data is not loaded for 

training. Otherwise, if everything goes as planned, the 

models will be updated with the most recent input data 

and will be ready for testing. For making predictions 

using the already trained models, the user simply drops 

a CSV containing account data inside the “Predict” 

folder the root of the “Input” folder. This CSV must 

comply with the structure of the model set used for 
training. After clicking a batch file to start the SQL Job 

that tests new accounts, the file is moved to “Pro-

cessed” folder. Accounts featuring only customer data 

will be classified using data mining models that are 

specific to customer data only. On the other hand, ac-

counts supplied with behavioural data will both be 

tested using customer data and behaviour data mining 

models. The “Output” folder contains now the account 

prediction results, presented as CSV files that can be 

viewed using Excel. The structure of prediction output 

                                                        

 

3 Format files https://technet.microsoft.com/en-us/li-

brary/aa173859(v=sql.80).aspx  

files is similar to the input files, but also contain addi-

tional columns that describe the prediction result: 

Model Name: name of the data mining model used for 

prediction; Prediction: similar to the FlagNP attribute, 

but it represents the predicted result assigned by the al-

gorithm; ‘1’ if the algorithm classifies the account as 

never-payer, ‘0’ otherwise; Probability: also known as 

“risk score”, this is the probability assigned to the pre-

diction made by the algorithm; Support: Represents the 

count of cases that match with the itemset or rule used 

for prediction; Description: additional details that help 
the user understand how the algorithm works. For in-

stance, the decision tree rule or association rule ap-

plied. 

In addition to prediction output files, CSV reports are 

also produced, featuring performance measures for 

each algorithm. These metrics are described in detail 

in the next section. Every prediction result and statis-

tics is accessible using a set of database views available 

to the end-user. Reporting tools can connect to these 

views and perform statistical reports. Every step of the 

data mining application is logged in logging tables, in-
cluding information, warnings and possible errors. 

Once again, database views are available for querying 

and reporting the state of the process. The business 

process describing the bad payer lifecycle can be mod-

ified to accommodate the new data mining system that 

will enrich the risk evaluation step. 

4. VALIDATION AND RESULTS 

For evaluating the system several items must be de-

fined, particularly the testing set (i.e., dataset), and the 
evaluation metrics to assess its effectiveness. A classi-

fier is typically evaluated by a confusion matrix [16]. 

Each confusion matrix entry provides the number of 

customers with the given outcome, in terms of being a 

never-payer or not. For instance, a true positive (TP) is 

a never-payer who was correctly identified. The effec-

tiveness measures most widely used in data mining are 

set out in terms of the contingency table [7], [17]. Ac-

curacy considers the population correctly identified by 

the system [7]. It reflects how well the classifier recog-

nises customers of the two possible classes. This is the 

number of correct predictions and correct non-predic-
tions divided by the number of all slots. 

 
Accuracy=

𝑇𝑃 + 𝑇𝑁

𝑇𝑃 + 𝑇𝑁 + 𝐹𝑃 + 𝐹𝑁
 

(1) 

Traditionally, accuracy is the most typically used 

measure for these purposes [12]. However, because we 

have a class imbalance problem (only 2% are never-

payers), accuracy is no longer a proper measure. Accu-
racy places more weight on the common classes than 

on rare classes, making it difficult for a classifier to 

https://technet.microsoft.com/en-us/library/aa173859(v=sql.80).aspx
https://technet.microsoft.com/en-us/library/aa173859(v=sql.80).aspx
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perform well on the uncommon classes [13]. If the sys-

tem classifies every customer as never-payer, it can 

achieve an accuracy of 98%, which is meaningless. Be-

cause of this, additional metrics are required. If only 

the performance of the positive class is considered, 

precision and recall become relevant [12]. Precision 

(also known as positive predictive value) is the propor-

tion of positive predictions that are correct [10], [12]. 

In other words, precision defines the fraction of cus-

tomers reported as never-payers by the system that is 

correct. 

 
Precision =

𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

(2) 

Recall (also known as TP rate or sensitivity) is the pro-

portion of positive items retrieved by the system [10], 

[12]. In short, recall is the fraction of correctly identi-

fied never-payers that is correctly reported by the sys-

tem. 

 
 Recall =

𝑇𝑃

𝑇𝑃 + 𝐹𝑁
 

(3) 

In an ideal system, precision and recall are close to one, 

but enhancing one metric can hurt the other.  F-meas-

ure is a combined score for the entire system that cor-

responds to the harmonic mean between precision and 

recall [17]. It combines recall and precision, which are 
effective metrics when the imbalance problem exists 

[12]. 

 
F-measure (F1) =

2 × precision × recall

precision + recall
 

(4) 

Each consumer and business dataset was split accord-

ing to their number of attributes [18]. The whole set is 
divided in a testing and a training set. 20% of the ex-

amples were saved for later testing. From the remain-

ing 80%, 75-80% were used to train the algorithms and 

the remaining 20-25% to validate them. 

The predictive validation includes performance 

measures that evaluate the accuracy and precision of 

predicted outcomes against expected outcomes. It 

compares the performance of several predictive algo-

rithms in distinctive case scenarios, using different sets 

of predictive attributes. For the sake of simplicity, 

combinations that performed too poorly or were simi-

lar to one another were removed. Consumer algorithms 
performed consistently better than the business algo-

rithms. The main reason is that the never-payer popu-

lation in the business segment is even smaller (1%) the 

consumer’s (2%). This could seem to be a small differ-

ence, but consumer algorithms train with ten times 

more examples than the businesses do. This leads to 

even smaller precision, since the number of never-pay-

ers correctly identified is much smaller. Over fitting 

happened on oversampling strategies and when some 

algorithm’s complexity was increased. Even though 

the amount of true positives increased, false alarms be-
came too high. When examples were oversampled to 

achieve 50/50 chance of being never-payer, more false 

alarms (false positives) were introduced. This happens 

because the algorithm is being told the word is a 50/50 

chance, but when it is testes in the real word, this as-

sumption makes it biased. For example, the algorithm 

classifier may end up “remembering” a never-payer 

simply because it sees this same account several times. 

Undersampling also introduced many false alarms 

(false positives) and misses (false negatives). Random 

undersampling has removed certain significant exam-

ples. One of the problems with random undersampling 

is that one we do not control what critical examples 

from the NP1 class are thrown away. Very important 

information about the decision boundary between the 
minority and majority class may be eliminated. The hy-

brid approach of using both undersampling and over-

sampling turned out to perform better, especially when 

used with the Microsoft Decision Trees algorithm. 

Nevertheless, it was necessary to tweak the size of each 

class to obtain these results. In fact, Decision Trees 

performed the best for the three sampling strategies, 

both with customer and behavioural data. One of the 

goals of this thesis was to see if it is possible to predict 

the outcome only with customer data and decision trees 

could do so, even though introducing many false 
alarms. Logistic regressions worked better with under-

sampling and hybrid strategies, but they performed 

worse generically, except for undersampling in the 

consumer dataset. Naïve Bayes performed better for 

consumer data sets, but with many false alarms. They 

seem to work better for oversampling strategies. 

In general, behavioural data algorithms achieved best 

results, which is in fact, understandable. The behaviour 

of customers is an important indicator of how he will 

behave in the future. Stating that a customer will be a 

never-payer, just by judging where he came from and 

what services he will subscribe, seem very difficult. 

5. CONCLUSIONS 

The main goal of this work was to predict if a customer 

will not pay any of his bills, even before the customer’s 

account is activated. At that point, too little customer 

data is available for analysis. So, the first challenge 

was understand how debtors behave in the telecommu-

nications industry. The customer lifecycle was de-

scribed and the fraudster was introduced. Few systems 

can predict the probability of becoming fraudulent 
upon the acquisition phase. Two patented systems 

were described and compared. Even if little implemen-

tation details were available, the most important in-

sight was the topology of data to be used as predictive 

attributes. 

The solution implemented combined database, integra-

tion and analytical components. The development was 

directed by the CRISP-DM methodology, wherein the 

first step was to define the data mining problem, and it 

was decided that classification algorithms would be 

tested. Several techniques and exploration tools were 
used to get to know better the data provided. The data 

was loaded, cleaned into the final set of attributes that 

showed most potential for prediction. Several combi-

nations of balancing strategies, types of data, segments 
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and algorithms were combined, to find the best ap-

proaches for predicting the never-payer population. 

These test runs produces metrics that were evaluated 

and discussed. The full system is able to operationalise 

the learning and testing process, outputting the proba-

bility of a customer being a never-payer.  

The experiments performed in this thesis required be-

tween 13 and 24 features (attributes) to estimate the 

probability of being a never-payer customer. Since we 

are dealing with large data volumes, the computation 

of these features turned out to be burdensome to run. 
For that reason, continuous attributes were discretised. 

Also, every combination of attributes was not experi-

mented. That would require 2N experiments, where N 

represents the number of attributes, for every algorithm 

and balancing strategy. It would be interesting to use 

feature selection methods to help choosing the perfect 

set of predictive attributes. There is much room for im-

provement regarding the inclusion of extra features 

that were not available at the time. For instance, more 

demographic data, the contact channel and additional 

behaviour such as complaints.  During data prepara-
tion, several cleansing techniques were applied, but 

there is room for a more careful outlier analysis and 

sparseness removal. This is especially important for 

continuous attributes from usage and risk evaluation. 

In addition to the three sampling strategies experi-

mented on this thesis – RUS, ROS and RUS/ROS – the 

SMOTE sampling strategy could also help synthesis-

ing items belonging to the never-payer class [26]. 

Another way to improve the performance of these 

models is to include more never-payer examples from 

past years, to balance the dataset. The set of the best 

predictive models could also be combined to output a 
weighted score. This strategy is quite common in the 

credit industry. Finally, in addition to the views and ta-

bles that were provided for the user to get the predic-

tion results, a predefined report could also be added, 

helping business users to obtain KPIs regarding the re-

sults. 

The experiments performed in this thesis required be-

tween 13 and 24 features (attributes) to estimate the 

probability of being a never-payer customer. Since we 

are dealing with large data volumes, the computation 

of these features turned out to be burdensome to run. 
For that reason, continuous attributes were discretised. 

Also, every combination of attributes was not experi-

mented. That would require 2N experiments, where N 

represents the number of attributes, for every algorithm 

and balancing strategy. It would be interesting to use 

feature selection methods to help choosing the perfect 

set of predictive attributes. 
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